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Abstract
Syftet  med denna uppsats  är  att  kritisera  David  Copps  collective  moral  autonomy thesis. 

Denna  tes  säger  att  det  är  möjligt  för  kollektiv  att  ha  moraliska  förpliktelser  och  vara 

moraliskt ansvariga trots att ingen av dess medlemmar har motsvarande egenskaper. Copp har 

fört fram två argument och tre exempel till stöd för sin tes. Jag kommer att diskutera dessa 

utifrån  den  kritik  som  förts  fram  mot  tesen.  Min  slutsats  är  att  Copps  tes,  om  ändå 

konceptuellt  möjlig,  inte  stöds  av  de  argument  och  exempel  som Copp  presenterar.  Jag 

kommer huvudsakligen argumentera för att dessa är fall där ingen agent – varken ett kollektiv 

eller en individ – kan hållas moraliskt ansvarig.
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1   Introduction

People are able to act together such that unwelcome circumstances come about. For instance, 

nations go to war, corporations implement policies that are harmful for the environment, and 

mobs cause havoc and disorder. Some philosophers have deemed it correct to consider these 

entities as  collective moral  agents,  acting upon their  own intentions and being subject  to 

normative judgment. Doing so raises a number of controversial questions. How are we to 

understand the relation between the moral properties of a collective and those of its members? 

Can we hold a corporation or a state responsible without doing the same with regard to the 

individuals of which it is composed?

The aim of this paper is to investigate whether a collective entity can possess moral 

autonomy, that is, have an agential moral property even if no member of it has a relevantly 

corresponding property. David Copp (2006; 2007; 2012) argues that this is possible. I will 

assess  his  collective  moral  autonomy thesis  (henceforth,  the  “CMA” thesis)  and  discuss 

whether we have reason to accept it based on the arguments and examples Copp puts forward. 

I will argue that, even though conceptually possible, the CMA thesis is not supported by any 

of Copp’s cases. My general line of argument is that the examples in support of the thesis 

amount to cases of faultless harm, in which no one is responsible.

I will discuss critique of the CMA thesis offered by Kirk Ludwig (2007), Seumas Miller 

(2007),  Frank Hindriks  (2009),  Amy Sepinwall  (2010),  David Botting (2011) and András 

Szigeti  (2013). I am not concerned with a full  assessment of the plausibility of collective 

moral  agency.  Following  Copp,  this  paper  will  instead  focus  on  two  specific  agential 

properties:  obligation and  responsibility.  Finally,  it  should be noted that Copp is primarily 

interested in “organized or institutional entities, such as corporations and states” (Copp 2012: 

83).

In Section 2, I present some relevant terms related to the notion of collective agency. In 

Section  3,  I  present  Copp’s  CMA thesis.  In  Section  4  and  5,  I  present  and  reject  two 

arguments  supporting  the  thesis.  In  Section  6,  I  criticize  a  case  based  on  the  so-called 

Discursive Dilemma. In Section 7, I criticize two of the cases put forward by Copp.
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2   Collective Agency

What follows is a brief explication of the terminology used in this paper. We shall begin with 

a brief outline of collective agency.1 In order for an agent to be liable to moral properties, she 

must, according to Copp, fulfill agency responsibility. This is the condition which is fulfilled 

for an agent doing A, if, and only if, “the agent  performed  the action and had the kind of 

control over it that is a necessary condition of being deserving of a positive or negative moral 

response for having done it” (Copp 2007: 370, note 3). A collective performs an action only if 

the individual members’ actions in some way constitute the collective acting (Copp 2006: 

221). Yet even if this is so, “it does not follow that these persons must have acted wrongly if 

the collective did or be blameworthy if the collective is” (Copp 2007: 369–70). So even if the 

properties of a collective agent in a sense depend on the members’ properties, this does not 

entail  that  the  collective  must  have  the  exact  same  moral  property  as  the  members. 

Additionally, Copp’s thesis is to be understood as conditional: “If collectives can have moral 

obligations or be blameworthy, then, I am arguing, the CMA thesis is true” (Ibid: 383). I will, 

for the sake of argument, assume that  collectives  can be obligated to bring about a certain 

outcome, as well as be responsible for the consequences that follow thereof.2 Let us then turn 

to what these properties amount to.

Copp  makes  no  distinctions  between  moral  obligations  and  moral  duties,  moral 

requirements, or the like. Being responsible, according to Copp, is to be deserving of a certain 

moral response, such as praise or blame.3 Thus, “to be blameworthy is simply to be deserving 

of blame” (Ibid: 370, 385).4 We can also distinguish between ’all things considered’ (or ’all-

in’) and ’pro tanto’ moral properties. To have an obligation all things considered is to have an 

obligation to do A, “all relevant moral considerations being taken into account” (Ibid: 370). 

To have a pro tanto obligation is to have an obligation to do A that “may be outweighed by 

conflicting considerations” (Ibid). The same distinction applies to responsibility:  ”a person 

who has done something that is pro tanto wrong, and for which she is pro tanto blameworthy, 

might not have done something that is wrong all things considered, and she might not be 

1 Further discussion of this includes Copp (2006), Pettit (2007: 175) and Mäkelä, who holds that “collective 
agents lack the kind of control over their actions that is required by moral responsibility” (Mäkelä 2007:  
463). See also (Arnold 2006) for an account of corporate intentionality. 

2 Similar assumptions are made by Szigeti (2013: 6) and Ludwig (2007: 423).
3 The distinction between responsibility and obligation seems to be what other authors refer to as backward-

looking or forward-looking responsibility (Copp 2007: 369–70, note 5).
4 Both ’blame’ and the more neutral term ’responsibility’ is used by Copp. However, since responsibility is a 

prerequisite for being blamed, which of these properties are in question should be of minor importance.
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blameworthy all things considered” (Ibid).

So what is the proper relation between these two properties? In this paper, I will take the 

property of being morally responsible to be formulable in terms of whether an agent succeeds 

or fails in fulfilling her obligations. For instance, if I have an obligation to help a friend in 

need, it seems reasonable to consider me praiseworthy (or similarly responsible) due to me 

carrying out the duty.  If  I  neglect  to  help my needy friend however,  then it  seems I  am 

blameworthy in virtue of not doing my duty. It appears then that the failure to fulfill one’s 

duties is at least a necessary condition for being responsible.5 The examples discussed in this 

paper seem to strengthen this, and Copp seems to endorse the view at times (Ibid: 373–74). 

We shall, however, make a crucial exception to this.

Faultless harm, or non-culpable wrongdoing, is the failure to do what one is obligated to 

do for which one is not responsible. For instance, if an agent’s failure to fulfill her obligation 

was completely out of her control,  it could be debated whether she in fact ought to be held 

responsible. Similarly,  one  could  ask  whether  lack  of  certain  information  regarding  an 

outcome, resulting in the agent not fulfilling her duties, is exculpating or not; the information 

could have been essentially unattainable. It should be noted that a pro tanto obligation might 

be outweighed by such considerations, while an all-in obligation cannot.

3   The Collective Moral Autonomy Thesis

The thesis that Copp argues for is that it is possible for a collective entity to have the moral 

properties  obligation  and  responsibility  even  if  no  member  of  it  has  a  relevantly 

corresponding property (Copp 2007: 370–71). As  Copp considers both these properties, the 

CMA thesis  might  be  formulated  as  two disjunctive  claims:  first,  that  collectives  can  be 

obligated “even if no (natural) person who is a member of that collective has a relevantly 

related moral obligation—an obligation, as we might say, to take part in bringing it about that 

the collective fulfills its obligation”; second, that collectives can be morally responsible “even 

if no (natural) person who is a member of that collective is morally responsible (or deserves 

the same kind of response) for having done something relevantly related—for having taken a 

part, as we might say, in bringing it about that the collective did the relevant thing” (Ibid: 

5 I am not certain as to whether this is also a sufficient condition. Intuitively, an agent having a  pro tanto 
obligation seems to be sufficient for her to be pro tanto responsible, while it is still an open question whether 
she is all-in responsible. I will further touch upon this in not 7.
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369). Following Copp, these sub-theses are henceforth referred to as ’O’ and ’R’, respectively. 

Further,  based on the distinction between all  things  considered and  pro tanto  moral 

properties,  Copp  discerns  a  dimension  of  stringency.  The  corresponding  sub-theses  are 

referred to as ’all-in’ and ’PT’, respectively. These are explained as follows.

The  all  things  considered  or  all-in  version  of  O  says  it  is  possible  for  a 

collective  to  have  an  all-in  moral  obligation  even  if  no  member  has  a 

relevantly related all-in moral obligation, and the corresponding version of R 

says  it  is  possible  for  a  collective  to  be  all-in  morally  responsible  for 

something even if no member is all-in morally responsible in the matter. The 

pro tanto versions say it is possible for a collective to have an all-in moral 

obligation even if no member has even a relevant pro tanto moral obligation, 

and  it  is  possible  for  a  collective  to  be  all-in  morally  responsible  for 

something even if no member is even pro tanto morally responsible. (Ibid: 

370)

Finally,  the  sub-theses  are  also  divided  by a  modal  dimension.  Here,  Copp distinguishes 

between “conceptual” (C) and “substantive” (S) theses:

A substantive version says that the correct moral view allows the possibility 

of a collective’s having an agential moral property even if no member has a 

relevantly corresponding agential moral property. Collective moral autonomy 

is “morally possible.” A conceptual version says merely that it is conceptually 

possible or conceivable that a collective has an agential moral property even 

if no member has a relevantly corresponding agential moral property. That is, 

the  negation  of  this  thesis  is  not  a  conceptual  truth.  Collective  moral 

autonomy is “conceptually possible”. (Ibid: 371)

The upshot is eight sub-theses of the CMA thesis: O-C-all; O-C-PT; O-S-all; O-S-PT; R-C-

all; R-C-PT; R-S-all; R-S-PT (Ibid: 370–71). As was noted above, these theses are conceived 

of by Copp as a disjunction. Hence, only one of the disjuncts needs to be true for the CMA 

thesis to be true (Ibid: 372–73). Before turning to the arguments, I shall say a few words about 

the defeasability of these theses. 

To criticize the substantive theses would amount to arguing that the moral results of 

such a  thesis  is  morally  faulty.  Pertinent  critique  of  the  conceptual  theses  would  instead 

demand that  one shows “that our  moral concepts  rule out my judgments about  the case” 
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(Copp 2012: 90). Copp offers an analogy by reminding us that we may find examples of  

consequentialism morally faulty, while we may still not believe that the theory is conceptually 

false. (Copp 2007: 371) Pertaining to both the substantial and the conceptual theses, Copp 

holds  that  in  order  to  reject  the  CMA thesis,  one has  to  argue that  no examples  can  be 

constructed in which a collective has a moral property while no member has a corresponding 

moral property (Ibid: 386). To reject the CMA thesis in its entirety however, is not the aim of 

this paper. More important for my purposes, Copp writes that “the claim that the CMA thesis 

is conceptually possible needs to be supported by an example of a conceivable situation”, in 

which  a  collective  has  the  moral  property  in  question  but  no  member  has  a  relevantly 

corresponding property (Copp 2012: 82). I will consider such examples in sections 6 and 7. In 

the following two sections, I will present two general arguments in support of the theses.

4   The Argument from Consequentialism

In support of O-C-all, Copp presents an argument based on a simple consequentialist theory 

paired  with  the  scenario  of  a  state  bombing  an  enemy city.  This  is  the  argument  from 

consequentialism.  (Copp  2007:  372;  2012:  79)  I  will  present  Copp’s  argument  and  an 

objection of Ludwig’s, which I will reject. Instead, I will argue that the argument fails because 

the  example  provided  does  not  involve  a  collective  that  could  have  acted  otherwise  and 

therefore could not have any obligations.

Before  we  apply  the  argument  to  collective  settings,  we  shall  consider  the 

consequentialist theory. I take the premises to be the following:

(1) An agent has an all-in obligation not to do A if,  and only if,  there is an 

alternative action with better consequences.

(2) E is a consequence of an agent’s doing A if, and only if, had the agent not 

done A, E would not have occurred.

(3) The conjunction of (1) and (2) is not conceptually false.

(1) is henceforth called “the consequentialist biconditional”, (2) is a stipulation regarding the 

notion ’consequence’, and (3) is the modal status of the conjunction of the biconditional with 

the stipulation. Copp summarizes his thought as follows. “It is not a conceptual truth that it is 

8



not  the case that an agent has an all-in moral obligation not to do A just in case there is an 

alternative  open  to  the  agent  that  would  have  better  consequences  (with  ’consequence’ 

understood as stipulated)” (Copp 2012: 79–80). Copp holds that this claim can be exemplified 

by the following case. 

Consider a state bombing an enemy city. Had the state not bombed the city, this would 

not have occurred. Further, the collective has an all things considered obligation not to bomb 

the  city.  However,  for  everyone  participating  in  the  attack,  no  individual  “did  anything 

relevant such that the bad upshot would not have occurred if she had not done what she did; 

perhaps many people were ready and able to drop the bombs in place of the persons who 

actually did drop the bombs” (Ibid: 79). Given that we accept (1)–(3), “the bad upshot is a 

’consequence’ of the state’s bombing the city, but it is not a ’consequence’ of any member’s 

action” (Copp 2007: 372). This shows, according to Copp, that it is possible for a collective to 

have an all-in obligation to avoid doing harm, without any of the collective’s members having 

a corresponding all-in obligation to contribute avoiding harm. (Ibid)

Kirk Ludwig criticizes this claim. He produces the following counterexample: “A and B 

hold C down while D rapes C. Suppose either that if A had not done his part, E would have or  

that only one person need hold the victim down so that neither A’s nor B’s contribution is 

necessary” (Ludwig 2007: 422–23). The question is whether A has an all-in obligation to 

refrain from participating. The answer is clearly “yes”. But according to the consequentialist 

theory, the answer is “no”, since, for A there is no alternative action in the situation with better 

consequences, such that, had A acted otherwise the upshot would not have occurred. (Ibid) 

Therefore, Ludwig denies the plausibility of accepting the consequentialist biconditional and 

the related stipulation.

Copp rejects this objection, mainly because he holds that such counterexamples might 

show that the thesis is false, but not conceptually false. So even if we were to accept Ludwig’s 

example,  we are  rejecting  it  based on considerations  of  moral  facts,  not  moral  concepts. 

(Copp 2012: 81, note 11) Instead, I want to argue that the individuals being unable to prevent 

the attack also amounts to the collective being unable to act, therefore resulting in no one 

being obligated; neither collective nor individual.

Let us recapitulate the main features of the case. Copp claims that no individual could 

have  done anything relevant  to  prevent  the  attack:  he  suggests  that  any given individual 

participating in the bombing would get replaced if she did not take part. For this to be true of 

every member of the collective (i.e. the state), then for any given individual that participate in 
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the attack, her actions must be overdetermined; the outcome of her actions must occur even in 

case she does not act. This suggests that a certain coordination of the individuals is necessary 

for them to influence the outcome. Now, I do not find it reasonable for the state to have the 

possibility to abstain from bombing the city,  yet at the same time, a sufficient number of 

individuals  are  overdetermined  to  contribute  to  the  bombing.  According  to  Copp’s 

description, if the state attacks the city, its members could not have acted so as to bring about 

a different outcome, and if the state does not attack the city, according to the same conditions 

of coordination, its members could not have acted so as to bring about a different outcome. In 

order for this counterfactual case about the individuals’ overdetermination to be true, it seems 

to  be  the  case  that,  since  the  individuals’ actions  constitute  those  of  the  collective,  the 

collective actions are also overdetermined.

Perhaps  one  could  object  that  by  stipulation,  the  only  agent  in  this  case  that  is 

susceptible to moral properties is a collective. While I hold this to be conceptually possible, I 

do not conceive of it  as an argument in favor of O-C-all.  Rather,  the premises (1)–(3) in 

conjunction with the case is a stipulation that under the postulated circumstances amounts to 

the equivalent of the thesis in question.

To conclude, I find the most reasonable interpretation of the case to be one in which 

some individual either could have influenced the outcome, or the neither collective could have 

influenced the outcome. Let us then apply this to the consequentialist theory. According to 

Copp’s stipulation in (2), an action results in a consequence if, and only if, had the agent not 

acted, the consequence would not occur. Hence, we can either deny Copp’s conclusion and 

grant that (a) individuals of the state can intervene such that the attack in fact is a consequence 

of some member’s actions,  or (b) this is a case were no one could have acted otherwise. 

According to (1), the consequentialist biconditional, an agent is only obligated to refrain from 

doing something if there are alternative actions with better consequences. Therefore, if we 

choose (a), then individuals do have an obligation not to bomb the city; if we choose (b), then 

no one has an obligation, individual or collective.6 

With this objection, I believe to have shown that we may accept (1)–(3), yet that this is  

not compossible with the case put forward by Copp. The Argument from Consequentialism 

then, does not support the O-C-all.

6 Since the argument only concerns all things considered obligations, my focus is on whether the collective has 
such a duty. But the same might be said about  pro tanto  obligations: either an individual has a  pro tanto  
obligation not to bomb the city, or no one has.
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5   The Argument from Moral Complexity

The second argument presented by Copp supports O-C-all, O-S-all, R-C-all, and R-S-all: the 

conceptual and  substantive versions  of  the  all-in  sub-theses  about  obligation  and 

responsibility.7 This is the argument from moral complexity (Copp 2007: 374; 2012: 81). I will 

begin by presenting Copp’s argument, followed by a discussion of Ludwig’s critique. I will 

argue that the argument does not give us significant reason for accepting the theses.

As we postulated in Section 2, collectives can have moral obligations and the failure to 

fulfill these results in the collective being morally responsible. Additionally, the members of a 

collective can have their own duties that conflict with their duties toward the collective. This 

is what Copp refers to as ’moral complexity’. For instance, certain individuals of collectives 

are in official positions that subject them to complex duties, while those of the collective are 

simple. Further, personal commitments and excuses are available to the individuals but not the 

collective. Copp argues that, under such circumstances, it is possible for a collective to have 

moral properties that differ from those of its members. (Copp 2007: 373) He holds that we can 

accept the following two propositions. 

[any-m] It is possible for any member m of a collective C, that C have a duty to do 

A, without m having a duty to assist in bringing it about that A.

[every-m] It is possible for every member m of a collective C, that C have a duty to do 

A, without m having a duty to assist in bringing it about that A.

The actual argument (in its O-version) is the following. Moral complexity gives us reason to 

accept [any-m] by showing how any member’s obligation to contribute to the collective’s all-

in obligation might be overridden. Given this, and “in the absence of a reason to think that 

this  could  not  be  the  case  for  all  members”,  we must  also  accept  [every-m]  (Ibid).  The 

argument  could  thus  be  conceived  of  as  [any-m]  giving  us  initial  reason  to  accept  the 

7 Copp  holds  that  the  argument  do  not  support  O-S-PT.  This  because  of  the  “Transfer  Doctrine”:  “if  a 
collective has a duty, this is itself a moral consideration that gives at least some members a pro tanto duty to  
do their part in bringing it about that the collective does its duty” (Copp 2007: 374). I hold, however, as we 
saw in Section  2,  that  this  also  transfers  the  responsibilities  of  the  collective  to  the  members.  When a 
collective is all-in responsible, which presupposes the collective failing to fulfill an all-in obligation, which in 
turn presupposes some of the members being at least pro tanto obligated, some members have at least a pro 
tanto responsibility for failing to fulfill their  pro tanto obligations. Accepting the Transfer Doctrine, then, 
results in the rejection of O-S-PT and R-S-PT.

11



following  conditional:  if  we  have  reason  to  deny  not-[every-m],  then  [every-m].  If  the 

argument is sound, then it is possible that “no member has an all-in obligation to contribute to 

a  collective’s  fulfilling  its  all-in  obligation  in  a  situation  and  that  no  member  is  all-in 

blameworthy for what he did in a situation in which a collective is all-in blameworthy” (Ibid).

Ludwig, criticizing this conclusion, seems to accept [any-m] but denies that this gives 

us reason to accept [every-m]. He writes: 

The claim that for any member m of a given collective C, that C’s doing A is 

compossible with m’s not participating in doing A, for example, clearly gives 

us no reason to think that for a given collective C, C’s doing A is compossible 

with every member m of C not participating in doing A. (Ludwig 2007: 423)

In other words, the possibility of any member of a group being excused while the group has 

an obligation, does not give us reason to accept the possibility of every member of the group 

being excused. Copp responds that while Ludwig is correct in saying that [any-m] does not 

entail [every-m], it gives us  some reason to accept it (Copp 2012: 82). Let us examine this 

claim. As far as I can see, [any-m] merely rules out that all of the members of a collective 

need to have a certain moral property in order for the collective to have that property. If a 

member of a collective is subject to complex moral duties, she could reasonably be exculpated 

from contributing to the collective’s obligations. I still hold, however, that we have strong 

prima facie reasons for denying that this would amount to a collective being autonomous. 

[any-m] then, does not seem to give us significant reason to accept the conditional of 

[every-m]. Let us therefore turn to examining the antecedent independently.  What are our 

reasons  for  not  accepting  that  moral  complexity  could  exculpate  every  member  of  a 

collective? Ludwig asks how a collective could “have an all-in obligation to do something if  

one of us whose participation is necessary does not have an all-in obligation to participate in 

doing  it?”  (Ludwig  2007:  423–24). There  are  clearly  members  of  collectives  that  are 

necessary for making possible the outcome that the collective is obligated to bring about. 

Copp concedes that in situations where collectives are unable to act on its obligations, it is not 

all things considered obligated to do so (Copp: 83, note 17). He seems to be saying that as 

long as an essential member of the collective is not causally unable but merely excused from 

participating, the collective can still be all-in obligated. But even though a viable excuse for a 

member must not be a viable excuse for the collective, Ludwig’s response do amount to a 
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reason that it could not be the case that [every-m]. 

What remains then, is the consequent of the conditional: [every-m] itself. Copp writes 

that Ludwig’s objection does not rule out the conceptual possibility of [every-m] (Ibid: 82). 

But this is precisely the question that is at hand. Copp invoked the notion of moral complexity 

seemingly in order to give us additional reason to accept theses that says it is possible for a 

collective to possess a moral property even though none of its members possess that property. 

The conceptual possibility of [every-m] does not amount to anything further than just that.

To conclude, the argument from moral complexity says that we have reason to accept 

[any-m], and that this claim, in the absence of conflicting responses, in turn gives us reason to 

believe [every-m]. I believe there to be a substantial difference between [every-m] and [any-

m]. Therefore, I do not see how the former claim gives us significant reason to accept the 

latter. Moreover, the question raised by Ludwig seems troublesome for the antecedent. If a 

certain individual is excused and that individual’s participation is necessary for the collective 

bringing about an outcome, then it would seem plausible to excuse the other members for 

failing to do their part in bringing it about that the collective fulfills its duty. Nonetheless, 

Copp upholds the conceptual possibility of the consequent [every-m] and Ludwig’s. And even 

though this response does not rule out the possibility of all instantiations of [every-m], the 

argument from moral complexity in its conceptual version, does not give us reason to accept 

collective moral autonomy any more than the theses themselves.

As was noted in Section 3, the conceptual theses need to be supported by conceivable 

cases. I will consider such examples in the following two sections.

6   The Discursive Dilemma

6.1 The Tenure Committee

The  “Discursive  Dilemma”  is  a  phenomenon  regarding  decision-making  and  judgment 

aggregation in groups.8 Copp puts forward an example originally presented by Luc Bovens 

and Wlodek Rabinowicz (2006). He argues that this case gives us reason to accept all sub-

theses except O-S-PT. I will present and reject critique by Miller (2007), Ludwig (2007) and 

8 The literature on the Discursive Dilemma is rather extensive and various authors have perceived of this 
phenomenon  differently.  Philip  Pettit  (2003)  argues  for  a  similar  thesis  to  Copp’s  and  that  discursive 
dilemmas implicate that  collectives ”will constitute intentional  and personal subjects”  (Pettit  2003: 167). 
Here, I will narrow my focus on the example presented by Copp and its implications on the CMA thesis.
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Hindriks (2009). In accordance with Szigeti (2013), I will instead argue that the Discursive 

Dilemma is a case of faultless harm.

The scenario  is  this.  Mr.  Borderline is  approved tenure if,  and only if,  he achieves 

excellence in the areas of teaching, service and research. The three-member Committee vote 

individually on each area before a decision is reached, with the votes being reported to Mr. 

Borderline  as  they are  made.  Copp stipulates  that  the  voting  constitutes decisions  of  the 

university that are final and cannot be revoked. The majority of the Committee holds that Mr. 

Borderline has achieved excellence in each area, yet the members, A, B and C, each decide 

that he has only achieved excellence in two areas, and they all disagree in which area he has 

not excelled (Table 1). According to the university’s rules of procedure (P1), since no member 

finds him excelling in all three areas, Mr. Borderline is denied tenure. (Copp 2007: 379–80)

Table 1

A B C P1 P2

Teaching No Yes Yes No Yes

Service Yes No Yes No Yes

Research Yes Yes No No Yes

The dilemma is that he is denied tenure even though a majority of the Committee holds 

that Borderline has achieved excellence in each area. Therefore, the university violates its 

own policies as well as frustrates Mr. Borderline’s reasonable expectations of being awarded 

tenure. However,  since A, B and C voted in accord with their assessment of Borderline’s 

desert, no Committee member did anything morally problematic. Copp further stipulates that, 

since no one could have anticipated the problem, no one is blameworthy for implementing the 

procedure: “the university is an ancient one, [...] it has had these rules for two hundred years, 

and [...] it has never before faced a problem of the kind that arose in Borderline’s case” (Ibid: 

380).

Copp concludes that the university is all-in responsible for denying Borderline tenure, 

while  neither  A,  B  nor  C  is  even  pro  tanto responsible. (Ibid:  380)  Therefore,  the  case 

supports R-S-all, R-S-PT, R-C-all and R-C-PT. Further, since the university plausibly had an 

obligation to award Borderline tenure, but none of the Committee members did, Copp holds 

that  the case supports  O-S-all,  O-C-all  and O-C-PT. Finally though,  since the Committee 

members had a pro tanto obligation to award tenure to Mr. Borderline, Copp rejects O-S-PT. 

(Ibid: 381–82)
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In Section 6.2, I will present objections that blame individuals within the university. 

After pointing out some problems with this line of argument, I will explain why the objection 

in Section 6.3 is preferable.

6.2 Faulty Procedures

Ludwig argues that individuals within the university, but not part of the Committee, share 

responsibility for the harm caused through the implementation of the rules of procedure. He 

writes that “some person or group within the university set the rules by which the committee 

was to proceed”, furthermore, these persons “are not let off the hook even if  the committee  

members  are not  individually to  blame” (Ludwig 2007: 414).  Hence,  notwithstanding the 

procedures’ old age, or the individuals’ inability to foresee the outcome, Ludwig claims that 

some individuals within the university are responsible for maintaining an unfair procedure. 

(Ibid: 414). David Botting (2011) rejects this claim. He argues that failing to anticipate the 

outcome in the case is an exculpatory reason: “Otherwise we would be committed to saying 

that agents are responsible ’in general’ for outcomes that are both unintended and unforeseen” 

(Ibid: 225) If we were to absolve them, however,

a group agent would be due the same consideration, for a group cannot be 

expected  reasonably  to  anticipate  something  its  members  cannot.  So  one 

cannot  have  it  both  ways  and  maintain  that  the  institution  is  responsible 

though  no  individuals  are.  For  if  the  institution  does  it,  as  it  were, 

unwittingly,  this must be because individuals do things unwittingly.  But if 

that lets the individuals off the hook, it must let the institution off the hook 

too. (Ibid: 415)

This supposed choice between letting individuals or the collective “off the hook” is deemed 

question-begging. (Ibid: 225–26) Botting seems here to hold that claiming that a collective 

can have a moral property only if its members have that same property is to presuppose what 

is at issue. I disagree. Copp’s thesis concerns moral properties, while this response concerns 

conditions of knowledge. It seems reasonable that collectives that act on their obligations are 

held responsible only if the individuals’ actions, which constitute the collective’s actions, are 

guided by relevant information. If we were to absolve anyone, then, since the members A, B 

and C could not foresee the outcome, no one ought to be held responsible: the case is one of 

faultless harm. We shall return to this in the next section.
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Miller is also blaming the implementation of faulty procedures. He is arguing that, since 

the procedure in practice leads to morally objectionable results, the university has a pro tanto 

obligation to implement a new procedure as well as  to award tenure to Borderline. Miller 

holds that this obligation overrides the duty to act in accordance with the current procedures. 

Therefore, the members of the Committee and the university have the same all-in obligation 

not to deny Mr. Borderline tenure; the fact that official rules are in force does not absolve the 

individual members of blame. (Miller 2007: 404–5)

Botting denies that the Tenure Committee’s pro tanto duty to award tenure overrides the 

obligation  to  act  in  accordance  with  established  procedure.  He  argues  that not  acting  in 

accordance with the latter duty invalidates the results of the decision: “The validity of the 

outcome, what makes the outcomes of the individual deliberations qualify as the decision of 

the committee, is following those procedures, even if from a wider point of view, another 

procedure would be fairer”  (Botting 2011: 226–27). I agree. Even if the voting is morally 

problematic, the Committee members ought not automatically break the rules of procedure. 

We shall see why this reaction is problematic in the next section.

Frank Hindriks (2009) suggests a response similar to Ludwig’s and Miller’s. Neither he 

seems to hold that the case is one of non-culpable ignorance. The harm is in fact foreseen; the 

reason why the case is morally problematic is because the “inconsistency is out in the open” 

(Ibid: 175–76). Once the votes have been counted, the committee members should realize the 

dilemma and inform the board of the university to overrule the decision.  If this is no longer 

possible, the university ought to offer some kind of remedy to Borderline. We are warranted in 

holding someone blameworthy only if neither of these actions are carried out. Additionally, 

Hindriks holds that it is possible to ascribe this blame to individuals; supposedly whoever is in 

charge of the Committee or of the university’s board. (Ibid)

I believe this suggestion fails. Copp explicitly rules out the possibility of the decision 

being  overruled.  Therefore,  the  Committee  could  not  be  blamed  for  not  reporting  to  the 

university  board  for  this  reason.  Furthermore,  as  we  shall  see,  the  need  to  remedy  Mr. 

Borderline need not be associated with faulty behavior nor blame: least not for the Committee 

members exclusively.  I will  discuss the eventual need to remedy the outcome in the next 

section.

To  sum  up,  I  believe  the  objections  from  faulty  procedures  fail.  Furthermore,  the 

suggestion of implementing new procedures is in itself problematic. I will discuss why this is 

so and offer an alternative objection in the following section.
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6.3 Faultless Harm

András Szigeti  (2013) opts  for  a  different  approach to  the case.  He  argues  that  either  an 

individual  is  responsible,  or  no  one  is.  If  a  harmful  outcome  is  caused  by  culpable 

wrongdoing, then individuals ought to be held responsible; if this is not the case, then no one 

is at fault, neither individual nor collective (Ibid: 3). In order to show that the objection from 

faulty procedures fails, Szigeti holds that “even if the rule-adopting individuals could have 

foreseen the outcome, they could not have opted for a rule that was more likely to yield a 

better outcome” (Ibid: 6). Let us then consider what the options with regard to alternative 

procedures are.

Suppose that the Committee could either vote by procedure P1 (Table 1): the so-called 

conclusion-based procedure; or use procedure P2: the so-called premise-based procedure. The 

latter is to let the members vote in each area of excellence separately and decide on majority 

vote. If they choose P2, “they award tenure despite the fact that individually each member of 

the committee [...] judge that [Mr] Borderline fails to meet one of the three required criteria” 

(Ibid: 5). Given that the university awards tenure only to the candidate who excels in each 

area, the Board’s decisions can still be disputed. Therefore, the decision seems problematic 

whatever procedure is chosen: ”The result of the conclusion-based decision procedure can be 

challenged by appealing to the group’s vote on individual criteria (the premises). The result of 

the  premise-based  procedure  can  be  challenged  by  appealing  to  the  aggregate  of  each 

member’s individual judgment on whether to award tenure or not (the conclusion)” (Ibid: 7). 

Whatever course of action the Committee then takes is one of culpable wrongdoing. 

This  is  not an attractive alternative: “we are reluctant  to hold agents responsible if  every 

course of action available to them is equally culpable” (Ibid: 10). Instead, the response should 

be that no one is responsible. Szigeti concludes that “it is nobody’s fault, not any individual’s 

nor that of any given collective, that judgment aggregation is fraught with paradox. That is 

just the way the world is” (Ibid: 11).

A possible objection is that the misfortune of Mr. Borderline indicates that someone 

within the university still deserves blame. That is, the case leaves a moral residue that needs 

to be accounted for, and given that no individual seems to be able to be blamed, a collective 

could. However, it seems possible to explain this intuition by other means. Szigeti holds that,  

while no one is to blame,  Borderline may still deserve redress. For example because “the 

reason why [he] was ultimately denied tenure was  extraneous  to [his] qualifications for the 

position” (Ibid). Another reason could be that the expectations of Borderline were frustrated 
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as a result of informing him of the votes as they were made. As we saw above, Hindriks too, 

sees reparations as a possibility. Also  Ludwig accepts that non-culpable wrongdoing might 

still call for amends. He writes that we are confusing owing redress with being blameworthy. 

Further,  Ludwig holds  that  “we cannot  conclude from our  sense that  the university owes 

redress to the conclusion that it was to blame” (Ludwig 2007: 415).

To conclude, having feelings of wanting to make reparations is not a viable reason for 

accepting collective agency, not to say collective moral autonomy. The Discursive Dilemma 

shows that no one is responsible, yet the university might still have to offer Mr. Borderline 

redress of some kind. Szigeti’s response  clearly indicates that the case does not support the 

substantive theses. But what about the conceptual theses? It might be granted that the moral 

residue  indicates  that  it  is  conceptually possible  that  the  university  violated  its pro tanto 

obligation. However, I think this only amounts to a weak sense of support for the conceptual 

theses. The above objection gives a better description of the case than Copp’s, and so the case 

does  not  give  us  stronger  reasons for  accepting  collective  moral  autonomy than faultless 

harm.9

7   Cases

7.1 The Prison Board

In the following sections, I will consider two of the cases Copp puts forward in support of the 

CMA thesis. The first of these is intended to support the R-C-all and R-S-all theses. That is, 

the possibility of a collective’s being all-in responsible even though no individual member of 

the collective is all-in responsible. I will argue that the example is a case of faultless harm.

The Board of Governors of the state prison is being blamed for a recent decision not to 

strengthen  the  prison’s  security  procedures,  resulting  in  an  escape  attempt  with  horrible 

outcomes. Information that strongly supported the new procedures was available to the four 

members weeks before a decision had to be reached. Had the decision been made in favor of 

the resolution, the escape would have been prevented and the Board would not have been 

9 It  might also be argued that the question whether the university has violated a  pro tanto  obligation is a 
conceptual one. If we grant that the university has violated an obligation, then we also grant that agents could 
be obligated to perform unsurmountable tasks, and that this is not in accord with our moral concepts. In other 
words,  the concept of  pro tanto obligations is not compossible with a possible world in which an agent is  
obligated to carry out unattainable tasks. Pro tanto obligations are consequently reserved to cases where an 
obligation is merely outweighed by moral considerations and not physical attainability.
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blameworthy. (Copp: 2007: 377–78) The problem is that the members, Carol, Bob, Alice and 

Ted,  seems to have excuses  that  exculpates them from blame.  Carol  brought  forward the 

motion and voted in favor of it. Bob “was out of town dealing with a family emergency” 

(Ibid: 378). Alice did not vote in favor, but seems to have exculpatory reasons for doing so:

[Ted and Alice] have a standing agreement to take turns doing the necessary 

research, and it was Ted’s turn to do the research. Alice voted against the 

motion, seeing that Ted was also voting against it, and believing that Ted had 

done the research needed to make a reasonable decision. (Ibid)

According to Copp, three of four members are therefore excused. But what if Ted had an 

equally exculpating excuse? “Would accepting his excuse as freeing him from blame entail 

that the Board also had an excuse that excused it from blame? Or could it be instead that 

although the Board is all-in blameworthy, no member is all-in blameworthy?” (Ibid). Imagine 

that Ted, being exhausted because of family problems, thought that it was Alice’s turn to do 

the research: “When the time came to vote, he was confused as a result of his exhaustion, and 

he thought that Alice was signaling him to vote against the motion” (Ibid). He would have 

voted in favor if he had done the proper research. 

Copp argues that the Board is blameworthy while none of its members are. Concerning 

the excuses, it is important to note that Copp argues for the theses with appeal to “a well-

constructed example of this kind, even if not in the example precisely as [he has] described it” 

(Ibid: 378–79). This proviso means that if one were to object that the individuals in fact are 

blameworthy (as would perhaps seem plausible), we can imagine a case where the excuses are 

even stronger. Before turning to my view on the case, we shall once again consider some 

other objections and the responses to these.

Miller takes the members to be jointly institutionally responsible. That is, as members of 

the Board, Carol, Bob, Alice and Ted share responsibility for the decision, even if some of 

them were to vote in favor of the motion. Given that the decision is morally significant, they 

are also morally responsible. (Miller 2007: 401–2) What of the excuses then? The members 

are only excused if they take measures such as to publicly dissociate themselves from the 

decision. If any of the members do not, “then, in effect, she has accepted it and, therefore, the  

institutional and moral responsibility that flows from it” (Ibid: 402).

Accordingly,  the  Board  as  a  collective,  as  well  as  the  individual  members,  are 
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responsible for the outcome. (Ibid: 403) Botting argues that this only amounts to the members 

being pro tanto responsible (Botting 2011: 223–24). I take Botting to mean that the members’ 

excuses countervail the all things considered responsibility. Additionally, arguing against the 

exculpatory force of the excuses is, as we saw above, beside the point. Since this case is 

intended to support the all-in-theses, Miller’s objection is therefore irrelevant. 

Ludwig compares this scenario with one in which Ted is the sole member of the Board. 

He has an excuse similar to the one in the original case. If the collective were blameworthy in 

Copp’s case, then Ted is clearly to blame in this one. Yet, “it seems that Ted has just as good 

exculpatory reasons in this case as in the other” (Ludwig 2007: 416–17). Therefore, if we 

blame Ted in the individual case, then the same must be true in the case of the Prison Board. 

If we do not blame Ted in the individual case, then ceteris paribus we can not be blaming the 

collective in the group case either. (Ibid)

Botting  criticizes  this  response as  well.  He writes:  “The point  that  Ludwig fails  to 

appreciate  is  that  Ted  can  have  exculpatory reasons  that,  because  they are  agent-relative 

reasons, do not apply to the collective” (Botting 2011: 224). Hence, Ludwig’s response seems 

to fail. But I believe it raises an important question. If Ted’s excuse suffices in the collective 

case, then Ludwig’s individual case is one of non-culpable harm. Copp, however, seems to 

presuppose that in his case, someone must be to blame. I will argue that this assumption is  

false.

To recapitulate,  Copp claims  that  The Prison Board  shows that  it  is  possible  for  a 

collective to be responsible even though none of its members are, while someone must be 

held  responsible.  He  writes  that  “there  is  moral  or  rational  fault  that  must  be  assigned 

somewhere” (Copp 2006: 216). Copp holds that objecting to this would be to think that “if no 

individual person is at fault in the  decision, then since only an agent can be at fault in the 

relevant way, and since only individual persons are agents, there is no fault to be assigned” 

(Ibid: 217). But this is not what I am saying; that would amount to question-begging. I am 

merely claiming that the case does not rule out faultless harm. This would further be a better  

description  of  the  example.  Copp’s  reasons  for  holding  that  the  case  in  fact  involves 

culpability is that not holding the collective responsible does not account for feelings of guilt 

or the need to amend the damage; a response such as mine “has difficulty accommodating our 

intuition that it  would be appropriate for  the members of the Board to feel bad about the 

Board’s decision” (Ibid: 219, note 52). Copp supposedly does this by holding that even if 

Bob, Carol, Alice and Ted are not individually to blame, if they remain members of the board, 
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they  accept  role  responsibility.  That  is,  “each  of  them ought  to  accept  responsibility  for 

dealing with the security problem in the future” (Copp 2007: 379). I will argue however, as in 

the Tenure Committee case, that such responses need not be a sign of blame, either on the 

hands of the members or the collective. Rather, given that the individual excuses are strong 

enough, the case is one of faultless harm. Further, we do not seem to need collective agents in 

order to carry out any necessary reparation act. We shall see why.

Amy Sepinwall (2010), though arguing for a response similar to Miller’s, explains why 

the need to make reparations can be explained by simpler means. She writes: ”we don’t need 

the  intuition  about  collective  moral  responsibility  to  make  sense  of  the  possibility  that 

members of a group might feel bad for some harm the group produces even if none of the 

members is individually blameworthy”. Rather, “it is standard fare for us to feel bad in cases 

where we have causally contributed to some harm for which we know we bear no moral fault” 

(Ibid: 50). I agree. Consider a situation in which you accidentally spill your coffee over a 

colleague’s work documents. Imagine further that the accident could not have been prevented; 

perhaps  someone shoved you  unintentionally.  Would  you  still  feel  guilty  or  perhaps  feel 

obligated to apologize for the ruined papers? Presumably so. Likewise, there are plausibly 

alternative explanations for the feelings of wanting to make reparations in Copp’s case. So the 

residue on the hands of the individuals, which Copp explains by holding the collective agent 

responsible and making the individuals’ role responsible, is rather best explained by holding 

no one responsible, while they might still want to offer redress of some kind.10

In other words, it is not plausible in The Prison Board that the harm need to be directed 

somewhere in the form of blame. Copp might want to answer to this in the same way as with 

regard to sufficiently exculpating excuses, i.e. by pointing out that in this particular case, non-

culpable harm seems applicable, yet further cases where this is not so could be conceived of. 

However, stressing this point further would defeat the purpose of having conceivable cases. 

Furthermore, imagining cases where the circumstances call for the need of someone taking 

the blame would, as far as I can see, amount to diminishing the role of strong exculpatory 

reasons; the stronger the excuses, the less fault involved. Another possible response would be 

to simply stipulate that non-culpable harm is not applicable in this case. Examining such a 

measure, however, shows that it would be to beg the question. If the alternatives are to either 

hold  the  collective,  individuals,  or  no  one  responsible,  and  Copp  makes  the  concerned 

10 In fact, one might want to invoke something similar to role responsibility; perhaps making sure that nothing 
like it happens again. Yet again, such reparations do not need to be preceded by fault.
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stipulation,  then he has already ruled out the latter  two, and accordingly presupposed just 

what is at issue. 

To conclude,  the Prison Board is a case of faultless harm and not an example in the 

sense Copp needs it to be in order support R-C-all or R-S-all. It might be questioned to what 

degree the conceptual possibility of the case is ruled out.  While it  is not incoherent with 

regard to our moral concepts to argue that the case is not one of faultless harm, I believe to 

have shown that Copp’s description of the case lacks credibility. It is not a case that gives us 

good reason to accept the theses in comparison with the one I have given above.

7.2 The Prime Minister’s Daughter

In Copp’s second case, the infant daughter of a Prime Minister is the victim of a kidnapping. 

This example is intended to support O-C-all and O-S-all.11 I will argue that the collective in 

the case is not able to act, and therefore cannot not be obligated to do anything. The scenario 

is the following. The kidnappers threaten to kill the daughter unless the government releases a 

dangerous prisoner. Only the PM knows about the kidnapping and she alone have the power 

to release the prisoner; she does not have to depend on any other government official in order 

to do so. If she does release the prisoner however, this is considered an act of the government. 

(Copp 2007: 375–77) The government, however, has an all-in obligation not to release the 

prisoner. Furthermore, it is possible for the PM to have an exculpating excuse without the 

government  having  one:  “the  child  is  her  daughter;  obviously  the  child  is  not  the 

government’s daughter” (Ibid: 376). Consequently, the PM’s signing the release order results 

in the government failing to fulfill it’s all-in obligation not to release the prisoner, while the 

PM’s all-in obligation is fulfilled (Ibid).

Ludwig concedes  that  the PM’s duty toward her  daughter  morally differentiates  her 

from the rest of the government. The question however, is whether this is sufficient for her 

obligations  as a  member of the government  to  be overridden.  Ludwig does not  think so. 

(Ludwig 2007: 420–21) First, given that the government is a morally sound institution, the 

PM’s accepting the duties of the office will not require her to act in conflict with her all-in 

obligations. Second, the government is making the morally correct choice in not releasing the 

prisoner.  Therefore,  the  PM ought,  according  to  Ludwig,  not  to  release  the  prisoner.  To 

11 Copp  (2007:  375–77)  presents  two  versions  of  this  argument:  one  about  obligations  and  one  about 
responsibility. Given that my thoughts on these properties are correct (see Section 2), criticizing this version  
undermines the plausibility of the other version as well. That is, if the case does not show how it could be  
that a collective has an all-in obligation while no individual has a corresponding obligation, then it plausibly 
cannot show how a collective could be autonomous with regard to an all-in responsibility either.
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question this would be to either reject that “(i) it was morally coherent for her to accept the 

office of Prime Minister or that (ii) her accepting it required accepting obligations which were 

to overrule certain special duties she has” (Ibid: 421). Either the PM is not blameworthy, and 

then the government is not either, since the latter’s obligations respond to those in force of its 

official members. Or, alternatively, the government as well as the PM is blameworthy, since it  

cannot be right for the PM in a morally sound institution to release the prisoner while it is not 

right for the government. Hence, no description of the case lets the PM be excused, while the 

government is responsible. (Ibid)

Ludwig’s response, according to Copp, is based on faulty assumptions. First, that the 

PM’s special duties cannot override her accepting the office is plainly wrong. Even if the fact 

that her daughter is kidnapped cannot be taken into account officially speaking, “The Prime 

Minister might be morally required, all things considered, to release the prisoner in order to 

save her daughter’s life” (Copp 2012: 88–89). Second, Copp holds that this can be the case 

even when in a morally sound institution. (Ibid: 89) In conclusion, Copp writes that Ludwig 

ought to weaken this assumption by saying that “the moral obligations one incurs by virtue of 

accepting an office do not require one, all things considered, to do something that it is morally 

wrong for one to do, all things considered”. But, that, since “the Prime Minister’s family duty 

outweighs her official duty, she is not morally required, all things considered, to perform her 

official duty” (Ibid: 90). Hence, she is not obligated to do anything morally wrong.

Miller responds to the case by distinguishing between the PM qua mother and the PM 

qua PM. The former’s obligation is to release the prisoner while the latter’s is to abstain from 

doing so. (Miller 2007: 397) Considering the PM  simpliciter gives the answer to what the 

agent ought to do, all things considered. (Ibid: 400) Doing so, Miller argues that the PM is 

obligated not to release the prisoner.

Botting,  however,  criticizes  the  distinction  of  the PM  qua  PM and PM  qua human 

being. The former “falsifies the maximal specificity condition on which the notion of ’all 

things considered’ is based” (Botting 2011: 220). It seems we cannot let the property of being 

obligated be affected by different roles of the agent; these are taken into account once we 

invoke the notion of all-in moral properties. (Ibid: 220–21)

More  importantly,  though,  Miller  argues  that  the  collective  fails  to  fulfill  certain 

conditions of agency. He writes that “aside from the PM, no member of the government (or 

any one else for that matter) could have done anything to prevent the prisoner being released; 

aside from anything else, they did not know, and could not reasonably have known, what was 
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going on” (Miller 2007: 395).12 Since the rest of the individual members of the collective do 

not fulfill reasonably necessary conditions of knowledge and control, the government cannot 

be morally obligated not to release the prisoner.

Botting holds that “this clearly assumes what is at issue […] It is by virtue of the fact 

that the PM’s powers derive from the rules and norms of government that when those powers 

are exercised, the government is deemed to have acted” (Botting 2011: 221). I disagree. Only 

the PM could in the relevant sense act so that morally pertinent results came about. Since the 

collective cannot fulfill its duties, it is not obligated to do so.

The fact that the powers, which are necessary in order for the PM to release the prisoner, 

comes from her accepting the role of a government official, does not make the outcome an act 

of  the  government.  I  concede that  if  the  PM refuses  to  release the prisoner,  then  ceteris  

paribus the government has fulfilled its duty. Yet, if the PM does release the prisoner and if 

the duties that come with accepting the role of a government official are overridden, then this 

fact ought to considerably weaken the degree to which the PM supposedly acts as part of the 

government. It is by virtue of the PM rejecting her duties as a government official that she 

acts so as to release the prisoner (cf. the maximal specificity condition above; if the objection 

is that the PM cannot take on different roles, then the all-in verdict is directed at the PM as 

mother). The same reasons that makes it morally right for the PM to release the prisoner, thus 

overriding her official  duties, makes her actions not actions on behalf  of the government. 

Even acting on behalf of the group, as opposed to the collective itself acting, seems to be 

ruled out, since the PM rejects just those virtues that come with accepting the office. 

To conclude, the fact that the PM does not have to depend on any other state official, 

and the fact that her all-in duties deviate from those derived from accepting her role as Prime 

Minister, indicate that it is the PM, not the government or not even the PM on behalf of the 

government, which acts when releasing the prisoner. Hence, since the government cannot act 

on its duties, it is not obligated to do so. The case does not support O-C-all or O-S-all.

12 Miller still holds the rest of the government institutionally involved in the release of the prisoner, though; this  
is in accord with Miller’s account above (Miller 2007: 396).
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8   Conclusion

In  this  paper,  I  have  assessed  David  Copp’s  collective  moral  autonomy  thesis.  I  have 

considered two general arguments as well as three examples in support of it. I rejected the 

argument  from  consequentialism  since,  even  though  it  is  conceptually  possible  for  the 

consequentialist theory to be true, the example meant to support it amounts to a case where 

the collective could not have acted otherwise. I rejected the argument from moral complexity 

because  the  intuitive  claim that  collectives  can  be  autonomous  with  regard  to  any  of  its 

members does not give us significant reason to hold true that collectives can be autonomous 

with regard to  all  of its members. In other words, the argument does not convey anything 

beyond the theses themselves. I deemed the examples in Section 6.1 and 7.1 to be cases of 

faultless harm. This is not that surprising. The stronger the individuals’ excuses are in a case 

such as The Prison Board, the less likely someone is to be held responsible. Moreover, the two 

cases  do  not  seem to  leave  behind  issues  that  have  to  be  accounted  for  with  appeal  to 

collective fault.  The last case, The Prime Minister’s  daughter, raised questions of to what 

degree a collective could be regarded to have acted, even though the only agent that could 

have done so were an individual. I argued that the individual, but not the collective, were able 

to act. Accordingly, she was the only one who could be obligated to do anything.

My  conclusion  is  that  although  still  conceptually  possible,  the  CMA thesis  is  not 

supported by plausible cases. Regarding the possibility of rejecting the CMA thesis  in its 

entirety, I think it wise to remind us that Copp holds that in order to do so, we must show that 

no  examples supporting the CMA thesis can be constructed. I have neither shown that the 

CMA thesis  is  conceptually false,  nor that its  moral implications are untenable.  However, 

there are two pertinent points to be made here. First, there are a lot of theses that are not false 

in this sense. For instance, that the number of stars are even. Simply positing that such theses 

are not necessarily wrong does not give us initial reason to accept them. Second, we should 

also  remember  that  the  case  Copp puts  forward  is  to  be  understood  as  conditional;  it  is 

possible to consider the CMA thesis only if we deem it plausible for collectives to have moral  

obligations and responsibilities. Since the antecedent of this claim is what I take to be the 

center of discussion in the debate of collective responsibility, in no way do Copp have the 

high ground in the matter. 
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