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Abstract 

Language bindings offer great possibilities to expand the scope of an ex-
isting API functionality. With language bindings an API can be ac-
cessed from languages that are not natively supported by the API, such 
as having a Python client consuming an API implemented in C. In ad-
dition, performance comparison between programming languages is an 
old topic of discussion, which can be treated from different perspectives, 
for example: statically vs. dynamically typed or interpreted vs. com-
piled. This thesis performs a performance comparison between three im-
plementations targeting the same requirements, where language bindings 
and statically typed languages are used. After performing the data gath-
ering, the results are analyzed to attempt to determine if performance is 
impacted or benefited when a language binding is used in a specific im-
plementation. 
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Chapter 1 

Introduction 
 

Language bindings are usually utilized to expose existing functionality implemented in a 
programming language, to be consumed in an API style from another programming lan-
guage. One good use for language bindings is the linking they can provide between statically 
typed and dynamically typed programming languages. A dynamically typed language like 
Python can be used to parse an XML document containing numbers, and a binding to a C 
function can be used to consume a functionality provided to do an intense numerical compu-
tation over the values contained in the XML document. Additionally, the performance com-
parison between programming languages is an old topic of discussion, which can be treated 
from different perspectives, for example: statically vs. dynamically typed or interpreted vs. 
compiled. As such, it would be interesting to know how the performance is impacted or 
benefited when a language binding is used in a specific implementation. 

 

TIBCO Rendezvous is a message oriented middleware which is used to provide messaging 
services in Nomura Sweden AB. This middleware offers messaging APIs implemented in 
different statically typed languages, such as: C/C++, Java, .NET, and Perl, but not in Py-
thon nor Ruby. Nomura Sweden AB wants to use TIBCO Rendezvous from Python and 
Ruby and a language binding implementation for these languages is a way to achieve that. 
Nevertheless, before choosing a language binding implementation as a solution, it is very 
important to answer these questions:  

• Compared to the C API performance, would a language binding implementation 
exposing the TIBCO Rendezvous API for Python and Ruby have an acceptable 
performance? 

• Which language binding implementation will show better performance? 
• In terms of performance and access to the middleware, are the language bindings a 

viable option to use TIBCO Rendezvous from Python and Ruby?  

 

This thesis aims to perform a performance comparison between three implementations solv-
ing the same requirements. The first implementation is done in C, the second one is done in 
C and Python using language bindings, and the third one is done in C and Ruby, also using 
language bindings. The details of the implementations, the requirements, the comparison 
scope, and the performance measurements taken will be exposed in subsequent sections of 
this thesis. A side objective of this thesis was to provide a first version of language bindings 
in Python and Ruby for the TIBCO Rendezvous messaging platform used at Nomura Swe-
den AB.  
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1.1 Thesis Outline 

Chapter one of this thesis covers the topic introduction, the outlined goals. Chapter two 
explains the purpose of the thesis, the situation description during the thesis development, 
and the detailed goals of the project. Chapter three contains an overview of the relevant 
topics, such as: statically and dynamically typed languages, language bindings, and message-
oriented middleware. An overview of the related work done previously takes place in chapter 
four. Chapter five describes in detail the approach taken to develop the required language 
bindings and to perform the measurements. In chapter six, the detailed results are presented 
and brief comments are made for each set of them. Finally, chapter seven closes the thesis 
report with some overall conclusions and proposed future work. 
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Chapter 2 

Purpose 
 

The purpose of this thesis is to perform a performance comparison between three different 
implementations solving a specific proposed problem with already proposed requirements, 
scope and environment. Two of those implementations are done using language bindings 
between two dynamically typed programming languages and one statically typed program-
ming language, and the third one is done with only one statically typed programming lan-
guage. With this comparison, it will be possible to analyze and identify how language bind-
ings could impact or benefit a solution’s performance. 

 

2.1 Situation Description 

This thesis is done in cooperation with an external company; Nomura Sweden AB. Nomura 
Sweden AB is part of Nomura Holdings Inc., a Japanese financial holding company. TIBCO 
Rendezvous is a message oriented middleware platform that is frequently used in this com-
pany, and this platform offers APIs for several programming languages, such as C, C++, 
Java and C#. The IT area located in Sweden wants to have new APIs to support Ruby and 
Python, and since these two programming languages are not originally supported by the 
messaging platform, language bindings have to be developed to expose one of the existing 
APIs to Ruby and Python. After the language bindings are developed, a requirement is set 
up to test the functionality and additionally to do the performance comparison between the 
solution implementations. 

 

2.2 Motivation 

The selection of the programming language can improve the developer productivity [5]. An 
interpretation of the previous statement is that a programming language can make a devel-
oper more efficient when certain tasks are implemented. For example, a dynamically typed 
language can improve the productivity of a developer when parsing and processing data 
because time can be saved during the coding and debugging [7]. Nomura Sweden AB wants 
to implement some requirements with Python and Ruby for the reasons previously stated. 
The requirements implementation involves the TIBCO Rendezvous middleware, and unfor-
tunately this middleware does not offer native API for Python and Ruby. 

The motivation for this thesis project is to allow access to the TIBCO Rendezvous middle-
ware from Python and Ruby in an efficient way through language bindings. The efficiency 
verification of the language bindings through a performance comparison is an additional 
motivation for this project. 
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2.3 Goals 

• Perform a performance comparison between an implementation done in a statically 
typed language and two implementations done using the language bindings devel-
oped. The performance comparison will be done based on runtime, memory con-
sumption, and CPU consumption. 

• Analyze the results obtained from the performance comparison to identify how 
much the language bindings can impact or benefit the performance in the men-
tioned environment. 

• Develop language bindings to expose one of the TIBCO Rendezvous APIs to Ruby 
and Python for future use at Nomura Sweden AB. 
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Chapter 3 

Overview 
 

3.1 Statically and Dynamically Typed Languages 

It is common to attempt to categorize programming languages, and one the well-known 
categorizations is based on the way the programming language handles the type checking, 
which is usually split in statically typed languages and dynamically typed languages. A basic 
and abstract meaning of type is “a type is a constraint which defines the set of valid values 
which conform to it” [1]. Therefore, type checking ensures and verifies the constraints speci-
fied for a programming language, and this can occur at compile time or at run time [2]. 

3.1.1 Statically Typed Programming Languages 

Type checking in a statically typed programming language is done during compile time, a 
feature that often allows finding type errors in code early in the development process. Since 
the verification process is done at compile time, the type errors found correspond only to the 
information available in that moment. Therefore, type errors caused by user input, any 
source not present at compile time, or calculations with variables will not be detected at 
compile time. Having this feature, a statically typed programming language can reduce the 
amount of type errors, but cannot prevent them all. Some famous programming languages 
that are statically typed are: C, C++, Java, and C#. These are a few pros and cons about 
statically typed programming languages [1] [3] [4]: 

Pros Cons 

• Program execution is usually more 
efficient since the runtime type 
checks are omitted. 

• The code can be optimized based on 
type information, yielding signifi-
cant performance advantages. 

• Declared data types provide a form 
of documentation and/or commen-
taries. 

• Static types support early error de-
tection. 

• Static types provide a conceptual 
framework for the programmer. 

• Decrease of the expressiveness and 
flexibility of the language by having 
to conform to the static type system 
restrictions, making necessary the 
use of workarounds, like polymor-
phism. 

• Simple tasks can be hard to code, 
and are coded in a simpler way in 
dynamic typed languages. 

• Perfectly correct programs can pro-
duce type errors by analyzing a code 
line that will never be executed. 

Table 3.1: Pros and cons of statically typed languages 

 

3.1.2 Dynamically Typed Programming Languages 
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In a dynamically typed programming language the type checking is done at runtime. Addi-
tionally, the values used have a defined type, but the variables do not have a type, therefore 
a variable could contain an integer at the beginning of the program execution, and after-
wards the same variable could contain a string. To differentiate the data type being used at 
the moment, dynamically typed programming languages use tags for each one of the existing 
variables to identify which data type is contained at the moment. Implementation details on 
how the tag is used and managed vary from language to language, but the concept in es-
sence is very similar. Some famous programming languages that are dynamically typed are: 
PHP, Prolog, Python, and Ruby. These are a few pros and cons about dynamically typed 
programming languages [1] [3] [4]: 

Pros Cons 

• More expression power since there 
are fewer restrictions imposed by the 
type system, arbitrary types can be 
stored in any data structure. 

• Built-in optimized data types, such 
as lists and dictionaries. A feature 
harder to provide in static languages 
because internally the lists and dic-
tionaries must have a fixed type. 

• Automatic memory management, a 
feature which is now included in sev-
eral statically typed languages. 

• Interactivity, commands can be exe-
cuted on a running instance. 

• The performance can be lower than 
statically typed languages; type 
checking at runtime is one of the 
reasons. 

• The source of runtime type errors 
can be hard to trace. 

• Since it is not possible to determine 
the type of a variable, code comple-
tion cannot be achieved. 

• Cannot use types as a documenta-
tion form, which can make coded 
functions harder to understand be-
cause the parameters and returning 
value have not types. 

Table 3.2: Pros and cons of dynamically typed languages 

 

3.1.3 Short discussion about Statically vs. Dynamically Typed 

Languages 

It is common that compiled code from a statically typed language executes faster since the 

compiler knows the data types that will be used. On the other hand, dynamically typed 

languages offer the possibility to check and run the code in one step, allowing a possible 

reduction in time of the edit-compile-test-debug cycle; additionally by offering optimized 

built-in data types, the performance gap in execution time can be reduced. The previous are 

just a few of the many arguments that comes and goes between the advocates for each one 

of the language types, and the purpose of this master’s thesis is not to become an advocate 

for a particular type of language, the goal here is to measure how language bindings can 

benefit or impact the performance of a solution that contains code done in both types of 

languages and then compare those measurements to a solution done entirely in a statically 

typed language. To get an overview of all the different variations that this discussion can 

have, in a basic web search is possible to find many papers where these two types of pro-
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gramming languages are compared, some examples are: productivity analysis [5], pattern 

based analysis [6], and experimentation on development times [7]. 

 

3.2 Language Bindings 

In programming languages, the use of language bindings has the purpose to adapt an exist-

ing library in order to be used in a different programming language from the originally used 

to write the library. A common use of language bindings is to expose software APIs coded in 

C or C++ to high level languages, such as Python and Ruby. To do this, the binding acts 

as an intermediate point between the original library and the language that wants to use the 

exposed functionality. Two main benefits and motivations to do language bindings are soft-

ware reuse, since the code has to be implemented only once and can be consumed from dif-

ferent languages, and the possibility to implement efficiently high demanding performance 

algorithms in a language like C and then expose it to a high level language like Python [8]. 

An example of how language bindings have been used in real life industry solutions was 

Pybel, a Python wrapper for a toolkit developed in C++ [9]. In this example it is possible to 

see how a toolkit implemented in C++ for efficiency reasons could be exposed and used 

from Python, allowing a simpler manipulation of the information and then a proper use of 

the toolkit through the language bindings. In the following two subsections a short descrip-

tion of language bindings between C/C++, Python, and Ruby will be shown since those 

were the languages used to develop the solutions who served to do the performance compari-

son. 

3.2.1 Language Bindings between C/C++ and Python 

Language bindings for C/C++ and Python can be written in different ways. The simplest 

way is to use the Python C-API, which allows the user to code the bindings by hand. This 

approach can be useful for small tasks, but for medium size or larger projects it is more 

suitable to use tools that automate the generation of bindings. For bindings between Ruby 

or Python and C/C++, the wrapper must deal with the following situations [10]: 

• Object and parameter conversions. The functions or methods will be called from one 

language to the other one, and this means that the types of the parameters and the 

returning values will be different, and therefore a conversion has to be done in the 

process. Usually the tools that generate the wrappers deal with this situation, nev-

ertheless the programmer needs to keep an eye on this situation and be sure that 

the values type is the one needed for each case. 

• Missing or incomplete types. It is possible that the C/C++ code that will be ex-

posed contains some types used in classes or method declarations that are only de-

clared and not defined. Since the C/C++ code has to be recompiled to generate the 

wrappers, the absence of the definition in used types can lead to problems in the 
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generation process. A workaround is needed to solve the issue, such as defining a 

new type that works as a replacement for the type presenting the problem. 

• Memory management. Python and Ruby offer automatic garbage collection and this 

type of feature cannot be found in C and C++. Therefore, the programmer has to 

check if the object lifetimes are well handled by the tools used to generate the 

wrappers. Otherwise special tuning has to be done to suit the needs of each case. 

• Function overloading. Since Python and Ruby offer dynamic typing, overloading is 

not needed. On the other hand, when a function is called, the proper one has to be 

selected in the C/C++ code from a set of overloaded functions. 

As mentioned before, there are tools to automatically generate the wrappers to expose the 

C/C++ code to Python. Two very common tools are: 

• SWIG (Simplified Wrapper and Interface Generator). This wrapper tool has an 

open source origin, and exposes libraries implemented in C/C++ to many lan-

guages, a few of its language targets are: Python, Ruby, Perl, PHP, C# and Java. 

As explained before, the programmer has to write an interface file, and then SWIG 

compiles the file and generates code in C/C++ and also in the target language, 

having as a final output a shared library. 

• Boost Python. Boost in principle is a set of libraries made with the purpose to ex-

tend the C++ language. The process for building the bindings in Boost is very simi-

lar to the one used in SWIG, including the use of an interface file and the need to 

compile the file as well as the original C/C++ code. One notorious difference be-

tween the tools is that the wrapping contained in Boost was constructed specifically 

to implement bindings between C++ and Python. 

3.2.2 Language Bindings between C/C++ and Ruby 

Similar to the language bindings for Python, the ones for Ruby can be written in different 

ways. In addition the programmer has to deal with the same situations mentioned before for 

the Python case. The most common ways to build wrappers for C/C++ code to expose it to 

Ruby are [11]: 

• SWIG (Simplified Wrapper and Interface Generator). For Ruby this tool works in 

the same way as mentioned for Python in the previous subsection. 

• Ruby-Inline. Allows the inline typing of C code embedded in the Ruby code. It is 

suited to improve certain parts of the code written in Ruby that do not perform 

well. Through the use of a predefined syntax, the code written in Ruby can be writ-

ten in C in the same Ruby file. 

• Interpreter API. Taking advantage of the fact that Ruby is written in C, it is pos-

sible to interface with the interpreter through and API. A big benefit is that no ex-

tra add-ons are necessary to develop the bindings. This approach requires the crea-

tion of a configuration file, an interface file exposing the desired functionality. This 



 

11 
 

configuration file is interpreted by Ruby outputting a make file, and finally the 

make file is executed to generate the object file which can be referenced and re-

quired in the Ruby code. 

 

3.3 Message-Oriented Middleware 

Nowadays, it is common to find distributed systems in almost every type of organization, 

handling the need for communication and information sharing over different infrastructures, 

boundaries, programming languages, and platforms. A Message-Oriented Middleware 

(MOM) intends to offer those benefits while providing reliability, security, high quality of 

service, and sufficient performance. Through this way all the different entities in a distribut-

ed system can communicate transparently using this mechanism. When using a MOM, all 

entities become clients of the system and are allowed to send and receive messages to and 

from other clients participating in the system. 

MOM systems usually provide communication over distributed environments based on asyn-

chronous interactions between the clients and the messaging servers. The clients do not need 

to block and wait when sending a message and therefore they can continue their own pro-

cessing duties. This can be seen as one of the benefits of using a Message-Oriented Middle-

ware, here are some other additional benefits [12]: 

• Coupling. The usage of a MOM implies the use of an intermediate to send and re-

ceive the messages, and having this layer in-between benefits coupling because a 

participant of the system do not have to be adapted to the particular interface 

needs of the other participants. As a consequence, the distributed system benefits 

itself by having high cohesion and low coupling. 

• Reliability. A MOM can use a store and forward mechanism for persistence to pre-

vent loss of messages when a message receiver is not available. Most MOM systems 

allow custom configuration to set the characteristics of the message storage, like 

how long will the message be preserved until it is delivered, and with these configu-

rations a MOM system can guarantee the message delivery to its recipients only 

once. 

• Scalability. Since the MOM is acting as an intermediate layer between the clients 

that are using it, each system can be decoupled independently and therefore can 

scale individually without affecting the performance of other clients.  

• Availability. If one of the clients in the system fails, the MOM helps to prevent this 

from impacting the stability and availability of the whole distributed system, 

thanks to its role as an intermediate layer and its capacity of forward mechanism 

for message persistence. 
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3.3.1 Message Queues 

Message queues are vital for the proper performance of the asynchronous communication 

model used in a MOM, and the use of queues affords the possibility of storing the messages. 

Queues can be used by MOM clients to communicate and send/receive messages in a specific 

order. The most common message order types are: First-In First-Out (FIFO), total ordering 

(where messages between members share a common ordering number, so everyone has the 

same order), causal ordering (where messages are ordered on a cause-effect relationships 

based on a happened before ordering), and hybrid combinations of the previous ones. Queues 

offer many configuration options such as: size, how long a message can stay active in the 

queue, which ordering is used, if the group involved is open or closed, among many other 

options. Queuing provides great benefits to scenarios where permanent connectivity cannot 

be guaranteed or provided by several reasons, like lack of proper infrastructure or high con-

nection costs. For example, at the end of the route, a bus can post to a queue the route 

driving details as a series of messages that will be heard by a system in charge of keeping 

track of the transportation system’s performance [12]. 

3.3.1.1 Common Messaging Models 

There are two common messaging models present in all MOM implementations, point-to-

point and publish/subscribe. These models work exchanging of messages through a queue, 

and usually systems combine these models to achieve their goals [12]. 

• Point-to-Point. The messages from the producers are routed to the consumers 

through a queue, delivered using a pre-established order, and then removed from 

the queue. A common setup in this model, is having only one consumer and more 

than one producer, where every message is delivered only once to the consumer. It 

is also possible to have more than one consumer, which would imply that each mes-

sage will be received only by one consumer, in this way creating a load balanced 

system. Equally important to note, this model always delivers the messages or 

stores them in a queue until a consumer is able receive them. 

• Publish/Subscribe. The model’s concept is to route messages from producers to con-

sumers based on topics or channels, consumers get the messages from the topic or 

channel they are interested in. This model allows the message sending between 

anonymous producers and consumers, where a single producer can reach many con-

sumers. The MOM becomes more evident as an intermediate layer because in this 

model performs the publish/subscribe engine role, and then the producers and con-

sumers only have to interact with this engine, bringing the benefit that producers 

and consumers do not need to know each other. When a producer wants to send a 

message, it publishes the message with a specific topic or channel and sends it to 

the publish/subscribe engine. After receiving the message, the engine sends the mes-

sage to the consumers subscribed to that specific topic or channel. These channels 

or topics can be defined in a hierarchical way, making them to be nested under 

higher level topics. When defining a lower level channel, the granularity of the in-



 

13 
 

formation increases, allowing consumers to get subscribed to the particular channel 

or topic that interests it. A simple example would be to have “SPORTS” as a main 

channel, and a lower hierarchy channel would be “FOOTBALL”, then the full name 

of the channel will be “SPORTS.FOOTBALL”. Finally, it is important to note that 

the clients can have different roles at any moment, and a producer can also be a 

consumer of the same or a different topic. 

3.3.1.2 Common Message-Oriented Middleware Services 

Most commercial implementations of MOM platforms provide built-in services that benefit 

all the participants of the distributed system. These are some of the most common services 

provided [12]: 

• Message Filtering. This service allows the clients to select the messages from the 

ones received. Filters can be applied to different levels of the message, such as the 

channel or topic, to the subject tag, the message contents, or a mix of the previous 

ones. The filtering is done basically using comparison-logical expressions. 

• Transactions. Messages can be sent and received within a transaction that involves 

a single resource manager or multiple resource managers. When producers send 

messages in a transaction, MOM acts as a message broker in order to fulfill the AC-

ID properties of a transaction. This is, only when all the producers commit their 

tasks, will the MOM deliver the pending messages, if some producer aborts the mes-

sages will be discarded. The delivering process is similar, since the MOM sends the 

message and expects a commit from the consumer and then the message can be dis-

carded, if a rollback is received instead then the MOM will resend the message. 

Normally, the reattempts to deliver the messages can be configured, and the mes-

sages acknowledgment as well.  

• Guaranteed Message Delivery. The MOM platform can guarantee the delivery of 

messages by using persistent storage, and then sending the message in one or many 

attempts to the recipient until it confirms the delivery. When the recipient confirms 

the delivery, the MOM is able now to acknowledge the original sender that the mes-

sage has been received, this lets the sender to not care about message delivery since 

that is a service MOM provides. 

• Message Formats. Most MOM implementations include built-in types that simplify 

tasks for the creation of messages that need to contain one or more of those types. 

Normal text, XML, numeric values, objects, hash maps, and streaming multimedia, 

are a few of the common types included. The inclusion of these types also means 

that there are existing mechanisms to access, modify, and delete them while being 

used in a message. 

• Load Balancing. There are two main approaches to achieve load balancing, pull and 

push. Ideally, load balancing shall be achieved with the distribution of the work be-

tween the available servers, allocating the task to the server that has less workload. 

The push approach tries to forecast the server load or analyzing the server perfor-

mance record in order to find the server with the smallest workload. This approach 
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works but is not exact because it bases itself on previous performance and in esti-

mations. The pull model balances the load by storing all the incoming messages in a 

queue, and then a set of servers consume the messages from that queue. This ap-

proach fits better the concept of load balancing because a server will request a mes-

sage only if it has the resources to process it. 

 

3.3.2 Advanced Message Queuing Protocol (AMQP) 

A well-known open application standard protocol for message-oriented middleware is 

AMQP, which specifies proper features for message orientation, queuing, routing, reliability, 

and security. AMQP has as its main purpose to provide a wire-level protocol that is able to 

be interoperable through multiple vendors in order to handle the message flow in an enter-

prise business system. As a rough concept, this protocol works as a meeting point between 

back-end systems and front-end systems, while properly coordinating the message sending 

and receiving processes to allow communication between both ends. AMQP was originated 

in 2003 at JPMorgan Chase in London, and since its idea was to grow with a cooperative 

and open effort, many additional companies (Cisco Systems, Red Hat, Bank of America, and 

Novell, among others) joined the protocol design effort afterwards. This protocol has its 

origins in the financial industry, but its specification fits the purposes of a MOM, making it 

potentially useful for many industries. To perform the message routing and buffering, 

AMQP uses the following roles: exchange, which has to accept the messages from the send-

ers and pass them to the message queues, and the message queue, which is in charge of stor-

ing the messages and passing them to the recipients afterwards. Here is an overview of the 

most important aspects covered by AMQP [13]: 

• Exchanges. Its main duty is to accept messages from producers and the routing in-

formation for the message. The routing information is called the “routing key”, and 

its contents will determine if the message if routed using the point-to-point model or 

publish/subscribe model, therefore the exchange will proceed according to this 

“routing key”. Afterwards, the messages can passed to a queue or, if defined, to an 

external service defined in a vendor extension. An additional characteristic of ex-

changes is their life cycle, which can be configured as needed, for example durable 

and transient exchanges, where the first one lasts until it is deleted and the second 

one last until the server shuts-down. 

• Message Queues. They are providing storage to hold the messages prior to distrib-

ute them to the subscribed consumers, and their life cycle is similar to the exchang-

es life cycle. The message queue in AMQP fulfills the behavior that was described 

for a MOM. 

• Bindings. Bindings are used to express a relation between an exchange and a mes-

sage queue where the specifications for the message routing are declared, and with 

this, the exchange can know what messages have to be delivered to the queue. They 
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are created by the client applications that produce the messages, and their life cycle 

is rely on the exchange’s and queue’s life cycles, this means that when the queue or 

the exchange is destroyed, the binding is destroyed as well. 

• Messages. The messages have a header and a body, information defining properties 

(such as the routing key) is defined, and the body is an opaque block of binary da-

ta. In a message the information for queuing and routing is also stored. The mes-

sages are persistent, so, even at the presence of a major failure, AMQP guarantees 

the delivery of them. It is also common to have priority information specified in a 

message, so then a queue can use this information to define if a particular message 

has to be sent before another one with a lower priority. Someone is always responsi-

ble for a message or a set of messages. When the producer sends a message to the 

server and the server acknowledges the arrival of the message, the server becomes 

the responsible for the message, and so on when the message is delivered further. 

The acknowledgement, or acceptance, of a message can be done in two ways in 

AMQP, by an explicit acceptance action by the receiver, or without an acceptance 

action, in which then the message is assumed to be accepted. 

 

3.3.3 Java Message Service (JMS) 

The Java Message Service (JMS) is a Message Oriented Middleware API implemented in 

Java to fulfill the purpose of sending messages between clients. JMS is a messaging standard 

that allows clients or components based on the Java Enterprise Edition to use a set of inter-

faces in order to access the functionalities of an enterprise messaging product. Having said 

this, it is important to note that JMS is the API used to connect Java components to a 

MOM that has the JMS interfaces implemented. Due to the popularity of the Java pro-

gramming language in the enterprise solutions world, JMS has an important role because it 

simplifies the interaction between clients written in Java and MOMs. The main objective of 

JMS is to provide a common set of messaging functionalities and concepts, so that a Java 

programmer needs to learn fewer things in order to be able to use the functionality of an 

implemented MOM. Additionally, it brings also the benefit of code portability between 

MOMs, since the Java component does not have to be written again if switching between 

MOMs that implement JMS. The common environment of a JMS application has the follow-

ing components [14]: 

• Non-JMS Clients. Programs written in any language (including Java) that use the 

MOM’s native API instead of using JMS. 

• JMS Clients. Programs written in Java language that can act as message senders or 

receivers by using the JMS API. JMS offers to the clients a connection object where 

the client can authenticate itself to the MOM, specify its own ID, and to create ses-

sions. With a session object a client can have its own context to produce and con-

sume messages, it also can manage a queue object for the point to point model or a 
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topic object for the publish/subscribe model, and additionally support for transac-

tions, asynchronous or synchronous delivery, message ordering, and message 

acknowledgement.  

• Messages. In a JMS Application both point to point and publish/subscribe messag-

ing styles can be used, and additionally they can be combined in the same applica-

tion. A message in JMS has the following parts: 

• Header. In the header fields all the information needed to identify and route mes-

sages is stored. Information such as the destination, message ID, delivery mode, if 

the message is correlated to other message, expiration time, and priority are stored 

in the header. 

• Properties. Additional to the standard header fields, some other header fields can be 

specified as property values that can define application-specific properties, addition-

al standard properties, and provider specific properties. Usually used to customize a 

message header, and can help clients and the JMS Provider to perform tasks in a 

better way, such as selecting and filtering messages in a publish/subscribe style. 

• Body. Five types of message body are offered by JMS: 1. Stream message, where the 

message body contains only Java primitive values. 2. Map message, where the body 

contains name-value pairs. 3. Text message, where only strings are contained in the 

body, quite suitable for XML. 4. Object message, the body contains a serialized Ja-

va object. 5. Bytes message, where the message body only contains a stream of un-

interpreted bytes. 

• JMS Provider. This is the MOM, the messaging system that has JMS implemented 

to allow JMS Clients interact with it. It goes without saying that this JMS Provider 

has also all the proper functionalities of a complete functional messaging platform. 

• Administered Objects. These are preconfigured JMS objects that isolate a JMS Ap-

plication from the JMS Provider technical and configuration details, and this isola-

tion brings portability to the JMS Clients. There are two types: a connection object 

that handles the connection details to the JMS Provider, and a destination object 

that JMS Clients use to specify the details of received and sent messages. 

 

3.3.4 TIBCO Rendezvous  

TIBCO Rendezvous is a message oriented middleware (MOM) which is commonly used for 

application integration in distributed environments. Rendezvous has messages with self-

describing data, which means that the representation of the data contained in the message is 

platform independent, and therefore a producer and a consumer can have different internal 

representations of the data. From the client perspective, the two most important compo-

nents from Rendezvous are the API library that allows interaction with the second compo-

nent, the communication daemon. The Rendezvous daemon (RVD) is the component in 

charge of the communication details between program processes over network, and it deals 
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with retransmission, acknowledgements, and ordering. Here are the fundamental concepts of 

this messaging platform [15]: 

• Messages and Data. Rendezvous uses a wire format to represent the data contained 

in a message, and this provides isolation for the data representation from specific 

operating systems, programming languages, and different hardware architectures. 

All the body information that flows between the programs and the Rendezvous 

daemon is stored in self-described data fields, with a specific data type, and all 

those fields are inside of the message. The header part of the message contains in-

formation necessary for the message routing and treatment, such as the address in-

formation (subject and reply subject), encoding tag (encoding code for strings), and 

certified delivery information (delivery time limit, sender name, sequence number). 

• Names and Subject-Based Addressing. Rendezvous uses subject-based addressing as 

a mechanism to send and receive messages, a producer labels a message with a sub-

ject name before sending it, and a consumer receives the message by listening to 

that subject name. This applies to one or more messages. Using subject names lev-

erages anonymous communication between producers and consumers, which benefits 

application decoupling because it is not important to know where the data was orig-

inated and where it is destined, therefore all producers and consumers need to agree 

on a common subject name. Subject names are composed by string elements sepa-

rated by periods and omitting spaces, usually the periods are used to establish hier-

archy style branches, and consumers can use expressions that include wildcards in 

the process of listening for subject name. 

• Multicast and Point-to-Point Messages. Point-to-Point messaging model uses inbox 

names to specify a message’s destination, which is always just one recipient pro-

gram. An inbox name is a unique subject name possessed by only one consumer, 

therefore the recipient is unique and no one else can receive the message. This 

means that the sender must know the recipient inbox name. Multicast messages is 

the name Rendezvous uses for publish/subscribe messaging model, and a consumer 

subscribes to one or more publisher’s subject names where wildcards can be used to 

filter the subscribed subject names. 

• Interactions between Programs. Rendezvous has three common interactions between 

programs, the first one is the publish/subscribe interaction described in the previous 

point, where communication is only in one direction, from publisher to subscribers. 

Second, the request/reply interaction, which is based on the point-to-point messag-

ing model there is coordination between the sender and the receiver, where requests 

and replies are sent to each other inbox name. Here the communication is flowing in 

both directions. Third, the multicast request/reply interaction, which is a combina-

tion of multicast and point-to-point communication. Here the request is sent by a 

single client using multicast, and replies are sent by one or more servers through us-

ing a point-to-point message to it. 
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• Rendezvous Daemon. This is the most important component of Rendezvous. It is a 

background process which acts as an intermediary between the program and the 

network. For both multicasting and point-to-point the daemon is responsible for the 

message delivery. In more detail, the daemon is arranging the packet ordering, do-

ing data transport, dispatching information to the correct destination, and handling 

acknowledgments and retransmissions requests. A program that wants to send a 

message uses the API library to create a message and passes it to the daemon, 

which passes the message to the proper destination. On the other hand, when a 

program expects a message, it has subject name or inbox name that is passed to the 

daemon though the API, and then the daemon is in charge of listening to the net-

work for the indicated messages by using the inbox or filtering the subject based 

messages. Whenever a program that uses Rendezvous is running, a daemon is start-

ed on the same host. 

 

TIBCO Rendezvous is the messaging platform used in this thesis project. 
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Chapter 4 

Overview of Previous Work 
 

Previous searching has yielded no interesting or similar studies along the same topic. Never-
theless, it was possible to find cases where language bindings are used in real cases, perfor-
mance comparisons between dynamically typed languages and statically typed languages, a 
feature comparison between Ruby and Python, and studies where object oriented languages 
are compared between them. By putting together the two cases found, a background for 
previous work can be established. This background will show that language bindings are 
useful not only for theoretical purposes and a performance comparison done between dynam-
ically typed and statically typed languages.  

 

4.1 Pybel: a Python wrapper for the OpenBabel cheminformatics 

toolkit 

OpenBabel is an open source chemical toolbox that was created to interpret chemical data. 
This tool, written in C++, is able to interpret many file formats and also includes several 
algorithms typically used in chemistry tasks. Since the information is coming from text files 
with large amounts of data, scripts need to be written to extract and prepare the data, and 
these scripts are usually written in Python. However, the data needs to be analyzed in a 
compiled language for performance reasons. Therefore, this is a scenario where language 
bindings are suitable for building a Python module that offers access to the OpenBabel C++ 
API, and then a module that allows data manipulation is performed in Python, allowing 
access to the C++ functionality as a result [9]. 

The bindings were done using SWIG, a tool mentioned in the previous chapter, which ex-
posed most of the functionalities written in C++ to Python without much trouble. For a 
few ones remaining some additional functions needed to be added to have full functionality 
from the C++ API. The additional functions covered issues like accessing subclasses, con-
version from Python lists to C arrays, built iterator classes to wrap the iterator functionality 
in the API so loops could be used naturally, and to expose class attributes. Those additions 
have as a main intention to make the resulting SWIG bindings accessible from Python in a 
Python style. An example of this is the exposition of class members. In a language like C++ 
it is more common to use “get” and “set” methods but this is not the case in Python, where 
the common situation is to access the members of the class directly. By this, it is understood 
that producing language bindings is more than just exposing the functionality to other pro-
gramming language as an API, it also covers the concept that the bindings should be ac-
cessed in the programming style of the language targeted.  
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Figure 4.1: Illustration of how the bindings were placed in the solution. 

 

With this language binding implementation, common tasks performed in the information 
processing of chemical data can be done in a simpler way, because the data manipulation is 
performed with the benefits of a script language and the processing is done in a compiled 
language. A situation noted by this real life example of language bindings is the fact that 
when new releases of the OpenBabel C++ API are done, the SWIG bindings must be veri-
fied to see if updates are needed to address the changes of the new version [9]. 

 

4.2 An Empirical Comparison of Seven Programming Languages 

In the year 2000, at the University of Karlsruhe, a comparison between several programming 
languages was done. The study provides information about the comparison with three main 
characteristics [16]: 

• The same set of requirements is implemented in each one of the languages. 
• There is more than one implementation for each language done by different pro-

grammers, which can reduce the effect of having implementation differences be-
tween programmers, states the study. 

• Different aspects are measured: program length, commented lines, runtime efficien-
cy, memory consumption, and reliability. 

 

The study also divides the programming languages in two sets, non-scripting group (C, 
C++, and Java) and scripting group (Perl, Python, Rexx, TCL). The implementations done 
with the languages from the non-scripting group come from a previous experiment per-
formed in 1997/1998 by Computer Science master students and the implementations done 
with the languages from the scripting group come from volunteers responding to a post on 
several Usenet groups and a mailing list. The requirement was posted online during four 
weeks before the volunteers could start their implementations. The author also makes a 
statement that the purpose of dividing the languages in these two sets was for brevity only 
and not to have to mention all the languages when a statement was written. In the study all 
the possible threats to the experiment are mentioned, such as programmer capabilities and 
experience, whether or not the reported working times were accurate, the different work 
conditions for the programmers in each group, and the possibility of answering basic ques-
tions for the non-scripting programmers but not for the scripting programmers. The study 
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also states that the threats influenced the results, where small differences between languages 
shall be ignored due to a possible data weakness, but the large ones are expected to be valid. 

 

The problem stated is called “the phone code problem”, and the task was to convert a tele-
phone number into a string based on a predefined mapping for each digit, then all the possi-
ble results from the conversion had to be looked into a given dictionary, and if the word 
formed after the conversion was found in the dictionary, the word was considered to be a 
valid answer. More than one answer could be found for a given phone number. Some con-
straints were added to the task, such as if no encoding could be found for a digit the digit 
itself could be placed in the result, but two consecutive digits were not allowed. Additional 
requirements were that the length of phone numbers and words in the dictionary was 50 
characters maximum, there could be infinite entries in the phone numbers file, and the word 
dictionary would contain maximum 75.000 words. 

 

A total of 80 programs were analyzed in the study, divided by language in the following 
way; C: 5, C++: 11, Java: 24, Perl: 13, Python: 13, Rexx: 4, and TCL: 10. The measure-
ments were taken in a scenario where programs loaded a file with 1.000 random phone num-
bers and a dictionary with 75.000 words. The two most relevant measurements taken in the 
study were runtime efficiency and memory consumption. The main results of the study are 
summarized as follows [16]: 

• Runtime. At first glance, the programs implemented in C, Perl and Python had the 

lowest runtimes, but the results for the C programs cannot be over-interpreted be-
cause there are fewer than the other languages. With the exception of C++, Java 
and Rexx, 75% of the programs run in less than one minute. A division of the lan-
guages in three groups (C/C++, Java and script languages) indicates that the av-
erage runtime of the script group and the Java group is longer than the C/C++ 
group, by 29% and 22% respectively. 

• Runtime, initialization phase. These results cover the phase where the program 

reads and loads the dictionary in internal structures. In average, the C/C++ pro-
grams need two seconds to perform this part of the task. The average runtime of 
Java programs and script programs is longer than the C/C++ programs, by 30% 
and 450% respectively. 

• Memory consumption. The C/C++ programs had the lowest average memory con-

sumption (10.6 MB), followed by the script programs and finally by the Java pro-
grams. Python programs had the smallest variability of memory consumption be-
tween samples. In average, script programs and Java programs consume more 
memory than C/C++ programs, by 85% and 297% respectively. 

 

For the runtime efficiency and memory consumption measurements, the study makes the 
following conclusions [16]: 
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• When loading the word dictionary and creating the internal data structure, C/C++ 
programs are 3 to 4 times better in runtime efficiency than Java programs, and 5 to 
10 times better then script languages programs. 

• When searching in the internal data structure, C/C++ programs are 2 times better 
in runtime efficiency than Java programs, and script programs tend to perform bet-
ter than Java programs. 

• Python and Perl have better performance in runtime efficiency terms than the other 
script languages. 

• The script programs usually consume the double of memory that a C/C++ pro-
gram do, and for Java is 2 to 3 times more. 

• In the scope of the study, the scripting languages can be considered as another pos-
sibility from the non-scripting languages, because an exchange can be done between 
the overhead in memory consumption and runtime efficiency, and the advantages 
offered to programmer productivity (script programs had typically half of the lines 
of code used in non-scripting programs).  

Finally, the study states clearly that the obtained results are only valid for the proposed 
requirement, and to conclude that applying them blindly to different environments or re-
quirements could yield incorrect conclusions. 
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Chapter 5 

Approach 
 

During the development of this project, some intermediary steps had to be performed in 
order to build an experiment/testing scenario and finally get enough results for the compari-
son. At the beginning, it was necessary to get familiar with the TIBCO Rendezvous messag-
ing platform, in order to understand how it works and what functionality exists in the API. 
Then, a similar situation occurred with the language bindings, where a learning process on 
how to use the tools to create the bindings was necessary, and some basic examples were 
coded to ensure that the bindings were working well enough for the project. Then, the API 
was exposed to both Python and Ruby, and decisions were taken about what to expose and 
what not to expose due to time constraints. Finally, a setup of the experiment/testing sce-
nario was created in order to validate the proper behavior of the bindings and to obtain the 
results for the comparison. These preliminary steps will be described in more detail below. 

 

5.1 Understanding TIBCO Rendezvous 

TIBCO Rendezvous, like any other MOM, is a large platform with several messaging ser-
vices. After understanding the platform concepts and how it works in theory, which was 
described in chapter 3, it was necessary to check and understand the functionality offered by 
the C and C++ API. The main difference between the C and the C++ API is that the 
C++ API is wrapping the C API, where all the methods are grouped in classes and use the 
benefits of object oriented concepts, such as inheritance [17]. The C and C++ API reference 
contains instructions on how to setup the development environment, which header files to 
include, how to compile the code, which libraries have to be linked for each case, and how to 
run the code. Nevertheless, in Nomura Sweden AB it is daily task to use the platform for 
different purposes, so it was fairly easy for the two supervisors (Magnus Enbom and Håkan 
Lindkvist) of this project at Nomura Sweden AB to setup the environment and show how to 
compile the examples TIBCO Rendezvous brings with it. 

As a starting point, it was decided that the basic C++ API examples provided with the 
platform were to be used. Therefore, a program to send a message with a single string and a 
program to listen to that message were used, using publish/subscribe messaging model, and 
both programs were running on the same server. It was possible to see how the sending and 
the listening programs were first opening an environment object and a transport object to 
establish communication with the TIBCO Rendezvous daemon. Then, the sending program 
created a message object where the string with the content was placed. Next a message topic 
was established, and finally the transport object was used to send the message. On the other 
hand, the listening program created a queue object, next a listener object was created using 
as parameters the message topic that it had to listen, the queue object, and a callback 
method that was going to be invoked every time a message was received, finally the listening 
program ran an infinite loop to listen for incoming messages indefinitely. 
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After executing the examples several times, the sample programs were modified by: 

• Including more fields in the message with different data types 
• Sending more than one message each time the sending program was executed 
• Modifying the behavior of the callback method in the listening program.  

Lastly, by executing and modifying these examples, it was possible to get a basic notion of 
how the platform works from the perspective of a developer, which was enough to start 
thinking about how to invoke methods from the C++ or C API from Python and Ruby by 
using language bindings. 

 

5.2 Learning how to create Language Bindings 

As described in chapter 3, there are different ways to create language bindings for exposing 
C++ code to Python and Ruby. The chosen tool for exposing C++ code to Python was the 
set of Boost libraries. This decision was based on two reasons; first, the Boost libraries are 
stable since they are being used by respected companies and products, such as Adobe Pho-
toshop CS2, SAP NetWeaver, and McAfee VirusScan 3 [18] and several projects are using 
the specific library to expose C++ code to Python [19]. Secondly, Nomura Sweden AB had 
a brief experience with Boost, and this is an advantage if any inconvenient should arise. On 
the other hand, it is decided to use the interpreter API to expose C++ code to Ruby. This 
reason is that the Ruby interpreter is programmed in C [20], so there is no need to use any 
additional libraries or tools to create the language bindings. By making this decision, possi-
ble pitfalls caused by the installation and use of new tools were avoided. 

The first step taken was to understand how to expose C++ code to Python using the Boost 
libraries. This was achieved by studying the tutorial provided by the Boost Python library 
website [21]. The tutorial demonstrates how to build simple examples, expose classes and 
functions, develop object interfaces, use built-in iterators to simplify code exposition, and 
handle exceptions. To start, the tutorial shows how to build the typical “Hello World” ex-
ample, where a C++ file is needed to code the “Hello World” function and the wrapper, a 
script file for the building tool, and at the end the function can be called from the Python 
interpreter. After executing the first simple example, a little more complex one was used to 
get an idea on how to expose classes already existing in C++ to Python. This example has a 
C++ file where the class Hello is coded, the class has a constructor, a public method, a 
private class attribute, and a function outside of the class that takes a Hello class object as 
an argument. Additionally, the C++ file also contains the Boost Python wrapper where the 
class with its method is exposed. The function is exposed both as a class method and as an 
independent function. There is also a “Jamroot” file, which gives proper instructions to the 
building tool, in a way very similar to the Makefiles. The building tool “bjam” can then be 
executed in the same folder as these to create the glue between C++ and Python. Follow-
ing, the code is shown to get a better understanding: 
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Getting started C++ file: 

// Copyright Ralf W. Grosse-Kunstleve 2002-2004. Distributed under the Boost 
// Software License, Version 1.0. (See accompanying at http://www.boost.org/LICENSE_1_0.txt) 
 
#include <boost/python/class.hpp> 
#include <boost/python/module.hpp> 
#include <boost/python/def.hpp> 
#include <iostream> 
#include <string> 
 
namespace { // Avoid cluttering the global namespace. 
  // A friendly class. 
  class hello 
  { 
    public: 
      hello(const std::string& country) { this->country = country; } 
      std::string greet() const { return "Hello from " + country; } 
    private: 
      std::string country; 
  }; 
  // A function taking a hello object as an argument. 
  std::string invite(const hello& w) { 
    return w.greet() + "! Please come soon!"; 
  } 
} 
 
BOOST_PYTHON_MODULE(getting_started2) 
{ 
    using namespace boost::python; 
    class_<hello>("hello", init<std::string>()) 
        // Add a regular member function. 
        .def("greet", &hello::greet) 
        // Add invite() as a member of hello! 
        .def("invite", invite) 
        ; 
    // Also add invite() as a regular function to the module. 
    def("invite", invite); 
} 
 

 

Jamroot file: 

# Copyright David Abrahams 2006. Distributed under the Boost 
# Software License, Version 1.0. (See accompanying at http://www.boost.org/LICENSE_1_0.txt) 
 
# Specify the path to the Boost project. If you move this project, 
# adjust this path to refer to the Boost root directory. 
use-project boost  
  : ../../.. ; 
# Set up the project-wide requirements that everything uses the 
# boost_python library from the project whose global ID is /boost/python. 
project 
  : requirements <library>/boost/python//boost_python ; 
# Declare the extension modules. 
python-extension getting_started : getting_started.cpp ; 
# A rule to clean up the syntax of declaring tests of these extension modules. 
local rule run-test ( test-name : sources + ) 
{ 
    import testing ; 
    testing.make-test run-pyd : $(sources) : : $(test-name) ; 
} 
# Declare test targets 
run-test test1 : getting_started test_getting_started.py ; 
# A target that runs all the tests 
alias test : test1 ; 
# Only run tests when explicitly requested 
explicit test test1 ; 
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Sample execution output: 

# Copyright Ralf W. Grosse-Kunstleve 2006. Distributed under the Boost 
# Software License, Version 1.0. (See http://www.boost.org/LICENSE_1_0.txt) 
 
''' Sample execution output 
'''>>> from getting_started import * 
    >>> hi = hello('California') 
    >>> hi.greet() 
    'Hello from California' 
    >>> invite(hi) 
    'Hello from California! Please come soon!' 
    >>> hi.invite() 
    'Hello from California! Please come soon!' 
 
    >>> class wordy(hello): 
    ...     def greet(self): 
    ...         return hello.greet(self) + ', where the weather is fine' 
    ... 
    >>> hi2 = wordy('Florida') 
    >>> hi2.greet() 
    'Hello from Florida, where the weather is fine' 
    >>> invite(hi2) 
    'Hello from Florida! Please come soon!' 
''' 
 

Studying the previous example was enough to get a notion about how to expose C++ clas-
ses and objects. The concepts were illustrated in the examples were similar enough to the 
general structure of the TIBCO Rendezvous C++ API.  Therefore, the next step was to 
perform the same process with Ruby. On the Ruby Doc website [22] there is a detailed but 
not so easy to understand guide to expose C code to Ruby. Thankfully two websites offer a 
clearer and easier way to get started with Ruby C extensions. One is the “Object-Oriented 
Languages and Systems” course website [23] for a Fall 2010 course offered at the North Car-
olina State University, which gives an overview and examples illustrating how to do C ex-
tensions for Ruby. The other one is Chris Lalancette blog [24]. Chris Lalancette is an IT 
person with wide experience in Ruby and C extensions and language bindings, knowledge he 
shares on his very structured blog. When writing language bindings to expose C code to 
Ruby using the Ruby C API, there are two important things to consider. First, since every-
thing in Ruby is an object all the returned and received values in C must be objects. This is 
ensured by having everything as a VALUE type. The VALUE type is a generic object type 
that can store any type of value, but needs to be casted to a specific type before any opera-
tion is performed on it. Second, similar to C++ - Python, two files are needed to expose the 
code, one that contains the C code and another file with proper instructions for the building 
tool. The building tool is invoked by the command “ruby extconf.rb”. Finally a Ruby pro-
gram or the Ruby interpreter can be used to invoke the bindings. The following code will 
clearly illustrate this. It contains a C function which returns a numeric value, which will act 
as a method on an object to the Ruby code invoking it. 
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C code with the function returning a numeric value: 

// Include the Ruby headers 
#include "ruby.h" 
 
// Defining a space for information and references about the module to be stored internally 
VALUE MyTest = Qnil; 
 
// Prototype for the initialization method - Ruby calls this, not you 
void Init_mytest(); 
 
// Prototype for our method 'test1' - methods are prefixed by 'method_' here 
VALUE method_test1(VALUE self); 
 
// The initialization method for this module 
void Init_mytest() { 
    MyTest = rb_define_module("MyTest"); 
    rb_define_method(MyTest, "test1", method_test1, 0); 
} 
 
// Our 'test1' method.. it simply returns a value of '10' for now. 
VALUE method_test1(VALUE self) { 
    int x = 10; 
    return INT2NUM(x); 
} 
 

Configuration file, “extconf.rb”: 

# Loads mkmf which is used to make makefiles for Ruby extensions 
require 'mkmf' 
 
# Give it a name 
extension_name = 'mytest' 

 
# The destination 
dir_config(extension_name) 

 
# Do the work 
create_makefile(extension_name) 
 

 Ruby code to invoke the exposed binding: 

require 'mytest' 

include MyTest 

 

puts test1 
 

Since the TIBCO Rendezvous C API was to be used as a target for writing language bind-
ings, these types of examples were enough to get started with the main test. After following 
the tutorials and the introductory theory about language bindings from C/C++ to Python 
and Ruby, a basic idea on how to construct them was obtained. 

 

5.3 Designing and Implementing the Language Bindings 

The TIBCO Rendezvous C and C++ API offers a large set of features and due to a time 
constraint a subset of those features selected to reduce the scope. Certified message delivery, 
distributed queues, fault tolerance, and secure daemons are not considered in the scope of 
the language bindings, only the classes used in the basic examples to implement message 
sending and delivery are included. In detail, the included classes are the following ones: 

• Messages class. Creates the message and its methods allow the message to be popu-

lated with data and set the topic. 
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• Transport class. Creates the connection between the client application and the 

daemon. 

• Event class. Creates the listener needed to wait for the incoming messages. 

• Queue class. Creates the queue that is supplied to the listener to store the incoming 

messages.  

The selected classes are exposed through language bindings initially in a set up where an 
application implemented Python sends messages and a listener application implemented in 
C++ receive the messages. After the initial set up, a Python listening application is imple-
mented to receive the messages through the language bindings, but unfortunately the appli-
cation did not work as expected. During the program execution, in the moment of dispatch-
ing the next available message of the queue a segmentation error was always prompted. 
Different resources were consulted to find a workaround for the problem and unluckily not 
solution was found, but at least the root of the problem was identified. In the listener crea-
tion a callback function is provided as a parameter to be invoked when a message is dis-
patched, in this case the function is a Python method. The problem occurs when the C++ 
API tries to invoke the Python method because the API expects the callback function to be 
in a reachable scope, and of course it is not possible to invoke a Python method from the 
C++ API, causing this a segmentation fault. 

 

The problem can be solved with the implementation of an “intermediate” callback function 
in the glue code. The C++ API invokes the “intermediate” callback function implemented 
in the glue and the “intermediate” callback function invokes the provided Python method. 
Unfortunately, it is not possible to implement the solution if the C++ API is used because 
the API internal structure cannot be modified. An alternative is to use the C API since it is 
only exposing functions, which brings the possibility to implement a function to handle both 
the Python callback method and the listener creation. In detail, the solution implemented in 
the glue takes care of: 

• Storing the Python callback method in an object. 

• Creating the listener using the “intermediate” callback function. 

• Invocation of the Python callback method when a message is dispatched. 

The following is a summary of the implemented code for the solution: 

object callback; 

 
tibrv_status tibrvEventCreateListener (TibrvQueue q, object my_callback, TibrvTransport t, const char* 
subject) 
{ 
    callback = my_callback; 

     
    return tibrvEvent_CreateListener(&event, q.queue, boost_callback, t.transport, subject, NULL); 

} 

 
void boost_callback(tibrvEvent event, tibrvMsg message, void* closure) 
{ 
    TibrvEvent e;         
    TibrvMsg m; 
    e.event = event; 
    m.message = message; 
    callback(e, m); 
}  
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In the implementation of the language bindings for Ruby the same callback function situa-
tion is present, gladly the same solution works and it can be implemented in the same way. 
The following is a summary of the implemented code for the solution in Ruby:  

#include <boost/python.hpp> 
#include <boost/shared_ptr.hpp> 
using namespace boost; 
using namespace boost::python; 
 
#include <tibrv/tibrv.h> 
#include <string> 
#include <sstream> 
#include <stdio.h> 
#include <stdlib.h> 
 
struct TibrvQueue 
{ 
    tibrvQueue queue; 
    TibrvQueue() 
    { 
        queue = 0; 
    } 
    static shared_ptr<TibrvQueue> create() 
    { 
        return shared_ptr<TibrvQueue>(new TibrvQueue); 
    } 
    tibrv_status tibrvQueueCreate() 
    { 
        return tibrvQueue_Create(&queue); 
    } 
    tibrv_status tibrvQueueDispatch() 
    { 
        return tibrvQueue_Dispatch(queue); 
    } 
    tibrv_status tibrvQueueDestroy() 
    { 
        return tibrvQueue_Destroy(queue); 
    } 
    unsigned int tibrvQueueGetCount() 
    { 
        unsigned int numEvents; 
        tibrv_status status = tibrvQueue_GetCount(queue, &numEvents); 
        if (status != TIBRV_OK) 
        { 
            numEvents = -1; 
        } 
        return numEvents; 
    } 
    tibrv_status tibrvQueueSetPriority (unsigned int priority) 
    { 
        return tibrvQueue_SetPriority(queue, priority); 
    } 
}; 
 
BOOST_PYTHON_MODULE(tibrvpy) 
{ 
    // Exposing TibrvQueue 
    class_<TibrvQueue, shared_ptr<TibrvQueue> >("TibrvQueue") 
        .def("create", &TibrvQueue::create) 
        .staticmethod("create") 
        .def("tibrvQueueCreate", &TibrvQueue::tibrvQueueCreate) 
        .def("tibrvQueueDispatch", &TibrvQueue::tibrvQueueDispatch) 
        .def("tibrvQueueDestroy", &TibrvQueue::tibrvQueueDestroy) 
        .def("tibrvQueueGetCount", &TibrvQueue::tibrvQueueGetCount) 
        .def("tibrvQueueSetPriority", &TibrvQueue::tibrvQueueSetPriority) 
    ; 
} 

 

 

 

Finally, the C API functions are exposed through language bindings and applications im-
plemented in Python and Ruby can send and receive messages with TIBCO Rendezvous. 
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5.4 Testing the Bindings and Performing the Experiment 

 

A simple functional test verified the behavior of two programs implemented in Python and 
Ruby that send and receive messages through the language bindings, and the expected test 
result was to successfully send and receive all the messages. Small variations in the message 
content were present in each test execution, such as: an integer and a string of 30 characters, 
only an integer, and a string of 100KB. Satisfactory results were obtained after sending and 
receiving 100 messages in all the 10 executions of the test. 

 

The objective of the experiment is to measure and compare the performance of the programs 
implemented in Python, Ruby and C. With the cooperation of Martin Berglund (university 
thesis supervisor), four scenarios are designed to accomplish this objective. In the scenarios 
messages with different content are sent, and in two of the scenarios simple operations are 
performed. The scenarios are described as follows:  

• Scenario 1. A program sends 500.000 messages and another program receives them. 

The message content is a string 30 characters and an integer. All the messages are 

discarded after being received. 

• Scenario 2. Same basic setup as scenario 1 with a slight change, instead of discard-

ing the messages they are stored in an array. The array is flushed every time 1.000 

messages are stored, and this is done until the 500.000 messages are received. 

• Scenario 3. A program sends 50.000 messages and another program receives them. 

The message content is a string of 100KB and an integer. All the messages are dis-

carded after being received. 

• Scenario 4. Same basic setup as scenario 3 with a slight change, instead of discard-

ing the messages they are stored in an array. The array is flushed every time 1.000 

messages are stored, and this is done until the 50.000 messages are received. 

 

An appropriate number of messages for each scenario were determined with the execution of 
an additional test. An appropriate number for each scenario means that the programs run 
without being affected by the performance of the messaging platform. In the case of scenari-
os 3 and 4, the messaging platform becomes a bottle neck when more than 50.000 messages 
are sent are received, situation that affects the results of the experiment.  

 

The experiment was performed in a server with 16 GB of RAM, 4 CPUs Intel Xeon X5570 
2.93 GHz with 8 MB cache, and Red Hat 4.1.2-46. It is very important to note that the 
messaging platform becomes a bottle neck under the conditions of this experiment, and this 
situation may only apply to the proposed scenarios. The measurements for CPU consump-
tion, runtime, and memory consumption are taken using commands from the kernel. The 
commands are: 
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• Command “time”. With this command, the parameter “e” is used to get the real 

time, the parameter “U” gives the total number of CPU seconds the process spends 

in user mode, the parameter “S” gives the total number of CPU seconds the process 

spends in kernel mode, and the parameter “P” to get the percentage of CPU used 

by the process. 

• Information from the “proc/PID/stat” and “proc/PID/statm” pages. These pages 

are used to get additional information from the CPU consumption and the memory 

consumption. 

These are the scripts used to get the measurements from the programs: 

#!/bin/bash 
# Script to monitor the process information using /proc/$pid/stat 
# This script receives two parameters, the process id and the 
# name of the file where the data will be saved. 
 
ProcessID=$1 
FileName=$2 
 
while kill -s 0 $ProcessID  
do 
    date '+DATE:%m/%d/%y %H:%M:%S:%N' >> 'statrun_'$FileName 
    cat /proc/$ProcessID/stat >> 'statrun_'$FileName 
    date '+DATE:%m/%d/%y %H:%M:%S:%N' >> 'statmem_'$FileName 
    cat /proc/$ProcessID/statm >> 'statmem_'$FileName 
    date '+DATE:%m/%d/%y %H:%M:%S:%N' >> 'statcpu_'$FileName 
    ps -o"%C" -p $ProcessID >> 'statcpu_'$FileName 
    cat /proc/$ProcessID/statm >> 'statcpu_'$FileName 
    cat /proc/stat | grep cpu >> 'statcpu_'$FileName 
    sleep 0.5 
done 
 
/usr/bin/time -f "\n%e seconds elapsed,\n%U user,\n%S system,\n%P CPU Usage" -a -o stattime_send.txt 
./tibrvsend 
/usr/bin/time -f "\n%e seconds elapsed,\n%U user,\n%S system,\n%P CPU Usage" -a -o stattime_listen.txt 
./tibrvlisten 

 

 

The commands are enough to obtain measurements that fit the purpose of this project since 
an overall of the CPU consumption, memory consumption, and runtime in each one of the 
scenarios is obtained. During the design and coding of the experiment some aspects are con-
sidered to have reliable results. The programs are designed to be short and simple to prevent 
the inclusion of possible programming mistakes which could affect the results. Additionally, 
special care of the dynamic memory allocation is taken in the C programs by releasing it 
when it is not needed anymore, arrays are used in C and built-in array structured are used 
in Python and Ruby. Finally, some network rules were modified to make all the traffic local, 
therefore the performance is not affected by possible delays in the network. 

 

5.5 System Architecture for each Implementation 

 

To have a better understanding on how the implementations interact with TIBCO Rendez-

vous and between them, a simple system architecture is shown for each implementation 

while addressing the solution. 
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• C implementation. 

Figure 5.1 shows the architecture of the solution using the C implementation. Both 

the sender and the receiver program are coded in C and they are using the C API. 

In each one of the computers the TIBCO Rendezvous daemon is running and the C 

API interacts with it. The message is created and sent in the sender program with 

the C API to daemon, which handles the message to the messaging bus. On the re-

ceiver side the daemon listens for the messages with the configured topic and then it 

uses the callback function provided by the receiver program through the API to 

process the incoming message. 

 

 

Figure 5.1: C implementation architecture overview 
 

• Python implementation. 

Figure 5.2 shows the architecture of the solution using the Python implementation. 
Similarly in concept to the C implementation, the sender and the receiver program 
are coded in Python and they are using the C API, but there is an additional layer 
which is the language binding between the C API and Python. Apart from the pre-
vious comment, the flow of the message is similar, including of course the passing of 
it through the language binding. 
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Figure 5.2: Python implementation architecture overview 

• Ruby implementation. 

Figure 5.3 shows the architecture of the solution using the Ruby implementation. 
Similarly in concept to the previous implementations, the sender and the receiver 
program are coded in Ruby and they are using the C API. The additional layer, 
represented by the language binding, which links Python and the C API, is also 
present. The flow of the message is similar to the previous implementations. 

 

Figure 5.3: Ruby implementation architecture overview 
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Chapter 6 

Results 
 

As described in the previous chapter, the language bindings are evaluated with programs 
implemented in C, Python and Ruby. The programs are executed 10 times in each one of 
the four scenarios to gather the results. The results are divided in three groups: CPU Con-
sumption, Memory Consumption, and Runtime. Additionally, the results are shown in 
graphic plots to simplify data display and understanding. After each graphic plot some ob-
servations and a basic analysis are done. The median and the average are calculated for each 
group to perform a first comparison between the three implementations. The following re-
sults and analysis apply to the environment mentioned in chapter 6, trying to generalize or 
apply them in other studies could yield incorrect conclusions. To refresh the reader, the four 
scenarios are described here again: 

 

• Scenario 1. Between two programs 500.000 messages are sent. An integer and a 

string of 30 characters are contained in the message. All the messages are discarded 
after being received. 

• Scenario 2. A similar setup as scenario 1 but with a small modification, the messag-

es are stored in an array instead of discarding them. After storing 1.000 messages 
the array is flushed. This operation is repeated until the 500.000 messages are re-
ceived. 

• Scenario 3. Between two programs 50.000 messages are sent. An integer and a 

string of 100KB are contained in the message. All the messages are discarded after 
being received. 

• Scenario 4. Similar to scenario 3, but the messages are stored in an array instead of 

discarding them. After storing 1.000 messages the array is flushed. This operation is 
repeated until the 50.000 messages are received. 

 

6.1 Runtime 
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6.1.1 Scenario 1 

Figure 6.1 shows the runtime of the sender programs for each execution, the shortest 
runtime in 60% of the executions corresponds to the C implementation and the other 40% to 
the Ruby implementation. In 90% of the executions the runtime is below 40 seconds. 

 

 

Figure 6.1: Sender runtimes in seconds for the scenario 1 
 

The median and the average runtime for all the implementations are shown in figure 6.2. 
The C and Ruby implementations show a similar performance being that their medians and 
averages have less than one second of difference. Considering the magnitude of the per-
formed task, the difference between the mean and the average of the Python implementation 
and the other two implementations is not considered large.  

 

Figure 6.2: Sender runtime medians and averages in seconds for the scenario 1 
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Figure 6.3 shows the runtime of the listener programs for each execution. The C implemen-
tation has the lowest runtime in all the executions, in 70% of the executions the Python 
implementation is faster than the Ruby implementation. 

 

Figure 6.3: Listener runtimes in seconds for the scenario 1 
 

The median and the average runtime for the implementations are shown in figure 6.4. The 
median and average of the C implementation confirms the data shown in figure 6.3, in which 
the C program has the lowest runtime. The averages of the Python and Ruby implementa-
tion show a similar performance for them, but this is influenced by the high runtime regis-
tered in execution 8 for Python. The medians are more accurate in this case and reflect the 
lower runtimes for the Python implementation compared to the Ruby implementation. 

 

Figure 6.4: Listener runtime medians and averages in seconds for the scenario 1 
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6.1.2 Scenario 2 

 

The runtimes for the sender programs are shown in figure 6.5. This part of the scenario has 
the same characteristics as the sender part of scenario 1, therefore the results are similar. 
The C implementation has the shortest runtime in 70% of the executions, and the other 30% 
corresponds to the Ruby implementation. 

 

 

Figure 6.5: Sender runtimes in seconds for the scenario 2 
 

Figure 6.6 shows the median and the average runtime of all the implementations. The medi-
ans and averages are quite similar to the ones seen in the sender part of scenario 1, fact that 
shows a consistent performance of the three implementations. 

 

Figure 6.6: Sender runtime medians and averages in seconds for the scenario 2 
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Figure 6.7 shows the runtimes of the listener programs, where in 90% of the executions the 
C implementation has the lowest runtime. In 60% of the executions the difference between 
the Python and Ruby implementations was lower than 5 seconds. 

 

Figure 6.7: Listener runtimes in seconds for the scenario 2 
 

 

Figure 6.8 shows even runtimes for the Python and Ruby implementations because they 
have less than 4 seconds of difference, confirming the observation from figure 6.7. The medi-
ans also show that the C implementation is almost 10 seconds faster than the other two 
implementations. 

 

Figure 6.8: Listener runtime medians and averages in seconds for the scenario 2 
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6.1.3 Scenario 3 

 

The runtimes of the sender programs for each execution are shown in figure 6.9. In 70% of 
the executions the runtimes of the three implementations are even since there is less than 10 
seconds of difference between the highest and the lowest runtime. The C implementation 
had the lowest runtime in 40% of the executions, the Python and Ruby implementation in 
30% of the executions each one. 

 

Figure 6.9: Sender runtimes in seconds for the scenario 3 
 

Figure 6.10 shows the median and the average runtimes of the sender programs. The medi-
ans confirm the even performance of the three implementations, which is different from the 
sender part of scenarios 1 and 2, since the C and Ruby implementations always had lower 
times than the Python implementation. 

 

Figure 6.10: Sender runtime medians and averages in seconds for the scenario 3 
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The runtimes for each execution of the listener programs are shown in figure 6.11. Similarly 
to the sender programs, in 70% of the executions the difference of the highest and lowest 
runtime was lower than 10 seconds. The C implementation had the lowest runtime in 50% 
of the executions, but the highest in 30% of them. 

 

Figure 6.11: Listener runtimes in seconds for the scenario 3 
 

 

Figure 6.12 shows the median and the average runtimes of the three implementations. The 
medians show that the runtime performance difference seen in previous scenarios between 
the C implementation and the Python and Ruby implementation is reduced. A relevant 
aspect is the even median runtimes for the three implementations. 

 

Figure 6.12: Listener runtime medians and averages in seconds for the scenario 3 
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6.1.4 Scenario 4 

 

The runtimes of the sender programs are shown in figure 6.13. This part of the scenario has 
the same characteristics as the sender part of scenario 3, therefore the results are similar. 
The three implementations have even results, which is shown by the distribution of the 
lowest runtimes through all the executions, the C implementation has it 40% of the times, 
and Python and Ruby 30% of the times each one. 

 

Figure 6.13: Sender runtimes in seconds for the scenario 4 
 

Figure 6.14 shows the medians and the averages runtimes of the sender programs. The even 
runtimes seen in figure 6.13 are confirmed by the 4 seconds difference between the highest 
and lowest values of the medians and averages. 

 

Figure 6.14: Sender runtime medians and averages in seconds for the scenario 4 
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Figure 6.15 shows the runtimes of the listener programs for each execution. Similarly to the 
sender programs, the runtimes of the listener programs are even. This is realized by the fact 
that the lowest execution runtimes are distributed as follows: 50% of the executions the C 
implementation, 30% of the executions the Python implementation and 20% of the execu-
tions the Ruby implementation. 

 

Figure 6.15: Listener runtimes in seconds for the scenario 4 
 

 

The medians and the averages of the listener programs runtimes are shown in figure 6.16. 
The medians show for the Ruby implementation a higher runtime than the other two im-
plementations, which have almost the same value.   

 

Figure 6.16: Listener runtime medians and averages in seconds for the scenario 4 
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6.2 Memory Consumption 

6.2.1 Scenario 1 

Figure 6.17 shows the memory consumption for each execution. The C implementation uses 
in 90% of the executions slightly more than 1 MB, the Python and Ruby implementations 
use almost 5 MB and 6 MB respectively in each execution. The sender programs do not 
show a relevant variation in the memory consumption in different executions because the 
program creates and sends the first message, then no new objects in memory need to be 
created. 

 

Figure 6.17: Sender memory consumption in megabytes for the scenario 1 
 

Figure 6.18 shows the median and the average memory consumption of the sender programs. 
The median illustrates the C implementation as the most efficient in memory consumption, 
since it uses 23% and 19% of the memory that the Python and Ruby implementation use, 
respectively. 

 

Figure 6.18: Sender memory consumption medians and averages in MB for the scenario 1 
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The memory consumption of the listener programs for each execution is shown in figure 
6.19. Similar to the sender part of this scenario, the C implementation has the lowest 
memory consumption in all the executions, while the memory consumption of the Ruby 
program remains to be the highest in 90% of the executions. 

 

Figure 6.19: Listener memory consumption in megabytes for the scenario 1 
 

 

Figure 6.20 shows the median and the average memory consumption of the listener pro-
grams. The median of the C implementation shows it as the most efficient in memory con-
sumption, since it uses 20% and 16% of the memory that the Python and Ruby implementa-
tion use, respectively. 

 

Figure 6.20: Listener memory consumption medians and averages in MB for the scenario 1 
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6.2.2 Scenario 2 

 

Figure 6.21 shows the memory consumption of the sender programs for each execution. This 
part of the scenario has the same characteristics as the sender part of scenario 1, therefore 
the results are similar. 

 

Figure 6.21: Sender memory consumption in megabytes for the scenario 2 
 

The median and the average memory consumption of the sender programs are shown in 
figure 6.22. The same values for as scenario 1 are obtained for the Python and Ruby pro-
grams in this scenario. The three implementations have a consistent performance in this 
scenario because the medians and averages have the same values. 

 

Figure 6.22: Sender memory consumption medians and averages in MB for scenario 2 
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Figure 6.23 shows the memory consumption of the listener programs for each execution. The 
C implementation has similar memory consumption as scenario 1, slightly increased by the 
memory array handling. The Python and Ruby implementations increased the memory 
consumption if compared to each implementation median from scenario 1, sometimes in 30 
MB more for the Python implementation and more than 70 MB for the Ruby implementa-
tion. 

 

Figure 6.23: Listener memory consumption in megabytes for the scenario 2 
 

The memory consumption medians and averages of the listener programs are shown in figure 
6.24. This scenario shows the clearest difference in memory consumption between the three 
implementations, where the C implementation is again the most efficient but the perfor-
mance of the Python and Ruby implementations is degraded by handling the memory array. 

 

Figure 6.24: Listener memory consumption medians and averages in MB for scenario 2 
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6.2.3 Scenario 3 

Figure 6.25 shows the memory consumption of the sender programs for each execution. Simi-
larly to the first two scenarios, the C implementation has the lowest memory consumption 
in all the executions and it never consumes more than 10 MB. The Python and Ruby im-
plementations have similar memory consumptions in 60% of the executions, having a differ-
ence of 1 MB between them. Excepting three executions in the Ruby implementation and 
one execution in the Python implementation, the three implementations do not show 
memory consumption above 15MB.  

 

Figure 6.25: Sender memory consumption in megabytes for the scenario 3 
 

Figure 6.26 shows the median and the average memory consumption of the sender programs. 
The median and average of the C implementation show lower memory consumption and 
consistency in the executions. The medians of the Python and Ruby implementations show 
an even memory consumption, with a difference of 0.98 MB between them. 

 

Figure 6.26: Sender memory consumption medians and averages in MB for scenario 3 
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Figure 6.27 shows the memory consumption of the listener programs for each execution. The 
C implementation has the lowest memory consumption and the Python implementation has 
memory consumption always between 10 MB and 10.5 MB. The memory consumption of 
the Ruby implementation is higher compared to the other two implementations, using al-
ways more than 100 MB. 

 

Figure 6.27: Listener memory consumption in megabytes for the scenario 3 
 

 

The memory consumption medians and averages of the listener programs are shown in figure 
6.28. The similar values in the medians and averages for the three implementations are an 
evidence of the consistency shown during the 10 executions. The medians and averages show 
an even performance of the C and Python implementations, where there is a difference of 
less than 3 MB between them. The Ruby implementation values show the high memory 
consumption if compared to the other two implementations. 

 

Figure 6.28: Listener memory consumption medians and averages in MB for scenario 3 
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6.2.4 Scenario 4 

 

Figure 6.29 shows the memory usage of the sender programs for each execution. This part of 
the scenario has the same characteristics as the sender part of scenario 3, therefore the re-
sults are similar. 

 

Figure 6.29: Sender memory consumption in megabytes for the scenario 4 
 

 

Figure 6.30 shows the median and the average memory consumption of the sender programs. 
The Ruby implementation is the one with less consistency since in 30% of the executions the 
memory consumed is above the median. 

 

Figure 6.30: Sender memory consumption medians and averages in MB for scenario 4 
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Figure 6.31 shows the memory consumption of the listener programs for each execution. 
Similarly as scenario 3, the C and the Python implementations have the lowest memory 
consumption in all the executions, both of them below 14 MB. On the other hand, the Ruby 
implementation has higher memory consumption, which is always above 100 MB. 

 

Figure 6.31: Listener memory consumption in megabytes for the scenario 4 
 

 

Figure 6.32 shows the median and the average memory consumption of the listener pro-
grams. As a confirmation of the results seen in figure 32, the medians and averages of the C 
and Python implementations are very low compared to the median and average of the Ruby 
implementation. The Ruby implementation is consuming 16.1 times more memory than the 
C implementation, and 10.32 times more memory than the Python implementation. 

 

Figure 6.32: Listener memory consumption medians and averages in MB for scenario 4 
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6.3 CPU Usage 

6.3.1 Scenario 1 

The CPU consumption of the three implementations for each execution is shown in figure 
6.33. The C implementation has the lowest CPU consumption and in 70% of the executions 
it does not go over 42%. The Ruby implementation has a CPU consumption that oscillates 
between 55% and 60%. The Python implementation has the highest CPU consumption, 
which is in 90% of the executions over 70%. 

 

Figure 6.33: Sender CPU consumption for the scenario 1 

Figure 6.34 shows the median and the average CPU consumption of the sender programs. 
The similarity between the medians and averages illustrates the consistency of the imple-
mentations in all the executions. According to the medians the C and Ruby implementations 
consumes 53.9% and 73.6% of the CPU consumed by the Python implementation, respec-
tively. 

  

Figure 6.34: Sender CPU usage medians and averages for the scenario 1 
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Figure 6.35 shows the CPU consumption of the listener programs for each execution. Simi-
larly to the figure 6.33, the Python implementation has the highest CPU consumption, 
which is always around 60%, except in 2 executions it is below 55%. The CPU consumption 
of the C implementation is the lowest, which is never above 25%. The Ruby implementation 
has a consistent and stable CPU consumption, always between 31% and 34%. 

 

Figure 6.35: Listener CPU consumption for the scenario 1 
 

 

Figure 6.36 shows the median and the average CPU consumption of the sender programs. 
Coinciding with figure 6.34, the C and the Ruby implementations have the lowest medians 
and averages. The medians illustrate that the C and the Ruby implementations use 35.6% 
and 55.9% of the CPU used by the Python implementation, respectively.  

 

Figure 6.36: Listener CPU consumption medians and averages for the scenario 1 
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6.3.2 Scenario 2 

Figure 6.37 shows the CPU consumption of the sender programs for each execution. This 
part of the scenario has the same characteristics as scenario 1 and the results are similar to 
the ones obtained in figure 6.33. Nevertheless, the CPU consumption for the C and the Ru-
by implementations is slightly lower. The C implementation has CPU consumption below 
40% in 60% of the executions, and the in Ruby implementation it is below 55% in 80% of 
the executions. The Python implementation has CPU consumption above 79% in 50% of the 
executions. 

 

Figure 6.37: Sender CPU consumption for the scenario 2 

The median and the average CPU consumption of the sender programs are shown in figure 
6.38. The results are not as homogeneous as in scenario 1 since the medians and the averag-
es have small differences between them. An increase of the difference between the medians of 
the Python implementation and the medians of the other two implementations is seen in 
this scenario. The C and the Ruby implementations consume 44.1% and 68.8% of the CPU 
consumed by the Python implementation, respectively.  

 

Figure 6.38: Sender CPU consumption medians and averages for the scenario 2 
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Figure 6.39 shows the CPU consumption of the listener programs for each execution. Simi-
larly to scenario 1, the C implementation has the lowest CPU consumption in all the execu-
tions. Likewise, the Ruby and Python implementations had similar results as the scenario 1. 
The Python implementation has CPU consumption above 45% in 70% of the executions, 
and the Ruby implementation shows consumptions of 30% or less in 50% of the executions. 

 

Figure 6.39: Listener CPU consumption for the scenario 2 
 

Figure 6.40 shows the median and the average CPU consumption of the listener programs. 
The C and Ruby implementation have the lowest CPU consumptions, their medians and 
averages are almost the same as scenario 1. The Python implementation has a lower median 
and average CPU consumption than scenario 1, in scenario 2 the median is 15.2% lower 
than scenario 1, and the average is 15.5% lower. 

 

Figure 6.40: Listener CPU consumption medians and averages for the scenario 2 
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6.3.3 Scenario 3 

 

Figure 6.41 shows the CPU consumption of the sender programs for each execution. In 90% 
of the executions, the C implementation has the lowest CPU consumption. In contrast, the 
Python implementation has the highest CPU consumption in 80% of the executions. The 
three implementations have an even performance in 60% of the implementations since the 
difference between the lowest and the highest CPU consumption is less than 10 points. 

 

Figure 6.41: Sender CPU consumption for the scenario 3 
 

The median and average CPU usage for each sender program is shown in figure 6.42. The 
medians of the three implementations show a similar CPU consumption since there is only a 
difference of 7 points between the lowest and the highest consumption.  

 

Figure 6.42: Sender CPU consumption medians and averages for the scenario 3 
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Figure 6.43 shows the CPU consumption of the listener programs for each execution. In this 
part of the scenario, the three implementations have a similar CPU consumption since in 
90% of the executions the difference between the lowest and the highest consumption is 10 
points or less. No single execution is above 20%. Similarly to the previous scenarios, the C 
implementation has the lowest CPU consumption in 70% of the executions. In 80% of the 
executions the Python implementation has the highest CPU consumption. 

 

Figure 6.43: Listener CPU consumption for the scenario 3 
 

 

Figure 6.44 shows the median and the average CPU consumption of the listener programs. 
The median and average values are equal for the three implementations, fact that shows a 
consistency in the executions. The difference between the lowest and the highest CPU con-
sumption is not greater than 6 points, which is a proof of even performance. Similarly to the 
previous scenario, the C implementation has the lowest CPU consumption, followed by the 
Ruby and Python implementations. 

 

Figure 6.44: Listener CPU consumption medians and averages for the scenario 3 
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6.3.4 Scenario 4 

The CPU consumption of the listener programs for each execution is shown in figure 6.45. In 
50% of the executions the three implementations have an even performance since the differ-
ence between the lowest and the highest CPU consumption is not greater than 7 points. The 
C implementation has the lowest CPU consumption in 60% of the executions. In 40% of the 
executions the Python implementation has a CPU consumption of 30% or more. 

 

Figure 6.45: Sender CPU consumption for the scenario 4 
 

The median and average CPU consumption of the sender programs are shown in figure 6.46. 
The medians and the averages of the three implementations show consistency and stability 
in the CPU consumption in all the executions. The difference between the lowest and high-
est median CPU consume is just 3 points, evidence of an even performance. 

 

Figure 6.46: Sender CPU consumption medians and averages for the scenario 4 
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Figure 6.47 shows the CPU consumption of the listener programs for each execution. In 70% 
of the execution the difference between the lowest and highest consumption is less than 5 
points, and in the 30% remaining it is less than 10 points. The CPU consumption of the 
Python implementation is always lower than 20%, which is the highest consumption in 90% 
of the executions. 

 

Figure 6.47: Listener CPU consumption for the scenario 4 
 

 

The median and the average CPU usage of the listener programs are shown in figure 6.48. 
Likewise as figure 6.44 the medians and averages are almost equal, fact that shows con-
sistency in the performance of the implementations. The small difference between the medi-
ans and averages of the three implementation s denote an even performance. 

 

Figure 6.48: Listener CPU consumption medians and averages for the scenario 4 
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Chapter 7 

Conclusions 
 

The purpose of this thesis is fulfilled since the results needed to do a performance compari-
son between the three implementations are obtained. Additionally, two of the three goals are 
reached. A performance comparison between an implementation in a statically typed lan-
guage and two implementations using the language bindings is done. Also, with the results 
from chapter 6 and further conclusions presented in this chapter, it is identified how the 
language bindings could impact or benefit the performance in the proposed environment. 
Finally, the third proposed goal is not reached because Nomura Sweden AB will not be able 
to use the developed language bindings. The IT headquarters of Nomura decided to close the 
IT branch based in Umeå, since the initiative to implement the bindings was created in this 
branch, the final product delivered by this thesis will not be used. 

 

Furthermore, the following statements will summarize the analysis presented in chapter 6 
and provide overall conclusions about the performance comparison between the three im-
plementations: 

 

• After sending, receiving, and processing a large amount of messages in the four sce-

narios, no differences in terms of reliability and program stability between the three 

implementations are identified. 

 
• The C programs, the listener and the sender, have always the lowest CPU con-

sumption across the four scenarios. Similarly, for all the scenarios, the Ruby pro-

grams are second, and the Python programs are third. 

 
• The difference between the lowest and highest CPU consumption medians of the 

three implementations when 50.000 messages are sent and received is never greater 

than 7 points, showing a similar performance profile. Nevertheless, when 500.000 

messages are sent, the difference between the same measurements is always greater 

than 31 points. 

 
• Comparing the CPU consumption between the scenarios with 50.000 messages and 

the scenarios with 500.000 messages, the C listener and sender programs increase 

CPU consumption in 77.2%, the Python listener and sender program increase CPU 

consumption in 224.2% and 152.5% respectively, and the Ruby listener and sender 

program increase CPU consumption in 137% and 105.8% respectively. 
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• Regarding to memory consumption, the C listener and sender programs have the 

lowest consumption in all the four scenarios. In this case, for all the scenarios, the 

Python programs have the second lowest memory consumption, and the Ruby pro-

grams the third. 

 
• The Python and Ruby sender programs have an even memory consumption, with 

approximately 1 MB of difference. It can be seem for all the scenarios that the C 

sender programs use approximately 4.3 MB less memory. 

 
• Python has lower memory consumption than Ruby in the listener programs. When 

50.000 messages are received, Python consumes less than 10% of the memory con-

sumed by Ruby. In the other scenarios, Python consumes approximately 62.5% of 

the memory that Ruby consumes. 

 
• The trend shows that the C implementation has the lowest runtime across the four 

scenarios. Python has the second lowest and Ruby the third for the listener pro-

grams, the order is inversed for the sender programs.  

 
• The runtimes of the three implementations are even when 50.000 messages are sent, 

there is a difference of two seconds between the lowest and highest runtime. On the 

other hand, the Python implementation needs in average 38.6% more time than the 

other two implementations when 500.000 messages are sent. 

 
• The Python and Ruby implementations have a similar performance profile when 

500.000 messages are received, they require in average 16.7% more time than the C 

implementation. The Ruby implementation needs in average 12.8% more time than 

the C and Python implementations to receive 50.000 messages. 

 

These conclusions are related and applicable to the environment and problem stated for this 
thesis, a generalization to a different environment without previously performing the neces-
sary measurements and validations could lead to erroneous results and conclusions. It is 
probable that for a different problem the results could have been completely different, per-
haps a bad performance for the C implementation and a better for the language bindings. 
Nevertheless, the problem chosen for this thesis is selected without any premeditated inten-
tion, it is chosen because the IT branch based in Umeå had the necessity to develop the 
bindings. It is arguably impossible for any empiric comparison to capture al possible scenari-
os. 

 

Considering the previous statements, it is concluded that the language binding implementa-
tions for Python and Ruby do not offer a better performance than the C implementation in 
any of the three measurements taken. The Python implementation has a similar perfor-
mance to the C implementation in terms of memory consumption and runtime, the Ruby 
implementation has a similar performance to the C implementation in terms of CPU con-
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sumption and runtime. Nevertheless, the additional CPU consumption, memory consump-
tion and additional runtime are not excessively large in most of the occasions. If this is taken 
into account, the Python and Ruby implementations can be good alternatives for problems 
where these programming languages could offer major benefits to achieve a solution with less 
effort in exchange of a tolerable performance overhead. 

 

Based on the results from chapter 6 and the conclusions presented in this chapter, it is pos-
sible to answer the questions inquired at the beginning of this thesis project, which are; if 
the language bindings performance would be acceptable compared to the C API perfor-
mance, if one of the language bindings implementations has a better performance than the 
other one, and if the language bindings are a viable option to allow access to TIBCO Ren-
dezvous from Python and Ruby. Before answering the questions, it is important to note that 
the language binding performance could be different depending on the scenario where they 
are being executed. Since the current results are based on scenarios where large quantities of 
messages are sent during a few minutes, the questions will be answered based on the scenar-
ios used in this thesis project. The answers are as follows: 

• The performance of the language bindings is acceptable compared to the native C 

API performance only in terms of runtime, runtime was the only measurement 

where the language binding times were slightly close to the times from the C API. 

In terms of memory consumption and CPU consumption, the language bindings 

cannot be compared to the C API since a clear overhead is shown, situation that is 

not acceptable in a highly transactional environment.  

• It is complicated to state if the language binding for Python has a better perfor-

mance than the language binding for Ruby or vice versa. Both of the language bind-

ings show an even performance in terms of runtime, but there are clear performance 

differences in memory consumption and CPU consumption. In all the scenarios, the 

language binding for Python is better in terms of memory consumption, and the 

language binding for Ruby is better in terms of CPU consumption. Since there is no 

memory or CPU constraint in the test scenarios for this thesis project, and the 

runtimes are similar, it can be stated that both of the language binding implemen-

tations have an even performance. 

• The implementations of the language bindings are a viable option to access the 

TIBCO Rendezvous since they allow the possibility to access the functionality of 

the messaging middleware in the same manner a native API allows it. From Python 

and Ruby, through the language bindings and in this thesis project scope, it is pos-

sible to perform the same operations that a supported language can perform. Never-

theless, the language bindings do not show a performance suitable for a highly 

transactional environment because of their memory and CPU overhead.  

 

Even though the implementations of the language bindings show an overhead in the memory 
usage and CPU usage, they offer a clean and effective manner to create applications in Py-
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thon and Ruby that need to access the messaging middleware. It is possible to use the mid-
dleware functionality from Python and Ruby through the language bindings in the same 
manner any other supported language could do it, without any additional steps or con-
straints. An even or superior performance than the C API was not expected, as a perfor-
mance where the high memory and CPU consumption will not allow the program to end its 
execution or where the runtime is extremely long was not expected either. Therefore, the 
shown performance by the language binding is expected since it allows the execution of ap-
plications implemented in Python and Ruby which present an acceptable overhead in 
memory and CPU consumption but a runtime comparable as if the native C API is used. 
Additionally, the language bindings fulfill the functionality expectations because they expose 
the messaging middleware functionality in the same manner a native API exposes it. 

 

Two of the measurements taken in the study “An Empirical Comparison of Seven Pro-
gramming Languages” [16] mentioned in chapter 4 are runtime efficiency and memory con-
sumption, thus a brief comparison of the results in each study is done here. Something to 
keep in mind is the difference in the nature of the problems stated in both studies, in [16] 
the previously described “phone code problem” involves tasks where a large amount has to 
be parsed and processed which contrasts with this thesis stated problem, a transactional 
scenario with large amounts of messages are sent and received and a few array operations 
are performed. The results are compared as follows: 

• Runtime. The results in [16] show in average that the script programs need 29% 

more time than the C/C++ programs, which is consistent with this thesis results 

since Python and Ruby have larger runtimes across the four scenarios. It is im-

portant to remark that the runtime needed by the Python and Ruby programs is 

lower than the 29% mentioned in [16] since in average they need 16.7% more time 

than the C program. There is only a specific case where the percentage is higher, 

when 500.000 messages are sent the Python program needs 38.6% more time. The 

improvement in these languages performance could be awarded to the optimization 

of the processors but also to enhancements per se in the languages with the releases 

of new versions. 

• Memory consumption. Both studies show similar results since they show larger 

memory consumption by the script languages in [16] and Python and Ruby in this 

thesis. In the Python and Ruby sender programs the memory consumption is in av-

erage 83% higher than the C program, which concurs with the 85% of more memory 

consumed by the script programs in [16]. On the other hand, the Python listener 

program needs at least 400% more memory than the C program when 500.000 mes-

sages are received and 25% more memory when 50.000 messages are received. For 

the Ruby listener program, 650% more memory is used than the C program when 

50.000 and 500.000 messages are received. This could indicate a consistent perfor-

mance for the “script languages” when short term and predictable tasks (data pars-

ing, sending messages) are executed and no strong dependencies on external entities 

are found.  
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7.1 Future Work 

 

From the TIBCO Rendezvous API perspective, a natural step to follow is to test further the 
language binding behavior in different environments and problems. This could give an im-
portant proof of the stability and reliability of the two implementations. Additionally, it 
would be good to extend the implementations to cover the full functionality that the native 
TIBCO API offers. Perhaps by following these steps new scenarios where Python and Ruby 
could perform better than C could appear. 

 

From the research perspective, a study that measures different aspects of the implementa-
tions can be performed, such as code length or development productivity. With the possibil-
ity of gathering more information to analyze aspects like the mentioned could bring relevant 
data, which could be useful to make conclusions not only based on machine performance. 
Moreover, Perl could be considered as a good candidate to enlarge the coverage and com-
pleteness of this study since it is a dynamically typed programming language [25], it is also 
natively supported by the TIBCO Rendezvous messaging middleware [15], and it is included 
in the seven languages compared empirically in [16]. Perl is not included in the present study 
due to the time and scope limitation. 
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