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Abstract

In this experimental study we compare the authorship attribution performance of two dif-
ferent types of distinguishing features; overlapping syntax subtrees of height one (or small
trees) and closed frequent syntax subtrees. Authors and documents used in the experiments
are randomly drawn from a large corpus of blog posts and news articles. Results show that
small trees outperform closed frequent trees on this data set, both in terms of classifier
performance and computational efficiency.
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Chapter 1

Introduction

Authorship attribution is the task of determining the author of a certain document or text,
given a set of possible authors. Its purpose is to provide an answer to the question “who
wrote this document?”. There are many uses for authorship attribution, including:

– determining the author of a newly discovered document

– determining whether a document was written by one or several authors

– discovering cheating and plagiarism.

Authorship attribution is typically accomplished by identifying and comparing distin-
guishing features of the authors’ writings. This can be accomplished through several dif-
ferent methods, e.g. by analyzing the handwriting, the use of punctuation, or recurring
misspellings. In his bachelor thesis, Lars Bergström [3] compared two such methods for
authorship attribution. The first method was lexical, and utilized so-called stop words,
whereas the second method was syntactical. In the syntactical approach, the text was
parsed to obtain a parse tree, which was cut into overlapping subtrees of height one that
were then used as distinguishing features. The study showed that the syntax-based method
had higher accuracy than the lexical one.

This thesis continues the work of Bergström by examining an alternative syntax-based
technique for selecting parts of the parse tree for use as distinguishing features. Whereas
Bergström’s algorithm used all overlapping subtrees of height one to distinguish between
authors, we will examine what happens when larger subtrees are used as features. However,
since the number of unique subtrees explodes as the size of the subtrees grows, we need a
way to choose a suitable subset of these. We adopt the method proposed by Chi et al. [4],
which allows us to prune the set of candidate subtrees without loss of discriminative power.

Specifically, closed frequent subtrees will be considered. Intuitively, these are the largest
subtrees that are still sufficiently common to be useful as distinguishing features. A more
formal definition will be given in the next section.

The reader may be interested to note that a short version of this paper was accepted
and presented at the fourth Swedish Language Technology Conference in 2012 [5].
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Chapter 2

Preliminaries

2.1 Background in Graph Theory

Graphs A (vertex-labelled directed) graph is a tuple g = (V,E, s) where V is a set of
vertices and E is a binary relation on V representing edges. The mapping s : V 7→ Σ is the
vertex-labellings of g. To avoid always stating the entire tuple, we denote by Vg and Eg the
sets V and Eg, respectively.

Let g = (V,E, s, l) be a graph and V ′ ⊆ V . The size of g is |g| = |V |+ |E|. The subgraph
of g induced by V ′ is the graph g[V ′] = (V ′, E ∩ V ′ × V ′).

A path through g is a sequence v1, . . . , vk of vertices such that (vi, vi+1) ∈ E for every
i ∈ [k − 1]. The path is a cycle if v1 = vk. The vertex v′ ∈ V is reachable from v ∈ V
(equivalently, there is a path from v to v′) if v′ ∈ E∗(v).

The graph g is acyclic if IV ∩ EE∗ = ∅ and connected if V × V ⊆ E?.
The height of an acyclic graph g, written height(g), is the length of the longest path

through g.

Trees The graph g = (V,E, s, l) is a tree if (V,E ∪ E−1) is acyclic. We note that
every tree is a directed acyclic graph (DAG). Let t = (V,E, s, l) be a tree. The root of t is
the unique vertex root(t) ∈ V such that E−1(root(t)) = ∅. The leaves of t, written leaves (t),
is the largest subset of V such that E(leaves (t)) = ∅.

The subtree of t rooted at v ∈ Vt, henceforth denoted t|v, is the subgraph of t attached
at {v}. A subtree is direct if it is rooted at a vertex in E(root(t)). We denote the set of all
subtrees of t by subtrees (t). Similarly, we say that t is a supertree of s if s ∈ subtrees (t),
and that this relation is proper if |t| > |s| and immediate if |t| = |s|+ 1.

Closed and frequent subtrees A tree t supports a subtree s if s ∈ subtrees (t). Let
D be a database (i.e., a set) of trees. The support of a tree s in D is

supportD(s) = |{t ∈ D | s ∈ subtrees (t)}| .

The minimum support (minSup) is a user-provided constant in N. A subtree s is frequent
if supportD(s) ≥ minSup. In other words, for s to be frequent it must occur in at least
minSup number of trees in the database.

A frequent tree t is maximal if no proper supertree of t is frequent, and closed if no
proper supertree of t has the same support as t. For example, if t has support 4, and the
only supertree s of t has support 3, then t is closed since none of its supertrees share the
same support. This means that if a tree is maximal, it is also closed: if the proper supertrees
of t are not frequent, then they cannot have the same support as t.
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2.2 Examples

2.2.1 Closed and Maximal Frequent Subtrees
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Figure 2.1: A database with three trees

In Figure 2.1 we have defined a database with three trees. Using minimum support
2 (meaning a subtree has to occur in at least two trees in the database to be considered
frequent), mining the database yields three closed frequent subtrees (see Figure 2.2).
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Figure 2.2: Three closed frequent subtrees mined from the database in Figure 2.1, using
minimum support 2

F1 occurs in T2 and T3, while F2 and F3 occur in all three trees. All three frequent
trees are closed, and the first two are also maximal. F3 is only closed since while the G

node alone occurs in all three trees in the database (and as such has support 3), the proper
supertree containing the nodes E and G, for example, has support 2. Therefore, as one of
its possible supertrees is frequent but does not share the same support, F3 is closed yet not
maximal.
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2.2.2 Overlapping Subtrees of Height One

Dividing T1 from Figure 2.1 into overlapping subtrees of height one, henceforth referred to
simply as small trees, yields the subtrees seen in Figure 2.3. Recall that a tree having height
one means that the longest path from root to leaves contains at most one edge.
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Figure 2.3: Five small trees mined from the database in Figure 2.1

2.2.3 Parse Trees

While the above examples are constructed using general trees for simplicity, the trees that
Lind work with are parse trees. A document gets divided into sentences, which are then
turned into parse trees (using the Stanford Parser by the Stanford Natural Language Pro-
cessing Group [2]). An example parse tree is shown in Figure 2.4. The nodes in the parse
tree represent syntactical constructs like NP for noun phrase, VP for verb phrase, etc.

Figure 2.4: An example parse tree as generated by the Stanford Parser
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2.3 Lind

For our experiments, we shall use the same framework used by Bergström in his thesis; an
application named Lind. Lind, created by Bergström, Björklund, Knutsson and Lindholm
[3, 7, 6], works by converting documents into vectors in a vector space (using the lexical stop
word frequency method, each word would constitute a dimension in the document vector;
using the syntactical method, each subtree constitutes a dimension) and then looking at
relationships between these vectors to determine which documents are similar to each other.

To find the author of a document, we convert the document into our vector space and
look at the most similar other documents, determining from their authors our most likely
candidate.



Chapter 3

Problem description

An important aspect of authorship attribution is finding distinguishing features. In
Bergströms work, stop words and small trees were used as distinguishing features. In this
paper, we will look at other, larger syntax subtrees as distinguishing features. Chi et al. [4]
claim that frequently occurring subtrees are useful for the task of classifying and clustering
documents, which bodes well for Lind. They also mention, however, that the number of
frequent subtrees in a database will grow exponentially with the size of the database. To
remedy this, they propose using closed and maximal frequent subtrees instead, as they claim
there are much fewer closed and maximal frequent subtrees than there are frequent subtrees.
They also propose an efficient algorithm, CMTreeMiner, for mining these subtrees.

In this thesis, we will attempt to use closed frequent subtrees as distinguishing syntactical
features when attempting to determine the author of a document. Specifically, we will
compare this method to Bergströms method of using overlapping syntax trees of height
one. To this end, we will modify the application Lind, developed by Bergström, Björklund,
Lindholm and Knutsson to make use of CMTreeMiner.

We mention that CMTreeMiner can mine both closed and maximal frequent subtrees.
Finding the maximal frequent trees is more computationally expensive than finding the
closed frequent trees, and since the maximal frequent trees are a subset of the closed frequent
trees, we speculate that classifier performance would not be improved over just using closed
frequent trees. We leave this for future work.

3.1 Goal

The main goal of the thesis is to modify the program created by Bergström et al. to use
the CMTreeMiner algorithm to find distinguishing features of the authors of a corpus of
documents. This method will then be compared with the syntactical method (small trees)
used by Bergström, both in terms of accuracy and performance (i.e. runtime).

3.2 Method

In his thesis, Bergström ran a series of experiments comparing the lexical and syntactical
methods. The experiments showed that the syntactical method was significantly better
at determining the correct author than the lexical one. In this thesis, we will recreate
Bergströms experiments and instead compare his syntactical method with CMTreeMiner.
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8 Chapter 3. Problem description

We will analyze the results and try to confirm our hypothesis using the Wilcoxon rank-sum
test for two samples [8] (where we have chosen this particular statistical test as we cannot
assume that the underlying data will be normally distributed).

3.2.1 CMTreeMiner

CMTreeMiner is an algorithm designed to efficiently find closed and maximal frequent sub-
trees in a database of trees. The algorithm works in a recursive manner, beginning with all
frequent 1-trees (according to whatever value of minimum support that was chosen). For
each initial tree t, the algorithm then looks at its immediate frequent supertrees t′. If there
were no immediate frequent supertrees t′ with the same support as t, then t is closed (by
definition). If there were no immediate frequent supertrees at all, then t is maximal (also,
by definition). The algorithm then recurses on the immediate frequent supertrees (if any)
to discover larger trees in the same manner, continuing until there are no more candidates.

During the course of the algorithm, some branches of computation that cannot yield
closed or maximal trees are pruned using several heuristic techniques defined by Chi et al. [4].

3.3 Hypothesis

In this project, we work with the following hypothesis:

– Authorship attribution using closed frequent syntax subtrees provides better accuracy
than using overlapping syntax subtrees of height one (small trees). Assume A is the
score for closed frequent trees, and B is the score for small trees.

Null hypothesis : A ≤ B (3.1)

Alternative hypothesis : A > B (3.2)

3.4 Related work

Closed and maximal frequent subtrees and the finding thereof has been analyzed thoroughly
in the article by Chi et al. [4]. Previous work on authorship attribution and primarily on
Lind (the application) has been done by Bergström [3] (whose work has already largely been
mentioned), Lindholm [7] (who wrote part of Lind in a project on analysis of online news
flows), and Knutsson [6] (who wrote the underlying engine).



Chapter 4

Experiments

4.1 Corpus

The corpus used for the experiments is the same corpus as that in Bergströms thesis [3],
and is a pruned version of the ICWSM 2009 corpus [1]. The ICWSM 2009 corpus contains a
total of 44 million blog posts made in 2008, of which a smaller percentage of posts that were
ranked highly by search engines was filtered (according to a number of quality requirements)
and parsed by Bergström for use in his thesis.

The pruned corpus contains nearly 200000 blog posts and news articles from about 7500
authors. During experiments, authors will be chosen from this corpus at random.

I had a brief, lovely lull of being caught up on my immediate-deadline work
for a few hours last night. It’s over. Today’s email has come with a flood of
manuscript revisions to be checked, requests for faculty evaluations (for the others
who are going up for promotion and named me as a peer evaluator) and letters
of recommendation, a request for a story review, and a request to participate in
a grad student’s research project on comic books. Sigh.

Figure 4.1: An example of an entry in the corpus

4.2 Parameters

There are a number of parameters that can affect the outcome of the experiments. We will
discuss the most important ones.

K Number of best hits (Lind uses a K-best hits algorithm, see Bergströms thesis [3] or
section 4.3 for details). For our experiments we have set this to 10.

LSIK The number of dimensions of the projected frequency matrix that the Latent Seman-
tic Indexing will produce. For our experiments we have set this to equal the number
of authors involved in the experiment. If our LSIK is set too high, we are unable to
perform LSI when we only find a few terms in a document.
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4.2.1 Minimum support

This is an extremely important value, and modifying the value will wildly change the perfor-
mance and characteristics of the method. Since minimum support determines how often a
tree must occur before it is considered “frequent”, changing this to a lower value will result
in more trees being mined. Conversely, changing this to a higher value will result in fewer
trees being mined. If the value is set high enough, then no trees will be mined at all. If the
value is set too low, then far more trees than is practical or desirable will be mined.

Because of this, it is important to ensure that the minimum support is set to a proper
value. If set too high, then we get no subtrees, meaning we cannot extract any distinguishing
features from that document. If it is set too low, then we get far too many subtrees and
thus increase the execution time and consume enormous amounts of memory.

Considering the fact that documents may have very varying amounts of parse trees
depending on the size of the document, setting a static value for minimum support could
lead to finding no subtrees in one document and millions in another. Thus, minimum
support is set in a dynamic manner on a per-document basis.

For these experiments, we chose to calculate minimum support in the following way.
When mining a document, initially minimum support is chosen to be 15. If this yields fewer
closed trees than required to perform LSI, we try again with a lower minimum support. We
repeat this until enough closed frequent trees are found.

4.3 Test cases

For the number of authors n ∈ [2, 15] and the index i ∈ [1, 26], a sample of n authors is
selected from the corpus. All the documents D written by the n chosen authors are collected.
From D, 12 query documents Q are chosen at random.

The documents in D are then parsed into a set of small trees Sa and a set of closed
frequent trees Sb. Using LSI, we project the two sets Sa and Sb onto the reduced feature
spaces Sr

a and Sr
a, respectively.

For each query document q ∈ Q, we project q into the reduced feature spaces Sr
a and Sr

b

and fetch the k closest document matches (where the similarity of documents is determined
by their cosine similarity). The authors of the k closest document matches now become our
candidate authors, and are ranked in order of descending similarity. The performance is
then scored according to the function 1/(2r−1), where r is the rank of the correct author.
Thus, if our first author candidate is correct, we get a score of 1. If our second author
candidate is correct, we get a score of 0.5, and so on. This score is then averaged over all
the query documents for a specific method (i.e. small trees or closed frequent trees).
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4.4 Results

To test our hypothesis, we use the Wilcoxon rank-sum test for two samples [8]. The primary
reason for using this test is because we cannot assume that our underlying data is normally
distributed. In Table 4.1 we have listed the scores of each method (averaged over the 26
runs), the z statistic and the one-tailed p-value in accordance with our alternative hypothesis
H1.

Authors Closed Trees Small Trees z p
2 0.538882 0.596032 -2.960765 0.998466
3 0.386879 0.506686 -6.659207 1.000000
4 0.316776 0.419260 -5.022463 1.000000
5 0.271963 0.391953 -7.013027 1.000000
6 0.251571 0.343716 -6.029743 1.000000
7 0.255244 0.330087 -4.896507 1.000000
8 0.205736 0.280871 -5.025318 1.000000
9 0.215532 0.259405 -2.993742 0.998622
10 0.196193 0.259410 -4.403900 0.999995
11 0.192947 0.265635 -5.144422 1.000000
12 0.178196 0.234292 -4.112948 0.999980
13 0.180528 0.232695 -3.863462 0.999944
14 0.171039 0.217553 -3.486693 0.999755
15 0.188921 0.228141 -2.291588 0.989035

Table 4.1: Listing mean scores, Wilcoxon z-statistic, and p-values for the experiments

Using the Wilcoxon rank-sum test with α = 0.05, we have failed to reject the null
hypothesis that closed frequent trees are as good as or worse than small trees for all examined
numbers of authors. Considering this result, we performed a one-tailed hypothesis test in
the other direction - to determine if closed trees are statistically worse than small trees.

Again using the Wilcoxon rank-sum test with α = 0.05, we can in this instance reject
the null hypothesis that closed frequent trees are at least as good as small trees for authors
in the range [2, 14]. We were not able to reject the null hypothesis in the case of 15 authors.
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Figure 4.2: Plot comparing the performance of small trees (blue) versus closed trees (green)
when used as distinguishing features, respectively. The Y-axis represents score, while the
X-axis represents number of authors used.
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Conclusion

We have implemented CMTreeMiner [4], an algorithm for mining closed frequent and maxi-
mal frequent subtrees, within the Lind framework for authorship attribution. We have then
compared using closed frequent subtrees and overlapping subtrees of height one as distin-
guishing features for the purpose of authorship attribution. While we hoped closed frequent
trees might perform better than small trees, we ultimately rejected the hypothesis.

In addition to performing worse than its competition, closed (and maximal) frequent
trees also take orders of magnitude more time (and memory) to mine than the small trees.
Maximal frequent trees are even more computationally demanding to mine. In light of this,
we recommend using small trees over closed frequent subtrees for authorship attribution.

While we have shown that the performance of closed frequent trees as lone distinguishing
features is worse than small trees, higher performance might be achieved by combining the
features in some manner. Furthermore, the fact that closed frequent trees are bigger and
more complex might be useful in guiding human analysis (for example in stylistics).

It is possible that the increased size and complexity of features when using closed frequent
trees is leading to overfitting and poor generalization in our case. Another possible source
of low performance in this study could be the corpus used; since the ICWSM corpus is
primarily composed of blog posts, the quality of the posts vary greatly (even after pruning).
It is possible higher performance might be achievable on better sources.

We originally planned on exploring the use of maximal frequent subtrees as distinguishing
features as well, but this was abandoned due to time constraints.

5.1 Future work

As mentioned above, we initially planned on examining the potential benefit of using max-
imal frequent subtrees. While preliminary testing showed little promise, it is still worth
exploring the option. Though they are even more computationally demanding to mine than
closed frequent subtrees, they could have other benefits (such as being fewer in number,
thus using less memory once computed).

Another avenue of future work might be to examine the potential benefit of using several
methods of acquiring distinguishing features in combination with each other.

One big step towards making closed and maximal frequent subtrees viable or useful
within the context of Lind would be finding a way to lower the computational complexity
or memory footprint of the CMTreeMiner implementation. As it stands, memory seems to
be the bottleneck.

13



14 Chapter 5. Conclusion

Another possible venue of increasing the computational performance of mining closed
and maximal frequent trees could be parallelization. While the algorithm is not perfectly
suited for parallelism (the pruning techniques in particular may make things more complex),
some parts may definitely be parallelized.
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