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Abstract

Simple network models that focus only on graph topology or, at best, basic
interactions are often insufficient to capture all the aspects of a dynamic complex
system. In this thesis, I explore those limitations, and some concrete methods
of resolving them.

I argue that, in order to succeed at interpreting and influencing complex sys-
tems, we need two things: First, to take into account the slightly more complex
parts, interactions and information flows in our models.

This thesis supports those affirmations with five actual examples of applied
research. Each study case attempts to achieve a closer look at the dynamic of
the studied problem and to complement the network model with techniques
from information theory, machine learning, discrete maths or ergodic theory.

By using these techniques to study the concrete dynamics of each system, we
may obtain interesting new information. Concretely, we could get better models
of network walks that are used on everyday applications like journal ranking.
We could also uncover asymptotic characteristics of an agent-based information
propagation model which we think is the basis for things like belief propaga-
tion or technology adoption on society. And finally, we could spot associations
between antibiotic resistance genes in bacterial populations, a problem which
is becoming more serious every day.
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Prologue

When I was a kid, I used to watch The Jetsons, a cartoon where people lived in a
future of aerial highways and robots. The cartoons date back to 1965, and they
were a reflection of a future that seemed to be just about to happen.

We don’t yet have either aerial highways or smart-talking household robots.
What happened? Well, to start with, nobody had a plan for those things be-
coming reality. They might have been desirable, but our civilization has instead
walked a contingent path, one outside any plan or prediction. In the almost
fifty years since the TV series’ start in 1965, the world has had wars, compa-
nies have been created and liquidated, and there have been economical crisis,
failed policies and all sort of unexpected mishaps. The technology front didn’t
do much better: spatial exploration missions were canceled, the idea of having
floating cities was left in the prototyping table, and the Concord was retired.
Some predictions, however, became reality after a long time. For example, a
cancer treatment conceived by a surgeon named William Coley had some recent
fruition [34], after one hundred years of painstaking research and disconcerting
attempts on cancer immunotherapies. In a way, all the delays and failures were
caused by the same villain: complexity.

It turns out that society, financial markets, and living organisms – our own
bodies – are made of many, many parts. These systems are not our design, and
the many parts and their inter-relations challenge our present understanding of
the system, and our attempts to predict and control it. We call such systems
complex.

We aspire to discern and predict what a complex system does, and to act on
it in the proper way to get the outcome we desire. If total comprehension and
total control are outside of reach, that condition can be temporary, or we can
at least achieve some measure of insight and control. So, the study of control
systems is worthwhile to pursue. This thesis is about a very popular tool to do
just that: networks.

Networks are handy in one sense: they are a basic abstraction that can cap-
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Prologue

ture many real-world phenomena. They have been used extensively for that
purpose over centuries, even if we have coined the concept of network science
only recently. There are good reasons for this recent relevance of network sci-
ence: now we have so much more data and so much more processing power
that we can handle them on a whole new scale, and perhaps use them to un-
derstand and predict non-trivial complex systems. One problem, however, has
been the fascination of us scientists with the theoretical properties of the sim-
plest network models, and a certain unwillingness to do field work that involves
creating problem-specific adaptations of network theory. I argue that that kind
of work is necessary, since it takes us closer to our primary goal of understand-
ing and predicting real complex systems.

Here I present a collection of stories, both published and in progress, with
a common theme; namely, to consider more realistic systems’ parts with more
complex interactions. I can’t know for sure if this is the way to move forward, but
I trust that, one day, complex systems’ research will make it possible to erad-
icate disease, put together the orbital elevator, and develop the mathematical
sociology of Prof. Hari Seldon.
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1. Introduction

Science is changing [14]. On the one hand, we have de-constructed the atom
and the pieces of the atom, and on another we are stocking ever more precise,
verified theories about the structure of the universe. Still, many processes and
systems remain poorly understood, even if we have quite complete knowledge
about how their constituent parts work. So modern science needs to become
more and more a systematic enterprise in its search for explanations and pre-
dictions concerning complex systems; that is, objects with a large number of
parts and interactions.

Network science is one tool to bring complex systems to the researcher’s desk.
It does so by mapping the parts of the system to a graph, and representing the
parts’ interactions as edges of the graph. This extraordinary simplification is
powerful, as has been demonstrated by the high number of publications in the
field of network science. Nonetheless, it has limitations. In this thesis, I argue
that the graph abstraction alone, the topology of the network, is not enough
to handle many concrete problems. Network science becomes more effective
if systematically combined with information theory, theory of dynamical sys-
tems, machine learning, and other branches of science. Together they can make
a network model a better approximation for a complex system. We should also
expect to apply different tools for different problems. After all, a simple univer-
sal theory can’t possibly suffice to explain all the interesting aspects of complex
systems.

This idea of one size doesn’t fit all is implicit in this summary and in the
papers of this thesis. This summary contains supporting introductory material
that provides some context to the papers. Very little in the summary is recycled
from the papers. First, there are materials and ideas that never made it into
the tight format of a final scientific publication, and which I have given myself
license to include in the summary. Second, there are personal viewpoints and
judgments, for which I’m entirely responsible.

The information is contained in three chapters. The second chapter is an
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1. Introduction

introduction to complex systems and networks. The third chapter contains
some basic concepts and techniques that are important when dealing with more
information-rich dynamics, both for the random walk and for a model of infor-
mation propagation that mimics human adoption of trends. The fourth chapter
introduces the topic of community detection on networks as a by-product of
random walk models.

The contents of the added papers are as follows. First, in the paper “The land-
scape of plasmid mediated antibiotic multiresistance”, we study a real-world
problem that can use a network interpretation. Then, in three of the papers pre-
sented – “Compression of flow can reveal overlapping-module organization in
networks”, “Memory in network flows and its effects on community detection,
ranking, and spreading” and “Journal ranking by network flows with different
amounts of memory” – we show why we need to go beyond first order random
walks when there is information that allows to do so. Finally in “Dynamics of
interacting information waves in networks” we show an alternative interaction
model that still can be reduced to a random walk.

There are more ideas that I would have liked to include in this thesis, unfor-
tunately, there are always time and space limitations. In any case, I hope that
you enjoy it as much as I enjoyed writing it.
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2. Complex systems and networks

2.1. A description of complex systems

Complex systems are difficult to define. Mathematicians have tried to define
them in terms of states, transitions and probability spaces [3], and as we will see
in section 3.2, those definitions can be very useful. However, they leave out a
subjective dimension that I consider relevant. That’s why I prefer the definition
given in the prologue of this thesis: a complex system is one made of interacting
parts that challenge the predictive capacity of current human intelligence. This
definition is close to the one used in ref. [9], although I place a bit more emphasis
on the relation between system and human and on the potentially ephemeral
character of that relation.

Other researchers prefer different terms and concepts to define or describe
complex systems [8]. Looking closely at one from a work on economics [39], we
see that complex systems are defined as entities with the following properties:

i They are made up of interacting parts.
ii They are not designed top-down, or they no longer work according to a

top-down design. Instead, they are the result of fortuitous and chaotic
circumstances and evolution.

iii They are more than the sum of their parts. In other words, complex sys-
tems have new qualities that were not present in any of their components.

iv They run on exponentially greater amounts of “energy”, for a suitable
definition of energy in relation to size. It could be actual energy in an
ecosystem or an organism, or human work expressed in flows of money
and commodities.

v They are prone to catastrophic failure. For an example, see ref. [8].
This definition contains common features of the concept across fields [18;14].

Let’s look at it in more detail.
Property i refers usually to a large number of interacting parts, not just a

handful; sometimes not even an amount that is possible to imagine. All those
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2. Complex systems and networks

parts, interacting one with each other contribute to challenge our capacity to
understand the system. A more subtle challenge to our human boundaries is
also present on property ii: somebody understands a system that is designed
top-down, namely, the designer herself1. A system that has not been designed
by somebody does not have that guaranty. Property ii also alludes to objective
characteristics: the system has a non-trivial history, and is not laid out according
to somebody’s floor plan.

Property iii, which is often nicknamed emergence, is difficult to assert in prac-
tice. It is challenging to build a system without any new properties beyond
those already present in the parts. Think of two mass points moving in space;
we can even position them so far apart that we can neglect their gravitational
interaction. But once we start considering them together, as a system, there are
new properties that were not there before. For example, there is a new iner-
tial reference frame in which the two points are moving in opposite directions.
As most commonly understood, emergence refers to shocking, surprising new
properties and behaviors. But surprise and shock are subjective human feel-
ings, which takes us back to the human side. Furthermore, emergence has been
considered by some philosophers as a part of reality itself [15], which makes it a
bit non-specific as a trait.

Properties iv and v are landmarks of complexity, but they may very well
be a consequence of property ii. Since none of the systems that we consider
complex have been designed top-down, they have not been designed to be either
extremely robust or efficient. But many complex systems can evolve to be robust
and efficient, at least in a partial, limited sense, as we will see in the next section.

2.2. Complex systems end up being optimal in some sense

Complex systems adapt and evolve. For some complex systems, we only know
one instance. For example, there is only one planet Earth, and there is only one
global financial system. These systems are unique and don’t compete with sim-
ilar systems, but they continuously change pressed by their internal conditions.

In many other cases complex systems are not singletons. For example, indi-
vidual living beings are complex systems that interact with peers.

Both internal and external pressures over the system define its history and if

1 Many authors call such human-designed systems that are difficult to understand complicated [9].
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2.3. Our favored model of complex systems: networks

the system thrives or collapses. Because of this, we are more likely to see around
systems that survive for long enough. If a system competes against alternatives,
then it is also very likely that the systems that we see around are better than
the alternatives that didn’t survive in similar conditions. Furthermore, the his-
tory of many systems includes incremental tuning and refinements that end up
making the system optimal in one or several aspects.

That is, if we talk about biological evolution, we find today species that are
survivors in a Darwinian [12], sense, and if we talk about economical systems, we
find the ones that have been more successful in generating social and individual
wealth and/or in stifling unrest [43].

This optimality aspect is important in two papers presented in this thesis. For
the one about overlapping modules, we start with the assumption that modules
in a system might be the result of optimizing structure communication. And
in the one about time-walkers, we see that the survival of the walkers that by
random chance happen to be faster than average shapes the dominating pattern
of technology adoption.

2.3. Our favored model of complex systems: networks

By our very definition of complex systems, we can not totally understand, pre-
dict or control them, currently. In our cases of interest the following two con-
crete problems pop up: scarcity of raw data, and in case we had enough data,
impossibility to articulate that data in such a way that it can be used to predict
and control the system [22;18].

Let’s see these two problems in concrete examples. The first one, scarcity of
raw data, is evident when considering biological systems: we just know a small
fraction of all the proteins, RNAs, and more diverse chemical species that are
found everywhere there is life, that is from bacterial communities to cells of the
human body. On top of that, we know even less about the geometric configu-
ration of those species, particularly of proteins. If we had all that information,
understanding how a single cell works would demand to put a myriad of pieces
together and work our understanding of the system all the way up – because
complex systems are not laid out top-bottom. But the task of assembling the
parts seems possible at least on principle, since all the underlying physical laws
are well known, as well as the sources of uncertainty in the system.

The second problem is more evident in financial markets, where regulators
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2. Complex systems and networks

and interested parties demand periodical reports [35;46], sometimes on a scale
of seconds [33]. Here however academics are not even sure if raw data alone is
enough to model the system, and it has been suggested that human behavior
makes financial systems chaotic [39].

The standard way of dealing with these two fundamental problems is to use
models and approximations. We content ourselves with less predictive capa-
bilities and we try to answer more concrete and less ambitious questions. And
when aiming to control a complex system, we settle for some concrete goals. We
then use models that reflect limited characteristics of the complex system, and
that output the answers that we seek. Both the models and the answers can
account for uncertainty, and they often do so by computing with probability
distributions for magnitudes instead of concrete and precise values.

In this work we favor network models. In all the papers here the basic mod-
eling backbone is a network, over which we overlay different processes and that
we take as an analysis target. In the first paper, the lack of knowledge about how
information really flows in a network is modeled by a flow with high entropy,
which possibly is good enough to represent a world of which we know very
little. In the second paper a probability distribution is used to model adoption
in a network of agents, and in the third the question of what happens if the flow
has less entropy is raised.

In the fourth paper, we use modeling to see up to which point there is struc-
ture in antibiotic resistance (AR) genes. This is an interesting case because while
some of the relationships between genes are expected, many are not. We don’t
know if these genes are related in a biochemical sense, or if they are observed
together due to particularities of their history, but we can still answer a very
simple question. Namely, we can assess if it is likely or not that the genes asso-
ciation are the result of random chance.

In the next section, I will discuss the terms network and graph, and the nuance
that makes them different.

2.4. Networks as practical computable abstractions

I mentioned in the previous section that networks are our basic modeling back-
bone. What is a network, anyway?, you might ask. Here is my definition: a
network is a graph that is related to real world data. Graph and network are
very close terms, and to many people they mean the same [26]. But I consider
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2.5. A concrete complex system: antibiotic resistance genes on plasmids

the nuance important, since graphs have been a study subject of mathematicians
for a long time, while network science is a more recent development [8].

The word graph was used initially to denote something concrete. Such first
use of the word is attributed to an English mathematician, James Joseph
Sylvester [45]. However the concept of graph itself is usually attributed to Leonard
Euler [24], whom used it before Sylvester to address the famous Köenigsberg’s
bridges problem. He didn’t use the word graph in Solvtio Problematis [17].

Through the years the word graph in Mathematics has meant the same: let 𝑉
be a set of nodes and 𝐸 a set of edges 𝐸 such that 𝐸 ∈ 𝑉 × 𝑉2. The concept
of graph is extremely useful to solve topological problems akin to the ones that
Euler solved, but to truly reflect complex systems, one often has to consider the
nature of the system’s parts and of their interactions.

That mingling with reality is what network sciences is about: flesh out the
concept of graph with everything that is needed to more accurately represent the
real world. That’s how we end up with concepts like small world, scale-free,
homophily, assortative mixing and many others [37]. We also add specialized
algorithms, like the ones for network clustering, or the ones used by control
theory [29].

So, how are networks related with complex systems? Researchers have some
latitude here. More often the network is a map and the edges are related to
things that can happen. Neural networks, bitonic sorting [6] and a data packet
traveling through a data link are examples. We will use networks this way in
the sections about random walks. But there are other uses. For example, in
the next section we will see the use of statistical methods to derive a network,
and then analyze it. In this case the network is a explicit representation of the
results, a goal in the analysis.

2.5. A concrete complex system: antibiotic resistance genes on
plasmids

Antibiotic resistance (AR) on pathogenic bacteria is becoming a grave problem,
and according to experts it may return us to an epoch where many common
diseases were fatal [30;38]. We study an angle of the problem in “The landscape
of plasmid mediated antibiotic multiresistance”: association patterns between

2 For undirected graphs, 𝐸 is given as a subset of all possible two-node sets
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2. Complex systems and networks

AR genes found on the curated collection of prokariotic genomes RefSeq [10].
To introduce the topic, I will start by giving a brief overview of the entities that

we dealt with. First, prokariotic bacteria are living cells which are way simpler
than the eukaryote organisms we can see with the naked eye, and in particu-
lar, they are extremely simple compared with our own cells. That simplicity
favors genetic elasticity, meaning that bacterial cells can more easily adopt for-
eign genes, or lose a few of their own. For example, in a study of 61 fully
sequenced E.coli genomes [32], it was shown that only 20% of a typical genome
was common to all the isolates.

It is worth to note that the genetic information on a prokariotic is not all inside
a single continuous sequence. Besides the main genome, bacteria often have
independent islands of genetic material: plasmids. Some of these plasmids can
be seen as more or less passive but fundamental pieces of genetic information.
Others however actively contribute to the exchange of genetic information with
the environment, and thus to the genetic variability of the cell.

This genetic variability is easier to understand if we imagine a bacterium as a
living space for a loose community of genes, not entirely different to a human
cooperative. There are processes that favor this view, for example transposition,
i.e, replication of certain genes inside the genome. And, the most interesting
for us, plasmid-mediated bacterial conjugation [31]: the process by which some
plasmids engage on active spreading of their genetic information to bacterial
cells different of the one where they reside. In all the cases, these processes
affect primarily the chances of survival of a few genes or gene groups. These
genes need the bacterium – the medium they live in – to ultimately survive, so
they may have some impact on the fitness of the organism as a whole.

Some of the genes that a bacterium can contain are genes that confer resis-
tance to toxins, and in particular, antibiotics. By making the host better adapted
to hostile conditions, they secure their own succession. In the paper, we stud-
ied the co-localization of AR genes in plasmids, that is, genes that confer AR
resistance to their host but which also associate with other AR genes with a
suspiciously high frequency. To asses this last part, we needed a null hypothe-
sis about what would be a normal, casual association. Since there are so many
genetic transfer mechanisms on bacteria, and we have almost no information
about the individual travel record for each AR gene or its containing plasmid,
we built a null model where genes were free to recombine in whichever way they
wanted. Our null model drought inspiration from ecology [23] to take into ac-
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2.6. Random networks are used to find structure

count plasmid size and gene abundance constraints. In this way, we pretended
to make it as close to reality as we could.

Comparing the association frequency by the null model and the association
frequency observed on actual plasmid sequences gave us some associations be-
tween AR genes whose rate was unusually high. We then build a graph with
such associations.

In this case, the graph is a data-structure to express the result of the statis-
tical research. The dynamical process itself is the movement of genes between
bacteria isolates, but we know little about it. What we know is that it favors co-
occurrence of certain genes, and we suspect this is due to environmental factors,
like the systematic use of antibiotics on humans and animal stock. In the next
section, I will talk of another use of graphs related to the same paper “The land-
scape of plasmid mediated antibiotic multiresistance”. In this one, the graph is
the starting point of the statistical research.

2.6. Random networks are used to find structure

Graphs can be used to prove or disprove hypothesis. Conventionally those hy-
pothesis have been about the structure of the network: one supposes that there
is nothing special about the way that the nodes in the graph are linked, that is,
that they are connected following a random disposition, a “null” model. And
then, under that assumption, one checks if a given concrete network is likely
to happen by chance. If not, then there is something else happening worth
researching.

As example of null models on the structure of graphs people have used the
Erdős–Rényi model [16], the Watts and Strogatz model [47] and the Barabási–Al-
bert model [2].

This null-model technique was used extensively in the paper “The landscape
of plasmid mediated antibiotic multiresistance” and the paper “Memory in net-
work flows and its effects on community detection, ranking, and spreading”,
so, it is worth describing it in slightly more detail.

Of the conventional null models mentioned above, we used two: the Erdős–Rényi
model and the configuration model.

There are actually two models that are called Erdős–Rényi (ER), but because
of practical considerations there is only one that is frequently used, the so called
𝐺(𝑛, 𝑝) model. In it, a graph is built by taking all the nodes and drawing each
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possible edge between them with a certain probability. The model generates
random graphs with degrees that follow a Poisson distribution if the number
of nodes is large enough. We used that degree distribution to see if the degrees
of our antibiotic-resistance genes were unusual in some sense.

While the ER model starts with a number of nodes and the probability of
having an edge, the configuration model assumes that the degree of each node is
given beforehand. When one uses this model, it does so to see if some properties
of the graph are unusual even considering the degree of the nodes of the graph.

In the paper “The landscape of plasmid mediated antibiotic multiresistance”
we studied two of such properties: the distribution of triangles and the way in
which degrees of connected nodes are correlated. The hope was to find some
unusual properties of the resulting graph. We effectively found that the network
topology had an over-abundance of triangles, which suggests that binary asso-
ciations between genes might not be the best possible way to model the gene
association results. That takes us to the question: what defines a good model?
How can one say that one model or approximation is better than other? Part of
the contents of next chapter are about starting to answer that.
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In daily life, information is what one needs to know in order to make good
decisions. We receive information, and we react: we interact by exchanging
information. We will see information on this function in section 3.6 of this
chapter, but information has other functions as well.

For example, there are ways in which information propagation can be com-
pared to a flow of ordinary matter, as we will see in section 3.1. Information can
also be linked with probabilities, and in this way used to measure two opposing
concepts: uncertainty and information content – as we will see in section 3.3.
And at last, information can be used to express complex algorithms, as it hap-
pens with the patterns found in DNA, the program where I edit this document,
and one interpretation of information used in section 3.5.

3.1. Random walks in networks

At first sight, it seems that information is always easy to copy. This is true if
we consider files on a computer, or flu viruses. But some kinds of information
are naturally difficult to copy, even if one could theorize the possibility. That’s
the case with human consciousness, with computer files under DRM and even
with individual genes in higher mammals – by contrast with the promiscuous
situation described on section 2.5. Other kinds of information work in such a
way that at any given time, there is only a copy that is regarded valid. That
applies to digital records of ownership for example, and to the sort of virtual
currencies that we use daily. For those cases where the possibility of informa-
tion copying can be neglected, one can model information traffic in networks as
walks of some entity. Even if the information is easy to copy, the walk model is
still useful as a first approximation. So, for papers “Compression of flow can re-
veal overlapping-module organization in networks”, “Memory in network flows
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and its effects on community detection, ranking, and spreading” and “Journal
ranking by network flows with different amounts of memory” we modeled in-
formation as random walks.

Let’s start by formalizing what is a random walk. First, a random walk 𝑤
happens on a directed or undirected graph 𝐺 = (𝑉, 𝐸) and it is characterized
by an ordered sequence of nodes 𝑣1, 𝑣2, … , 𝑣𝑛 such that 𝑣𝑖 ∈ 𝑉 for 𝑖 = 1, 2, … , 𝑣𝑛.
We will often refer to this sequence of nodes as pathway.

Now let’s imagine that pathways can be constrained with a probability dis-
tribution. That is, we consider that a pathway 𝑤 is an instance of a random
variable 𝑊 made up by the random variables representing the visited nodes:
𝑊 = 𝑉1 × 𝑉2 × … × 𝑉𝑛, and that there is a joint probability 𝑃𝑟(𝑊) = Pr(𝑉1 =
𝑣1, 𝑉2 = 𝑣2, … , 𝑉𝑛 = 𝑣𝑛). To serve as the starting point to define something
known as a Markov chain, this sequence is assumed infinite: 𝑛 = ∞.

If the marginal probability of visiting a node does not depend on the pre-
viously visited nodes, we talk about a zero order Markov chain. For walks in
networks, most often the probability of visiting a node depends on the prob-
ability of visiting neighbors in the graph first. If this condition only holds for
closest neighbors, that is, if

Pr(𝑉𝑛 = 𝑣𝑛 ∣ 𝑉1 = 𝑣1, … , 𝑉𝑛−1 = 𝑣𝑛−1) = Pr(𝑉𝑛 = 𝑣𝑛 ∣ 𝑉𝑛−1 = 𝑣𝑛−1) (3.1)

we talk about a first-order Markov chain, first order walk, random walk with-
out memory or just random walk. Also, the conditional probability appearing
on the previous formula is often treated as an edge weight. Which brings the
question about quantification: how do we fix a set of parameters that defines
a first order or second order random walk, and from that information, how do
we measure interesting features about the random walk. Next section is about
that.

3.2. (Not) Simulating the random walk

Some properties of random walks in network are very useful. For example,
Google’s page-rank [44] and Infomap are based on the average time that a walker
spends on each node. Random walk properties are studied by several branches
of mathematics, in particular ergodic theory [7;42]. This theory requires concepts
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from measure theory and mathematical topology, and that makes a detailed
discussion difficult for this thesis’ scope. But some intuition about the results
of ergodic theory for the random walker can be given.

Let’s start with an informal definition of ergodic system: a dynamical system
is called ergodic if every state is reachable on a finite number of steps from any
other state. From this definition, if the random walker uses the edges of an
arbitrary directed graph to move, it can get “stuck” in nodes without out-links,
thus breaking the ergodicity condition. To solve that, one allows the walker to
jump between random graph nodes with certain probability 𝜏 > 0; we call such
jumps teleporting .

Once the ergodicity condition is ensured, we get something out of it. Namely,
as the length of the random walk tends to infinity, the fraction of times that a
random walker spends on a node of the graph converges to a number different
from zero. That fraction is thus a stationary probability. When teleporting is
used to ensure ergodicity, the resulting stationary probability is also known as
page rank [44].

If we know how the random walker decides its next step, we can simply use a
random number generator to do a simulation and get the stationary probability
for each node. It turns out that there are faster ways. I will mention two, both
of them based on the probability matrix 𝐴 = {𝑎𝑖𝑗}. This is the probability of the
walker going from node 𝑖 to node 𝑗 via a first order step. The rows of 𝐴 are
normalized to sum up to one.

With that matrix, one realizes that the stationary probability vector 𝐱 obeys
the equation (1 − 𝜏)𝐴𝑇𝑥 + 𝜏 = 𝑥, which is an ordinary equation system. Since
most interesting networks are sparse, so is the resulting equation system, and
methods to solve sparse equation systems perform better.

Original Infomap [41] used the iteration 𝑥𝑛+1 = (1 − 𝜏)𝐴𝑇𝑥𝑛 + 𝜏. In the pa-
per “Compression of flow can reveal overlapping-module organization in net-
works” we used the stabilized bi-conjugate gradient method, which is a Krylov-
subspace method [20].

We also deal with higher-order Markov chains, on which equation 3.1 doesn’t
hold. We call those higher order Markov chains walks with memory. The papers
“Memory in network flows and its effects on community detection, ranking,
and spreading” and “Journal ranking by network flows with different amounts
of memory” deal explicitly with the importance of those walks in real-world
situations. To know the Markov order of a concrete pathway, we used two
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techniques, introduced in sections 3.4 and 3.5. But we need first to refresh some
concepts from information theory.

3.3. Measuring randomness: basic information theory applied to
walks in networks

Information theory is a branch of science that deals with quantifying informa-
tion. As it is often the case in exact sciences, information theory has fuzzy
boundaries with other branches, in particular probabilities and statistics, com-
putational complexity theory and algorithmic information theory [11]. In this
section I will expose some basic elements of information theory that we used
when dealing with the random walker.

The first and most popular concept in information theory is the concept of
entropy, which is defined for probability distributions of discrete events. Here
is the formula for it:

𝐻(𝑋) = 𝐸[𝐼(𝑋)] = 𝐸[− log(𝑃(𝑋))] = 
𝑖
𝑃(𝑥𝑖) 𝐼(𝑥𝑖) = −

𝑖
𝑃(𝑥𝑖) log𝑏 𝑃(𝑥𝑖)

In the formula, 𝐻(𝑋) is the symbol for the entropy and 𝑃(𝑥𝑖) denotes proba-
bility of the (discrete) event 𝑖. When the logarithm is taken with basis two, we
say that the entropy is measured in bits – the same bits that constitutes the unit
of information in digital computers. The entropy of a distribution is a lower
limit on the expected value of the number of bits that we would need to com-
municate events following the distribution 𝑃. The actual way of approximating
that lower limit is by using an algorithm1 that assigns codes to events of 𝑃, and
gives shorter codes to events which are more frequent. When talking about the
set of all codes assigned to all the events of the distribution, we frequently use
the word codebook.

The entropy can be used to measure complementary aspects: uncertainty and
information content. The higher the entropy of a distribution the less effective
we are at making any predictions about the next event sampled from the prob-
ability distribution, and thus, the higher the uncertainty. That uncertainty is

1Huffman’s coding
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Figure 3.1.: Where is the walker going?

eliminated when we actually observe the event, and thus we attribute to the
event as much information content as uncertainty was before.

Let’s see that on an example. Imagine that one night we are looking to a
nearby street intersection from a window, and we see somebody that has just
arrived to the intersection (figure 3.1) and try to guess where this person is
going. If we don’t know better, we can assign equal probability to the person
following any of the three streets – assuming that we consider it unlikely enough
for the person to return the same way she came. Applying the previous formula,
that gives an entropy of 3 × (− 13 ) log

1
3 = log 3.

Say that we keep observing the same person every night and we learn her
habits. If on every occasion we see her turning left, you will end-up assigning

a higher probability to that event, say, 1
3 + 𝜖 with 0 < 𝜖 ≤ 1 − 1

3
. To keep

things simple, let’s assume that we assign the same probability to the other

two outcomes, so that we get a new entropy value 𝐻 = −  13 + 𝜖 log 
1
3 + 𝜖 −

2  13 −
𝜖
2
 log  13 −

𝜖
2
. It is not too complicated to do Taylor expansion of this

expression, truncate on the second term and see that the new entropy is ap-

proximated by log 3 − 9𝜖2

4 for small values of 𝜖, which is always lower than
the original log 3 value. This is in general true: as soon as we can put any
knowledge in a probability distribution, the information entropy decreases.

Let’s introduce another concept using this very example: conditional entropy.
Suppose that your street intersection is like most street intersections and is used
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3. Information, interactions and information flow

by many people in any given day. If we can keep tabs on each individual per-
son going through the intersection, it will be easier for we to predict where
most people go. That is, knowing the value of a random variable – who is go-
ing through the intersection – can in some cases make your predictions more
accurate. This is captured by the conditional entropy:

𝐻(𝑌|𝑋) ≡ 
𝑥∈𝑋

𝑝(𝑥)𝐻(𝑌|𝑋 = 𝑥) = 
𝑥∈𝑋,𝑦∈𝑌

𝑝(𝑥, 𝑦) log
𝑝(𝑥)
𝑝(𝑥, 𝑦)

where the two random variables are denoted by 𝑋 and 𝑌 . The term 𝐻(𝑌|𝑋)
reads as “entropy of 𝑌 given 𝑋”. In our example, 𝑌 would be the random
variable representing where the person is going, and 𝑋 would be the random
variable representing the identity of the person. Note that the following in-
equality holds:

𝐻(𝑌|𝑋) ≤ 𝐻(𝑌)

and the better 𝑋 be at allowing us to predict a value for 𝑌 , the more steeper
the decrease.

We use some more relationships between probability distributions whose ori-
gin is on information theory, namely, the Kullback–Leibler divergence and the
closely related cross-entropy.

The Kullback-Leibler (KL) divergence is used to compare two probability dis-
tributions 𝑃 and 𝑄, and the formula defining it is the following:

𝐷KL(𝑃‖𝑄) = 
𝑥
𝑝(𝑥) log 

𝑝(𝑥)
𝑞(𝑥) 

= 
𝑥
𝑝(𝑥) log 𝑝(𝑥) − log 𝑞(𝑥)

Again let’s get back to the example of the walkers in the street intersection.
Imagine that we have built an optimal code for individual 𝐴, whom two out of
three times turns right when coming to the intersection, and one on six takes
any other of the branches. That is, she has probabilities for left, front and right
equal to {1/6, 1/6, 2/3}. The entropy and thus the average number of bits that
we will use for 𝐴 is therefore 1.25. And then we also have an optimal code
for 𝐵, whose probabilities are {1/3, 1/3, 1/3} and the corresponding entropy is
1.58. If we lose the codebook for 𝐴 and instead use the one for 𝐵 to encode
𝐴’s decisions, the KL divergence tells us how many more bits we will need,
compared to the situation before when we had the codebook for 𝐴. That would
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be the number 2/3(log(3) − log(3/2)) + 1/3(log(3) − log(6)) = 0.23. This new
tally is known as the cross-entropy of the two distributions, and is denoted as
𝐻(𝑃𝐴, 𝑃𝐵), where𝑃𝐴 and𝑃𝐵 denote the probability distributions corresponding
to 𝐴 and 𝐵. It’s formula is the following:

𝐻(𝑃,𝑄) = −
𝑥
𝑝(𝑥) log 𝑞(𝑥) (3.2)

Both the Kullback-Leibler divergence and the cross-entropy are defined for
probability distributions on the same probability space. They are also asymmet-
rical magnitudes, meaning that the two probability distributions on the measure
can’t be interchanged.

All the measures here have been defined over probability distributions. But
the true probability distribution is seldom available. More often, there are some
data-points from which an estimate of a measure is derived. If there is little
data, the precision of the estimate needs to be taken into account. We will see
an example of this in the next section.

3.4. Deciding for a random walk model: null-hypothesis testing

In section 3.1 I introduced two models of random walks: without memory and
with memory. The random walk without memory can be used in most situa-
tions, while the random walk with memory is best for occasions where there is
enough data and the data is manifestly second order. But how can we decide
if the data is second order? In this section and the next I present two ways of
handling that problem: using statistical null hypothesis and cross-validation.

We used the first method on the paper “Memory in network flows and its
effects on community detection, ranking, and spreading”. The question there
was straightforward: do the pathways in the concrete networks are from ran-
dom walkers with memory? I will explain through the example at figure 3.1,
which happens to be equivalent to a node – the intersection – with four links to
other nodes.

Imagine that we are back at the watching position by the window. Now we
wonder if the street from where each person comes to the intersection deter-
mines where she goes. A null model in this case is, as usual, a negation: “the
street somebody goes to does not depend on the place where she comes from”.
That sentence still needs to account for finite data, so that it becomes “the 𝑛
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Figure 3.2.: Entropy minus conditional entropy for wandering walkers at the
street intersection, counting n=10, 20 and 40 data-points. For lower
amounts of data the random decrease is high.

data-points available can easily be obtained if the street somebody goes to does
not depend on the street where she comes from”. We need to select some kind
of measure 𝜉 to assess if its value in the real data is unusual with respect to the
null model.

The measure 𝜉 has therefore to connect two random variables: the incoming
street of the walker and the outgoing street. The conditional entropy can be
used as 𝜉, since it tells us how useful is to consider the first random variable to
decrease the uncertainty, that is, to decrease the entropy. I have represented the
value 𝐻(𝑌) − 𝐻(𝑌|𝑋) for the null model in the plot at figure 3.2, for different
numbers of data-points 𝑛.

In the paper “Memory in network flows and its effects on community de-
tection, ranking, and spreading”, we take 𝑛 and the decrease 𝐻(𝑌) − 𝐻(𝑌|𝑋)
observed in the real data and calculate how probable would that decrease be if
we were observing the null model, i.e., a random walk without memory. That is,
we calculate a p-value and a confidence interval for that p-value. If the p-value
is low enough, then the flow is not just first order.

If we succeed at rejecting the null hypothesis for a node, what is the simplest
model of a higher order that applies to the data? A look to figure 3.3 shows
several alternative behaviors for the walker, and most of them do not require to
use even a full second order probability matrix. Selecting a tight model to the
data is important because higher orders bring higher computational complexity
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1st order
Fully populated 
probability vector.

2nd Order
Fully populated probability
matrix.

Most walkers continue to
a specific destination

Bifurcation: most walkers continue
somewhere, almost none U-turns

Most walkers return, with a fixed 
probability

Most walkers return, with a probability
that depends on the incoming street-way

Model complexity

Figure 3.3.: Different ways in which the behavior of the random walker can be
modeled

and risk over-fitting, a problem I will explain in next section, together with
the model selection framework that we used in the paper “Journal ranking by
network flows with different amounts of memory”.

3.5. Deciding for a random walker model: cross-validation

While null-hypothesis testing is aimed at rejecting a model, selecting a – positive
– model is known, unsurprisingly, as model selection. We do model selection
because more powerful models can tune their parameters to more situations,
even if the data is not really following the model. When that happens, the tuned
model will do very bad for new data. This is what is known as over-fitting. In
our case we needed a way of deciding if we could go from first order all the
way to second order, or even further, to higher Markov orders, without running
the risk of over-fitting.

We used cross-validation as a model selection methodology in the paper
“Journal ranking by network flows with different amounts of memory”. In
this section I will present the general characteristics of a cross-validation frame-
work [5], using the example of figure 3.1.

The framework assumes that there is a random variable Ξ with probability
distribution 𝑃. Often Ξ represents a pair of predictor and effector variables, and
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𝑃 is effectively their joint probability distribution. The distribution 𝑃 can be seen
as the complete description of the system that we would like to have. We don’t
have that distribution, and instead have a few observed events 𝜉1, 𝜉2, … , 𝜉𝑛 ∈ Ξ.
In the example of figure 3.1, the random variable could be people arriving to the
street intersection and deciding which direction they will take once there, that
is, the pair (where-the-walker-comes-from,where-the-walker-goes). The proba-
bility distribution itself is unknown, but we suppose that there are a few obser-
vations of what people have done when they get to the intersections.

Say that we want to extract some information 𝑠 = 𝑠(𝑃) from the entire proba-
bility distribution. We denote the set of all possible values of 𝑠 as 𝕊. In our street
intersection example, let’s take 𝕊 as the set of all algorithms to list by decreasing
probability where the walker will go once at the intersection.

We don’t have 𝑃, but we can assess different models of 𝑃 and select one of
them to estimate a good 𝑠 ∈ 𝕊, given the observations. For the sake of illustra-
tion, let’s define two such models for our example of the random walker and
the street intersection. In the first one – let’s call it “first order” (FO) –, the
walker arrives to the intersection and uses a fixed probability table to chose her
way out. In other words, she doesn’t care where she came from. In the second
model, which we will call “likes to return” (LR), the walker is a bit hesitant and
after coming to the intersection, with probability 𝑟 she returns the same way
she came. In LR, if the walker decides not to return then she picks any of the
other three directions by a probability table. Note that the LR model has one
parameter more than FO, and since it takes into account the place the walker
came from, it can not be equivalent to FO. Also, FO is not nested in LR: there is
no way of setting the parameters of LR in a special way such that we get back
any desired FO behavior.

The best model depends on the amount of data available, the true probability
distribution behind the data, and the possibility of over-fitting if the model is
too powerful for the amount of data available. To put all those pieces together,
a cross-validation framework fills-in a few roles.

First, some method of measuring the error on predictions is needed. Such a
method is known as a contrast function 𝛾 ∶ 𝕊 × Ξ → ℝ, a non-negative function
which is higher for higher errors, and which – theoretically – reaches a minimum
for 𝑠 = 𝑠(𝑃). For a given 𝑡 ∈ 𝕊, the expected value of the contrast function under
the distribution 𝑃 is the loss ℒ𝑃(𝑡):
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ℒ𝑃(𝑡) ∶= 𝔼𝜉∼𝑃 [𝜆(𝑡; 𝜉)]

From there we can define the excess loss as:

𝑙(𝑠, 𝑡) ∶= ℒ𝑃(𝑡) −ℒ𝑃(𝑠) ≥ 0,

that is, how worse we do by using our model instead of the true distribution.
Note that by definition the excess loss can’t be lower than zero. In practice, we
use the model and the data to obtain an estimate of 𝑠, via an algorithm that
we call estimator and denote by �̂�model(𝜉1, 𝜉2, … , 𝜉𝑛) . To know how well we are
doing with any given estimator, we use the risk 𝕂:

𝕂[�̂�model(𝜉1, 𝜉2, … , 𝜉𝑛)] = 𝔼𝜉1,𝜉2,…,𝜉𝑛∼𝑃 [𝑙(𝑠, �̂�model(𝜉1, 𝜉2, … , 𝜉𝑛))]

In other words, the risk tells us how far in average the available data and the
estimator leaves us from the ideal 𝑠.

All the formulas above make generous use of the probability distribution 𝑃...
which we don’t have. To deal with that information scarcity, cross-validation
splits the data available and uses part of it to feed the estimator �̂�model(⋅) and the
rest to approximate the expected values present in the formulas for the loss, the
excess loss and the risk. The value ℒ𝑃(𝑠) also needs to be estimated. One way
of doing this – but not the only one – is by recording all the values of ℒ𝑃(𝑡)
approximated with distinct subsets of the available data and keeping the lowest
one as substitute for ℒ𝑃(𝑠).

The cross-validation procedure selects for the model that has lower risk, given
the data. Figure 3.4 shows the risk for the two models FO and LR of our example.
The loss is the position of the true exit street, in the ranking produced by the
prediction algorithm. In this case, the two models do not overlap, and therefore
each algorithm works better – gives lower loss – in its own data. Note also that
for smaller amounts of data the risk is higher, but it decreases when more data
is used to train the model. Note also that when the data is tuned to the model
both risk and loss are lower than in the opposite case. For nested models –
not the case in the previous example, but positively so in the paper “Journal
ranking by network flows with different amounts of memory” – it is possible to
have overlapping values for the loss, and then the risk is used to decide which
model is better.
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Figure 3.4.: Risk and loss versus sample-size of LR and FO model acting on
their own data and on the other’s data. The bottom of each vertical
line represents the minimum value of the loss, while the top rep-
resents the average value. The thick section of the line represents
the standard deviation of the difference between average and mini-
mum. The risk is shown both by the length of the lines and by the
position of the markers with the same color.
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3.6. A different model of interaction: modeling probabilistic
adoption with generating functions

In the paper “Dynamics of interacting information waves in networks” we had
agents arranged in a graph and information of different kinds, which we repre-
sented as integers. We meant for those integers to be time-stamps and proxies
for novelty. At each time-step, the agents were allowed to look to their neigh-
bors in the graph and if one of those neighbors had more recent information,
then the agent would copy its neighbor’s information with certain probability.
Also, there was an origin-of-information at a fixed place in the network, where
we placed the next newest information at each time step. So, in this case, in-
formation was being copied. The resulting dynamic had interesting waves of
information.

For most network configurations, my co-worker Atieh Mirshahvalad observed
those waves through simulations. But we wanted an exact analytical description
for the one dimensional case. I consider that formulation interesting because it
shows how a very simple behavior of the parts of the system can result on new
properties of the aggregate. It also shows the cognitive aspect of what makes a
system complex: we spent a lot of days making the mathematical trip from part
interaction to system behavior. When we abstracted the state space of the size
and position of the waves we found an old acquaintance: the random walker.
This section introduces the mathematics that we used on that section: ordinary
generating functions for probability distributions. I expect this section will help
to understand our thinking and our derivations.

Let’s start with a few simple concepts. First the concept of sequence: a sequence
𝑎(𝑛) is a map 𝑎 ∶ ℤ∗ → ℝ from non-negative integers to real numbers. On top
of this we define Cauchy product, also known as discrete convolution [4]. Given
two sequences 𝑎(𝑛) and 𝑏(𝑛), their Cauchy product is another sequence 𝑐(𝑛)
defined as:

𝑐(𝑛) =
𝑛

𝑘=0

𝑎(𝑘)𝑏(𝑛 − 𝑘)

Now let’s define ordinary generating function(OGF) [13] associated to a sequence:

𝐺𝑎(𝑧) =
∞

𝑘=0

𝑎(𝑘)𝑧𝑘
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It turns out that the product of the OGFs corresponding to two sequences
gives a Cauchy product in sequence space:

𝐺𝑎(𝑧) 𝐺𝑏(𝑧) =
∞

𝑘=0

⎛
⎜⎜⎜⎜⎝
𝑘

𝑗=0
𝑎(𝑗)𝑏(𝑘 − 𝑗)

⎞
⎟⎟⎟⎟⎠ 𝑧

𝑘 (3.3)

It is also possible to have the equivalent of sequence and OGF on higher
dimensions. For two dimensions, the former would be a map 𝛼 ∶ ℤ∗×ℤ∗ → ℝ,
while the OGF would look like this:

𝐺𝛼(𝑥, 𝑦) =
∞

𝑗=0

∞

𝑘=0

𝛼(𝑗, 𝑘)𝑥𝑗𝑦𝑘

Here is one very basic generating function whose corresponding sequence is
all made up of 1’s:

𝐺1(𝑥) =
1

1 − 𝑥
=

∞

𝑘=0

𝑥𝑘 (3.4)

If we wanted to express consecutive powers of a value 𝜎 in a sequence, we
would use:

𝐺1(𝜎𝑥) =
1

1 − 𝜎𝑥
=

∞

𝑘=0

𝜎𝑘𝑥𝑘 (3.5)

Let’s create a generating function for the probability of observing a one-
dimensional pausing random walker return to a given point. A pausing random
walker (PRW) in one dimension is a walker that, with certain probability 𝛽, will
decide to stay at is current position during a time step. Otherwise it moves one
unit forward or one unit backward, with equal probability 𝜆 = (1 − 𝛽)/2. We
are interested on the probability 𝑔0 of observing the random walker twice at the
same position, on two different times. Without loss of generality, let’s assume
that the first time we observe the random walker is at time 𝑡 = 0, and the sec-
ond time, is at time 𝑡 = 𝑡3. Let’s also denote the position where we observe the
random walker as 𝑦 = 0.

Figure 3.5 shows how the walker would behave after our first observation
𝑡 = 0: first, it spends a time 𝑡1 without moving at the origin, then it moves
off from 𝑦 = 0 and spends some time 𝑡2 wandering elsewhere. After that, it
returns to 𝑦 = 0 and waits there for 𝑡3 − 𝑡1 − 𝑡2 − 2 time steps, until we observe
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t = 0

t = t3

t1

t2

t3 − t1 − t2 − 2

Figure 3.5.: Diagram for the probability of observing a pausing walker on the
same position at time 𝑡 = 0 and 𝑡 = 𝑡3. The vertical axis repre-
sents time, and the red arrows show how the position of the walker
changes
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3. Information, interactions and information flow

the system again at 𝑡 = 𝑡3. That, or it simply spends the full 𝑡3 steps on 𝑦 = 0.
The probability of observing the walker on both 𝑡 = 0 and 𝑡 = 𝑡3 is thus the
sum of probabilities for all combinations of 𝑡1 and 𝑡2:

𝑔0(𝑡3) =
𝑡3−2

𝑡1=0

⎛
⎜⎜⎜⎜⎝𝛽
𝑡1𝜆2

𝑡3−𝑡1−2

𝑡2=0

𝑔0(𝑡2)𝛽𝑡3−𝑡1−𝑡2−2
⎞
⎟⎟⎟⎟⎠ + 𝛽

𝑡3 (3.6)

Equation 3.6 is valid for 𝑡3 ≥ 2. For 𝑡3 = 0, 1 we have the values 𝑔0(𝑡3) = 1, 𝛽
respectively. Note the recursive use of 𝑔0: during the time that the walker is
off the origin, we expect it to travel to a neighboring position, say 𝑦 = 1, return
there in no more than 𝑡2 steps, and then head back to 𝑦 = 0. Now let’s compute
the generating function of 𝑔0.

𝐺0(𝑧) =
∞

𝑡3=0

𝑔0(𝑡3)𝑧𝑡3

= 1 + 𝛽𝑧 +
∞

𝑡3=2

⎡
⎢⎢⎢⎢⎣
𝑡3−2

𝑡1=0

⎛
⎜⎜⎜⎜⎝𝛽
𝑡1𝜆2

𝑡3−𝑡1−2

𝑡2=0

𝑔0(𝑡2)𝛽𝑡3−𝑡1−𝑡2−2
⎞
⎟⎟⎟⎟⎠ + 𝛽

𝑡3

⎤
⎥⎥⎥⎥⎦ 𝑧

𝑡3

= 𝜆2𝑧2
∞

𝑡′3=0

𝑧𝑡′3
𝑡′3

𝑡1=0

𝛽𝑡1ℎ0(𝑡′3 − 𝑡1) +
1

1 − 𝛽𝑧
(3.7)

In the last step we have made 𝑡3 → 𝑡′3 + 2 and abbreviated some terms as ℎ0;
we will expand ℎ0 in a bit. I used identity 3.5 to re-write the last hanging term.
The last expression shows the OGF of a Cauchy product, so we can go straight
and write:

𝐺0(𝑧) =
𝜆2𝑧2

1 − 𝛽𝑧
𝐻0(𝑧) +

1
1 − 𝛽𝑧

(3.8)

where𝐻0(𝑧) represents the generating function of the sequence ℎ0(𝑘). We can
take the general form of ℎ0(𝑘) from eq. 3.7:

ℎ0(𝑘) =
𝑘

𝑗=0
𝑔0(𝑗)𝛽𝑘−𝑗 (3.9)

and from there infer
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3.6. A different model of interaction: modeling probabilistic adoption with generating functions

𝐻0(𝑧) = 𝐺0(𝑧)
1

1 − 𝛽𝑧
(3.10)

Combining eq. 3.8 and 3.10 we finally get an expression for 𝐺0(𝑧):

𝐺0(𝑧) =
1 − 𝑧𝛽

𝛽2𝑧2 − 𝜆2𝑧2 − 2𝛽𝑧 + 1
(3.11)

Now, how can the generating function be used to say something about the
probability 𝑔0(⋅), specially at points which are not close to the origin? Obtain-
ing the coefficients of the Taylor expansion becomes impractical as 𝑡 grows, but
there is of mathematical research that helps approximate the probabilities di-
rectly from the OGF. In [1] for example a numerical method is presented that
can approximate the coefficients with arbitrary precision. In our paper “Dy-
namics of interacting information waves in networks” we derived asymptotic
limits using the roots method presented on [19].

More importantly, generating functions can be used as building blocks for
more comprehensive descriptions of the system’s state. In the example of the
pausing random walker, we might want to have a more general description
𝑔1(𝑟, 𝑡): the probability of finding the walker at position 𝑟 on time step 𝑡. I
will just outline the process with the help of figure 3.6. In the figure, a two-
dimensional grid is shown, so that each point corresponds to a coefficient 𝑔1(𝑖, 𝑗).
In order to proceed as before, we need expressions 𝑔1(𝑖, 𝑗) = 𝛼1𝑔1(𝑖+Δ𝑖1+1, 𝑗+
Δ𝑗1 + 1) + … + 𝛼𝑚𝑔1(𝑖 + Δ𝑖𝑚 + 1, 𝑗 + Δ𝑗𝑚 + 1) that link the values of the co-
efficients at different positions of the grid. When we formally write 𝐺1(𝑢, 𝑣) =
∑∞
𝑖=0
∑∞
𝑗=0 𝑔(𝑖, 𝑗), each term 𝛼𝑔1(𝑖 +Δ𝑖+1, 𝑗+Δ𝑗+1) can in turn be expressed as

𝛼𝑔1(𝑖 + Δ𝑖, 𝑗 + Δ𝑗) =

𝛼
⎡
⎢⎢⎢⎢⎣𝑔1(𝑖, 𝑗) −

Δ𝑖

𝑘=0

𝜇↑(𝑘, 𝑣)𝑢𝑘 −
Δ𝑗

𝑙=0
𝜇→(𝑙, 𝑢)𝑣𝑙 +

Δ𝑖

𝑘=0

Δ𝑗

𝑙=0
𝑔1(𝑘, 𝑙)𝑢𝑘𝑣𝑙

⎤
⎥⎥⎥⎥⎦ 𝑢

−Δ𝑖𝑣−Δ𝑗 (3.12)

where 𝜇→ and 𝜇↑ denote generating functions of lower order, like 𝐺0(𝑧) in
our example of the PRW. From there we can proceed as in the example before
and derive an analytical expression for 𝐺1(𝑢, 𝑣).
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Figure 3.6.: A conceptual grid for higher dimensions and generating functions

44



4. Community detection

4.1. Community detection in networks

Complex systems are made of many interacting parts, and since they are not
designed top-bottom, there is no blueprint for them. If we just have an inventory
of pieces, how do we start making sense of it? One thing that we often do is to
group the parts in manageable chunks, “modules”, and try to understand what
do they do separately and how they relate to each other, instead of looking to
the workings and connections of each individual part [36;25].

In many cases, this approach of aggregating parts in modules and hierarchies
also makes sense from a purely natural point of view. For networks, it has been
shown [41] that modules optimize the process of communicating structure, and
the starker the boundary of the modules the better the optimization. As we
have seen before, complex systems tend to be optimal in some sense. If a com-
plex system needs to communicate or store a description of its structure, e.g.,
because it needs to replicate itself, then it might make sense for that system
to be structured in modules. Another reason for the existence of modules can
simply be the history of the system. For example, in ancient times or primitive
societies, birth in a particular group strongly determined what a person would
do later in life. In such cases, groups of people dedicated to a specific economic
activity (say, working at rice crops) and trading with groups of people that per-
form another economic activity (say, fishermen), constitute examples of social
modules.

It often happens that the parts and interactions on a network are known, but
the modules can only be inferred. This is where community detection algo-
rithms enter. They work by using a general rationale: subsets of parts that are
highly interconnected form the modules and parts which are less connected are
the boundary between modules. This rationale is not without problems [21;27],
but that has not hindered its widespread adoption for community detection
methods. In section 4.2, we will see the philosophy of a community detection
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4. Community detection

method that starts from the dynamics of a random walker instead.
Let start by introducing the concept of network partition. Given a graph 𝐺 =

(𝑉, 𝐸), a network partition𝑀 is a system of sets𝑚1, 𝑚2, … ,𝑚𝑛 such that⋃𝑖𝑚𝑖 =
𝑉 but ⋂𝑖𝑚𝑖 = ∅ [36]. In other words, each node of the network belongs to one
and only one of the sets 𝑚𝑖, that we call modules, or communities.

In the above definition, a node of the network is either member of a mod-
ule or not. There are two generalizations of this. The first one considers the
membership as some kind of fuzzy statement. Since we used one of these fuzzy
formulations in our paper “Compression of flow can reveal overlapping-module
organization in networks”, I will say more on section 4.3. The other possibility
is to define hierarchies of nodes as modules, so that there is a first-level partition
in modules, a second level one with modules for the first level, and so on.

4.2. The mathematics of the map equation

The map equation [40] is also used to detect communities in networks. It does so
by claiming that there is a walk going on in the graph. As we learned in section
3.1, it is possible to consider different kinds of walks. If nothing else applies,
one can choose for the first order random walk, and use the weights in the edges
to derive a probability for the walker going through that edge. In some cases
however there is enough information to create a higher order random walk. The
map equation works in both scenarios.

Besides the graph 𝐺 = (𝑉, 𝐸) itself, the map equation uses the following
elements: a distribution 𝑃 for the pathways𝜔 = {𝑥1, 𝑥2, … ...}, a structure𝑈 and
an algorithm 𝐿(𝑃,𝑈) that assigns a cost in bits to the message communicating
the pathway. The structure 𝑈 can be either a partition in modules 𝑈p, fuzzy
modules𝑈f or hierarchies. Infomap is an algorithm that minimizes 𝐿(𝑃,𝑈) and
reports the best found structure 𝑈 .

For the conventional Infomap [41] , the distribution 𝑃 of pathways is very close
to the random walker as defined in section 3.1, except for a few occasions when
the walker has a zero-order behavior. Such behavior, which we also call tele-
porting, is necessary to avoid the walker getting stuck in nodes or regions of the
graph without out-links in the graph. In other words, while most steps of the
walker are first-order, a few of them need to be zero order.
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4.3. Fuzzy network modules

𝑃 (𝑥𝑘+1 ∣ 𝑥𝑘) =

⎧⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎩

𝜂𝜏 + 𝜏𝑤(𝑥𝑘, 𝑥𝑥+1) if (𝑥𝑘, 𝑥𝑥+1) ∈ 𝐸

𝜂𝜏 otherwise

In the above formula, 𝑤(⋅, ⋅) represents the weight of the edge in the graph
and 𝜂 is a suitable normalization constant. The usual value for 𝜏 is 3

20 = 0.15.
The structure 𝑈 that 𝐿 works with is a partition 𝑀 = 𝑚1, 𝑚2, …𝑚𝑔. The cost

of the partition is calculated by building codebooks for the individual modules
with Huffman coding, and a top-level codebook that captures module transi-
tions. I will skip the derivation here – we can find it in the original paper – and
give directly the expression for the partition cost, the so called map equation:

𝐿(𝑀) = 𝑞↷𝐻(𝚀) +
𝑔

𝑖=1
𝑝𝑖⟲𝐻(𝙿𝑚𝑖) (4.1)

In this last expression,𝐻(⋅) denotes the entropy of its argument (a probability
distribution). The term 𝚀 denotes the marginal probability distribution of the
visited modules, each with probability 𝑝𝑖⟲, without considering the individual
nodes. We also call this the cost of the index codebook. Similarly, 𝙿𝑚𝑖 is the
probability distribution of finding the walker at a particular node which is part
of 𝑚𝑖. These are the costs of the module codebooks. And finally, the symbol
𝑞↷ denotes the exit probability from a module.

In the paper “Compression of flow can reveal overlapping-module organiza-
tion in networks”, we extended this framework to account for fuzzy member-
ship to modules. A brief summary follows in the next section.

4.3. Fuzzy network modules

Infomap and the map equation use a dynamic model of something happening
on the network: the random walk. What if certain parts of the network would
conduct flow from two different modules without mixing it? In the paper “Com-
pression of flow can reveal overlapping-module organization in networks”, we
explored the possibility of having a different algorithm 𝐿 (see the previous sec-
tion) that allowed nodes to be counted in more than one module. If a walker
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(a)

(b)

Figure 4.1.: Illustration of the fuzzy flow concept. (a) Shows what original In-
fomap would do: to assign a node to just one module (b) Shows
how the version that accepts overlapping modules proceeds

comes from a node that belongs exclusively to one module 𝐴 to a node that be-
longs to two modules, say𝐴 and 𝐵, and from there goes immediately to another
node that belongs to 𝐴, then the pathway cost assigned by the map equation
wouldn’t include a module switch.

This effect can be observed even for the first order random walk. Figure 4.1
shows a simple case where making the central node part of two modules de-
creases the cost of encoding the pathway, because there is nothing to pay for
the half of the walkers that return the same way they came for the top module.

We called this new approach fuzzy Infomap. Fuzzy Infomap used the same
random walk model and thus the same probability distribution 𝑃 to characterize
the random walk in the network than the original Infomap. However we needed
to expand eq. 4.1 to explicitly include probabilities of entering and exiting a
module using teleporting and first order steps, because the way in which these
four magnitudes balance is different for fuzzy Infomap. That is, if we name
the total probability of a walker going out from module 𝑖 through a first-order
step as 𝑙𝑖↷ and the probability of the walker going in as 𝑙𝑖↶, and the respective
probabilities during teleporting as 𝑟𝑖↷ and 𝑟𝑖↶, then it happens that 𝑙𝑖↷ + 𝑟𝑖↷ =
𝑙𝑖↶ + 𝑟𝑖↶, but 𝑙𝑖↷ ≠ 𝑙𝑖↶. In the paper we opted to account for all these ways of
switching modules when computing 𝐿𝑓𝑢𝑧𝑧𝑦(𝑀). The output of this algorithm
is not partition, but a structure where a network node can belong to several
modules. We call this generalization a network cover.
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One thing we noticed was that our model of first order random walk was
“too leaky”; that is, the walker would switch modules too promptly, making
the places where modules overlapped in fuzzy Infomap less effective. For many
processes that can be modeled with walks in networks, this is not very accurate,
since agents retain some memory of the place where they come from. This was
when we started thinking on higher order walks. In the next section, I will
discuss the concrete way in which we explored the effect of higher order random
walks.

4.4. Clustering for the random walker with and without memory

To understand the effect of higher order random walks, I like to use tourists
going thorough Iceland as an example, and use figure 4.2. After a tourist arrives
to Iceland, she has the opportunity to continue to the opposite place (i.e, to
Europe if she is coming from US, and to US if she is coming from Europe) or to
return to the place she came from. The plot in the figure shows the cost given
by the map equation to the module configuration as we vary the proportion of
returning travelers.

One big module does bad, as most flow of tourists in US is contained inside
US, and the same applies to Europe. Two separated modules are a better op-
tion. But if a lot of tourists is just returning to the place they came from, then
having Iceland as part of two modules is an even better idea. Of course that
depends a lot on the way that the map equation assigns the modules, and more
importantly, on having a second or higher order walk on the network.

That’s why with paper “Memory in network flows and its effects on commu-
nity detection, ranking, and spreading” we focused on bringing attention to the
matter using several real world datasets: US flights, taxis from Uber in Califor-
nia, citations recorded by JSTOR, a dataset of patients on a hospital ward, and
the ENRON email collection. We set to explore how some very common results
about networks would change if we took into account second order walks. The
abstraction that we used goes by the name of memory node. If the ordinary nodes
of the graph are denoted by 𝑉 – to make the distinction, we call them –, then
a memory node is simply a pair on 𝑉 × 𝑉 . In this pair, the last member rep-
resents the current node where the walker is, and the first member represents
the previously visited node. With this formalism, a second order random walk
on the graph is equivalent to a first order walk on a structure made by memory
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Figure 4.2.: (a) Passengers going through Iceland (b) Length assigned by In-
fomap depending on the proportion of people that return the same
way
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4.4. Clustering for the random walker with and without memory

nodes. This last structure, which we call the memory network is defined as the
pair (𝑊, 𝐹), 𝑊 ⊂ 𝑉 × 𝑉 are pairs of consecutive nodes visited by the walker,
and 𝐹 is the equivalent of an edge made by an element of 𝑊 and an element
of 𝑉 : 𝐹 ⊂ 𝑊 × 𝑉 . In this new structure, the weights assigned to an element
((𝑣𝑖, 𝑣𝑗), 𝑣𝑘) of 𝐹 are the conditional probabilities Pr(𝑣𝑘 ∣ 𝑣𝑖, 𝑣𝑗).

The results analyzed in the paper “Memory in network flows and its effects
on community detection, ranking, and spreading” mainly concern three areas
where models of random walks are usually employed: the ranking of nodes
by the page rank model (see section 3.2), the differences on module structure
produced by Infomap, and any possible changes on spreading patterns for epi-
demic models. While this paper sought to establish the relevance of second
order models, in the paper “Journal ranking by network flows with different
amounts of memory” the techniques were entirely focused in a well known ap-
plication area: bibliographic citations as a mean to establish journal relevance.
On that paper, we concluded that ranking of journals based on second-order
walks is different than in first order walks. In the future, we will seek to estab-
lish if those differences are important or not to express how multidisciplinary
is a journal, or conversely, how important is a journal for its own discipline.
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5. Conclusions

I define a complex system as an entity consisting of numerous interacting parts
that at present challenges our understanding, our ability to make predictions
of it, and our attempts to control its behavior. The emphasis on this definition
is in the relation between the system and the individuals studying it, and the
potentially impermanent nature of this condition.

In the papers discussed here, network science worked as a starting formalism.
Network science is a good starting formalism because it explicitly acknowledges
the components and the structure of the system, but as we saw in this thesis, that
formalism becomes even more effective when combined with other branches of
science, and when the dynamic nature of the complex system is captured by the
corresponding network model.

In the future, we can expect the challenges posed by complex systems to grow
in the social, technological and life science fronts. To face these growing chal-
lenges, the study of complex systems will probably be supported by a system-
atic mixture of many different disciplines. Most likely, those disciplines will
be selected based on their practical value, not because they are part of a grand
theoretical framework conceived top-bottom. Such a systematization will as-
sist ground-breaking achievements in health-care, social planning, and green
technologies.
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Epilogue

Thanks for reading this far! I warn you, there is nothing of strict academic
importance in this Epilogue, just freewheeling thoughts.

This thesis presented complex systems, and a tiny bit of what we do to unravel
and understand those complex systems. But since it was outside the scope of
this thesis, I omitted another aspect of the interaction between humans and
complexity: namely, all that we do to avoid complex systems.

By the definition of complex system used in this thesis, no complex system is
ever designed by a human1... at least not intentionally. But we design systems
that , after some time, for one reason or another, work off the margin of our
initial intentions, are made of a huge number of interacting parts, and show
unpleasant and surprising new properties that were not there before. Those
systems, which were once human-designed, can thus be considered complex.
In most cases, this is an undesirable outcome.

That’s why we humans try to prevent complexity from happening in the
things that we create. I’m familiar with one such effort: software engineering.
Software evolves easily, due to changing requirements and because creating and
tuning software is relatively cheap, even if creating good software can be more
expensive than crafting Boeing parts. The ease with which we can evolve soft-
ware brings some problems. Already during 1970s some researchers noted that
software tended to grow in complexity. This means that it becomes more diffi-
cult to understand and maintain, and the tendency was compiled as a report by
the name of “laws of software evolution” [28].

Keeping at bay software complexity has impacted the technical and human
side of the software creation process. People have developed technical devices
like unit-testing, coverage analysis and complexity metrics. Also, the team pro-
ducing the software has been identified as part of both the problem and the
solution, and correspondingly, new rules and methodologies for team interac-

1That is, outside some experiments on artificially evolving systems, but so far they have had no
impact on the real world
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tions and management have been devised. Both kind of devices, technical and
human-oriented, have found uses outside the realm of software engineering.

I suspect that this trend is going to increase. Perhaps one day medical treat-
ments will be designed for each individual patient, or we will start designing
the DNA of species of bacteria that can digest the absurd amounts of plastics
floating in the oceans. When that happens, we will be designing more systems
with a recognized tendency towards complexity, and we will struggle to make
the systems un-complex. I imagine that this, the design of un-complex systems,
will receive more and more attention in the future, although, of course, by my
definition, complexity is the objective mismatch between what it is out there
and our combination of intellectual and technological capacity to understand
and predict it. The location of that battle front is also going to change.
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