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Abstract 

A simple electronic market is implemented where low intelligence agents engage in trading 

according to characteristics reported concerning typical patterns and statistics. We manage to 

recover distinctive patterns such as the U-shape of traded volume and gamma distributed 

order book while introducing a price driving process forcing the price towards its 

fundamental value. Two such processes are compared and shown to successfully produce 

market data explaining price paths almost indistinguishable from paths generated by 

stochastic processes such as the geometric Brownian motion. The introduction of the price 

driving processes makes it possible to force specific volatility, drift or similar features in 

addition to effortless generation of market data for correlated stocks.  
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1 Introduction 

This section introduces financial data, what it can be used for and why it is interesting from a 

simulation perspective. The goals of the thesis are then defined and the contributions to the 

field are presented.  

1.1 Motivation and goals 

Since financial data is expensive, yet useful in many areas, simulation of realistic such data is 

valuable. But even if actual data is bought there are certain aspects that are interesting to 

investigate which cannot easily be accomplished without a simulator. Particularly market 

impact caused by a certain trading strategy is hard to estimate with data obtained from a real 

market.  

There are two main approaches when it comes to predicting prices and simulating data. On 

the one hand there are traditional stochastic processes used to describe the price movement of 

a stock. In that case no market data of any kind is generated except for a time series of prices. 

On the other hand previous simulations have been conducted where trades and quotes are 

generated and the order book is reconstructed, however in those studies the price movement 

instead receives less attention. In this thesis we aim to combine the two models to generate 

market data while achieving realistic price movements. We seek to mimic the behavior of 

intraday trading in terms of volume, overall order book structure, orders and trades while 

achieving price movements featuring market drifts, jumps, volatility and other variables 

associated with stocks.  

1.2 Financial Data 

Financial data is information describing all kinds of events and states regarding an exchange 

and the financial instruments that can be traded there. Basic information involves the current 

state of a market in terms of quotes as well as order and trade history. In the electronic 

exchanges there exist so called order books for every symbol (stock) which are where an 

order ends up when it is submitted to the market. The order book continuously matches buy 

(bid) and sell (ask) orders against each other. Basic trade data is the result of two orders 

matching from the bid and ask side of the order book and thus resulting in a trade. A bid 

indicates that the issuer wants to buy something and an ask orders indicate the issuer wants to 

sell something. When a trade has occurred a trade report is created and sent to both parties 

involved in the trade, Figure 1 shows an example of a simple trade report. 

The trade report created should contain at least the following information: 

 The symbol (stock) that the trade occurred on 

 The agreed price of the trade 

 The agreed size of the trade 

 The time the trade took place. 

 

 

Figure 1: Trade of 350 AAPL shares at the price of 10.5 per share. 
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The current state of the market is described through quotes. Quotes are information about the 

prices that the stock currently can be traded at. The best quotes are the best available prices as 

well as the total volume at that price for both the bid and ask side. Quote data should at a 

minimum hold the following information:  

 

 The symbol that the quote describes 

 The best bid price 

 The volume available at the best bid price 

 The best ask price 

 The volume available at the best ask price 

 The time the quote existed 

 

The quote message could also hold information about the prices and volumes at a certain 

level and not just at the best prices. After an order has been submitted to the market the issuer 

is notified on activity related to the order via so called execution reports. There are a number 

of different reports, but some of the most important for this project are “order accepted”, 

“order cancelled”, “order rejected” and “order filled”.  

The implementation in the thesis will be build upon the Fix [1] (Financial Information 

eXchange) protocol which is an attempt to standardize how information is passed within and 

between exchanges. In the Fix-protocol messages are presented as a sequence of numbers 

(tags) each followed by a single number or a few characters explaining the status of that tag. 

The messages are very space efficient because only necessary tags are used. Each message 

contains a header which states version and exactly how big the message is; apart from this a 

message might contain just a few numbers.  

Market data can generally be obtained directly from the stock exchanges; however this is 

usually expensive. The data can be used for a wide range of things, including performance 

testing of a trading system in terms of how many orders it can handle but also that it can 

manage all the states the order book might end up in throughout days of trading. Moreover 

realistic market data can be used to confirm that risk calculations are done correctly in a 

clearing house, or in a surveillance system the data can be used to verify that notifications are 

triggered when certain situations occur. Moreover, it can be used to evaluate the performance 

of a trading strategy.  

1.3 Contributions of the thesis 

To achieve the goals outlined above two price driving processes are introduced and compared. 

Both models are based on information about an underlying real price. The first proposed 

process is an agent with access to inside information who through its will to profit from the 

information places orders that drives the stock towards the assumed real price. The second 

price driving process is another agent adjusting its distribution of orders slightly with respect 

to the real price causing an order book imbalance which moves the price towards the thinner 

side. Standard White noise agents, or random traders, are simultaneously presented in the 

market and contributes by creating realistic market data. By generating market data for a 

given price path we can without any effort generate data explaining correlated stocks or 

investigate what could explain a certain price movement.  

Moreover we show how algorithmic trading affects the simulated market by investigating the 

market impact, spread and price movement introduced by the agents trading according to 

strategies such as the VWAP, a strategy for splitting of orders depending on volume patterns. 

Furthermore we introduce asset restrictions to the agents and present the advantage and 
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disadvantages. Finally we will see how daily trading patterns such as the classic U-shape are 

achieved in the simulation by varying activity throughout the day.  

While the introduction of high frequency traders have played a large role in how today’s 

market behave the focus throughout this thesis lies in creating data for a market without such 

traders, mainly because too little research exists in this area as of today. Moreover the focus 

will be on simulating intraday trading excluding elements such as open and close price fixing 

auctions. 

The simulation program is implemented in the Java programming language with messages 

being passed according to Fix protocol. To achieve realistic data the system is non-

deterministic in the sense that components reside within their own thread based on an event-

driven design. The agents, impersonating real traders, consist of two separate threads, one for 

handling received events for updating of the agent's internal representation of the market and 

a second for placing orders. The first thread wakes up upon arrival of events related to status 

of the agent's orders or information related to the symbols which the agent is subscribed to. 

The placement thread has a set average sleeping time varying depending on the time of the 

trading day. Upon wake-up the agents place orders according to values drawn from 

corresponding distributions such as power law and log-normal distribution for prices and 

sizes respectively.  

A normal simulation consists of 200 agents simultaneously connected to the market placing 

on average a total of 2000 orders per second where statistics about the market is summarized 

10 times a second for analysis with regards to quotes, volume and order book shape among 

others. 

1.4 Thesis Outline 

The rest of the thesis is outlined as follows: Chapter 2 describes market microstructures 

including the functionality of order book and how trades arrive over the day. Characteristics 

found in empirical studies are explained and finally a small introduction to transaction cost 

and market impact is given. Chapter 3 explains the pricing of assets and stochastic models 

generating price paths. Chapter 4 introduces the agents trading in the market and how the 

price driving processes are implemented to achieve characteristics from Chapter 2 and price 

paths from Chapter 3. Chapter 5 presents an overview of the system and how it has been 

implemented including some simplifications and assumptions. Chapter 6 presents the results 

obtained from running the simulation whereas the last chapter, Chapter 7, summarizes the 

results achieved. 
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2 Market Microstructure 

This chapter gives a short background of modern trading and a basic overview of what a 

financial market is including how the order book handles and matches incoming orders. 

Characteristic features of modern electronic markets which are key factors in the creation of a 

realistic simulator are then described. The chapter ends with an introduction to the concept of 

transaction costs. 

2.1 Brief History of Financial Markets 

Throughout all ages of human history there has existed a need to trade goods. But it was not 

until the beginning of the 17
th
 century that the first stock was issued by the Dutch East India 

Company which was a large trading company sailing goods between Europe and Asia, 

mainly focusing on spices. To finance the venues the company was in need of investors and 

they therefore issued stocks giving investors part of the company’s earnings (dividends). The 

companies stocks could be traded at the Amsterdam Stock Exchange which was created by 

the Dutch East India Company in 1602. The company eventually ran out of money and went 

bankrupt when the dividends year after year were higher than the actual earnings of the 

company. [2] 

Nevertheless more stock exchanges were established and today there exist a national 

exchange in almost every country with rules and regulations making it safe to trade. 

While historically you would have to travel to these national exchanges to exchange goods or 

purchase stocks it is now possible to trade even from the comfort of your home thanks to 

advanced electronic matching systems. All the big and famous stock exchanges, such as the 

New York Stock Exchange, Euronext, London Stock Exchange etc now use electronic order 

books which matches incoming orders almost instantly. 

Since the concept of electronic exchanges is still fairly new, rules and regulations are still 

changed now and then. Some recent and very important regulations were established in 2007 

in the US and European markets which have impacted how exchanges and institutes are 

obligated to work. The regulations are named “Regulation National Market System” (Reg 

NMS) and “Markets in Financial Instruments Directive” (MiFID). While somewhat different 

the main objective is that the trading should be more competitive and transparent. Among 

other things the exchanges are forced to publish information about the best quotes at all times 

as well as make all trades that have taken place viewable. Also institutes and firms acting on 

behalf of a customer must make sure the customer gets the best possible order execution, in 

terms of price, speed and execution probability. Moreover the investment firms must publish 

information on any off-book trading, that is, orders that never reach the exchange but instead 

were matched between customers of the firm.  

2.2 Trading Hours 

Most exchanges are not open for trading throughout the whole day. Usually the day starts 

with a fixing opening auction, setting a reference price for the beginning of the day and 

providing liquidity. Next follows the real trading period, around six hours of continuous 

matching with a possible lunch break at some exchanges. The trading day ends with a fixing 

closing auction determining the closing price which is the reference price normally seen in 

the newspaper or on TV. The closing price is also used to calculate the net asset value (NAV) 

of a company. 

During a simple fixing auction only limit orders are accepted and the open or closing price 

will be the price at which most trades took place. During the auctions, information about the 

quotes is continuously published with increased frequency towards the last minutes of the 
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auction. The auction time varies but is usually around half an hour up to two hours. The New 

York Stock Exchange opening auction for instance starts at 7:30 and lasts until 9:30 [3]. 

2.3 Order Types 

There are two main order types available in a market, limit orders and market orders. A limit 

order means the issuer wants to buy or sell at a specific price and the order will not be 

matched until a corresponding order exist on the opposite side offering the same price. A 

market order is an order where the price is not specified. Instead the order is matched against 

the best available price. If a market ask order arrives in Figure 2 below it would simply be 

executed against the best bid price, in this case 10. Market orders cannot be cancelled because 

they are instantly matched. We say that market orders consume liquidity while limit orders 

provide liquidity, since market orders will remove volume at the best quotes [4]. Apart from 

limit and market orders a requested (cancel order) can be made to cancel a limit order not yet 

fully matched. 

There exist a wide range of other order types and instructions which are not as common, such 

as stop-loss orders, all-or-nothing orders, volume weighted orders and hidden orders which 

are not shown in the order book, among others. Most of these order types and instructions can 

be accomplished by combinations of limit, market and cancel orders and therefore only these 

three order types are typically of interest in studies. For example a Stop-loss-order is actually 

an instruction that triggers a market order if the price has fallen (or risen) by a specific 

amount or more, used to cut losses. The set of order types allowed can vary between markets 

but there are also limitations on what orders can be placed during the fixing auctions.  

The distribution of orders seems to vary greatly between markets and years. But even within 

the same market the distribution of orders will vary depending on characteristics of the stocks. 

A study which examines how people in a market choose between the different order types 

conclude that limit orders are the preferred choice when there is a high spread in the market, 

when one wants to place big orders and finally limit orders are chosen more frequently when 

the market has (or expects) a high volatility [5]. In the same report [5] it was found that limit 

orders are overall more common in the investigated market, however only by approximately 

8 percentage points. Other authors also show statistics on that limit orders are slightly more 

common than market orders [6]. 

An important aspect is the amount of order cancellations. Empirical data from the NASDAQ 

exchange shows that the amount of limit orders that are cancelled is very high. For a set of 10 

stocks it was found that around 95 percent of the orders were cancelled, however orders 

further away from the best price were not cancelled as frequently. Statistics also showed that 

limit orders are much more common than market orders, probably because agents used a lot 

of limit orders to search for hidden orders, meaning orders that are not publicly shown in the 

order book. [7] 

Another study which also presents some statistics from one highly liquid stock on the 

NASDAQ stock exchange show that orders were distributed with 49 percent limit orders, 37 

percent market orders and 14 percent cancellation orders [8]. This stock was found to have an 

average of about 600 000 orders per day over the data period [8]. In contrast, France Telecom 

had approximately 10,000 actual trades per day in 2002 [9], which would emphasize that a lot 

of orders are indeed cancelled. 

2.4 Continuous Auction and the Order Book 

Electronic exchanges consist of one order book per symbol where incoming orders are placed. 

An order book can be realized as two sides where ask orders are placed on one side and bid 

orders on the other. The orders are then matched with each other if the prices are the same. 

Figure 2 shows an order book before, during, and after an order which causes a match enters 
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the book. We refer to the period between the opening and closing auction as continuous 

action because orders are continuously matched.  

Orders entering the order book can be prioritized based on different parameters where the 

most common is probably price-time prioritization. This means that the orders are first 

matched according to the price, and if multiply orders have the same price they are sorted 

according to time of arrival with the oldest order being served first.  

 

Figure 2: Bid and ask side of an order book. A new order arrives on the bid side which causes a match. 

The order widens the spread. 

2.4.1 Bid-Ask Spread 

The spread is a measurement of how big the price difference is between the person willing to 

sell at the lowest price and the person willing to buy at the highest price. The highest buy 

price should never exceed the lowest ask price. In Figure 2 the spread is initially one money 

unit but later widens to two after the incoming order causes a trade.  

Much research has been conducted around spread and generally we can conclude that the 

spread varies between markets and stocks and that a lower liquid stock usually suffers from 

larger spreads.  

Regarding the actual spread size the high frequency traders and smaller ticks sizes have been 

said to decrease the average spread [10]. The spread can also vary by a great deal between 

stocks and markets [11], for instance NYSE reported an average quoted spread of 0.04 dollars 

for some stocks transferring from Nasdaq in 2006 [12]. 

The spread is directly related to liquidity and volatility of a stock. High liquidity creates 

smaller spreads while in a highly volatile stock the spread is generally large.  
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2.4.2 Liquidity 

Liquidity is a term used to describe the quality of the market in terms of how much it cost you 

to trade and how easily an asset can be traded. High liquidity would mean that there is a high 

volume, making it possible to make big trades without affecting the price. Also generally 

high liquidity means that the spread is small which result in cheaper trades. Normally high 

volume and small spreads goes hand in hand. Simply, a highly liquid stock means you can 

quickly make a big trade without affecting the price significantly. [13] 

From an investors perspective a highly liquid stock would be preferred over an ill-liquid (low 

liquid) stock since it makes it cheaper and easier to get out of the position. Therefore the 

investor would want a better price if buying an ill-liquid stock, the difference in price 

between otherwise similar stocks is called liquidity premium. [14] 

2.4.3 Volatility 

Volatility is the normal way of measuring how much a stock price moves during some period. 

The volatility can be visualized as the amplitude of a wave. The higher the amplitude, the 

higher the volatility. For stocks the volatility is often expressed in terms of annual volatility 

where one trading year is approximately 252 days. A simple way, though somewhat criticized 

[15], to annualize one day volatility is to use the square root-rule: 

 

                       

 

A key concept within stocks and other securities is risk which is simply the chance that the 

investment will have a negative outcome. When estimating the risk of a single stock volatility 

is normally the central factor in the calculation. A highly volatile stock runs a larger risk of 

high losses, but also has the potential of greater earnings. Liquidity is also an important factor 

in determining the risk of a stock, though the three terms spread, liquidity and volatility are 

often highly related.  

2.5 Intraday patterns 

Intraday patterns involve different market characteristics varying depending on the time of 

the day, including things such as the volume traded, volatility, spread and orders.  

Already in 1995 the size of the orders were reported to typically vary depending on the time 

of the day. In the morning the orders were found to be small and in the end of the day they 

were large, however the total volume traded was found to follow a U-shape meaning most 

shares were traded in the beginning and in the end of the day [16]. The findings have later 

been confirmed in [17] and [18] from 2008 and 2012 respectively among others. However the 

U-shape is not necessarily always a valid assumption, instead patterns seem to vary between 

stocks and markets. For example another commonly reported pattern is the lying (reverse) J-

shape [19]. Figure 3 and 4 shows example of the U and J-shapes respectively, normally the 

patterns recovered from real markets are not as clear as the example figures.  

In many studies [20] [21] [22] [23] volatility as well as spread was found to follow a U or 

lying J-shape as well, meaning that there is a higher volatility and wider spread in the 

beginning and sometimes in the end of the day.  

The U-shape in traded volume has been proposed to come from investors splitting their 

orders over the day and possibly making their final positional adjustments during the last 

available trading period [16].  

Other explanations are simply that people are eager to trade again after a period when it has 

not been possible to do so such as in the beginning of the day, and similarly people are more 
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eager before a period when they will not be able to trade again for some time, as in the end of 

the day. Also discreet traders such as institutes are similarly thought to act in the beginning 

and end periods because of the intervals in which the institutes might realize their liquidity 

demands tend to cluster at these times. Further, informed traders would trade at times when 

more uninformed traders are present as in the beginning and end of the day, thus increasing 

the volume further at these points. [24]  

 

 

Figure 3: Example of a U-shape curve of trading volume. 

 

Figure 4: Example of Lying (reverse) J-shape of spread. 

2.6 Order Book Shape 

In an electronic order book, people wishing to trade are free to choose whatever price they 

want, within some possible restrictions on distances from the best quotes. The price at which 

an order is placed can be visualized as the distance from the best quote. We say that an order 

is placed at the best quotes if it has the same price as the current best price on the same side 

of the order book.  

Order placement has been investigated by many authors. Some early noteworthy studies 

investigated the Euronext and London Stock Exchange and found that the order placement, as 

in the number of ticks away from the best quotes, followed a power law function with 

exponent between 0.8 and 1.5 respectively [25] [26]. This means that orders are interestingly 

enough often placed far away from the best quotes implying that people assume that the 
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market have a high chance of making big price movements [25]. Figure 5 below illustrates 

how orders are most likely to end up around the best price, but the fat tails means that orders 

also often end up far away from the best price. The x-axis indicates the number of ticks away 

from the best price, while the y-axis indicates the probability of this occurrence. The figure is 

an example and not empirical results.  

 

Figure 5: Power law probability density function example. Order placements far away from the best 

price are fairly common. 

 

Moreover it has also been found that the average volume of the order book at different ticks 

away from the best prices follows a gamma distribution on both the bid and asks sides with 

the maximum located a short distance away from the best price [25].  

Figure 6 shows an example of the volume at different ticks away from the best quotes. In the 

example most volume is found about ten ticks away from the best price. The power law and 

gamma distribution patterns are found on both the bid and the ask sides. 
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Figure 6: Example gamma distribution of volume, the maximum volume is found around 10 ticks away 

from the current best price in this figure. 

As proposed already order sizes are shown to vary throughout the day, generally being 

slightly smaller in the beginning of the day and larger towards the end. However the actual 

total volume in the order book is shown to increase throughout the day, increasing heavily at 

the beginning and at the end of the day while remaining fairly constant in between [27]. Apart 

from this the order sizes have been found to be log-normally distributed with a mean of 

approximately 5.5 and a root mean square (standard deviation) of about 1.8 [9].  

2.7 Transaction costs 

Before orders are placed at the exchange the trader, especially someone trading large volumes, 

should have a solid understanding of the cost involved with placing the orders. Transaction 

cost is the price paid to execute the order, consisting not only of the actual price paid to the 

exchange or broker in form of commissions and fees but also factors such as spreads and 

market impact. Below is a list of some factors that affect the true cost of placing an order [13]. 

 Commissions and fees 

 Spreads 

 Price Trend 

 Timing Risk 

 Opportunity Cost 

 Market Impact 

 

Commissions and fees can easily be calculated and the spread is visible, but the rest of the 

parameters are hard to know for sure. Trend, Timing risk and opportunity cost have to do 

with determining when to place the orders based on the assets volatility, how the price is 

trending and consideration of the different possibilities available. [13] 

Perhaps the most interesting is the last item, market impact. This is the price paid in form of 

price movement caused by the issuers own orders. For example if a large market sell order is 

placed it might match against bid orders at different levels, by first consuming all the 
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liquidity at the best bid and continuing down through the order book. Thus some parts of the 

orders are probably not getting matched at the best possible price. Different ways to estimate 

market impact exist, where one simple formula can be defined as  

  

                            

 

where    is the size of order j,    is the execution price of order j and    is the best price 

available when the order was initiated [13]. 

Market impact is often split into two parts: temporary impact and permanent impact, where 

the temporary impact is the price movement caused on a short term while the permanent 

impact is the difference between the original price    and the price after the market has 

stabilized again. If the price stabilizes back at the same price as when the order was initially 

placed the order is said to have had zero permanent impact. However even though the price 

might stabilize back at the initial price the temporary impact might have caused the trader to 

lose money. [13] 

To measure the market impact in terms of permanent impact one needs to determine when the 

price has stabilized again, which can be hard. The optimal case to measure impact would be 

to know exactly how the market should have reacted if the orders were not placed at all – 

which is of course not possible in real life. The best one can do in practice is to try to 

calculate the impact by estimating how the price would have moved if the orders were not 

placed.  

In a simulation we have the possibility of running arbitrary many similar simulations and 

determine the average price movement caused by a specific order, thereby we can give a 

good estimation on the actual market impact of an order.   
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3 Asset Returns 

Assets can be any resources that have some sort of economic value and can be traded, such as 

stocks and money which are the main components of this work. This chapter describes how 

assets are valued and some models for predicting price movements. 

3.1 Asset Characteristics 

Intuitively the value of a stock should be whatever cash flow it will generate in the future in 

terms of dividends or increase in market value. However, when determining if an investment 

is worthwhile an investor must also take into account the time value of money, meaning 

discounting earnings which could have been acquired had the money been placed to earn an 

(almost) risk free interest. This process of valuing a company or stock is called discounted 

cash flow. For example $120,000 in five years would have the same value as around 

$100,000 today given an annual risk free interest of 4 percent. Thereby an investment in a 

company would have to return more than 4 percent per year to be profitable given the 

possibility of a risk-free 4 percent. However, in a real life scenario an investor would 

naturally require a higher return on investment (ROI) depending on the assumed risk level of 

that particular stock.  

Needless to say there has always existed a will to predict future prices of stocks to be able to 

determine if an investment would be worthwhile. The stock prices also tend not to follow a 

straight line with constant increments each year even if the discounted cash flow calculations 

seemed reasonable. Multiply models have been proposed to better estimate stock price 

movements and some of them are described below.  

3.2 Standard Models of Asset Returns 

Different ways have been proposed for predicting price movement of a stock and there now 

exist a wide range of models ranging from the simplest form of a Standard Brownian motion 

(Wiener process), which moves based on a normally distributed random variable, to advanced 

scientific variants such as Mandelbrot's Multifractal of Asset Returns [28]. In between there 

are the widely accepted models ARCH/GARCH [29] as well as others such as the FBM 

(Fractal Brownian Motion) or Jump Diffusion process. What all these models have in 

common is that they do not produce any actual market data such as trades and quotes; they 

are merely a price predicting tool.  

Literature is often somewhat disambiguous in the use of prices and returns. To avoid 

confusion some simple notions that will be used throughout the rest of the chapter is 

presented below: 

 

                                 

        

    
                                                  

 

For small intervals in time         the returns are often approximated by 
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and called log-returns. Log-returns are easier to work with within financial mathematics since 

each individual increment can be summarized to obtain the total log-return, something that 

cannot be done for normal percentage changes.  

Next follows a quick introduction to some of the models used throughout this thesis with 

focus on the classic geometric Brownian motion.  

3.2.1 Brownian Motion 

The Brownian motion is a simple interpretation of how stock prices move. Basically Louis 

Bachelier came up with the idea that there are so many factors impacting the price of a stock 

that it essentially becomes a random movement [30]. To the Brownian motion a drift and 

volatility variable is often added for more realistic stock simulations. The drift variable can be 

used to set for example an assumed annual price increment. The Brownian motion is also 

often called Wiener Process (W). The stochastic differential equation (SDE) of a Brownian 

Motion with drift ( ) and volatility ( ) is formulized as [31] 

 

                  

 

where W(t) is a Wiener Process (Brownian Motion) without drift and volatility, or simply a 

normally distributed increment or decrement. Prices obtained with the Brownian Motion are 

normally distributed.  

3.2.2 Geometric Brownian Motion 

The geometric Brownian motion (GBM) is a model which has been widely used for the 

modeling of stock price movements. GBM is an extension to the Brownian motion with the 

advantage that prices cannot be negative, achieved by exponentiating the Brownian Motion. 

For the GBM prices,   , are log-normally distributed and the log-returns are independent and 

normally distributed, Figure 7 shows an example returns obtained from a GBM. 

 

 

Figure 7: Prices of multiple simulations of a geometric Brownian motion and fitted log-normal density 

curve. The returns of a GBM are normally distributed, but prices are log-normally distributed. 

 

The geometric Brownian motion can be described as an SDE on the form [31]: 
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or 

                          
 

Using Itõ’s lemma a solution can be derived [31]:  

 

                                 
 

where S(0) is an arbitrary starting value. To simulate a geometric Brownian motion we use 

the following formula where the next price is dependent only on the current price [31]:  

 

                                       

 

Here St is the price at time t, μ is the drift parameter, σ is the volatility or standard deviation 

and Ν(0,1) is a normally distributed random variable with a mean of zero and a standard 

deviation of one. Figure 8 shows a price path from a simulated GBM with drift 0.00001 and 

standard deviation 0.001 over 1000 time steps.  

 

 

Figure 8: Simulation of a geometric Brownian motion over 1000 time steps with a drift parameter of 

0.00001 and a volatility of 0.003. 

Criticism  

GBM, is a part of the famous Black Scholes Model for option (a contract to possibly buy or 

sell something in the future) pricing, and thereby share some of its underlying assumptions 

and criticism. 

As stated earlier, the returns of the GBM are normally distributed which is one of the most 

common critiques of this process. In reality large swings are fairly common [32], perhaps 

foremost realized in the market crash of 1987. Calculations suggest that the historical fall of 

29 percent over two months for the S&P500 futures index, assuming normal returns, would 

have a probability of only 10
-160

 [33]. 
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Another debated assumption of the GBM model is the independent price movements; instead 

previous events are thought to affect future movements. Studies have shown that if prices 

recently have been varying a lot it is likely that they will continue to do so (not necessarily in 

the same direction), while on the other hand, for a period where the stock has been moving 

calmly it is likely that it will continue with small movements [28]. The returns are said to 

cluster. Moreover stocks have been reported to typically have some sort of recurring pattern, 

or long dependency, where the returns of a stock is correlated to its returns much (possibly 

many years) earlier [34].  

Correlation Between Assets 

Asset prices often move in correlation to each other, both on a global scale and for individual 

stocks. A classic example is Coca Cola and Pepsi Cola whose prices often move similarly 

[35], we say that their stock price movements are positively correlated. Correlations can be 

both positive and negative. 

For a GBM it is simple to generate correlated stock price movements by using the Cholesky 

decomposition. Cholesky decomposition is a process to convert matrices into lower (or 

upper) triangular matrices such that  

 

      
 

where A is the triangular matrix and C is a complete square matrix. If C is a correlation 

matrix describing the degree to which some variables are related, then A can be multiplied 

with some variables to achieve correlated values. The correlation matrix   for three variables 

could look something like:  

   

   
          
         
          

   

  

The example correlation matrix above states that stock two is weakly correlated with stock 

one and stock three is strongly negatively correlated with stock one (if the price of stock one 

rises, the price of stock three is likely to fall). Note that the diagonal from the left downwards 

has to contain all ones since a stock is of course fully correlated to itself. Using Cholesky 

decomposition on C above would yield a triangular matrix A as follows: 

 

   
         
           
            

   

  

After performing the Cholesky decomposition on  ,    is multiplied with the randomly 

normally distributed values obtained in the GBM simulation process for the corresponding 

three stocks to achieve the correlated random values. For example given three random 

variables x1 = 1, x2 = 2 and x3 = 3 and the matrix A above the correlated values would be c1 = 

1.0, c2 = 2.160 and c3 = 1.686. [36] 

3.2.3 Jump Diffusion 

In the Jump diffusion model prices have a chance of making sudden jumps in either direction. 

The jumps can be generated by a Poisson process and between the jumps the process can 

follow a geometric Brownian motion [37]. While quick changes in price can be achieved only 

with a geometric Brownian motion this would assume that a very high volatility is set. By 
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using jumps the stock can have a natural volatility while still being exposed to sudden quick 

price changes.   

 

3.2.4 Multifractal Model of Asset Returns 

Mandelbrot is one of the main critics of the geometric Brownian motion, through a lot of 

literature he has proposed his own model, the Multifractal Model of Asset Returns, which 

features many of the characteristics said to be lacking in the geometric Brownian motion [28]. 

In practice this model has however been sparsely used.  

The model is based around fractals, meaning patterns that are repeating themselves when 

scaled. The Multifractal indicates that the fractals are not dependent on just one scaling 

parameter as in a standard fractal system. The MMAR stochastic process is defined as: 

 

              

 

where    is a fractional Brownian motion [28]. The H in the FBM is the Hurst exponent, 

which causes the clustering characteristics. In MMAR the Hurst exponent varies depending 

on time and can take on values between zero and one. When the exponent is equal to one half 

the FBM turns into a normal Brownian motion where movements in either direction (up or 

down) are equally likely. A small H increases the chance of the next movements being in the 

opposite direction of the last movement while a large H makes movements in the same 

direction as the last movement more likely.  

  

  
 

 
                        

  
 

 
                                        

  
 

 
                                              

 

 

The second part of the MMAR is the so called trading time,     , which is a Multifractal 

process. The trading time component causes volatility to vary throughout the day and is 

generated by a cumulative distribution function of a random self-similar measure. The    

and      terms are independent. [28]  

3.3 Use in this thesis 

On the basis of simplicity, popularity and ease of implementing correlations between stocks 

the geometric Brownian motion will mainly be used as the reference path for the price driving 

process introduced in later chapters. Since the main goal is to show that it is possible to 

generate realistic market data with a predefined reference path other more advanced models 

such as Multifractal model of asset returns could be used in future works to create more 

realistic price paths. 
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4 Agent Model 

This chapter describes how agents can be used to create realistic market data while achieving 

a price path mimicking a stochastic process.  

The chapter begins with a brief presentation of some earlier works regarding zero intelligence 

agent simulation in Previous Work, then follows the Agent section which introduces the 

agents implemented and how they will act in the market and work as price driving processes. 

4.1 Previous Work 

The most related studies are those implementing markets where agents can trade basically on 

random. Three such studies are [38], [39] and [40]. All three uses zero intelligence agents to 

place orders in the market. The last mentioned features a more comprehensive implemen-

tation where the agents have realistic parameters and features such as money and asset shares. 

Moreover, [40] also tests the Efficient market hypothesis, among other things, by including 

informed traders similar to the value agents in this simulation and finds that they guide the 

price towards its fundamental value. The implementation in this report will use some of the 

parameters which derive from the latter. In [39] a model is tested where agents arrive at a 

random time and issue just one order to the market at a fixed size and then leave the market. 

They are mostly interested in the equilibrium state in the market where agents no longer fight 

for position. They propose that the value of an order depends on its price but also on how far 

in the future it can be matched. The model introduces a maximum and minimum price in the 

market where demand and liquidity is infinite at these levels. In [38] the market impact 

caused by the agents are also measured based on how much the mid price moves condi-

tionally on order size.  

Other less related works which are important for this thesis are those presenting statistics on 

how the order book varies and how agents place and cancel orders. Some of these facts have 

been presented in the Market Microstructure chapter. 

4.2 Agents 

To achieve a realistic market two main agents are needed. The first type is responsible for 

producing the characteristic market data including supplying liquidity and providing normal 

volatility while the second type functions as the price driving process. The first type will 

furthermore be called “White noise agent” deriving from their random behavior. The second 

type will furthermore be referenced to as “Price moving agent”.  

We also introduce a third and forth agent type for investigation of the market impact caused 

by different trading algorithms. The third agent will sell of a large number of stocks, thought 

of as an institute adjusting its position in the market. This agent will be referenced to as 

“Instruction Agent” since it will follow a simple hard coded instruction. The last type is a 

trivial agent utilizing basic trend algorithms, trying to earn money by taking advantage of 

patterns in the market. 
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4.2.1 White Noise Agent 

The White noise agent is an agent supposed to model a trader with no specific information 

about the stock. The White noise agent’s responsibility in the simulation is to create realistic 

market data in terms of trades, quotes and trading patterns. While the White noise agents in 

themselves do not posses any real intelligence their combined behavior will nevertheless 

explain trading patterns found in real markets.  

The agent issues both market and limit orders but also have the possibility of issuing cancel 

orders to call off any limit order not completely filled yet. More precisely it will place orders 

based on the information found in the Market Microstructure chapter to try to reproduce the 

characteristics reported. We will also borrow some parameters from [40] regarding the 

agent’s placement of orders which will be uniformly distributed inside the spread and power-

tailed distributed outside the spread. 

4.2.2 Price Moving Agents 

Two agents are introduced responsible for moving the price in the simulation. They are 

supposed to guide the price in the direction of the simulated Geometric Brownian price or a 

price path recovered from the history of a real stock. The first price moving agent will be 

referenced to as “Value agent”. The Value agent can be thought of as an informed trader, 

meaning a trader with access to inside information. Based on this information the agent 

places orders with the intention of earning money given that the price later moves towards its 

real (GBM) value. The Value agent’s orders will affect the market which causes the price to 

move in the direction of the real price. 

The second price moving agent is a variant of the White noise agent that knows about the real 

price. This agent type will be referred to as “Skewed white noise agent”. The Skewed white 

noise agent knows about the real price but does not have any intention to make money from 

it; instead the Skewed white noise agent simply slightly adjusts (skews) its distribution of 

order types based on the real price to cause an order book imbalance which drives the price.  

The algorithms for both price moving agents are simple and described below. 

Value Agents 

The value agent intuitively places orders to buy below or sell above the real price. Every time 

the agent is waking up after its sleep time it will analyze the market’s best quotes and the 

information about the real price that it has been given and thereafter place an order if possible. 

As long as there exist volume in the market and the gap between the real price and the market 

price is large enough the value agent will randomly place either a market or limit order. The 

market orders are placed to quickly take advantage of a mispriced stock while limit orders 

will be placed just above (below) the real price. Thereby the agent can both provide and 

remove liquidity.  

Market orders placed will be of the same size as the total volume of the best opposite price, 

the same idea used in [40], based on the findings in [41], that orders rarely consume more 

than one level of the order book. For example if the agent thinks that the stock is currently 

worth 10 dollars and the best ask is 9 dollars the agent will issue a bid order to buy the stock 

for 9 dollars. 

Furthermore the value agent will cancel any order not yet completely filled which is no 

longer regarded as profitable if executed. The algorithm can be summarized as:  
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1.               

2.                   

2.1. Place limit order buy (sell) a few ticks under (over) the real price or at the same 

level as the best opposite if that price is better than the real price (effectively 

placing a market order). 

3.                                      

3.1. Place a market order if the price is at least a few ticks better than the real price to 

quickly acquire or sell the stock. 

4.                          

4.1. Check if any order is not profitable compared to the real price and cancel all 

such orders. 

Given that 

                             

and  

                          

 

The above algorithm is assumed to make the value agent consistently trade at prices at least 

as good as the stock’s real value thus enforcing an unbalanced order book which moves the 

price. 

Figure 9 below illustrates a time point at which the value agent will issue an order. The dotted 

line indicates a period when the price differs by a specified amount of ticks and the value 

agent will therefore place an order which effectively causes an increase of the price.  

 

Figure 9: The difference between the market price and the real simulated price is high; the value agent 

will place a market order to quickly buy the undervalued stock. 
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Skewed White noise 

The second and slightly easier price driving agent adjusts its distribution of order types based 

on whether the current market price is below or above the real price. The behavior will 

change the balance of the order book thus initiating a price movement towards the thinner 

side.  

The below algorithm describes this behavior: 

 

1.                                    

1.1. Increased chance of bid orders and decreased chance of ask orders. 

2.                                         

2.1. Increased chance of ask orders and decreased chance of bid orders. 

3.      

3.1. Same chance of ask orders and bid orders. 

 

Consider for example that the real price is 10 money units per stock while the market 

currently offers a price of just 9. In this scenario the agents could increase their chance of bid 

orders to 52 percent and decrease its chance of ask orders to 48 percent. As will be shown 

later, small adjustment in distribution is enough to significantly impact the price.  

4.2.3 Instruction agent 

As described in the Market Microstructure chapter, market impact is an important topic in 

today’s trading. Large orders can heavily affect the execution price and are therefore often 

split into smaller parts scattered over the day. To measure market impact we introduce an 

agent representing an institute or agency in need of adjusting a large position. The agent will 

simply follow an instruction to make a large trade buy placing orders according to different 

techniques. Two basic such algorithms are the TWAP (Time Weighted Average Price) and 

VWAP (Volume Weighted Average Price).  

Volume and Time Weighted Average 

There are a number of different algorithms often utilized when large volumes are to be traded. 

If the orders are evenly split with regards to time we call it a TWAP algorithm. Because of 

how volume varies throughout the day orders are instead often fitted with regards to time and 

volume to achieve less market impact. One simple algorithm to accomplish this is the VWAP 

algorithm. The algorithm instead splits the order according to normal volume patterns 

recovered from earlier trading days for some stock or market. For instance a larger portion of 

the order is usually submitted during the beginning and the end of the day where the volume 

traded is often highest. [13] 

More information about the actual algorithms can be found in the Implementation chapter. 

4.2.4 Trend agent 

Trend trading is the concept of making analyses of previous prices to get an indication to how 

the price will move in the future. To investigate trend trading in the simulation a simple agent 

is implemented, basing its trading decisions only on price history in terms of moving 

averages. The agent is merely used in the thesis as an indication to whether the market is 

predictable. Two moving average trend strategies are described below. 
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Simple moving average 

The simplest form of a trend algorithm is one that uses a simple moving average (SMA), 

meaning the mean of a specific amount of previous reference points. Our SMA trend agent 

will trade according to the following rules: 

 

1. Buy shares when the X period SMA goes above the Y period SMA. 

1.1. Buy more shares regularly as long as the trend continues. 

2. Sell shares when the Y period SMA goes below the X period SMA. 

2.1. Sell more shares regularly as long as the trend continues. 

3. Sell/ Buy back if lost 5 percent (stop loss). 

 

In the rare event that none of the first two rules are satisfied but the price has dropped (or 

risen) an incorporated stop loss kicks in which means that the agent will sell (or buy back) its 

bought shares if the current market price suggests that the agent has lost 5 percent of the 

invested money on the last trend.  

Table 1 shows an example of how the trend agent possibly could make money on a trend. Let 

us say that the agent calculates the moving average as above with an SMA period of two (X) 

respectively four (Y) time steps. 

 

Table 1: Simple moving average example, the agent buys at time step four and sells at a profit at time 

step eight. 

Time 1 2 3 4 5 6 7 8 

Price 5 5 6 6 8 8 7 7 

SMA    SMA2:6  

SMA4: 5.5 

 

SMA2:7  

SMA4: 6.25 

SMA2:8  

SMA4: 7 

SMA2:7.5  

SMA4: 7.25 

SMA2:7 

SMA4: 

7.5 

 

Action    Enough data  

points. 

SMA2 > SMA4 

Buy 

   SMA2 < 

SMA4 

Sell 

 

In the example above the agent would have made a profit by buying the shares for six money 

units and selling it for seven.  

Exponential moving average 

Exponential moving average (EMA) is another way of calculating how the prices have moved. 

EMA is used essentially in the same way as the SMA, but instead of each time period being 

equally important they are weighted exponential decreasingly where the latest time point is 

the most important. EMAs can be useful since they react more quickly to price changes. The 

EMA is calculated as [42] 

 

                                         

 

and the weight constant, C, according to [42]  
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Common time period for EMAs are 12 and 26 days [43]. For a 12-day EMA the constant C 

would be approximately 15 percent. This means that today’s price is weighted at 15 percent. 
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5 Implementation and Assumptions 

This chapter briefly explains how the system has been implemented. Readers interested only 

in the results achieved can skip this part. The chapter is outlined as follows. 

The first section, Simulation, presents some important information regarding simulation 

methods and the reliability of the statistics produced. The following section, Assumptions, 

presents some of the implementation assumptions. Next follows the Market section which 

explains the market structure including the order book and how the communication has been 

implemented based on the FIX-message protocol. The fourth section, Money Model, 

describes how assets have been introduced for the agents and how the agents are controlled 

not to overexpose themselves. The last section, Intraday Volume, shows how the 

characteristic features of the order book are achieved in the simulation.   

5.1 Simulation 

The complete simulation program is implemented in the Java programming language with the 

data generated being analyzed and figures produced mainly through the R programming 

language. 

The program is based on three independent components, the market, the order book and the 

agents. All components are independent in the sense that they work on individual threads. 

The program is implemented as to minimize the interaction between components based on an 

event-driven pattern, thus limiting the need for locks affecting performance. Each agent has a 

thread devoted to handling events and which is waken up as soon as an event is placed inside 

the event queue, more about this later. Similarly each order book’s matching engine is 

running separately from the rest of the order book performing continuous matching of orders 

thus limiting the chance of queues getting overflowed. 

Each simulation of a trading day is split into a specific number of even time steps where 

statistics are published to subscribers at the end of each step. The time steps does not have 

any significant impact on the actual simulation but merely functions as indications to the 

system to take a snapshot of the current state for analysis as well as to indicate what and 

when inside information should be published to the price driving processes. This information 

is published from the instance starting the system, and not from the components involved in 

the actual simulation.  

A normal one-run simulation consists of 1000 time steps; implying 1000 measuring points for 

statistics such as quotes, volume, spreads and similar. For most statistics multiple runs are 

carried out, ranging from 1 to 100 depending on the particular feature that is to be tested. To 

achieve reliable results when comparing the different price driving processes the same 

generated price path is always used for both processes. A normal simulation runs for about 

100 seconds, with statistics published every 1/10
th
 second.  

For most simulations conducted 200 agents were utilized at the same time, running 

independently and placing on average 2-10 orders per second. The limiting factor in the 

simulation which prevents more than a few hundred agents with a placement frequency of 10 

orders per second is the matching engine. The matching engine must be given enough 

processor time to successfully clear all orders that should realize in a trade. If the matching 

engine receives too little processor time or orders are arriving at a rate higher than the rate at 

which the matching engine can match orders the queues will starts to build up and the 

program will eventually fail. As a reference point, one round of matching must take 

significantly less time than the length of one time step to achieve reliable statistics. For 200 

agents placing a total of 2000 orders per second on average during peak times (beginning and 

end of trading day) the matching time will rarely reach over 10 milliseconds in the test 

environment consisting of a dual core 2.4 GHz processor running Java 1.7.  
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5.2 Assumptions 

Trading is a complex subject and it would be nearly impossible to simulate a completely 

realistic system. Thereby we have made a number of simplifications and assumptions.  

Most importantly no empirical data has been obtained for this thesis; instead we rely on 

characteristics and patterns presented by other authors, summarized in the Market 

Microstructure chapter.  

In the simulation we are mostly interested in intraday trading, excluding any opening and 

closing auctions. However, to generate initial liquidity and thus prevent immediate market 

crashes a number of initial orders are generated before the agents are allowed to start trading. 

Moreover a maximum of a few hundred agents (normally 200) will simultaneously be 

running in the market. For simplicity the agents will only be able to place limit, market and 

cancel orders. However most advanced order types can be realized through these three, with 

the exception of hidden orders which will not be part of this simulation at all. Also there is no 

off-book trading, all orders are placed in the order book of a specific symbol. Furthermore 

stocks and money are the only securities traded in the market and the agents will have a 

limited budget.   

The time the agents will wait between the orders they issues will be called waiting time. One 

way to model this is by a Poisson process as in [39]. In [40] on the other hand it is stated that 

the waiting times do not follow a Poisson process but instead follow a stretched exponential 

or a Weibull distribution. However, for simplicity of controlling and achieving the U-shape 

pattern the Poisson variant will be used. Also each agent will trade only with one symbol; to 

achieve stock correlation equally many agents are set to trade the different symbols. The price 

driving agents are then fed their respective real price path.  

Regarding intraday pattern we will first and foremost strive to replicate the characteristic U-

shape pattern since it has been reported for a wide range of markets. Other characteristics 

such as the volatility fluctuation over day, order sizes variation, order book shape and similar 

things will not directly be attended, however some of these features will directly derive from 

letting the agents act according to what was reported in the Market Microstructure chapter.  

High frequency traders (HFT) have been an important topic lately and have most probably 

heavily affected the market microstructure. In this thesis we will take no real consideration to 

them, also there will not be any possibility for a HFT to take advantage of the other agents 

because they are implemented to act randomly by design. A big difference in this regard 

compared to a real market would therefore be the distribution of orders since we will exclude 

the typical HFT behavior where limit orders are constantly placed just to be immediately 

cancelled moments later.  

For the reference price path (real price) of the price driving process we will mostly use the 

geometric Brownian motion as described in the Asset Returns chapter. 

5.3 Market 

The market is responsible for keeping track of all symbols and their order books as well as all 

the registered agents. Simultaneously the market accepts orders of different types, redirects 

them to the appropriate order book and routes information back to the agents regarding order 

statuses and other market information.  

The order book performs matching of orders and works in the following way. In the first step 

all market bids are matched against the best limit ask according to time of arrival. Next, every 

market ask is matched against the best limit bids according to time of arrival and last any 

remaining limit bids and limit asks are matched against each other. Market bids and market 

asks can never be matched against each other since they have no specified price. The order 

book matching is price-time prioritized. 
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It is possible for orders to match partly if a bid and ask order have the same price but different 

sizes. In this case the orders will be matched up to the size of the smaller order and the 

remaining order is then put back for future matching.  

Cancel orders work in the same way as limit and market orders, they are submitted to the 

market referencing a specific order which is to be cancelled. 

When the agents join the market for a specific symbol they are subscribed to receive events 

with market information. These events include information on order statuses (Execution 

Report), trades (Trade Capture Events) that has occurred as well as the best ask and bid price 

available and the volume at those prices (Market Data). These events are submitted through 

another thread in the market which is woken when one of the just mentioned activities occur. 

Similarly the agents’ event handling threads are woken upon receiving the events. 

To generate data such as price information and order book status for analyses outside the 

program the market submits all market data to certain administration subscribers every time 

step.  

Figure 10 shows an overview of the system architecture. The system is based on events 

getting passed between the components. Agents and other components that are interested in 

information about market simply register for a specific symbol and get to know whenever 

something happens related to them.  

 

Figure 10: System architecture. Agents can place orders in the market which are then passed on to the 

right order book. Whenever an event occurs in the market listeners registered to the corresponding 

symbol receives a notification. 

5.3.1 Agent communication 

The agent communication is loosely based upon the FIX-message protocol, see Figure 11. 

When an order is first placed the agent directly gets back an order execution report stating 

that the order is accepted. After this any update regarding if it the order has been filled, 

partially filled etc is sent to the agent as an event. When a trade occurs a trade capture report 

is created and sent to the agents involved in the trade. Execution reports and trade reports are 
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generally only sent to the parties involved in the event. However, it is possible to also listen 

for all events, for example to be able to present market statistics, as described earlier. Apart 

from these messages, market data reports are sent to every listener registered to the affected 

symbol. The initial order placement is directly answered for simplicity; also order placement 

messages are not generated but can easily be calculated from the initial execution reports if 

needed during analyses. By allowing subscriptions to every event in the system, data can 

easily be generated which can be used for performance testing, analyses of trading strategies 

etc.  

 

 

Figure 11: Overview over FIX-messages in the system. 

 

To let the value agents and the Skewed white noise agents place orders based on the real price 

and the trend and instruction agents to act based on time steps, another message component is 

implemented. These messages are not part of the FIX-message standard. Instead they are 

simple events pushed to the agents telling them about the current time, real price and how 

their sleeping times should be adjusted. These messages are not part of the market, but 

instead published from the instance starting the simulation. All messages between the actual 

market and the agents are built on the FIX-protocol.  

As stated earlier agents are, after being started, running independently with no interaction 

between each other and minimum interaction with the market; thus minimizing determinism 

and increasing randomness in the system. While locking is certainly needed it is used at a fine 

grained level by locking on objects for the event and order queues.  

When an agent is registered to a symbol, the id is registered and the reference to the agent 

stored. Once an event is supposed to be passed to a specific agent, a hash map lookup is 

performed based on the id of the order achieving just      time finding the correct agent. 

Similarly, because of hashing of order books, only      time is needed to send market data 

reports to all agents registered to a specific symbol, where n is the amount of agents 

registered to that particular symbol and not the total number of agents of every symbol.  

Simplified the markets communication with the agents consists merely of adding the new 

event to the agent's event queue, followed by, if needed, waking the thread handling the 
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events and then returning. The agent's event handling thread will work through any events in 

the queue and then go back to sleep making agents able to quickly react to changes in the 

market.  

5.3.2 Best Quotes 

As described earlier, the best quotes are published to the agents through market data 

messages. The agents need this information in order to make decisions on whether they want 

to place an order or not. Upon reception of market data messages the White noise agent will 

update its internal representation of the market, but let the placement thread handle all order 

placements. The value agents on the other hand will directly calculate if any orders are no 

longer lucrative and in that case cancel them. In this implementation only the best quotes are 

published to the agents. Full data messages are only sent to certain administration or statistics 

subscribers at the end of each time step since they take some time to calculate, also in real 

markets normally only the best five or so quotes are displayed live. From a bandwidth 

perspective, continuously sending all quotes to all agents would significantly increase 

network traffic. Since the simulator is built upon shared memory where each agent essentially 

can receive the same market data message object, message space is not a significant problem 

in practice in this implementation though. 

Generally the best quotes are enough for the agents to place safe orders as long as the agents 

are not allowed to place orders if no liquidity is present at either the bid or ask side. Consider 

the following example, explaining a possible situation which could easily occur without this 

restriction in place.  

 

1. The market is empty - Neither bids nor asks exist 

2. A market bid order is placed by Agent A 

3. Agent B places a limit ask order with the maximal price allowed in the market. 

4. The order will be matched and Agent A is financially ruined. 

 

In the event that a similar thing would happen in a real market the trade would though be 

rejected when a sanity check is carried out at the end of the day. Note that this type of 

scenario can still occur in the implementation, though rare, since the best quotes might 

change just after the agent has placed its order. 

5.3.3 Spread crossing 

For simplicity the order book does not allow crossing of the market spread. Spread crossing 

means that the issuer of an order places a bid that is higher than the best ask or an ask order 

which is lower than the best bid price. Allowing this would make the issuer get a worse price 

than what the market is currently offering. An option is to allow the order and still match it 

against the best price followed by the second best price in the order book if all liquidity at the 

best quote is consumed. However out of simplicity the order will be declined and the agent 

will receive an order rejected message.  
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5.4 Money model 

For increased realism in the system all agents are given an initial amount of shares and 

money.  

Because the White noise agents will place limit orders which are of log-normal size, while 

market orders will consume all the liquidity at the best opposite, up to the maximum level the 

agent can afford, it is important that the mean sizes of the orders are neither to big nor to 

small compared to the agents initial assets. Depending on the agent’s wealth and the mean 

size of an order this can be thought of as how risk prone the agent is.  

The initial stock price, the amount of shares and amount of money intuitively should be 

chosen carefully to find the equilibrium state of the stock. If the amount of shares is too low 

compared to the cash they own the prices will drive upwards, whereas the opposite is true 

when a lot of shares exist among the agents but too little money is presented. The agents will 

drive the price towards the amount of money over the amount of shares.  

 

            
                

               
 

 

An initial assumptions based on the facts that agents are as likely to place bid and ask orders 

is that they should have assets to support the same amount of bids and asks. For example, 

assuming a log-normal mean size of 5.5 the average order size should be about 337. At a 

starting price of 30 units of money per stock the agents should start with X * 337 shares and 

X * 337 * 30 units of money. An X of 10 would mean that on average the agents will risk 10 

percent of their assets. Table 2 shows two such possible equilibrium states and how much of 

its asset the agent would on average place on each trade. However we find the mean risk size 

does not play a significant role for the outcome of the simulation. That the initial price is set 

to the amount of money over the amount of shares though is very important, as we will see in 

the Result chapter. 

 

Table 2: Mean risk and equilibrium. 

Start price Shares Money Mean order size Mean risk per trade 

30 3370 101100 337 10 % 

10 1000 10000 337 33 % 
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5.4.1 Exposed assets 

To make sure the agents stay within their budget constraints and do not overexpose 

themselves information is kept track on regarding how much assets the agents currently have 

exposed. Orders placed which are not yet matched are exposed assets. 

The exposed assets can change when: 

 

1. An order is placed 

2. An order is cancelled 

3. An order is executed. 

 

The obvious problem is the market buy orders which can cause problematic results in form of 

exposed money since their price varies depending on opposite price. For simplicity the agents 

are allowed to have negative money, a rare case where the agent places a buy order but before 

the order gets match the price has risen. Normally it is not a problem that the exposed money 

is calculated at the best current opposite since on average the agent will not be in the red. If 

an agent has negative money it will not be able to place new buy orders until it has a positive 

amount of money again. 

Before an order can be placed it goes through a verifying clearing method. The orders are 

allowed to be placed if 

 

                                         

 

The exposed money is then updated as 

 

                                                      

 

For market orders the price is determined as the price of the current best opposite. When an 

order is matched the exposed money is updated as 

 

                                                                

 

As the reader might realize, the exposed money can also take on negative values for market 

orders. In such cases the exposed money will be set back to zero. Also note that the trade size 

of the order does not have to match the size of the order since orders can be partly matched. 

Cancellation of orders implies updates in the same way but with the remaining size of the 

order instead of traded size. 

5.5 Intraday volumes 

As described earlier a market’s volume often follows a U-shape with most orders coming in 

at the beginning and at the end of the day. To simulate this we can work with two different 

parameters, namely the size of the orders and the frequency at which they are posted. Reports 

show that the order sizes also varies during the day with smaller orders generally in the 

beginning [16], thereby we cannot just adjust the order sizes to achieve a realistic volume 

pattern. Instead we decrease the number of orders placed at the middle of the simulation 
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period. In the same report [16] figure 2 seems to indicate that there are around three times 

more orders in the beginning and end of the day compared to in the middle. Thereby we fit a 

sinus function to the amount of time steps set, simply increasing the sleep time of the agents 

in the middle of the simulation. To clearly demonstrate the pattern, slightly more than a factor 

three is used in the simulation as shown in the below formula. 

 

                    

 

Here t is the time of the trading day as a value between 0 and 180. At the beginning of the 

day the agent would have a sleep factor t = 0 => 1, which indicates that the agent sleeps at its 

ordinary specified sleeping time. At the maximum, t = 90 the agents would sleep, t = 90 => 5 

times its ordinary sleeping time. The sleep function looks something like Figure 12 below. 

The constant 4 is arbitrary chosen, but high enough to clearly show the pattern. 

 

Figure 12: Sleep factor. 

To get the correct sleep time we rescale the time step to fit between 0 and 180. For a 

simulation of length 1000, time step 500 would be recalculated to 90, 0 to 0 and 1000 to 180. 

0-180 was chosen for simplicity when used together with the sinus function. 

Even though the agents are supposed to sleep for the same period of time during the 

beginning and the end of the day we will achieve a slight boost at the first time steps deriving 

from the fact that it takes some time to start all the agents, and as soon as one agent is started 

it can begin placing orders. 

5.6 Order placement and sizes 

To achieve the gamma distribution-like order book shape the agents simply place orders as to 

what is described in the Market Microstructure chapter. We use a power law function to 

determine the distance from the best same price when placing limit orders for the White noise 

agents, however the agents also have a chance of placing the order inside the spread as in [40]. 

The random power law number is generated with the following equation, 
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where R[0 – 1) is a random number between zero (inclusive) and one (exclusive) and 1+a is 

the power law exponent.  

The order sizes are randomly log-normal values generated as in the formula below; the sizes 

though are actually of little importance.  

 

                           

 

N(0,1) is a random Normally (Gaussian) distributed value with mean zero and standard 

deviation 1.  

Finally all prices are rounded (including those of the simulated geometric Brownian motion) 

based on the tick sized set, normally to two decimals which would correspond to trading 

down to pennies resolution.   

5.7 Market Impact 

To make a fair comparison of the market impact caused by different trading strategies the 

Instruction agent is implemented as follows.  

For an agent trading volume weighted (VWAP), a table is needed with volumes from a 

standard trading day split accordingly into different periods. If there are fewer periods than 

there are actual time steps (one period holds the volume of many time steps) a mapping is 

applied to determine at which time step the agent should act.  

As a default 50 periods will be used in the test carried out in the result chapter, where each 

period contains the average volume traded during intervals of length      of the total trading 

time. For simplicity we use only 10 periods in this example. Consider the following setup: 

 

1. 100 time steps 

2. 100 milliseconds per time step 

3. 10 periods 

4. Sell 5000 shares 

5. 100 shares per order 

 

The agent will make a calculation based on the specified previous volume pattern and come 

up with a table looking something like Table 3.  

 

Table 3: The VWAP algorithm will split orders according to the volume traded. 

Period Shares Part of total order Mapped to time step 

1 750 0.15 5 
2 550 0.11 15 
3 400 0.08 25 
4 400 0.08 35 
5 400 0.08 45 
6 400 0.08 55 
7 400 0.08 65 
8 400 0.08 75 
9 550 0.11 85 
10 750 0.15 95 
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The mapping (already shown in Table 3) will take place according to the formula below to 

determine at which time step the different orders should be placed since there are 100 time 

steps and only 10 volume periods. 

                                
                           

                       
              

 

To fully utilize each given time step the agent will spread its orders in even parts over that 

period of time. For example the agent will sell a total of 750 shares during time step five. To 

minimize the expected impact it will place market orders of size 100 each evenly split during 

the period as shown in Table 4. 

 

Table 4: The agent will split orders even within each time step to minimize impact. 

Milliseconds from start of time step 5 Order size 

0 100 
12.5 100 

25 100 
37.5 100 

50 100 
62.5 100 

75 100 
87.5 50 

 

For a time weighted split (TWAP) with the same setup the period table would instead look as 

in Table 5: 

 

Table 5: The TWAP algorithm will split orders evenly according to time. 

Period Shares Part of total order Mapped to time step 

1 500 0.10 5 
2 500 0.10 15 
3 500 0.10 25 
4 500 0.10 35 
5 500 0.10 45 
6 500 0.10 55 
7 500 0.10 65 
8 500 0.10 75 
9 500 0.10 85 
10 500 0.10 95 

 

During each of these 10 time steps the agent would place 5 orders of size 100 each as shown 

in the Table 6 below. 

 

Table 6: The TWAP agent will also split orders within each time step to minimize impact. 

milliseconds from start of time step 5 Order size 

0 100 
20 100 
40 100 
60 100 
80 100 

 

Using this process the total amount of time that the strategies have to place orders becomes 

very similar and the strategies should thereby be comparable. It would also be possible to use 



5  Implementation and Assumptions          35 

 

 

every time step by for example adjusting Table 4 to have 100 periods with 50 shares in each. 

The described method is chosen out of simplicity but the difference should not be significant. 

Regarding testing of the impact of just one large order we simply set the agent to place the 

entire order at a specific time step. The agents are set to initiate the order placement as soon 

as they receive a time step event matching its table.  



36           5  Implementation and Assumptions 

 

 

 

  



 

37 

 

6 Results 

Our main goal of the simulation is to show that we achieve as many as possible of the 

features of the order book described in earlier chapters while successfully achieving a price 

movement following some stochastic process. The chapter is outlined as follows. 

The first section Method describes how the results have been produced and how 

configurations have been chosen. Next, in section Resource Constraints and Varying Relative 

Frequencies of Orders we investigate how the simulation reacts to limitation of resources and 

different order configurations and find that the simulation drives the price to a neutral 

equilibrium between money and shares. The following sections Shape of the Order book, 

Returns and Intraday Patterns present graphs and data on how the simulation manages to 

reproduce characteristic features of real markets with only White noise agents.  

The next section, Price Driving Processes, compares the two implemented processes driving 

the market price towards an assumed real price including the subsection Correlated Stocks 

describing how correlated stocks are simulated based on the price driving processes. The 

following section, Market Impact, investigates market impact and the subsequent section 

Trend Agents and Wealth shows how the wealth differs between agent types. Finally the 

results from this chapter are summarized in the Discussion section.  

6.1 Method 

To generate data for analyses the simulator has been implemented as described in the 

Implementation chapter with the goals of achieving the characteristics found in the Market 

Microstructure chapter. Based on a wide range of configurations we test the simulators 

realism by comparing produced data and graphs to reported market facts. When possible we 

compare the results obtained to reported characteristics with statistical tests. 

6.1.1 Parameters 

The simulation has a wide range of parameters that can be adjusted to achieve different 

outcomes. A full configuration file can be found in appendix A. This section describes some 

of the most important parameters.  

To achieve an acceptable level of certainty in the simulation we will produce data as an 

average over multiply runs. Where otherwise not stated we use one stock simulated over 1000 

time steps averaged over 10 runs with 200 agents used throughout the simulation. This is of 

course a simplification of the real world, but we can think of these agents as broker firms or 

an agency which have direct access to the stock exchange. Normally a single user cannot 

connect directly to a market, but have to go through a firm. Also, things such as order sizes 

does generally not change the behavior of the market, it simply scales the order book, so we 

will stick to the log-normal mean of 5.5 as reported by [9] which yields an order size 

averaging around 337. 

To generate initial liquidity we set the market opening process to generate 500 initial bids 

power law distributed around the starting price with exponent a+1 = 1.3, which is 

somewhere between the reported exponent in [26] and [16] but also the choice of [40] in his 

thesis. Too few initial orders increase the chance of a market crash while too many makes for 

an unrealistically low volatility in the beginning of the trading day. The agents use the same 

power-law parameter for their orders outside the spread, and where otherwise not specified a 

20 percent in spread chance. 

Other important parameters are the length of each time step and the sleeping time of the 

agents. While the White noise agents do not have any appreciation of time these parameters 

are what generates the average number of orders in the simulation. We will use a sleeping 

time of 100 milliseconds for all agent types and 100 millisecond time step length if otherwise 
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not stated. Since the system publishes a massive amount of events between agents and the 

market it is important that the sleeping time is not too low so that the queues overflow.  

The agents can also be configured to place certain amounts of the different order types. This 

along with the agents’ amount of money and shares are among the most important parameters, 

and described in more depth in the following sections. 

6.1.2 Varying Relative Frequencies of Orders 

We start by setting the agents to have 3000 shares each and 90000 money units with an initial 

market opening price of 30. We investigate how the distribution of orders affects the 

volatility. As the amount of market orders increases the spread will generally grow bigger 

since the orders will consume the liquidity at the best price while the number of limit orders 

is not high enough to cover the gap. As can be seen in Figure 13 and Table 7, the volatility is 

much higher for the stock with 25 percent market orders than for 20 percent and 15 percent 

market orders. The same patterns will appear when the amount of cancel orders is increased 

instead of market orders.  

 

 

Figure 13: The figure shows the differences in volatility caused by varying the ratio of order types. 

Many market orders cause higher volatility. Parameters are equal apart from order distribution. The 

cancel order rate is fixed at 20 percent. 

 

Table 7: Statistics from varying the distribution of orders. Parameters are equal except for distribution 

of orders. The average spread is measured in ticks. 

Distribution % (limit, 

market, cancel) 

50 l, 30 m, 20 c 70 l, 20 m, 10 c 60 l, 20 m, 20 c 

Percentage cancelled 0.078 0.113 0.144 

Percentage market 0.341 0.195 0.211 

Percentage limit 0.579 0.692 0.645 

Average spread 17.276 2.797 4.228 

Percentage inside spread 0.1977 0.130 0.156 

Percentage at best price 0.024 0.061 0.044 

Transactions 59680 61882 61652 

Outstanding orders 0.88 15.405 2.085 

Standard deviation 0.221 0.036 0.052 
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Above 25 percent market orders we see a very steep increase in spread. Using the specified 

parameters 60 percent limit orders, 20 percent market orders and 20 percent cancel orders we 

achieve a decent level of volatility and therefore these parameters will be used as a reference 

point through the rest of the report. Figure 14 shows how the average spread varies depending 

on the percentage market orders. 

 
Figure 14: The spread increases with more market orders. The amount of cancel orders is fixed at 20 

percent. 
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6.2 Resource Constraints 

The price movement of the simulation depends not only on the distribution of orders but also 

on how the agents value their resources. From the agent’s perspective the money and shares 

do not have any advantage over the other. For this reason a share is simply worth the amount 

of money existing in the simulation over the amount of shares which results in that the agents 

will drive the price towards this equilibrium state. When the price is too high the agents 

cannot afford to buy as many shares and the price will sink and vice versa.  

As long as the market opening price is set to be an equilibrium state the expected value of the 

price in the end is whatever it started at. To start at an equilibrium state the opening price 

should be set to: 

 

              
     

      
 

 

Figure 15 shows how the agents will drive the price towards the equilibrium state between 

money and shares if the initial price is skewed. On the other hand, if no limitation is set on 

resources nothing prevents the price from driving off in any direction forever, which may or 

may not be a wanted feature. How fast the price converges towards the equilibrium depends 

on various parameters. A highly volatile stock will generally converge faster. 

 

Figure 15: The price is drawn towards the equilibrium state between money and shares. 
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6.3 Shape of the order book 

As described earlier, the shape of the order book has been reported to be gamma distributed 

with the maximum a few ticks away from the best price [25]. We plot the average order book 

of the best 100 quotes over 1000 time steps and fit a gamma distribution, see Figure 16. The 

curve seems to make a good fit, however a valid test is hard to perform based on the nature of 

the data produced.  

 

Figure 16: The figure shows the ask liquidity up to 100 ticks away from the best price. The bid 

liquidity looks almost exactly the same. Fitted is a gamma distribution with shape 1.43 and rate 0.05. 
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6.4 Returns and prices 

The prices and returns of the geometric Brownian motion are log-normally and normally 

distributed respectively. Intuitively for the simulation there is a restriction on the prices since 

they cannot go lower than zero, but can go on forever in the upwards direction. Thus for very 

long runs there could possibly be log-normal like patterns, but for normal runs movements in 

both directions should be equally likely. Notice that these tests could not normally be related 

to just one day of trading, as we would normally not talk about returns over just a fraction of 

a day.  

A series of test runs are performed to investigate the distribution of prices and returns for a 

simulation of only White noise agents. Figure 17 shows the final prices, S100, for a simulation 

of 200 runs for 100 time steps with an equilibrium starting price of 30. The red line is a fitted 

normal distribution curve. The Q-Q plot shows some deviation from the line indicating that 

the prices might not be completely normally distributed. Tests were also conducted on 1000 

time steps instead of 100 with similar results, see Figure 18. Finally Figure 19 shows the log-

returns for each time step of a single run of 5000 time steps.  
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Figure 17:  200 runs with final prices, S100. Density plot with fitted normally distributed curve (left).  

Q-Q normal plot (right). Q-Q plot indicates slightly fat tails on both sides. 
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Figure 18: 100 runs with final prices, S1000. Density plot with normally distributed curve (left). Q-Q 

plot (right) indicates fat tails.  

  

The Kolmogorov-Smirnov test is used to give an extra indication to whether the prices are 

normally distributed.  

                                         

 

The Kolmogorov-Smirnov test gives a p-value of 0.33 and 0.8 respectively for the 200 S100 

prices and 100 S1000 prices. The null-hypothesis cannot be rejected. The prices might be 

normally distributed, however QQ-plot seem to indicate that the tails are slightly too fat. 

The log-returns shows similar patterns but even more clearly indicates the fat tail pattern. 

 

 

Figure 19: Log-returns exhibit clear fat tails in the Q-Q plot. 

 

Judging from the QQ-plot the prices exhibit a significant deviation from the normal 

distribution with fatter tail on both sides. It should be noted that about 10 percent of the times 
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the return is zero, which might be too high. The KS-test confirms that the returns are not 

normally distributed; however the sample size of 5000 is very high for the test.  

6.4.1 Wealth  

The wealth of an agent is calculated as the sum of its money and its shares at the current 

market price, as shown in the formula below. During investigations of the distribution of 

wealth the agents started with 3000 shares and 90000 money units and an equilibrium initial 

price was set to 30 money units per share.  Depending on the outcome on the final prices of 

the simulations the mean of the wealth will vary some, but seem to over many trials follow a 

normal distribution with a mean of the agent’s initial wealth.  

 
                                   

 

 

 

Figure 20 shows the wealth plotted and a fitted normal density curve. The simulation consists 

of 10 runs with 1000 time steps and 200 agents each. The mean is slightly below the expected 

180,000 for this simulation, but this varies from run to run. The Q-Q plot shows clearly that 

the wealth is normally distributed. The Kolmogorov-Smirnov test confirms the results of the 

Q-Q plot; the null hypothesis cannot be rejected. 

 

                                                      

 

The null hypothesis cannot be rejected with 95 percent confidence with the Kolmogorov-

Smirnov test. We conclude that the wealth of the agents is most probably normally distributed. 
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Figure 20: Wealth density plot with fitted normal distribution curve (left). Normal Q-Q plot (right). The 

mean of the wealth was 178511 for the conducted simulation. 



6  Results          45 

 

 

6.5 Intraday Patterns 

As reported by multiply authors [16] [17] [18] the daily trade volume follows a U-curve. 

Based on increasing the sleeping time in the middle of the day, thus decreasing the amount of 

orders, we manage to recover the characteristic trading pattern. Figure 21 shows 3000 time 

steps split into bins of 60 time steps each. The volume is calculated as the total amount of 

shares traded during that interval. The second figure, Figure 22, shows the liquidity at the 

best quotes throughout the day. While it has been reported that volume increases at the best 

quotes throughout the day [27], this is not something we achieve in the simulation, however it 

is possible to adjust order sizes throughout the day to increase liquidity but too little data exist 

to make valid assumptions on how this should work.  

 

Figure 21: Volume traded over the day shows the classical U-shape. 

 

Figure 22: The volume at the best quotes does not increase throughout the day. 
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6.6 Price driving processes 

As seen in the previous chapter, White noise agents will, if properly configured generate 

market data explaining many of the characteristics found in real markets. This section 

introduces the price driving processes. Remember the idea is to create both the realistic 

market data while simultaneously obtaining a price movement corresponding to some 

stochastic path or recovered real price path. Figure 23 shows an example of the two 

components, White noise agents and a stochastic process separately generating a price path. 

Clearly the results independently look good, at a first glimpse it should be hard to distinguish 

between a path generated by a stochastic process, in this case a geometric Brownian motion, 

and a path obtained by the White noise agents. Not revealed in the figure is that the red line 

comes with generated financial data, while the blue line is nothing more than a series of 

prices. So the question is; can they be combined to achieve the price movements of the blue 

line combined with market data similarly to the red line? 

 

Figure 23: The red line shows white noise agents with no driving process. The blue line is a geometric 

Brownian motion.  

6.6.1 Price paths 

We compare the results obtained from the two proposed price driving processes, starting by 

showing that both models generates a valid price path, closely following some stochastic 

process. Throughout the tests we utilize 20 percent value agents for the first price driving 

process compared to an 8 percentage point difference between the order types for the Skewed 

white noise agents where otherwise not stated. 

Figure 24 shows the two different price driving processes fed information about the same 

reference GBM price path. Both models closely track the reference price. 



6  Results          47 

 

 

 

Figure 24: Value agents and Skewed white noise agents track the real price obtained from the 

geometric Brownian motion. 

 

 

Figure 25: Differences in each time step between the real price and the price generated by the Skewed 

white noise agents (left) and the Value agents (right). Average difference Value agents: 0.058 and 

Skewed white noise: 0.063 money units. The maximum distance from the real price at any time is 0.4 

(40 pennies) money units or 40 ticks.   

 

The differences between the price paths generated by two price driving processes are small, 

see Figure 24 and 25. Since the prices are tracked closely we can assume that the prices over 

many simulations will follow the distribution of the method generating the price path, such as 

a log-normal distribution of prices for the geometric Brownian motion, given that the driving 

force is powerful enough. Figure 26 shows how closely the price is tracked depending on the 

force of the driving process. A few percentage point adjustment for the Skewed white noise 

agents or a small amount of Value agents lets the price move more freely around the real 

price. 
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Figure 26: How closely the path is tracked depends on the chosen parameters, the pictures shows 

Skewed white noise agents with 1, 2 and 4 percentage points adjustments. 

Instead of looking at final prices we investigate each individual return (log-return) for price 

paths generated by the two processes and find them to be close to normally distributed but 

with a slightly fatter tail, see Figure 27. Especially the log-returns of the value agents indicate 

a near-normal distribution, which is to be expected since the prices closely tracked the 

geometric Brownian motion. Because the price path was slightly less closely tracked by the 

Skewed White noise the returns indicate fatter tails as was found for the returns of only white 

noise, see Figure 19. This does not however propose that one model is better than the other; 

instead this test indicates that the driving force 20 percent value agents is slightly more 

powerful than an 8 percentage point adjustment of order distribution for the Skewed white 

noise. By conducting a KS-test we confirm that the returns of the two processes are close to 

each other, yet not equal.   

 

                                                                                                  

 

The KS-test shows that for 1000 sample returns from each distribution we can clearly reject 

the null hypothesis. However with a sample of 500 returns or less from one distribution tested 

against 1000 samples from the other we are not able to reject the hypothesis with 95 percent 

confidence.  
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Figure 27: Log-returns from the two price driving processes. The differences could probably be even 

smaller if the driving power of the Skewed white noise agents and the Value agents were chosen to 

match more evenly. The normal Q-Q plot also verifies the similarities with some deviation at the tails. 

However the returns are probably not normally distributed with these parameters. 

6.6.2 Volume and order book shape 

Recall that volume traded over day has been reported to follow a U-shape pattern in many 

markets and that the order book has a gamma distributed shape. Figure 28 present a visual 

comparison between the price driving processes with regards to volume traded over the day 

and the order book shape. The day is split into 50 bins with 20 time steps each for the volume 

plot. For order book shape the best 100 quotes are shown.  
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Figure 28: Intraday patterns for the Skewed white noise agents (left) and Value agents (right). 
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The two processes show similar patterns, some differences exist in the highest point in the 

order book where the Skewed White noise agents generate an order book with the maximum 

shifted slightly more to the right. Overall neither price driving process destroys the expected 

trading pattern; again the differences are probably a matter of parameter configuration.  

6.6.3 Distribution of Orders 

Table 8 shows some of the statistical differences between Skewed white noise agents and 

Value agents. The data are similar but for some objectives the Skewed white noise produces 

results slightly closer to those of only White noise agents. 

 

Table 8: Differences in order distribution between the price driving processes. 

Statistics Value agents Skewed White Noise  Only white noise 
Percentage cancelled 0.170 0.160 0.147 
Percentage market 0.180 0.210 0.214 
Percentage limit 0.650 0.631 0.640 
Average spread 3.328 4.387 4.118 
Percentage inside spread 0.135 0.158 0.157 
Percentage at best price 0.060 0.042 0.041 

Transactions 320601 313201 311185 
Outstanding orders 3.085 2.235 2.38 
Standard deviation 0.041 0.052 0.052 

 

6.6.4 Assets and Equilibrium states 

Deriving from the introduction of assets restriction for the agents some fundamental 

limitations have effectively been introduced for the simulation. Initiating the simulation with 

a non-equilibrium state of assets will make the white noise agents drive the price back 

towards the equilibrium state as shown earlier. Since the agents have no intelligence and do 

not value either the shares or money higher than the other the correct price for a share will be 

available money over available shares. The behavior will also appear if too high drift is set 

for a stock, driving the stock’s value far from its equilibrium state. However over a standard 

trading day a stock should not normally change value to the degree that the drive for the 

equilibrium state should overpower the effect of the price driving processes. Figure 29 below 

shows Value agents and Skewed white noise agents eventually not being able to beat the 

force driving the price towards the equilibrium state. In the figure 10 percent value agents are 

used and a 4 percentage point adjusted distribution of orders for the Skewed white noise 

agents.  

 

Figure 29: The price driving force of Value and Skewed white noise agents eventually is not powerful 

enough compared to the force driving the price towards the equilibrium. 
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6.6.5 Correlated stocks 

Since correlated price paths can be generated for a stochastic process as described in the Asset 

Returns chapter it is trivial in the simulation to generate trades and quotes for correlated price 

paths. This is accomplished by having multiple price driving processes fed information about 

different price paths generated by correlated geometric Brownian motions. Figure 30 below 

shows an example of two correlated stocks.  

 

 

Figure 30: Two correlated stocks. 

 

6.6.6 Linear price  

In the Asset Returns chapter we mentioned that the geometric Brownian motion has been 

highly criticized as a method for describing price movements. Throughout the report it has 

nevertheless been used because of its simplicity. This section emphasizes that any model 

could have been used as real price for the price driving processes.  

Since the White noise agents themselves can be used to produce volatility, realistic market 

data can be obtained even if a simple straight line is fed to the price driving process. Consider 

for example a five percent increase in stock value over some time period which can be 

described as a straight line. By letting White noise agents generate the volatility a realistic 

price path is recovered even though the underlying real price does not look like price path of 

a stock, see Figure 31 (top). It is also possible to let the real price include a number of jumps 

instead of being continuous and let the White noise agents catch up more or less quickly 

depending on the power of the chosen price driving process. Figure 31 (bottom) shows an 

example of a linear jump function as real price.  
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Figure 31: The top figure show a straight line functioning as real price while in the bottom figure a 

jump process is used. 
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6.7 Market impact 

As mentioned in previous chapters, market impact is an important factor to consider for high 

volume traders. This section briefly investigates how trading strategies can be used in the 

simulation to minimize market impact. 

The market impact will be calculated as follows: 

 

                                                                    . 

 

Comparable to the formula presented in [13] which uses the current best price at the time for 

each order we instead use the real closing price given that the orders were not placed, which 

cannot be known in the real world. In the formula above VWAP is the volume weighted 

average price of all orders sold. Utilizing no price driving process the average end price after 

a large amount of simulation will be the same as the starting price. Thereby a direct 

calculation on how much money the trader lost from its orders is possible.  

To measure the market impact of some strategies an Instruction agent is presented in the 

simulation, set to trade according to a TWAP and VWAP algorithm. Before a VWAP 

algorithm is possible however the agent must be familiar with the standard volume patterns of 

a normal trading day in the simulation. Since only intraday trading is simulated the agents 

cannot themselves analyze previous days, instead this is hardcoded into the agent. Table 9 

shows an example of some daily volumes. A simple calculation on the percentage of volume 

being traded during one day in the simulation is conducted by splitting the day into 50 

periods of equal length. We see that the volume traded in the first and last periods are much 

higher than the middle ones, as they should be based on the U-shape pattern introduced in the 

simulation. 

 

Table 9: Volume traded at different time periods throughout the simulation based on a run of 5,000 

time steps. 

Period Average volume Fraction (%) Period Average volume Fraction (%) 

1 109324 0.058 26 21835 0.012 
2 81426 0.043 27 22743 0.012 
3 69011 0.037 28 22328 0.012 
4 62182 0.033 29 22864 0.012 
5 49873 0.027 30 23810 0.013 
6 48304 0.026 31 21746 0.012 
7 44986 0.024 32 24378 0.013 
8 39350 0.021 33 23908 0.013 
9 37973 0.020 34 22828 0.012 
10 34189 0.018 35 26311 0.014 
11 33674 0.018 36 27425 0.015 
12 32463 0.017 37 26679 0.014 
13 29168 0.016 38 27126 0.014 
14 26161 0.014 39 29502 0.016 
15 26287 0.014 40 31289 0.017 
16 24785 0.013 41 33034 0.018 
17 23901 0.013 42 35934 0.019 
18 23579 0.013 43 38378 0.020 
19 24001 0.013 44 41998 0.022 
20 24726 0.013 45 46487 0.025 
21 21247 0.011 46 52931 0.028 
22 21737 0.012 47 59376 0.032 
23 20836 0.011 48 65453 0.035 
24 23134 0.012 49 79821 0.042 
25 23054 0.012 50 96385 0.051 
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Apart from the VWAP algorithm split according to Table 9 above and a time weighted split 

(TWAP), a fat fingered approach will also be tested, meaning that the entire order size is 

placed at a single time.  

100 simulations are run of 100 time steps each and the average market impact calculated as 

above is investigated. In each run a total of 30,000 shares are to be sold according to the 

specified algorithm. Apart from the instruction agent there are another 200 white noise agents 

in the market. To make the comparison fair each order will be divided into market orders of 

size 100 and the agent will sleep as to maximize the use of the time step, meaning if three 

orders are to be placed in a time step of length 100 ms it will sleep 33 ms between each order. 

In this way the agents will have distributed their orders over an approximately equally long 

period of time. The VWAP algorithm will place more orders in the beginning and at the end 

of the day while the TWAP algorithm will place the orders equally distributed over the entire 

trading day.  

 

 

 

 

 

 

 

 

 

As shown in Table 10 and 11 the VWAP has slightly smaller impact on the market compared 

to the TWAP and thereby we can conclude that splitting the order according to a VWAP 

algorithm comes with a deduction in transaction costs in our simulation; however the 

numbers vary by a relatively big margin between runs. Moreover completely issuing the 

whole fat-finger order is almost impossible with an order size of 30,000 since the big order 

often will consume the entire order book. However if the orders are split into a few big ones 

the fat-finger suddenly produces a quite low market impact, but still significantly higher than 

for the VWAP and TWAP. 

Figure 32 shows the average price movements of the different trading algorithms with no 

price driving process. Notice how they end at approximately the same level but moves in 

different characteristics. The VWAP algorithm makes a fairly big jump in the beginning but 

merely drops the price through all of the middle followed by another bigger jump at the end. 

The TWAP has quite consistent market impact through the whole run whereas the fat-finger 

makes big jumps around the time where the three large orders are placed. 

 
  

Table 10: Average market impact caused by different trading algorithms over 100 runs with no price 

driving process. The numbers are fairly approximate but give a good indication. 

Algorithm Average market impact (money units) 

VWAP ~ 4100 

TWAP ~ 4300 

Fat-finger ~ 5000 

Table 11: Average market impact caused by different trading algorithms over 100 runs with Skewed 

white noise agents driving the price back towards the real price. 

Algorithm Average market impact (money units) 

VWAP ~ 1700 

TWAP ~ 2000 

Fat-finger ~ 3700 
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Figure 32: The figure shows the average price movement over multiple runs with an instruction agent 

trying to sell 30,000 stocks according to a VWAP (blue), TWAP (green) and just as three big orders 

(red). No price driving process is presented. 

6.7.1 The effect of a fat finger 

Throughout history there have been multiple occasions of big market crashes, a series of 

events have led the market to suddenly take a large swing down. A famous and recent such 

event is the Flash Crash of 2010. Explanation has been proposed that suggests that the 

intrigue to this crash was a very big order that was not split in an appropriate way [44]. We 

say that a “fat-finger” initiated the crash.  

This section investigates how the order book looks just before and after the simulated market 

has been targeted by a large order such as the fat-fingered order in the section above. We 

print the bid side of the order book just before a big order of size 30,000 enters the market 

and then again one time step after. As can be seen, the order quickly consumes big parts of 

the order book. Shown in Table 12 are the best 20 quotes. The order actually consumes the 

liquidity at a total of 30 ticks from its original price; which would also realize in a very bad 

average execution price compared to what could have been obtained if the order was split 

according to a more suitable trading algorithm.  
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Table 12: Liquidity at different levels before and after a large order. 

Bid order book before  Bid order book after 

Price Liquidity  Price Liquidity 

29.19 150  28.86 537 

29.18 1130  28.85 856 

29.17 382  28.84 1144 

29.16 480  28.82 776 

29.14 567  28.8 640 

29.13 529  28.79 117 

29.11 585  28.78 670 

29.1 934  28.75 289 

29.09 355  28.73 379 

29.08 70  28.72 364 

29.05 282  28.59 646 

29.04 1253  28.55 506 

29.03 1316  28.46 332 

29.02 920  28.44 683 

29.01 2287  28.33 150 

29 3229  28.28 235 

28.99 1465  28.23 193 

28.98 1022  28.16 277 

28.97 633  28.1 294 

28.96 186  28.03 281 

 

In the optimal case we would want the market to recover from the crash caused by the 

inappropriate orders like the one described above. In the flash crash scenario the market 

recovered quickly to a level on average just 3 percent below the price of the day before the 

crash [44]. In another simulation a few big orders close to each other in time are placed in an 

otherwise normal market. The orders drop the price by a large margin, as shown in Figure 33, 

but eventually starts to converge back to its price before the crash since some Value agents 

are presented who disagrees with the new price.  
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Figure 33: A few big orders cause the market to drop by 3 percent. 

 

It should be noted that in the case of the flash crash there were not just a few big orders that 

caused the large price drop, but the interaction between many actors in the market. Especially 

high frequency traders are thought to have played a significant role.  

In the implemented simulation there is normally not that much liquidity at levels more than a 

few ticks away from the best quotes even after long simulation runs. Thereby market orders 

that differ by a size of just a few percentages at a specific time might cause the price to react 

significantly different, for example the orders of Figure 33 could have dropped the price all 

the way to the ground instead if unlucky. The reason for this might at first seem odd, but 

comes from the interplay between limit, market and cancel orders. In the end, an increase in 

time steps only slightly increases the number of outstanding orders that the agents have. It 

can be realized as this with an order distribution of 60 percent limit, 20 percent market and 20 

percent cancel: Out of 60 limit orders 20 are cancelled, out of the remaining 40 orders 20 

would be matched against market orders and 20 would be left in the system. However out of 

the 20 many of them will end up at the best quotes thus adding to the volume consumed by 

market orders. On average market orders are larger than limit orders in the simulation 

because they will consume the sum of many limit orders accumulated at the best quotes, 

which also agrees with the real trading world [7]. Table 13 shows how many orders the 

agents on average have outstanding at the end of the simulation. 

 

Table 13: Average outstanding orders. As the simulation runs longer the amount of outstanding orders 

increases just slightly. The values are averages over 10 simulation runs. 

Time steps Average outstanding orders per agent 

300 2.17 

1000 2.19 

2000 2.31 

3000 2.47 
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6.8 Trend agents and wealth 

While trading on trends may, or may not, be profitable in real life the assumption in this 

simulation is that it should not be possible to profit from it. This comes by design since future 

prices are not dependent on previous prices, the simulation does not have memory. This 

means that an agent trading on trends should on average end up with the same amount of 

assets that they started with, minus any money lost on the market impact that their orders 

cause.  

To find out how the trend agents perform the wealth distribution over many simulation runs 

is investigated. The wealth is the sum of an agent’s money and all its shares valued at the last 

traded price.  

We simulate 30 runs of 300 time steps with a total of 6000 agents (200 per run) and print the 

money earned split over 100 bins, see Figure 34. For the first simulation 95 percent White 

noise agents and 5 percent Trend agents are utilized. In the second simulation Value agents 

are incorporated, with a distribution of 90 percent White noise agents, 5 percent Trend agents 

and 5 percent Value agents, see Figure 35. All agents start with 3,000 shares and 90,000 

money units, which means an equilibrium price of 30 money units per share. The trend agents 

will trade according to the exponential moving average as described in the Implementation 

chapter.  

 

 

Figure 34: Wealth distribution. Trend agents do slightly worse than the White noise agents. On average 

the Trend agents end up with about 700 money units less than the White noise agents with these 

parameters. 

 

In the second simulation Value agents are added trying to follow a price path fixed at the 

starting price of 30 money units per share.  
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Figure 35: Wealth distribution. Trend agents are about 300 money units below the White noise agents 

while the Value agents are about 700 money units above the average of the White noise agents. 

 

As shown in Figure 35, when value agents are incorporated into the mix the trend agents will 

still lose money. The value agents on average perform better than the White noise agents and 

considerably better than the trend agents. While we can conclude that the trend agents are not 

effective in our simulation as expected, the more interesting takeaway is that the value agents 

earn money even though the shares are valued at the market price and not the “real price”.  

6.9 Discussion 

We have seen that price driving processes, realized as informed agents, can be used to 

successfully drive the price of a stock towards its real value while White noise agents who 

randomly places orders successfully adds volatility in the path as well as produce realistic 

financial data. We proposed two price diving processes and found that they both produce 

good results, however the variant with Value agents is more fragile when it comes to finding 

good parameters and settings while the Skewed white noise agents have fewer options but are 

simpler to use.   

The distribution of order types is an important factor when generating realistic data. By 

adjusting the chance of different order types we can heavily change the characteristics of the 

simulated stocks. As the ratio between limit and market orders increases the volatility 

decreases and vice versa. Increasing the amount of cancellation orders has the same effect as 

increasing market orders in terms of volatility. 

While we tested the prices and returns for matching distributions we find that for only White 

noise agents neither is normally distributed but instead indicates a fatter tail. As it is widely 

accepted that the real stock market is not normally distributed the fat tails in the simulation 

could be thought of as a positive result. However the characteristics heavily depend on 

configuration. This emphasizes the need for analysis of empirical data from the specific 

market that is to be simulated.  

We also find that the introduction of assets for the agents can become problematic since the 

agents in the simulation strive for the equilibrium price between shares and money, thereby 
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the value agent’s assets will eventually get dried and their effect on the price will diminish. 

Likewise in the model with Skewed white noise agents their effect will decrease as the stock 

prices get further away from the equilibrium. As long as an equilibrium start price is chosen 

however and the real price is not drifting too extremely the processes' driving force will be 

enough. By removing the use of money this would not be a problem but we believe that the 

agent’s budget constraints add an extra layer of realism to the simulation.   

Furthermore we find that there is a fine line between obtaining a realistic order book and 

order distribution while avoiding big market crashes in the system. We find that our 

implementation is often lacking some liquidity at quotes far away from the best quotes which 

makes it very vulnerable to large orders. A few possible solutions include implementing a 

market maker forced to always keep a given spread, setting a maximum allowed spread 

where market orders can be placed, decreasing the amount of market and cancel orders as 

well as forcing the agents to have at least a few outstanding orders. The immediate problem 

lies in finding a good level where these suggestions do not notably impact the realism of the 

simulation. Varying the order distributions for example was shown to significantly impact the 

volatility of the prices. Also, as we increase the intelligence of the agents we run the risk of 

introducing new unrealistic behaviors. Nevertheless, that small crashes can occur is not 

necessarily bad as it could be an important factor in a simulator when trying to explain 

behaviors such as the Flash crash of 2010.  

For the generation of correlated price paths we have throughout the thesis opted to use the 

geometric Brownian motion in the simulations performed which is certainly a process that 

should not be used in a sharp project. Therefore we also investigated the possibilities of 

describing the price changes as a line instead of a geometric Brownian motion, effectively 

accomplished by setting the volatility to zero. As we do this we allow the White noise agents 

to be responsible for all volatility. However for such price paths the generation of correlated 

stocks becomes much less intuitive.  

An interesting thing to notice is the distribution of wealth among the three different agent 

types White noise agents, Trend agents and Value agents. The Trend agents actually do not 

come out at an average of zero profit; instead their market impact causes them to lose money. 

Even more interesting is the fact that the Value agents make money even though the wealth is 

calculated based on the market price and not what the value agent's “real price” is. This is 

interesting since it means that the Value agents are in fact manipulating the market. The 

Value agent’s orders are placed based on their belief that stocks are under or overvalued 

which causes the market to follow and the Value agents to earn money in relation to the other 

agent types.  

Moreover we find that it is possible to take advantage of the volume traded at different 

periods of the day to limit the market impact of trades. Splitting big orders according to 

patterns such as the VWAP significantly decreases the impact compared to just placing a few 

big orders, but also seem to slightly outperform the even splitting based of TWAP algorithm. 

While the differences appear to be quite small, adjustments could possibly be made to more 

closely match the volume traded over a day. For instance, at the beginning of the day the 

order book might not have been completely filled and thus market orders might cause bigger 

price changes.  

We have also seen that the market can recover from crashes caused by large “fat-finger” 

orders as long as the order book is not completely dried because of the price driving 

processes introduced which drives the price back towards its assumed fundamental value. The 

occurrences of market crashes has though been a challenging subject since it is certainly an 

important area of research after the Flash crash, but at the same time crashes should be a 

reasonably rare happening. 

Finally, regarding the volume of the order book we did not come up with a good solution for 

increasing it throughout the day at the best quotes. Experiments were made by adjusting order 
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sizes according to some pattern and while it was certainly possible to increase the volume to 

some degree, these configurations were simply guesses with little theoretical ground.  
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7 Conclusions 

The goal of this thesis has been to implement a stock simulator able to generate realistic 

market data while achieving price movements based on a given price path generated by some 

stochastic process. We have shown that it is possible to produce agents engaging in trading 

with each other which generates data agreeing with many of the characteristics found in real 

markets around the world. By the introduction of price driving processes we have managed to 

guide the price of the simulated stocks to produce price movements almost indistinguishable 

from paths generated by stochastic processes such as the geometric Brownian motion. 

Thereby we have also succeeded in creating market data for correlated stocks while still 

keeping the realistic order book shapes and volume patterns. Two models were proposed as 

price driving processes and we conclude that while one is slightly more flexible, the simple 

idea of adjusting the order distribution depending on an assumed real price is an easier and 

less fragile way than using informed Value agents striving to make money. Both models were 

though successfully used to guide the price while not having any significant negative 

affecting on the characteristics of the simulation.  

Regarding prices and returns we find that without any price driving process the simulation 

exhibits fatter tails than those of the normal distribution, which indicates that large price 

swings are more likely as is widely accepted in the real financial markets. However the 

characteristics are a matter of configuration which has to be adjusted depending on the 

specific market that should be simulated.  

Moreover we have seen that strategies such as the TWAP and VWAP, regularly used in real 

trading, are important when trading large volumes to minimize market impact in the 

simulation. 

Finally, while the simulation in its current shape, after careful analyzing of parameters, could 

possibly be used for performance testing of a system it would not be appropriate for 

verifications of risk calculation. The price driving processes relies on a simulated stochastic 

price path which in combinations with the random acting White noise agents creates 

seemingly realistic price movements. However, there is still much debate on how realistic the 

stochastic processes are and which one best fits the real world.  

The below sections present some other restrictions and limitations that prevent the system 

from being used in a critical application in its current shape. 

7.1 Restrictions 

Ultimately to achieve a realistic system it is not enough just to try to reproduce characteristics 

reported by other authors. Depending on what market the simulation is supposed to generate 

data for customization has to be made and eventually real market data should be thoroughly 

investigated to decide upon parameters and verify the correctness of the output. For this 

project there was not enough time to get the hold of and analyze any real market data. This 

would be a time consuming task which would have to be carried out before sharp use of this 

or a similar program. In this thesis we have just been able to reproduce behavior of markets 

as to visual inspection and interpretation of theories proposed by other authors.  

Furthermore one of the major problems has been the number of old articles. While an article 

from 1990 will in many areas be valid even today this is not necessarily the case when it 

comes to electronic trading. For instance, just during the last years we have seen a steadily 

increase in the amount of high frequency traders which presumable have changed the 

distribution of orders. Thereby it is quite likely that all the characteristics reported by authors 

from earlier years are not completely valid today. To achieve a more realistic simulation as of 

today’s markets it would be necessary to deeper investigate especially the previously 

presented theories after the introduction of high frequency traders and see whether or not they 

are still applicable. 
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7.2 Limitations 

Apart from what is described above there are a handful of implementation limitations. One 

important factor is the number of agents used; in most case we used only a few hundred 

whereas in a real market there might be many thousands. Even if the agents are considered 

firms or agencies individual configurations would have to be carried out according to the 

specific market that is to be simulated.  

Some reported characteristics have also not been implemented such as higher chance of 

cancellation of orders close to the best quotes. Also the increase of sleeping time during the 

middle of the day is a debatable way to obtain the U-shape. The main reason for these 

limitations is the lack of research available on the subject. While it is fairly easy to find 

articles proposing that it is more common for certain orders to be cancelled it is not explicitly 

stated to what degree. Therefore we have opted to keep it simple.  

Another limitation is the occurrence of a total market crash. Depending on parameter settings 

it is more or less likely that a series of market orders will consume all liquidity available on 

one side of the order book. If this happens the agents will stop trading completely. While 

there are ways to prevent this (see the discussion in the previous chapter) more research has 

to be carried out to make realistic decisions in such cases. Adding unmotivated restrictions or 

intelligence might introduce new unrealistic behaviors in other areas of the simulation. 

Further limiting factors in the simulation are the use of only the three order types limit, 

market and cancel as well as the trivial opening process which could certainly be extended. 

Moreover the implementation is somewhat limited in how it follows the FIX-protocol, for 

example the order placement is not using new order-messages, cancel-request-messages etc. 

These can though easily be generated from the current implementation.  

7.3 Future Work 

There is almost an unlimited amount of improvements, extensions and changes that could be 

made to the implemented program. The first step would be getting hold of real trading data 

and make a thorough investigation of how high frequency traders have affected the structure 

of the markets.  

When it comes to the price guiding process an initial improvement is to move away from the 

geometric Brownian motion and instead introduce a model such as Mandelbrot’s Multifractal 

model of asset returns (MMAR) which features for instance volatility clustering and long-

term memory. Moreover it is probably easier to accomplish realistic correlated stocks in 

MMAR compared to the non-continuous jump diffusion model, slightly investigated in this 

thesis.  

Moreover, the program parameters have been chosen based on previous work and manual 

testing. A more advanced approach, but certainly time consuming, would be to write a 

program that tests parameters and shows how the simulated market reacts when they are 

adjusted. Relating back to having access to real data we could closely compare the simulated 

data with the real data regarding order size, distributions, average spread and so forth.  

For future projects we could also extend our simulation to allow different securities, opening 

and closing auctions, trading over multiple days and so on to create a more mature market. 

Also the money model should be looked over to move away from the problem that money 

and shares essentially are the same things. Also the agent’s awareness of risk could be looked 

into. 

Furthermore on a bigger scale we could also let agents own a whole portfolio of different 

stocks and create stock indexes. Additionally, the program could be recoded into a distributed 

system where for instance the matching engine would use a complete node on its own to 

make sure the matching is actually continuous and not constantly interrupted when hundreds 

of agent threads need to run.  
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Finally it would be interesting to deeper investigate the events that led to the flash crash and 

try to simulate it and other events in greater detail.  
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Appendix 

A  Configuration File 

The following is an example of the market data configuration file for a typical run with only 

one stock with no price driving process. The Typesafe Config library is used for 

configurations.  

 

# Configuration file for the Market Data Simulation program.  
# See documentation for more information about parameters. 
 
# Start price of the simulation. 
# Normally start_money/start_shares for expected value = start_price 
# Does not guarantee that the price is exactly this, but around it. 
# Start price can be overridden by individual stocks. 
start_price = 33.3 
 
time_steps = 1000 
 
# Number of times the simulation should be run 
simulation_runs = 10 
 
# General distribution variables 
order_size_mean = 5.5 
order_size_sd = 1.8 
power_law_constant = 0.3 
 
# Correlation matrix, Size must be X*X where X = number of stocks. 1 on diagonal. 
# Zeros on remaining indicates no correlation. Please see documentation for allowed 
# matrices.  
apply_correlation_matrix = false 
correlation_matrix =  
[ 
        1.0, 0.99, 
        0.99, 1.0 
] 
 
# Plotting 
plot_sim_stocks = true 
plot_all_stocks = true 
plot_average_stocks = false 
 
# Price Reference Model, 0 = GBM, 1 = Jump Diffusion  
reference_model = 0 
 
# Use previous reference price (Make sure rest of config file is same as previous 
# run! Should rarely be used!) 
use_prev_price_reference = false 
 
# Set the values of the stock in terms of geometric Brownian motion 
Stocks { 
     ABC { 
         # Return of investment, interest, etc per time step, example: 0.00001 
         roi = 0.00000 
         
         # Variance per timestep, example: 0.001 
         variance = 0.001 
         
         # Normally start_money/start_shares for expected value = start_price 
         start_price = 30 
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# Can be used to override default values, useful if start  
# prices/start  
# shares differs much between stocks. 

         Agents { 
              start_money = 90000 #${Agents.start_money} 
              start_shares = 3000 #${Agents.start_shares} 
         } 
     } 
} 
 
# Market properties 
Market { 
     # Simulation number of time steps 
     time_steps = ${time_steps} 
     
     # Sleep time in ms for each time step 
     time_step_sleep = 100 
     
     # Size of one tick in the market 
     tick_size = 0.01 
} 
 
# Open cross process, placing some initial orders in the market 
OpenCross { 
 # Maybe should depend on number of agents etc 
 number_of_orders = 500 
  
 power_law_constant = ${power_law_constant} 
 order_size_mean = ${order_size_mean} 
 order_size_sd = ${order_size_sd} 
} 
 
# Global variables for all agents 
Agents { 
     # Usually overridden in individual stocks. 
     start_money = 100000 
     start_shares = 3000 
 
 order_size_mean = ${order_size_mean} 
 order_size_sd = ${order_size_sd} 
  
 # If true gives the agent a random amount of money between 0-2*start_money 
 # and between 0-2*start_shares shares. 
 randomAssets = false 
  
 # Number of agents 
 number_of_value_agents = 0 
 number_of_trend_agents = 0 
 number_of_white_noise_agents = 200 
 number_of_instruction_agents = 0 
} 
 
# Value agents settings 
ValueAgent { 
 # Sleep time in ms 
 sleep_time = 100 
  
 chance_of_limit = 0.8 
 chance_of_market = 0.2 
  
 # Number of ticks under or over the real price (higher = more earnings) 
 ticks_away_from_real = 1 
  
 # Give the value agents an infinite (MAX DOUBLE) amount of money 
 inf_money = false 
} 
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# White noise agent (can be set to follow a real price by adjusting (skewing)  
# distribution of orders) 
WhiteNoiseAgent { 
     # Sleep time in ms   
     sleep_time = 100 
     
     # Default: l = 60, m = 20 
     chance_of_limit = 0.60 
     chance_of_market = 0.20 
     
     # Agent won't issue market orders if spread is over this. (In ticks) 
     max_spread = 10000000 
     
     # Chance of order ending up inside the spread (or at best same) 
     in_spread_chance = 0.2 
     
     power_law_constant = ${power_law_constant} 
     

# Increase bid and ask by this value when trying to follow real price (1% -> 
# 4 percentage point difference in total) 
# Take the number times 4 to obtain the difference in percentage points  
# between bids and asks. For stocks with normal 

     # volatility and return 0.005 seems to be a good value. 
     distribution_adjustment = 0.00 
} 
 
 
TrendAgent { 
 # Sleep time in ms 
 sleep_time = 300 
  
 # Stop loss percentage 
 stop_loss = 0.05 
  
 # moving average, for exponential, 12 and 26 are good values 
 ma_short = 12  # 50 
 ma_long = 26 # 200 
  

# mean risk, the mean size (in percentage, 0.2 = 20%) of the amount of  
# assets the agent will risk in each trade 

 risk = 0.05 
  
 # Exponential if true, else Simple moving average 
 exponential = true 
} 
 
InstructionAgent { 
     size = 30000 
     type = 1 
} 


