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ABSTRACT 

The different applications for optical character recognition in real-time applications will most 

likely increase in the future as innovations as autonomous vehicles or elder care robots become 

a reality. This analysis therefore aims to evaluate different “off-the-shelf” models that can be 

used in these applications. 

Four different classifiers have been combined with three different feature extraction procedures, 

giving a total of twelve models, have been used in the analysis. The evaluated classifiers are 

Artificial neural networks (ANN),  -nearest neighbour ( NN), Support vector machines (SVM) 

and Random forest, while the raw image, wavelets and principle component analysis (PCA) were 

used as feature extraction procedure. The analysis used handwritten numerals from the MNIST-

library as training and test data. 

Four different properties have been studied; these are dependencies of training data, accuracy of 

prediction, time for prediction and robustness against noise. The ANN classifier was the fastest, 

SVM had the highest accuracy,  NN was the most robust against noise while the Random forest 

model had the highest accuracy when smaller training sets were used. Using principal-

components as features to the classifiers increased the model robustness against noise. 

SAMMANFATTNING 

De olika tillämpningarna för optisk teckenigenkänning i realtidsapplikationer kommer sannolikt 

att öka i framtiden i och med att autonoma bilar och robotar inom äldreomsorg blir verklighet. 

Denna analys kommer därför att utvärdera olika befintliga modeller som kan användas i dessa 

applikationer.  

Fyra olika klassificerare har kombinerats med tre olika bildformat vilket gav totalt tolv modeller 

som använts i analysen. De klassificerarena som använts är artificiella neurala nätverk (ANN),  -

nearest neighbour ( NN), Support vector machines (SVM) och Random forest medan den 

obehandlade bilden, wavelets och principal komponent analys (PCA) användes som indata. 

Analysen använde bilder på handskrivna siffror från MNIST-biblioteket som tränings- och 

testdata. 

Fyra olika egenskaper har studerats; dessa är beroende av träningsdata, precision i 

klassificering, tid för prediktion och robusthet mot brus. ANN klassificeraren var snabbast, SVM 

hade den bästa precisionen,  NN var mest robusta mot brus medan Random forest-modellen 

hade den högsta precision vid lägre andel träningsdata. Att använda principal komponenter som 

indata till klassificerare ökar modellens robusthet mot brus. 
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1 INTRODUCTION 
Optical character recognition (OCR) is one of the most traditional topics in pattern recognition 

(Romero et al., 2007). Recognizing handwritten digits is an important problem with many 

applications, including automated sorting of mail by postal code, automated reading of checks, 

tax returns and data entry from hand-held computers (Russell, Norvig, 2010). The number of 

applications is likely to increase as well. In most business areas, cost reductions and higher 

capacities through automation is required on a globalized market. It is also probable that the 

applications will increase in our day-to-day life as the presence of robots will increase. It is 

entirely plausible that they could take over more complex jobs in the future. Such applications 

could be robots in elder care that help elders to read or robots that read labels on medicine or 

lists of ingredients by themselves. 

OCR is usually divided into three different parts; feature extraction, feature selection and 

classification. The objective in feature extraction is to find or construct features that are unique 

or describe the character. Feature selection is performed in order to identify the features that 

have the most information or is best at describing the object. Classification is the last step in OCR 

and is used in order to assign a label to a certain observation. 

One of the major difficulties in character recognition lies in the fact that there can be a lot of 

variability between different symbols even though they represent the same character. There are 

not only differences between individuals due to different styles but also variability in writings 

from the same individual. There is no mathematical model presently available that is capable of 

describing these pattern variations. However, a lot of models have been constructed in order to 

solve this problem but no one has consistently been able to match the recognition rates of 

humans (Romero et al., 2007). To further complicate the situation, predictions need to be 

performed quite rapidly in most applications as people would be uncomfortable with a moving 

car that took several seconds in order to label and react to a red light or stop sign. Such systems 

also need to be robust against noise such as varying lighting conditions. 

1.1 AIM OF THIS ANALYSIS 
The goal of this thesis is to find an “off–the-shelf” model that can be used in real time to classify 

handwritten numbers with good accuracy.  

This analysis aims to test some of most popular models and compare their properties in order to 

see what applications they are suitable for. Apart from accuracy, the speed and robustness 

against noise will also be evaluated. Furthermore, this analysis aims to answer the following 

questions: 

How are different models affected by different feature extraction procedures? 

How are different models affected by different amounts of training data? 

1.2 LIMITATIONS AND CONSTRAINTS 
In order to make this analysis feasible under the given time constraints, a few limitations are 

introduced.  First of all, no image pre-processing will be performed. A lot of the previous work 

has taken advantage of many different types of pre-processing, such as rotating the numerals or 

amplifying edges within the images. Most of these tools are useful in specific areas of image 

analysis and would require extensive knowledge about parameter setting to produce a fair 
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result for comparison. Implementing such tools would take a disproportionate amount of time in 

possession and will thereby not be considered. The result might even be somewhat skewed if 

such methods would be included as some classifiers would benefit more than others from it. 

It is also assumed that all numerals are centred in the image and that there is no noise present in 

the training data. Getting the data to this state is possibly quit difficult, but as this is a somewhat 

simplified problem, this analysis will not delve deeper into how this is done. As a result, it is 

unlikely that the result presented here will be applicable to any character recognition problem 

without first solving these issues. 

Some of the most demanding classifiers cannot be evaluated in this analysis as calculations will 

mainly be performed on a desktop computer. The available hardware produces both time and 

memory constraints; models that are too memory consuming during their training can simply 

not be performed and training a model for a longer period than a day is impractical.  

This analysis will include four different classifiers; Artificial neural networks (ANN),  -nearest 

neighbour ( NN), Support vector machines (SVM) and Random forest. These are combined with 

three different feature extraction procedures; the raw concatenated image, a wavelet 

transformed version of the image and principal components determined from a training set. Due 

to the time limitations, pre-existing implementations of these models will be used. Implementing 

these would take too much time. 

1.3 PREVIOUS WORK 
Several studies have previously been performed where different models have been compared 

and evaluated. The database of handwritten numerals that will be used in this analysis is famous 

and has become a benchmark in the pattern recognition field (Russell, Norvig, 2010). Short 

summaries of a few of these reports are presented below: 

Liu et al. (2003) compared different feature extraction algorithms such as chaincoding, gradient 

feature and peripheral direction contributively. They were combined with different neural nets, 

variants of  NN and SVM classifiers. Their analysis showed that a SVM classifier with radial basis 

function had the highest accuracy but also a high memory usage and large time consumption. 

They also concluded that chaincoding and gradient feature worked best as feature extractor 

algorithms. The maximum accuracy achieved in their analysis was 99.39 percent. 

Akhtar and Qureshi (2013) used different wavelet transforms and wavelet packets transforms 

combined with calculations of the sum, mean absolute deviation and the first four moments 

(mean, variance skewness and kurtosis) as feature extraction algorithms. They used different 

 NN and SVM models as classifiers where the later produced the highest comparable accuracy of 

89.51 percent. However, an accuracy of 97.04 percent was achieved when the  NN classifer was 

combined with wavelet packets (the SVM classifier was not tested in this way). They concluded 

that wavelet analysis showed good results in comparison to other feature extraction algorithms 

that have been tested earlier. 

 Romero et al. (2007) used continuous wavelet transform and neural networks and achieved an 

accuracy of 90.2 percent. Correia et al. (2002) used a similar approach with a discrete wavelet 

transform as feature extractor together with different neural network classifiers and achieved a 

recognition rate of 98.25 percent. They also concluded that wavelets show promising result but 
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could be further improved by testing different resolutions and by combining wavelets with other 

feature sets. 

Labusch et al. (2008) used raw data and compared it with different feature extractors such as 

discrete wavelet transforms, sparse basis function and PCA based on several image patches. A 

SVM classifier was used in all cases which produced an accuracy of 98.58 percent for the raw 

image while the Sparsenet achieved 99.41 percent.  

Bernard et al. (2007) extracted low resolution mean value images as input to a Random forest 

classification algorithm. After trying out several different parameters they achieved a mean 

accuracy of more than 93 percent.  

Several different evaluations have previously been performed for the training time of different 

classifiers but only one study, performed by le Cun et al. (1995), has been found that compares 

the prediction time. This aspect, however, is considered to be a far more important for a 

classifier as training can be performed before it is used in real applications. The prediction time 

of an algorithm that works in real-time applications is put under constraints as it must be 

finished in constant time. If a camera would feed the algorithm with data at 30 Hz, the prediction 

time needs to be lower than 33 ms as the real-time responsiveness would otherwise be lost 

(Davison, 2003). Finding a fast predicting algorithm is thereby essential in order to increase the 

performance of the application. Amongst others, le Cun et al. (1995) compared the prediction 

time of  NN, one-layer ANN and some highly specialized numerical classifiers based on their 

previous work. The ANN model proved to be the fastest classifier while the  NN was about 100 

times slower. 

Evaluations of the impact of noise on different classifiers have been performed but they have all 

added noise to both the training set and the test set. This analysis will only add noise to the test 

set as this is considered to be a more realistic setup. The reasoning behind this setup is that 

there are many different types of noise sources. All of these sources cannot be included in the 

training set as it would grow too large and thereby hard to collect. Instead, it is considered to be 

important that the models are robust against sources that could be present in a test 

environment but is not present during training. One of the most probable noise sources is 

deficient lighting and will thereby be simulated and evaluated in this analysis.  
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2 METHOD AND THEORY 
In this analysis, three different feature extraction procedures and four different classifiers will 

be combined to a total of twelve different models. Four different properties will be evaluated for 

all models in this analysis; these are dependencies of training data, accuracy of prediction, time 

for prediction and robustness against noise.  

In order to perform this analysis in the given timeframe, all models and computations are made 

using MATLAB R2014a as this software includes implementations of most models together with 

a thorough documentation.  

Even though multiple significance tests are performed, no corrections, such as the Bonferroni 

correction method, will be performed in this analysis in order to reduce the risk of type 1 errors.  

2.1 DATA 
The United State National Institute of Standards and Technology (NIST) (le Cun, Cortes, 2014) 

have created a database of handwritten numerals to be used in pattern recognition. In the 

original database there were 60,000 labelled training images and 10,000 labelled test images 

containing 20x20 pixels with 8-bit grayscale values. This database has become one of the 

standard benchmarks for comparing new algorithms (Russell, Norvig, 2010).  

Some of these images would be hard to interpret even by a human eye as they lack 

characteristics associated with their intended numeral. A sample of these images can be seen in 

Figure 1. Humans are estimated to have an error rate of 0.2 percent when classifying these 

images. However, this rate could be higher or lower as human recognition has not been tested as 

thoroughly as machine learning algorithms. On a similar dataset from the US Postal Service, 

human error where predicted to be 2.5 percent which might be a more realistic estimation for 

the NIST dataset as well (Russell, Norvig, 2010). 

The original NIST database was later modified as the training and test numerals were written 

with different styles. In the modified NIST (MNIST) database the training and test images are 

randomized, size-normalized and centred in a 28x28 pixel-plane (Liu et al., 2003)(Bernard et al., 

2007). This analysis will be based on the MNIST database. All training and optimization of the 

models will be based upon the designated training set. The models will then be evaluated on the 

test set in order to avoid overfitting.  

2.2 EVALUATION 
The accuracy and the dependencies of training data will be evaluated at the same time. This will 

be done by iteratively increasing the training set size. The accuracy of the model will then be 

calculated on the test set for each iteration. A total of 55 iterations will be performed and the 

number of images in the training set will increase with 7.5 percent in all iterations of the training 

stage. These values are chosen in order to gain a good distribution of observation points from a 

low to a high level of training images. The smallest training set used in the training stage will 

consist of 1208 images. The calculated accuracy of the models will then be plotted in the same 

graph in order to analyse the differences in predictions. For each of the twelve different models, 

the iteration with the highest accuracy will be stored in order to evaluate the models robustness 

against noise and prediction time.  
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Figure 1 –Sample of images that are hard to interpret. These sample images lack common characteristics of their respective 

numeral, their intended character is marked below each image. 

The highest accuracies will also be analysed with a pairwise comparison of the different 

proportions in order to determine if there are any significant differences between them. The 

following two-sided hypothesis will be tested for any two models   and  : 

           

           

    {        }     

where    and    are the accuracies corresponding to the models   and  . These hypotheses will 

be tested using the following parametric test statistic for equal proportions: 

  
 ̂   ̂ 

√ ̂ (   ̂ )
 

 
 ̂ (   ̂ )

 
  

 

where  ̂  and  ̂  are the estimated accuracies of the different models and   is the number of 

observations in the test set. This statistic is approximately standard normal distributed given 

that the following rule of thumb is fulfilled: 

   (    )      {        } 

It can also be shown that this rule will hold for a set containing 10,000 observations as long as 

both    and (    ) is smaller than 99.94 percent. All tests will be performed on significance 

level of 5, 1 and 0.1 percent. One sided test will also be performed in order to determine if the 

best and worst proportions are significantly larger or smaller than the others. These tests will 

use the same test statistic as the two-sided tests but with modified hypotheses and rejection 

regions. The error proportion must in this case be smaller than 0.6 percent or larger than 99.4 

percent in order to violate the rule of thumb described above. 

Two types of confusion plots will be created in order to analyse the prediction pattern, i.e. the 

uncertainty, of the different models. The first type of confusion plot will show which numerals 

that tend to be confused with another numeral together with the average error. The second 

confusion plot will show the error proportion of the different models for each numeral. This will 

show if a certain model is worse at classifying a specific numeral or if a numeral is generally 
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harder to predict. Even though uncertainty is an important parameter in evaluation of models, 

this will not be analysed further. 

The prediction time will be evaluated by letting the twelve models classify the different test 

images. In order to minimize the effect of disturbances from the operating environment, all 

models will classify one image before moving on to the next. The time measurements are based 

upon how fast an image containing a numeral can be classified. This means that all pre-

processing of the image, such as concatenating the two dimensional image to a one dimensional  

array, calculating principal components and wavelet transforms are included in the time 

measurements.  

A pairwise two-sample t-test will be used in order to determine if there are significant 

differences in prediction time between models. As the sample size          is large and the 

variance is unknown, the mean prediction time of each model are considered to come from a t-

distribution. The following hypotheses will be used in these tests: 

           

           

    {        }     

where    and    are the expected prediction times corresponding to the models   and  . These 

hypotheses will be tested with the following parametric statistic: 

  
  ̅    ̅

√  
 

  
  

 

 

 

where   ̅ and   ̅ are the mean prediction times,   
  and   

  are the sample variances corresponding 

to the different models. The models are assumed to have different variances in the statistic 

above. No further test will be performed to validate these assumptions as the sample size is large 

and deviations from it will have a very small impact on the tests. All tests will be performed on 

significance level of 5, 1 and 0.1 percent. 

There should be no difference in prediction time of the different numerals as the performed 

calculations are identical for all digits. Most models will also have a constant prediction time 

regardless of the amount of training data that they were trained with. The only exception to this 

might be the  NN classifier as it needs to store and compare the training data with the new 

observation in order to make a prediction. The  NN model with the highest prediction rate is 

likely to contain a high number of training images as well. This will be a disadvantage for these 

models that needs to be considered during the evaluation. The time for prediction is, of course, 

affected by the available processing power but should at least be kept reasonably low. These 

predictions will be performed on a computation specialized cluster and are thereby expected to 

be well below those that can be expected from a real-time application. This analysis will thereby 

not be able to conclude what types of models that will work under real-time constraints but can 

at least determine which models are more suitable for these types of applications. 
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Figure 2 – Examples of images with Gaussian white noise at different levels. The noise consists of a random number from a zero 

mean Gaussian distribution that is added to each pixel. The variances of the distribution at each row are 0.01, 0.03, 0.05 and 0.07 

respectively. The pixels are then rounded and those that gains a negative value or a values larger than 255 are changed to zero and 

255 respectively. 

Robustness against noise will be evaluated by adding Gaussian white noise to the test images. 

Gaussian noise arises in an image due to factors such as electronic circuit noise and sensor noise 

due to poor illumination or high temperatures (Gonzalez, Woods, 2008). The noise will only be 

added to the test images and not to the training data. This setup is consider to be a more realistic 

problem as a classifier can often be trained in an environment where noise can be controlled and 

eliminated.  The test environment, on the other hand, is often uncontrollable in real-life and 

noise could be propagated from several different sources such as lens distortion, varying light or 

clutter. It is therefore essential to identify models that are more robust against new or 

unexpected noise sources. The Gaussian noise will have a mean of zero but with a gradually 

increasing variance in order to evaluate how the model performs under different situations. The 

different variance levels that will be used are from 0.01, 0.03, 0.05 and 0.07. Each pixel will be 

assigned a random number from the normal (or Gaussian) distribution. As all pixels has integer 

values between 0 and 255, the new pixel values are rounded, negative values are changed to 

zero and values larger than 255 are changed to 255. Examples of this noise at different 

intensities can be seen in Figure 2.  

In order to evaluated effects and see what contributes to the robustness of the models, an 

ANOVA will be used. This analysis will use data from a balanced experiment design with a total 

of 240 observations. The effects that will be used in the ANOVA are noise, classifiers, feature 

extractors as well as the second order interactions between these. Each observation is created 

by dividing the test set into ten parts with 1,000 images in each. The twelve different models will 

then classify them whereby the accuracy is calculated for each observation which will be used as 

response in the analysis. One random effect for the observations,     , will also be included in 

order to minimize the effect of the correlation between the ten parts. Even though noise might 

be considered to be a random effect; it will be treated as fixed in this analysis in order to simplify 

interpretations and calculations. The noise effect    has two levels, high and low, which are 

based on the test images with an added Gaussian white noise with variance          and 

        respectively. The classifier and feature extraction effects     and     consists of four 

and three levels respectively which correspond to the different classifiers and feature extractors 

described previously. The following model is the obtained for the evaluation: 

             
    

    
      

        
        

      
             

  {   }   {       }   {     }   {        }  
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where          is the model accuracy. An F-test with the following hypotheses will be performed 

for each effect in the model above, in order to determine which effect has a significant impact on 

the robustness of the model. 

  : All levels come from the same population 

  : At least one of the levels comes from another population 

The underlying assumptions of the ANOVA are that the residuals,  , have equal variance, are 

independent and follow a normal distribution. These assumptions are validated through a 

normality test, QQ-plots, by plotting the residuals against the fitted values of the model and by 

plotting the residuals against order. The hypotheses for the normality test are described below: 

  : The residuals follow a normal distribution 

  : The residuals do not follow a normal distribution 

After the ANOVA has been calculated, a Tukeys HSD test will be performed in order to determine 

which levels in the significant effects that differ from the others. All hypotheses tests will be 

performed on a significance level of five percent. 

2.3 FEATURE EXTRACTION AND FEATURE SELECTION 
In this analysis, three different feature extraction procedures are studied. These are the raw 

unformatted images, wavelet transformed images and principal components. Selection of 

parameters such as the number of components used in the different models is performed by 

extracting 10 percent of the training images to a validation set. The models are then trained with 

different parameters, the model that achieve the highest accuracy on the validation set is then 

used to classify the test images. Separating a validation set will make it possible to optimize 

parameters for the models without overfitting to the test data. Cross-validation will not be used 

to in these validations as this approach would take too much time. One benefit of using cross-

validation is that all digits will be equally present when determining the parameters. However, 

this is not considered to be a problem as the training data is large in general but it could have an 

effect when small sample sizes are used. The different formats are described more thoroughly 

below. 

2.3.1 RAW IMAGES 
When the raw images are used as feature extractor to the classifiers each image will be viewed 

as one measurement and each pixel will be considered as one separate variable. The images are 

converted into one dimensional vector by concatenating the image rows. This means that each 

measurement, or feature vector, will have             variables ranging from 0 to 255. As all 

of the pixels are used as input, it is highly probable that some variables containing noise, and no 

information, could decrease the overall accuracy. The prediction time for new images could also 

be decrease if these are removed as fewer variables need to be considered in the calculations. 

However, these variables will be kept in order to have a benchmark of an unrefined naïve 

implementation of the different models. 

2.3.2 PRINCIPAL COMPONENT ANALYSIS 
A principal component analysis (PCA) is generally used in order to determine the variance-

covariance structure of a dataset by using linear combinations, called principal components, of 
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the variables included in the dataset. There are two general objectives of such an analysis; data 

reduction and interpretation (Johnson, Wichern, 2007). The second objective, interpretation, 

will not be considered in this case as it would become very time consuming and meaningless as 

the components will change for every iteration of different training data size. PCA will instead be 

used in order to reduce the dimension of the training data without losing any important 

information and hopefully also decrease the time for prediction of new observations. 

The principle components represent a new coordinate system obtained by rotating the original 

system where each variable is used as a coordinate axis. The new axes represent the directions 

with maximum variance. The principle components can be derived by spectral decomposition of 

the covariance matrix of the variables. The eigenvalue-eigenvector pairs(     ), (     ), 

(     )   (     ) from a covariance matrix   will then represent the principal components 

           as follows: 

     
                       

with  

   (  )    
           (     )    

       

    {       }     

where                 is the feature vector containing the pixel variables.  

When PCA is used, principle components will replace the initial variables, i.e. the pixels, as input 

in the training and classification algorithms. The model will use 1/6, 1/3 and 1/2 of the total 

amount of principal components, which corresponds to 131, 261 and 392 components, for each 

iteration of the training set size. The model that produces the highest accuracy on a validation 

set containing 10 percent of the training images will be as feature vector when predicting the 

test set. The principal components will also be recalculated as the number of observations 

increases in order to get an accurate prediction of how the models are affected by different sizes 

of the training data.    

In ordinary PCA, only linear combinations of the variables are used. This algorithm can however 

also have non-linear extensions through kernel PCA. Just as in the SVM classifiers described 

below, the image is mapped into a higher dimensional space in the kernel PCA where decision 

boundaries can be created. It is thereby possible to handle and describe circular and other non-

linear patterns in an image (Hoffmann, 2007). This algorithm was tested by Hoffman et al. 

(2007) on two-class problem on parts of the MNIST library where a numeral was classified as 

zero or not. The kernel PCA showed promising results as it outperformed an SVM classifier on 

the same limited problem. There are, however, drawbacks with this algorithm similar to those of 

the SVM classifier. The algorithm is computational expensive and memory exhaustive 

(Hoffmann, 2007). This might make it unsuited for real-time and mobile applications and will 

thereby not be included. 

PCA can be used in different ways as well. Instead of applying the PCA on the entire image set it 

could be applied on only one image at a time. By viewing the image as a two or even a three 

dimensional point cloud, it is possible to extract the orientation, length and width of a numeral. 

In this case, the orientation would be given by the principal components or eigenvectors and the 
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length and width would be given by the square root of the first and second eigenvalue 

respectively. As this approach extracts relatively little information, it will not be evaluated. 

2.3.3 WAVELET 
The wavelet transform has shown promising results in various image processing applications. 

The transform has good spatial and frequency localization properties which makes it an efficient 

tool in image analysis (Romero et al., 2007). It is thereby considered interesting to include this 

approach in the analysis as well.  

There are two main ways of performing a wavelet transformation on an image. The first one is a 

continuous wavelet transformation (CWT) while the second one is a discrete wavelet transform 

(DWT). Both of these approaches have different advantages; the CWT is translation invariant 

which means that an object can be shifted within the image without affecting the wavelet 

transform (Romero et al., 2007). The DWT on the other hand, has a multi-resolution property 

that allows for analysis of an image with lower resolution. The DWT is considered to be more 

frequently used in OCR than CWT and will thereby be included in this analysis. The biorthogonal 

wavelet system with four vanishing moments (e.g. 4.4) was chosen after preliminary evaluations 

of different wavelets. The biorthogonal 4.4 wavelet (also known as CDF 9/7) is the same wavelet 

that is used in the JPEG2000 format (Christopoulos et al., 2000) and presents good 

approximations with a low number of coefficients (Costin et al., 2011).  

The DWT is performed by applying both a low-pass and a high-pass filter on the image. A 

subsampling by 2 is then performed which removes every second row and column. The size of 

the images is initially 28x28 pixels, after the wavelet transform has been performed at one level 

of resolution the image is reduced to four subband images (      and  ) of 14x14 pixels each. A 

schematic of this procedure can be seen in Figure 3. The four subband images       and   

correspond to a low resolution approximation of the original image, horizontal details, vertical 

details and diagonal details respectively. An example of these images using the above mentioned 

wavelet can be seen in Figure 4. The three latter images will make it possible for the classifiers to 

use spatial information from the image which would otherwise be hard to extract from the other 

feature extractors. All of these subband images are then concatenated into a single feature 

vector. This vector will thereby consist of     variables ranging from 0 to 255 for each 

measurement. 

The multi-resolution property of the discrete wavelet transforms will however, not be fully 

taken advantage of in this analysis. This property could be used in order to speed up the 

classifications as the image could be presented in a much lower resolution without losing too 

much information (Walker, 2008). This could be especially useful when using a classifier such as 

 NN that needs to search through an archive of tens of thousands of images. For larger images 

than those used in this analysis, this approach could reduce the prediction time with a factor of 

1000 (Walker, 2008). Previous studies by Walker (2008) also used the multi-resolution 

property in order to remove noise in images. After the resolution of the image was lowered, a 

simple threshold was used in order to remove most noise in an image and the simplest wavelet 

based de-noising was able to outperform the best linear de-noising algorithm. This possibility 

should also be considered when choosing a model for different applications. 
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Figure 3 - One resolution level 2D wavelet decomposition. The decomposition is preformed from left to right, starting with the 

original image ( ) in the input column. Two different row filtering is then perform, with a low pass ( ) and high pass ( ) filter 

respectively, along the rows. The third column represents subsampling by two along the rows (2:1  ). After every second column 

has been removed, the columns are filter, with the same low and high pass filter, followed by a subsampling along the columns (2:1 

 ). After these steps has been performed, the four subband images       and  , corresponding to a low resolution approximation of 

the original image, horizontal details, vertical details and diagonal details respectively,  are attained.

 

Figure 4 – Example of subband images using the biorthogonal 4.4 wavelet for two different numerals. 

 
1. Initialize the training set for which both inputs and outputs are known 

2. Order the samples in the training set randomly 

3. For each sample in the training set 

1. Compare the nodes outputs to what should have been (compute error) 

2. Adjust weights by back-propagation 

4. If performance has not improved, set valCount = valCount +1, else valCount = 0 

5. If valCount < 6, go to 2. 

6. Output the finished network. 

 
Figure 5 - Algorithm for the ANN classifier. 
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2.4 CLASSIFICATION 
In this analysis, four different classifiers will be implemented and compared. These are artificial 

neural networks, k-nearest neighbour, support vector machines and Random forest classifiers. A 

description of these is presented in 2.4.1 to 2.4.4. 

2.4.1 ARTIFICIAL NEURAL NETWORKS 
Multi-layer feed-forward artificial neural networks (ANN) has been used for many years in order 

to classify handwritten numerals (Romero et al., 2007) and is thereby an important method to 

include in this analysis.  

A Multilayer ANN consists of several layers containing different amounts of nodes. Each node in 

each layer has connections to all nodes in the previous and proceeding layer. Thus, the output of 

one node will be the input to the nodes in the proceeding layer. The weights on each connection 

between nodes are calculated during the training phase of the neural network. The output   
  

and input   
  of a node is defined as: 

  
  ∑   

    
   

 

   
   (  

 )   {       }     

where    
  is the weight for the connection between the output   

    on the (   )th layer to the 

 th node on the  th layer.    is the total number of nodes at the  th layer. In this analysis, the 

hyperbolic tangent sigmoid function will be used as activation function  ( ). 

The initial state of the weights of the connections in the ANN is a random value between -1 and 

1. The ANN is then trained by using back propagation which propagates an error signal for each 

node backwards, from the output layer to the input layer. When the error signal for all nodes is 

computed, the weights are modified in order to minimize the error. A scaled conjugate gradient 

back-propagation training algorithm is used in this analysis. The training is performed in several 

epochs where all training image are classified. The weights get a minor adjustment for each of 

these adjustments. The order of the images in the training set is randomized after each epoch in 

order to avoid overfitting to the last image in the training set. The number of epochs is 

determined by extracting a validation set from the training images. After each epoch, the 

accuracy of the net is determined by classifying this set. The training is finished when the 

accuracy has not been improved over six consecutive epochs. A short description of the used 

algorithm can be seen in Figure 5. 

There are three distinct types of layers in an ANN; the input layer, output layer and hidden 

layers. The input layer,    , is the first or bottom layer in the network. Each node in this layer 

represents one input variable. In this analysis the output of the  th node,   
 , corresponds to the 

 th entire in the corresponding feature vector of the model. The output layer is the top or last 

layer in the network and represents the output value from the classification. In this analysis, one 

output node will be used for each class during classification as this is the most common 

procedure when more than two classes are present (Russell, Norvig, 2010). The hidden layers 

are all other layers between the input and the output layer.  

Several different numbers of layers with different numbers of hidden nodes has been proposed 

earlier. It is generally better to have too many hidden units than too few as the ability to capture 

non-linarites in the data is reduced with few hidden nodes (Hastie et al., 2009). While the choice 
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of the number of hidden layers is guided by background knowledge and experimentation, there 

are usually somewhere between 5 and 100 hidden nodes in a classification network, with 

increasing number of nodes with number of inputs and training cases (Hastie et al., 2009). 

Judging by the data material used in this analysis, the number of nodes should probably be in the 

upper parts of this interval. Le Cun (1989) produced a network with three hidden layers that 

had an accuracy of 98.4 percent for a similar problem which would suggest a higher number of 

layers as well. However, a net with many hidden layers and nodes will require a high amount of 

time in the training phase and thereby becoming impractical. It is therefore decided to use only 

one layer as presented by Correia et al. (2002) with 30 hidden nodes. 

Another view on this subject is presented by Bartlett (1997). In contrast to the result presented 

by le Cun (1989), he argues that the generalization performance depends more on the size of the 

weights rather than the size of the network. He further argues that there are two principle ways 

of achieving this: early stopping and weight decay. When weight decaying is used, the error 

function of the network is adjusted in such a way that small weights are favoured. It has been 

shown that using this procedure improves the accuracy of models but has the drawback of 

adding another parameter to the model, the decay value. This parameter is usually determined 

by cross validation and, thus, further increasing the time for construction of the model (Hastie et 

al., 2009). Instead, an early stopping rule will be used which will stop the training when the 

prediction error has increased in six consecutive epochs for the validation set. 

As suggested by Correia et al. (2002), four separate neural networks are implemented when 

wavelet transformed images are used as inputs. Each of the four subband images at one 

resolution level from the wavelet analysis will be used as input layer to one network. A decision 

module is usually needed to integrate the results of the different outputs from the four output 

layers (Ou, Murphy, 2007). In this analysis however, the results for each number is simply added 

together. 

2.4.2  -NEAREST NEIGHBOR  
The  -nearest neighbor ( NN) model is one of the first and probably one of the simplest 

approaches used in order to classify the numerals in the NIST database (Russell, Norvig, 2010). 

The algorithm for the  NN classifier is fairly easy. Start by finding the   closest observations to a 

new observation that is going to be classified. Assign this new observation as the class 

corresponding to the plurality of the   neighbors. The target function is thereby defined as 

 (  )        
  {       }

∑ (   (  ))

 

   

   (   )  {
    
    

 

where the    is the feature vector of a new observation,    is the feature vector  of the  th nearest 

neighbour and  ( )  {       } is the class corresponding to  . In this analysis the Euclidian 

distance for all entries in two feature vector is used as distance metric. This metric is defined as 

√∑(  
      )

 

 

  

where   
  is the  th entry in the feature vector    to that will be classified and      is the  th entry 

in the feature vector    corresponding to the  th training image.  
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1. Store all observations in the training data 

When classifying a new observation: 

1. Calculate the distance measure between the new observations and all observation in the 

training data 

2. Find the   closest neighbours in the training data 

3. Assign the new observation to the class that corresponds to the majority of the   

neighbours. 

 
Figure 6 - Algorithm for the  NN classifier. 

No normalization has been performed on the input variables as they have the same unit. If the 

data would be normalized, there could be problems later in the analysis as noise will be added to 

the test set. A small degree of noise on variables with no other features present could then 

produce a high value and thereby giving the noise a large influence on the classification. As a 

result, the accuracy would suffer.  

One difficult issue in the  NN model is choosing an optimal value for  . If a too small value of   is 

choosen, the classifier could be subject to overfitting as few observations will have a large 

influence on the classification. However, a large value of   would lead to underfitting. In order to 

lower the risk of ties,   is always chosen to be an odd number. It has been shown by Liu et al. 

(2003) that a   of 3 or 5 will usually give the highest accuracy on the numerals in the NIST 

database. The value of   will thereby be determine by extracting a validation set containing 10 

percent of the images from the original training images and testing the values 1, 3, 5 and 7.  The 

value of   corresponding to the model with the highest accuracy on the validation set will then 

be chosen. A short step-wise description of this algorithm can be seen in Figure 6. 

2.4.3 SUPPORT VECTOR MACHINE 
Support vector machine (SVM) is a supervised learning and non-parametric classifier. The idea 

behind the SVM is to create a linear boundary between two different classes.  If two classes are 

separable, there are multiple ways of creating the boundary. The difference between SVM and 

other regression classifiers is that SVM will create a boundary that maximizes the margin to the 

observation, called support vectors, closest to the boundary. When classes are not separable, the 

boundaries are set in such a way that the errors are minimized. One way of doing this is 

transforming the data onto a higher dimensional space where the classes are linearly separable. 

The transformation function of the variables is called kernel function.  

 To create a support vector machine from a training data containing   objects, the    vector that 

contains the weights            needs to be found that maximizes the following function: 

∑  

 

 
 

 
∑             (     )

   

 

where    {    } represents the known class of a measurement or image with the feature 

vector   . The   vector is subject to the constrains      and ∑        . A polynomial kernel 

function  ( ) will be used in this analysis. This function is defined as: 

 (     )  (       )
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where       is the dot product of the feature vectors    and    while   is the order of the 

polynomial. The separating line between two classes is given by the observation with the feature 

vector   that satisfies  

         

where   is a weight vector given by    ∑        . The constant   is the intercept calculated as 

the mean of all         . In can also be noted that the weights    associated with each data 

point    are zero, except for those associated by the support vectors. 

In inherently noisy data, it might still be impractical to find a linear separator in a higher 

dimensional space. In these cases, a soft margin is introduced which allows observations to fall 

on the wrong side of the decision boundary. A cost   proportional to the distance required to 

move them to the correct side then added to the observation (Russell, Norvig, 2010). As a result, 

the constraints on the   vector from the equation above are changed to       . A too large 

value of   could lead to an overfitted boundary in the original sample space while a small value 

of   will lead to a smoother boundary but with more observations on the wrong side which 

could lead to a decreased performance (Hastie et al., 2009). 

If more than two classes exist, as in this case, the SVM is usually created in two ways. The first, 

one-against-one, approach is to create boundaries between each pair of classes and thereby 

having the different classifications vote on which class it belongs to.  The other, one-against-all, 

approach is to create boundaries between one class and everyone else and assign an observation 

to the class with the best fit. Both of these approaches are combined in this analysis in order to 

create an even better approximation. First the one-against-one and the one-against-all models 

are created. The classifier then uses the outcome from both models to vote on which class an 

observation belongs. A second degree polynomial is used as kernel function in the pair-wise 

models and a third degree polynomial is used in the one-against-all models. However, due to 

high computational time, it might be impossible to find a model that can separate the different 

classes. This is especially a problem with the one-against-all approach as the amount of training 

data that needs to be taken into account is significantly higher. 

SVM is well known for its slow training process (Russell, Norvig, 2010)(Dong et al., 2005), the 

calculations performed when creating the model were thereby constrained in both time and 

memory space. This made it impossible to use higher polynomials than those presented above. 

By loosening these constraints, it is likely that accuracy could be increased by using different 

kernel functions. Apart from higher order polynomial functions, the kernel function that has 

shown one of the highest accuracies in previous evaluations is the radial basis function (Russell, 

Norvig, 2010)(Liu et al., 2003)(Akhtar, Qureshi, 2013). However, the drawback of using this 

function is that the training and construction of the model can take several days or even weeks 

(Russell, Norvig, 2010) which make it impractical for this analysis. 
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1. For  b = 1 to B: 

1. Draw a bootstrap sample    of size   from the training data 

2. Grow a Random forest tree    to the bootstrapped data, by recursively repeating 

the following steps for each terminal node of tree, until the minimum nod size 

     is reached. 

i. Select   variables at random from p variables. 

ii. Pick the best variable/split-point among the  . 

iii. Split the node into two daughter nodes. 

2. Output the ensemble of trees {  } 
 . 

New predictions for an observation    is given by: 

 (  )        
  {       }

∑ (    (  ))

 

   

   (   )  {
    
    

 

 
Figure 7 - Algorithm for the Random forest classifier. 

2.4.4 RANDOM FOREST 
The Random forest classifier consists of several different decision trees which are used to 

classify a new observation. The creators of the Random forest model make great claims about 

accuracy of the model (Hastie et al., 2009), it is thereby considered interesting to include it in the 

analysis. The idea behind Random forest is to average many noisy but approximately unbiased 

models and thereby reduce variance. Since decision trees are notoriously noisy they can benefit 

greatly from averaging (Hastie et al., 2009). As the observations used to train each tree in a 

Random forest are created by sampling from the empirical distribution function, the trees will 

be identically distributed. This will make the average bias and the mean expectation of several of 

these trees the same as the bias and expectation of any one of them. Improvement can thereby 

only be achieved by variance reduction. If the   variables with variance    would be 

independent identically distributed their variance of average, or squared standard error of the 

mean, would be 
 

 
  . But the variance of an average of   identically distributed variables with 

the positive pairwise correlation   is given by: 

    
   

 
   

As the number of trees increases, the second term in the equation above decreases while the 

first term remains unchanged (Hastie et al., 2009), provided that   remains constant or 

converges. Further improvements to the Random forest algorithm are achieved by reducing the 

correlation between the trees and thereby the variance. This is achieved by bootstrapping a set 

of observations to each tree and then selecting   random variables for each node in the tree. 

The innovators of the model recommend that a square root of the amount of variables is used 

when picking random variables for each node. They also recommend that the full set of 

observations (        ) should be bootstrapped for each tree. The other parameter that 

needs to be determined is the number of trees to include in the forest. Bernard et al. (2007) 

conclude that using more than 300 trees do not increase the convergence of the recognition rate. 

They also conclude that the recognition rate maxima are reached when 100 to 300 trees are 

used. This analysis will thereby construct models containing 100, 200 and 300 trees. The best 

model will be determined by extracting a validation set containing 10 percent of the images from 
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the original training images and testing the values and then saving the best model. All trees will 

then classify the test set individually and vote on what class the observation belongs to. A short 

description of this algorithm can be seen in Figure 7. 

2.5 OTHER WAYS OF IMPROVING PERFORMANCE  
The accuracy of a classifier is most often the property that is given the highest importance in 

evaluations. After reviewing previous studies it is apparent that the speed of predictions and 

robustness against random noise are often given a lower priority or no priority at all. This 

analysis will to some degree put more emphasis on the latter two properties as accuracy can be 

increased after the training has been performed. Some of these approaches are explained below. 

One way of improving the overall accuracy of the models is a post-training combination of 

several of the presented classifiers into a committee where they vote on the affiliation of a new 

observation. In a way, this is already used in the SVM and Random forest models. In both of 

these cases, an unweighted voting algorithm was used such that each of the models had the same 

importance for the actual outcome. A more elaborate way of including the different classifiers 

strengths and weaknesses was proposed by Hastie et al. (2009). They suggested a voting system 

where each classifier was assigned weights given their accuracy on training data. This algorithm, 

called stacking, uses quadratic programming to estimate optimal weights on each of the 

classifiers which often produced better, but less interpretable predictions than the individual 

models. 

For a committee of classifiers to work well, the errors of the individual classifiers should not be 

correlated. This can be achieved by either using different classifiers or different training sets 

(Meier et al., 2011). Both of these cases could be used in this case as there are multiple different 

classifiers and several different inputs to each one. A committee of 25 one hidden layer neural 

networks had a prediction error of only 0.39 percent when using different pre-processing of the 

training data for each network (Meier et al., 2011). 

There is a risk that a committee or combination of different models could lead to a bad trade-off 

between a small increase in accuracy to the cost of a much higher time for prediction. A more 

sophisticated way of combining these models could be done during their training. For instance, 

multiple neural networks have been used in order to complement each other. This structure 

reached an accuracy of 99.3 percent. This model consisted of three neural networks where the 

first one was trained as usual. The second one was trained on a sub set of the training data 

where 50 percent of these images are images that where misclassified by the first. The third was 

in turn trained on images where the first two deviated in their predictions (Russell, Norvig, 

2010). 
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3 RESULTS 
The results of the evaluations of the four different properties are presented in this chapter. 

3.1 DEPENDENCIES ON TRAINING DATA 
All models have a smooth gradual improvement except the raw image based ANN model which 

has a somewhat unstable curve, see Figure 8. Both the PCA and the raw image based SVM 

models produce a higher accuracy than any other model when more than 7,000 training images 

are used. The ANN models seem to have an overall lower accuracy than the rest of the classifiers; 

the only model that has a lower accuracy is SVM with wavelet, see Figure 8 and Table 1. 

However, the wavelet based SVM model also failed to converge with the given parameters when 

more than 36,165 training images were used. If the one-against-one part and the one-against-all 

part from the last converging model would classify the test set separately, they would achieve an 

accuracy of 94.16 and 43.08 percent respectively.  The PCA based SVM model were only able to 

converge with the lowest amount of principal components. 

The best model in this analysis is the SVM model with PCA based on a training set including 

60,000 images and achieved an accuracy of 97.92 percent, see Table 1. This is significantly 

higher than the accuracies achieved by all other models included in this analysis. For a limited 

training set size (i.e. 2004 images), the raw image based Random forest model has a significantly 

higher accuracy than the rest of the models, see Table 1. 

The wavelet based models produce a significantly lower accuracy than their raw image 

counterpart, see Table 1 and Figure 9. There is a larger similarity in prediction accuracy between 

models with the same classifier rather than the models with the same feature extractor, see 

Figure 8 and Table 1. This is further underlined as there is no statistical difference between the 

 NN models and the only difference between the ANN models is that the wavelet based model 

has a lower accuracy than the raw image variant, see Figure 9.  
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Figure 8 - Accuracies for each model with different amount of training data. The plot consists of 55 iterations of training set 

sizes for each model. After each iteration, the size of the training set size is increased with 7.5 percent. The accuracies are calculated 

by classifying the test set of 10,000 images. 

Table 1- Accuracies of the different models. The table shows the accuracies of the models trained with three different amounts of 

training data. The table also shows the optimum accuracies for each model. The proportions marked in red and blue are the lowest 

and highest values for each column. Those that are both marked in red and bold are significantly smaller than the others in the same 

column at a significance level of five percent. Those that are both marked in blue and bold are significantly larger than the others in 

the same column at a significance level of five percent. The tests are performed by using the previously displayed parametric test for 

equal proportions together with one sided hypotheses. The low, medium and high amounts of training data are based on 2,004, 

9,839 and 60,000 training images respectively.  

 Amount of training data Optimal model 
Model Low 

(%) 
Medium 
(%) 

High 
(%) 

Accuracy 
(%) 

Amount 

ANN 87.98 91.77 85.69 94.76 48,298 
ANN with wavelet 85.74 88.31 93.45 94.12 51,920 
ANN with PCA 84.66 90.39 94.20 94.40 48,298 
 NN 89.85 94.35 96.79 96.79 60,000 
 NN with wavelet 89.73 94.13 96.63 96.76 55,814 
 NN with PCA 90.06 94.74 96.92 96.96 51,920 
SVM 89.67 95.10 97.57 97.57 60,000 
SVM with wavelet 74.65 88.55 NA 91.06 29,112 
SVM with PCA 88.72 95.30 97.92 97.92 60,000 
Random forest 91.65 95.03 96.93 97.04 55,814 
Random forest with wavelet 87.98 92.95 96.01 96.01 60,000 
Random forest with PCA 86.24 89.71 93.92 94.82 51,920 
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Figure 9 - Significance levels for differences between models. The heatmap visualizes which models from the horizontal axis that 

that is significantly different from models on the vertical axis. The tests are performed by using the previously displayed parametric 

test for equal proportions together with two sided hypotheses. The significance was determined by using an uncorrected p-value 

threshold. 

3.2 CONFUSION AND ERROR PROPORTIONS OF NUMERALS 
The errors of the different models are correlated as 85 percent of the test images are correctly 

classified while approximately 0.45 percent was misclassified by all models. There are no major 

differences in what numerals that are confused between the different input formats or between 

the different classifiers, see Figure 10. The most frequent confusions pairs for all models are 

three and five, four and nine, seven and nine, seven and two and two and eight.  

Zeroes and ones are relatively easy to classify as the errors proportions is low for these numeral, 

see Figure 11 and Table 2. Eights and nines seem to be harder to correctly classify as these error 

rates are higher than those of the other numerals. 
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Figure 10 - The number of confused observations for each pair of true and predicted numeral of the different models. Each 

subplot displays how many images for each true numeral (row) that are erroneously classified as another numeral (column) for each 

model. The plot also displays the average number of errors (AvE) for both the predicted and true numerals. The numerals that are 

confused more often in are marked with a redder colour.  
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Figure 11 - Error proportion of the different models for each numeral. Each row of subplots corresponds to the number of 

misclassifications of the row specific numeral divided by the total amount of misclassified numerals for each model. The dotted line 

in each subplot represents the proportion of each respective numeral within the dataset. If all numerals where equally likely to be 

misclassified the dots are expected to be on the dotted line. 
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Table 2 - Error proportion for each numeral. The proportions marked in red and blue are the lowest and highest values for each 

row. Those that are both marked in red and bold are significantly larger than the others in the same column at a significance level of 

five percent. Those that are both marked in blue and bold are significantly smaller than the others in the same column at a 

significance level of five percent. The tests are performed by using the previously displayed test statistic for error proportion 

together with one sided hypotheses. The blue and red boxes indicate the lowest and largest value for each model respectively.  

 Numeral 
Model 0 

(%) 
1 
(%) 

2 
(%) 

3  
(%) 

4 
(%) 

5 
(%) 

6 
(%) 

7 
(%) 

8 
(%) 

9 
(%) 

ANN 3.44 4.01 11.83 11.45 10.69 15.65 6.30 10.31 10.50 15.84 

ANN wavelet 4.31 3.62 12.07 10.86 10.52 13.79 6.55 9.14 15.00 14.14 

ANN PCA 3.36 3.18 12.54 11.66 7.77 13.60 7.60 11.13 14.31 14.84 

 NN 1.87 1.56 11.84 13.71 12.15 10.28 4.36 11.21 19.31 13.71 

 NN wavelet 1.97 1.32 13.49 10.20 12.83 13.16 4.28 11.18 18.42 13.16 

 NN PCA 1.85 0.62 12.04 9.88 12.04 12.96 4.01 11.73 22.22 12.65 

SVM 4.12 3.70 10.70 11.52 10.70 8.64 8.64 12.35 13.99 15.64 

SVM wavelet 4.03 1.12 8.61 7.16 6.38 7.83 5.03 9.51 19.02 31.32 

SVM PCA 1.92 2.88 12.50 10.10 10.10 8.65 4.33 12.02 18.27 19.23 

Random forest 4.05 4.73 11.15 11.15 7.77 11.15 6.08 12.16 14.86 16.89 

RF wavelet 3.51 4.51 12.78 10.03 7.02 14.04 5.26 14.54 13.28 15.04 

RF PCA 3.28 2.51 13.32 11.39 8.49 11.58 5.41 11.78 16.99 15.25 

 

Table 3 – Frequencies of principal components during evaluation of dependencies on training data. The table shows how 

many of the 55 iterations of different training set size that each amount of principal components achieved the highest accuracy on 

the validation set. 

 ANN  NN SVM RF Proportion (%) 

131 PCs 48 49 55 18 77.27 
261 PCs 7 3 0 14 10.91 
392 PCs 0 3 0 23 11.82 

3.3 VARIABLES DETERMINED THROUGH VALIDATION 
As previously described, several variables where determined by using a validation set during the 

training of the different models. The number of principal components used during training of the 

PCA based models, the number of neighbours in the final  NN models and the numbers of trees 

in the Random forest models are described below. During the 55 iterations of training set size of 

the four PCA based models, 131 principal components were the most frequently used, see Table 

3. In all of the final four PCA models, 131, 291 and 392 components correspond to more than 

96.3 percent, 99.1 percent and 99.7 percent of the total variance respectively. The raw image 

 NN model uses one neighbour while the other two models use three neighbours when 

determining the affiliation of an image. All of the final Random forest models achieved their 

highest accuracies when 300 trees were used. 
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Figure 12 - Accuracies for all models with different amounts of noise. The plot shows the accuracies of all models with different 

levels of zero mean Gaussian white noise. The variance of the noise is displayed on the x-axis. 

3.4 ROBUSTNESS AGAINST NOISE 
The evaluation of model robustness has shown that the PCA based SVM model, the PCA based 

Random forest model and all  NN models are mainly unaffected by the added noise, see Figure 

12. Of the evaluated models, the raw image and wavelet based SVM models are affected the most 

by the added noise. The  NN classifier has the highest mean accuracy and is thereby the 

classifier which is the least affected by noise, see Table 4. The wavelet based models are more 

affected by noise as they produce lower accuracies for all levels than their PCA and raw image 

counterparts, see Figure 12 and Table 4. The only exceptions to this trend are the SVM and  NN 

models with the raw image feature extractor which have lower accuracies at all levels. 

Meanwhile, the PCA models have a higher accuracy than both the raw image and wavelet models 

for each respective classifier, see Table 4.  

The three-way ANOVA showed that the interaction between the noise and feature extraction 

effects was insignificant while all other factors were significant, see Table 5. The feature 

extraction effect has the largest variation between its factor levels followed by classifiers and the 

interaction between the two. The level coefficients for each effect in the model and the grouping 

determined by Tukeys HSD test can be seen in Appendix 1. An analysis of the residuals from the 

ANOVA can be seen in Appendix 2. 
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Table 4 - Total accuracies of all models with different amounts of noise. The accuracies marked in red and blue are the lowest 

and highest values for each column. Those that are both marked in red and bold are significantly smaller than the others in the same 

column at a significance level of five percent. Those that are both marked in blue and bold are significantly larger than the others in 

the same column at a significance level of five percent. The tests are performed by using the previously displayed test statistic for 

error proportion together with one sided hypotheses. 

Model No noise  
(%) 

   = 0.01 
(%) 

   = 0.03 
(%) 

   = 0.05 
(%) 

   = 0.07 
(%) 

ANN 94.76 79.49 65.11 57.15 52.67 
ANN with wavelet 94.12 48.21 30.90 24.55 22.07 
ANN with PCA 94.40 92.68 84.46 76.64 70.82 
 NN 96.79 96.80 96.58 96.61 96.46 
 NN with wavelet 96.76 96.81 96.75 96.67 96.65 
 NN with PCA 96.96 97.02 96.96 96.92 96.75 
SVM 97.57 1.38 0.32 0.19 0.14 
SVM with wavelet 91.06 6.98 7.75 8.18 8.380 
SVM with PCA 97.92 97.70 96.93 96.00 94.20 
Random forest 97.04 73.09 67.27 64.22 62.77 
Random forest with wavelet 96.01 58.30 45.72 41.60 38.61 
Random forest with PCA 94.82 94.69 94.41 93.87 93.07 

 

Table 5 - Result of three-way ANOVA for analysis of model robustness. Observation number is a random effect while all other 

are fixed effects. Three-way and random effect interaction are not included in order to simplify interpretations of the model. The 

noise levels are     = 0.03 and    = 0.07. 

Source Sum Sq. d.f. Mean Sq. F P  

Noise 0.12222 1 0.12222 345.558 <0.0001  
Classifier 12.1780 3 4.05932 11477.0 <0.0001  
Feature extraction 9.91956 2 4.95978 14022.9 <0.0001  
Observation number 0.10043 9 0.01116 31.5511 <0.0001  
Noise * Classifier 0.15300 3 0.05100 144.195 <0.0001  
Noise * Feature extraction 0.00130 2 0.00065 1.84159 0.16108  
Classifier * Feature extraction 6.71721 6 1.11953 3165.28 <0.0001  
Error 0.07534 213 0.00035    
Total 29.2670 239     

3.5 PREDICTION TIME 
The raw image based ANN model had the fastest prediction times while the PCA based Random 

forest models were the slowest, see Figure 13. The  NN classifier differs from the other 

classifiers as the time for the PCA based model is lower than those of the raw image and wavelet 

based  NN models. No other PCA based model is faster than both its raw image and wavelet 

counterpart, see Figure 13 and Table 6. The raw image feature extractor showed the lowest 

mean computation times while the PCA had the longest, see Table 6. The raw image feature 

extraction was too fast for the system to accurately measure, thereby making it impossible to 

calculate the standard deviation.  
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Figure 13 - Bar chart of prediction times for the different models. Each bar represents the mean time for feature extraction and 

classification for each model. There is a significant difference between all values at a significance level of five percent. 

Table 6 - Mean and standard deviation of time measurements for the different models. The proportions marked in blue and 

red are the lowest and highest values in the total time column, all values in this column is significantly different, at a significance 

level of five percent, from each other. The tests are performed by using the previously displayed parametric test for equal 

proportions together with two sided hypotheses.  

Model Total time Feature extraction Classification 
Mean  STD Mean  STD Mean  STD 

ANN 0.0191 0.0002 0 NA 0.0191 0.0002 
ANN with wavelet 0.0834 0.0042 0.0029 0.0001 0.0805 0.0042 
ANN with PCA 0.0457 0.0033 0.0243 0.0024 0.0214 0.0013 
 NN 0.3148 0.0123 0.0001 NA 0.3148 0.0123 
 NN with wavelet 0.2937 0.0043 0.0031 0.0001 0.2906 0.0042 
 NN with PCA 0.0765 0.0030 0.0236 0.0021 0.0529 0.0013 
SVM 0.1996 0.0102 0 NA 0.1995 0.0102 
SVM with wavelet 0.1848 0.0228 0.0032 0.0002 0.1816 0.0227 
SVM with PCA 0.2127 0.0181 0.0244 0.0028 0.1883 0.0166 
Random forest 2.458 0.0517 0 NA 2.458 0.0517 
Random forest with wavelet 2.5464 0.0189 0.0029 0.0001 2.5434 0.0189 
Random forest with PCA 2.8002 0.0202 0.0235 0.0021 2.7767 0.0199 
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4 DISCUSSION 
The different models are discussed and evaluated in this chapter based on the results presented 

earlier. Improvements to the models and proposals for further studies will also be suggested. 

4.1 COMPARISON WITH OTHER STUDIES 
The accuracies for the different models in this analysis are considered to be comparable with 

those produced by other studies. The wavelet based models and the Random forest models had 

higher accuracies than similar models by Romero et al. (2007) and Bernard et al. (2007) that 

used a continuous wavelet with ANN and Random forest on low resolution images respectively. 

The raw image and PCA based SVM models and the  NN models also outperformed similar 

models constructed by Akhtar and Qureshi (2013). The highest accuracy in this analysis is 

however still lower than those produced by Liu et al. (2003)(99.39 percent), Correia et al. 

(2002)(98.25 percent) and, Labusch et al. (2008)(99.41 percent). The main reason for the higher 

and lower accuracies is considered to be the efficiency of the feature extraction of the different 

models. The studies that produce higher accuracies also used more sophisticated feature 

extraction techniques, such as chaincoding (Liu et al.) or several feature descriptors that 

managed to preserve vital details in the images (Labusch et al.). In the analysis performed by 

Bernard et al., a low resolution image was used where a lot of information was lost and thus 

giving their model a lower accuracy.  Akhtar and Qureshi used only a few feature descriptors of 

the pixels values as input to the different classifiers and thereby losing detailed information. As 

this analysis had a time restriction, several different feature extraction algorithms could thereby 

not be tested; further studies should include this aspect as well in order to make a sound 

conclusion of how qualitative input will affect the predictions.  

Liu et al., Labusch et al. and Akhtar and Qureshi achieved their highest accuracies with SVM 

classifiers while Correia et al. used different kinds of neural networks. The SVM models in this 

analysis also achieved higher accuracies than other classifiers which is coherent with their 

results. However, the ANN models in this analysis had three of the four lowest accuracies and 

the lowest mean accuracy of all of the four different classifiers. This is not in line with the result 

produced by others. One likely reason for this is that the test data has often been implicitly used 

in tuning the parameters and procedures which inflates the accuracy (Hastie et al., 2009). This 

can have an especially large impact on ANN classifiers as these models can be constructed in 

many different ways to suit different purposes by altering the number of nodes, layers and 

connections (Russell, Norvig, 2010). The models used in this analysis are more “off-the-shelf” as 

they are only applied to the problem as is, with little to no tweaking. 

Another reason for the higher accuracies is that most studies use inherently larger and more 

computational demanding classifiers. This is however discussed in the following sections. 

4.2 ROBUSTNESS AGAINST NOISE 
Several different conclusions can be drawn from the three-way ANOVA, amongst others; 

classifiers, input and the level of noise, unsurprisingly, affect the accuracy of the models.  What is 

more interesting is that some classifiers are more sensitive towards noise as there is a 

significant interaction effect between them. This analysis has, on the other hand, not been able to 

prove that the effectiveness of different feature extractors is affected by the level of noise. 

Moreover, the  NN classifier had the highest mean accuracy when noise is present and is 

thereby considered to be the most robust of all of the included classifiers. Judging by the level 
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coefficients, using PCA as feature extractor has a positive effects to model robustness while 

wavelets reduces it. The ANN models are more sensitive towards high degrees of noise than the 

others as it had the largest interaction coefficient.  

One interpretation of the mean squares in the ANOVA is that the choice of a feature extraction 

has the largest impact of the robustness of the model as this effect has the largest variation 

between each level. However, as this is a fixed effect, it is hard to generalize to other situation 

where different extractors are present. Another aspect that further complicates this 

interpretation is that there is an interaction between classifier and feature extraction. But as this 

interaction is present it is considered important that a classifier and feature extractors in a 

model are chosen together if an optimal robustness is sought. One example of this is the SVM 

classifier which showed an exceptionally low robustness when combined with both the raw 

image and wavelet feature extractor. But when this classifier was combined with the PCA feature 

extractor it was one of the most robust models in the analysis. 

This analysis only included one type of noise but there are other types that could be tested as 

well, such as distortions, skewing or rotations of the numerals. However, some of these noises 

are already present in the dataset. Several numerals within the images are tilted and obscured in 

different ways as a result of different handwritings. It is thereby believed that analysis has given 

at least some insight to the problem of model robustness. Further studies should nonetheless be 

made in order to determine if the models are affected differently by other sources. 

4.3 PREDICTION TIME 
The ANN models are faster than the SVM, the wavelet and raw image based  NN models. This 

result is in line with the result presented by le Cun (1989) where the ANN classifier proved to be 

about 100 times faster than the  NN classifier. However, this analysis has shown that the 

prediction time of the  NN classifier can be greatly reduced by combining it with the PCA feature 

extractor. This made the model faster than one of the ANN models and only four times slower 

than the fastest model in the analysis. At the same time, it is believed to be hard to construct an 

even faster ANN model as those included use a small amount of computations as a result of the 

limited number of hidden units. 

There is not much difference in general between wavelet models and their raw image 

counterpart. This is reasonable as the images have the same complexity but in different formats. 

PCA was used in order to decrease the complexity of the images and thereby achieve a lower 

prediction time, but this was only achieved in one of the four PCA models. The prediction time of 

the  NN classifiers shows a large decrease but it is unclear if any other classifier benefitted from 

the PCA input in regards to prediction time.  

The large increase in prediction time for the Random forest models in general could be a result 

of hardware limitations. These models are by far the largest in terms of memory usage, which 

makes it more probable that the machine running the computations ran out of memory during 

these calculations. This would result in an imminent allocation of more memory and thus 

increasing the prediction time. Another hardware related cause could be that the software 

needed to jump in between several parts of the allocated memory which would also increase the 

prediction time. Nonetheless, this is a serious limitation to the use of this type of classifier for 

fast real-time applications.  
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4.4 CONFUSION OF NUMERALS 
It is hard to find any model that is significantly worse on specific numerals as all of the 

misclassifications are fairly even in all models. The one model that stands out from the others is 

the wavelet based SVM model. However, this model also had a significantly lower total accuracy 

which makes the confusion plot easy to misinterpret. The misclassifications on this model show 

the same pattern as other models. No pair of models is thereby deemed to be especially fit in 

complementing each other in regards to accuracy. 

4.5 PCA 
There is no difference in accuracy for the PCA based models and their raw image counterpart 

except for Random forest, which had a lower accuracy for the PCA based model then the others. 

On the other hand, using principal components as input for the classifiers makes the models 

more robust and decreases the influence of noise. Most of the PCA based models had 

significantly higher accuracies than both their raw image and wavelet counterpart when the 

highest level of noise was present. When the principal components where created, each variable 

was assigned a weight for each component. This weight is based upon how much the variable 

varies together with other variables in the training set when no noise is present. If the variable 

varies more it should gain a larger weight, in at least some of the components, while a variable 

with less variation will have a lower weight. When the principal components is later used as 

input to the classifiers it essentially filters out all of the variables that has little information, 

which should be the large black areas at the periphery of the numeral.  If noise is later 

introduced in these areas, as in the test set, it will still be ignored. Using principal components as 

input is thereby considered a good way of making models more robust against noise. However, it 

is believed that this is especially favourable when noise is expected to be controllable or lower 

during training of the classifier than during the testing phase. If noise would be present in the 

training set, the principal components would be adjusted to this as well. This might make the 

accuracy lower in all cases as variables with little information would get a higher influence. 

In all of the PCA models that achieved the highest accuracy on the validation set, 77.27 percent 

used the lowest amount of 131 components. This indicates that an even lower amount of 

components could be used while still maintaining or increasing the overall accuracy. As 

previously shown, almost all of the variance is kept with 131 principal components, it might 

thereby be possible to decrease this number quite significantly. 

4.6 WAVELET 
In general, wavelet transformed input produces a lower accuracy than their raw image 

counterpart, with exception to the  NN models where no difference could be found. In both the 

ANN and SVM models, the wavelet configuration produced the worst accuracies. However, there 

are several ways that this feature extractor could be improved.  First of all, another resolution of 

the wavelet could be used in order to reduce the complexity of the image. Secondly, another 

wavelet could be used altogether. The biorthogonal 4.4 wavelet has some good properties but is 

mainly used for compact storage of images such as in the JPEG2000 image standard 

(Christopoulos et al., 2000). This property might not be that useful in this case as it is more 

important to enhance the major characteristics of a numeral rather than small details on it. 

There are several other wavelets that have been evaluated that could be used instead. Of the 

eight different wavelets that Akhtar and Qureshi (2013) used in their analysis the Haar and 

Daubechies wavelet produced the best results. Daubechies wavelets were also successfully used 
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by Xu et al. (2005) in order to classify colour images. As observed by Akhtar and Qureshi (2013) 

a lower resolution could also increase the accuracy of different classifiers. In their analysis, they 

tested nine different resolution levels and showed that the accuracy tended to increase with 

lower resolution. One reason for this is that more of the spatial information in the image 

approximation is transferred to vertical, horizontal and diagonal subband images. As only the 

first level resolution was used in this analysis, it is likely that the accuracy could be improved by 

further decreasing it. As applying the wavelet transform is much quicker than calculating the 

principal components, the wavelet models should still be a competitive for real-time 

applications, even if a lower resolution were to be used.  

As described earlier, the discrete wavelet transform with down-sampling can produce 

significantly different coefficients even for very small shifts. This is the major limitation for the 

discrete wavelet transform in OCR (Chen et al., 2003). This could also be a reason for the lower 

accuracy for the wavelet based models as most of the images in this dataset are shifted or 

rotated to some degree. A directional continuous wavelet transform could thereby prove useful 

as it has other properties. Using a continuous instead of a discrete wavelet transform as a pre-

processing step will produce the same value for a numeral as well as a shifted copy of the same 

numeral as it has a rotation parameter in addition to the usual position and scale parameters 

(Romero et al., 2007). This setup makes the transform especially useful for detecting edges, 

contours, directions and corners that can later be used in order to increase the accuracy of the 

models (Walker, 2008). However, Romeros et al. (2007) did not achieve especially high 

accuracies in their analysis where continuous wavelets were evaluated. This is, on the other 

hand, believed to be a result of a too small training set as their analysis only included 4,000 

training images, compared to 60,000 images used in this analysis. Nonetheless, by using 

continuous wavelets as input, the accuracy increased to 90.2 percent from 87.1 percent while 

using a raw image feature extractor for identical neural networks.  

4.7 ANN 
As seen in Figure 13, the ANN models showed by far the shortest prediction times but also had 

the lowest mean accuracy of the four different classifiers. The ANN models are significantly 

worse than all models except the PCA based Random forest model and the wavelet based SVM 

model. Even though the PCA based model performs a little better, there is no significant 

difference between the wavelet and PCA based models. The low mean accuracy of the models, in 

comparison to other studies, is partially considered to be a result of too few hidden layers and a 

too low amount of hidden nodes in the models. For example, Correia et al. (2002) used a single 

hidden layer with a total of 256 hidden nodes and achieved an accuracy of 98.25 percent. 

Another example is Chen et al. (2003) who achieved an accuracy of 92.20 percent for a similar 

dataset with 4,000 training image by using two hidden-layers containing 40 and 20 nodes 

respectively.  This accuracy is somewhat higher than what was achieved in this analysis for the 

same training set size. On the other hand, if the number of hidden units were to increase, the 

prediction time would most likely increase as well and thereby reducing the speed of the 

classifier which is considered to be its greatest strength.  

The most striking result of this classifier is the uneven curve for the raw image ANN model and 

there are a couple of possible reasons for this phenomenon. First of all, it could be a result of a 

too large amount of neural nodes, and secondly, the model could be stuck in a local error 

minimum. Hastie et al. (2009) noted that a neural network with too many weights will tend to 

overfit the data at a global minimum of the error. There are a total of 21,820 weights in the raw 
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image model which is significantly more than in the PCA based model which only had 4,290 

weights. On the other hand, this might not be the main reason as each of the four wavelet based 

networks had 8,290 weights, resulting in a total of 33,160 weights, and still did not show any 

signs of overfitting. Another precaution taken in order to avoid overfitting is an early stopping 

rule, the training is stopped when the prediction error has increased in six consecutive epochs 

for the validation set. This rule makes it further unlikely that overfitting is the cause of this 

irregularity. 

The other probable cause of the uneven accuracy is that the model is stuck in a local minimum. 

As noted earlier, there is an early stopping rule that stops the training procedure and is used in 

order to avoid overfitting. However, these kinds of rules could stop the training well before a 

global optimum is achieved. Hastie et al. (2009) argues that arriving at one of these local 

minimums is in a large degree dependent on the choice of starting weights. They continue with 

emphasizing that it is important to have multiple starting values in order to avoid this problem.  

They also propose three different ways that this can be done: 

1. Try different starting values for the weights in the ANN and choose the best for 

prediction 

2. Use average prediction of several ANN 

3. Use average prediction from several ANN trained on bootstrapped versions of the 

training data 

In this analysis, the first of these suggestions has inadvertently been used as the model 

producing the maximum accuracy on the test data was use in the subsequent noise and 

prediction time evaluations. These suggestions might also explain why there has not been a 

problem with the wavelet based ANN model even though it has more weights in the network 

than the raw image model. The wavelet based model consists of four separate networks whose 

outputs is added together in order to predict the class of new observations which is very similar 

to the second alternative. These four networks might thereby be enough in order to avoid local 

minimums. However, more thorough tests should be performed in order to draw any 

conclusions.  

4.8  NN 
Of all the different classifiers, it seems that  NN is least affected or most invariant by its input, as 

no difference in accuracy can be found between its different models. The classifier also produced 

the highest mean accuracy with the lowest spread. Even though the PCA model has a slightly 

higher accuracy when noise is present, all of the different inputs seems to be unaffected by the 

noise. This conclusion is also supported by the fact that no differences can be found between the 

accuracies of the classifier with a low or high amount of noise.  

One presumed drawback of this classifier was its prediction time, as the algorithm needs to go 

through and calculate the distance of each new observation to each image in the training set. 

This presumption seems to be correct for both the raw image and wavelet model corresponding 

to the  NN classifier as their prediction time exceed both the ANN and the SVM models. They are 

thereby considered to be less suitable when used in real-time and in mobile applications such as 

robots. However, when the PCA format is used as input, the prediction time is decreased to a 

level matching does of ANN models while maintaining the robustness against noise and general 

accuracy.  The reason for this is believed to be that the distance measure only needs to include 
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131 variables rather than 784 variables in the raw image and wavelet based models. As the 

distance measure is calculated for all images in the training set, the complexity of approximately 

60,000 calculations can thereby be reduced significantly.  

In both the PCA and wavelet based  NN models, a   of three neighbours produced the highest 

accuracy which is in line with the results presented by Liu et al. (2003). Surprisingly, a   of one 

gave the best results for the raw image based  NN model. It is uncertain this is a result of 

randomness or if there are any other reasons for this phenomenon. The model seems to be 

somewhat unaffected by this as it does not achieve significantly lower accuracy compared to the 

other models and is not less robust against noise. No numerals are more likely to be confused 

either. It seems that the  NN is largely unaffected by the choice of this parameter, however, 

further studies should be made in order to draw any conclusion. 

4.9 SVM 
The high performance of SVM has been proven for problems with high dimensionality and small 

sample sizes numerous times (Liu et al., 2003). However, the sample size is by all means very 

large in this analysis. There is a large spread between the different models, the wavelet based 

had the lowest accuracy while the PCA based had the highest. One conclusion of this might be 

that the SVM classifier is more sensitive to image pre-processing. However, this phenomenon 

will be discussed in more detail below. 

The SVM models are based upon two parts, a one-against-one part and a one-against-all part. In 

the one-against-one part there are a total of  (
  
 

)     individual classifiers, in a multiclass 

setup, voting on the affiliation of the numeral. The maximum amount of training data for these 

classifiers would roughly be around  
      

  
       images. The one-against-all part would on 

the other hand consist of 10 individual classifiers with four and a half times as many training 

images. Since the training kernel grows quadratically with the size of the data set, training SVM 

models on large data set is computationally exhaustive and requires large memory space (Dong 

et al., 2005). This proved to be a problem in this analysis, especially for the one-against-all part 

as it had problems to converge under the given memory and time constraints. Soft margins and 

violation-rules were then increased in order to decrease the time to convergence at the cost of 

accuracy. As a result, the one-against-all part of the wavelet based SVM model had an accuracy of 

only 43.08 percent after 36,165 training images were used, while the one-against-one had 94.16 

percent. As these two approaches where combined, which otherwise lead to a higher accuracy, 

the one-against-all part decreased the combined accuracy of the model in this case. Even with 

the decreased accuracy the model failed to converge for a larger training size. In a real 

application of this model, the accuracy would probably be closer to the one produced by the one-

against-one part as the one-against-all would be excluded. The one-against-one part could 

thereby even achieve a higher accuracy as more training data could be used. One conclusion of 

this is that combing different classifiers does not guarantee an increased performance. 

It is also important to note that the SVM model based on PCA feature extractor also had 

convergence problems for the one-against-all part as it was only able to converge when the 

lowest amount of principal components were used. This, in turn, suggests that the convergence 

problem might be a result of the high dimensionality of the data rather than the large data set. 

However, the models had little problems of converging for small data sets which would suggest 

otherwise.  
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Two of the three SVM models break down when noise is inserted into the images. Both models 

even produce worse results than what would be achieved while guessing. But when the classifier 

is combined with the PCA feature extractor, it is inseparable from the most robust  NN models. 

This further enhances the idea that the SVM classifier is sensitive to image pre-processing and 

the type of feature extractors that are being used. Another reason for this could be overfitting. As 

the soft margin was increased in order to construct a converging model, the separating 

boundaries between two classes became less smooth and as a result the risk of overfitting 

increases (Hastie et al., 2009). Judging by the performance of the raw image and wavelet based 

SVM models it seems likely that overfitting has occurred in these cases. This could also be a 

result of the kernel function, which purpose is to extract and amplify small differences in order 

to separate classes and make good predictions. If noise is later introduced to the classifier, which 

was not present during training, it can possibly get a large, erroneous influence. It is thereby 

considered important to try different kernel functions in order to see if the performance can be 

improved. 

Given the presumed overfitting of the models described above and the problem of finding a 

converging model, this might suggest that it SVM is somewhat unfit when large data sets are 

used. However, a more thorough analysis is needed in order to draw this conclusion. It might 

even be possible to increase the performance by only using a subset of the total training images 

as this could allow higher polynomials or other more complex kernel functions.  

4.10 RANDOM FOREST 
The Random forest classifier has shown several properties that differentiate it from the other 

classifiers used in this analysis. It has proven to be a slow classifier which makes it unsuitable for 

real-time applications. This result is understandable as each new observation is classified 

multiple times before it is assigned a label by voting. For each iteration, forests of 100, 200 and 

300 trees were constructed, but in all models 300 trees produced the highest accuracy. This is 

reasonable, however, as variance is reduced to some degree by averaging, as previously shown, 

and thereby increasing the accuracy. Another interesting result is that the raw image Random 

forest worked well with little training data, it outperformed the others classifiers with several 

percentages. Further evaluations should be performed in order to conclude if this is the case 

regardless of how small the training set is. 

The great claims about the accuracy of the model made by its creators are not supported by this 

analysis. Even though it performed well above other models for a low level of training data, it did 

not produce the highest accuracy of them all when the entire training set was used. One reason 

for this might be the dilation of informative input variables. When the number of variables is 

large but the fraction of relevant variables small, Random forest is likely to perform poorly as a 

small amount of useful variables will be randomly picked to each tree (Hastie et al., 2009).  In 

this analysis, no image pre-processing or sophisticated feature extraction technics where used in 

order to remove the uninformative variables. However, in a similar analysis performed by 

Bernard et al. (2007) some image pre-processing was used, giving them only 84 variables 

instead of the total amount of 784 variables used in this analysis. They concluded that an 

accuracy maximum is reached with between five and twenty variables in comparison to the 28 

variables used in this analysis. This gave them a much higher proportion of selected variables. 

However, it is not necessarily better with a larger proportion. As more variables are 

bootstrapped, a higher proportion of splits will be identical between trees and thus the diversity 

will decrease in the forest and correlation will increase (Bernard et al., 2007). Their analysis 
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achieved a maximum accuracy of only 93.59 percent with a total of 10,000 training images. In 

this analysis, all three Random forest models produced higher accuracies than they did with a 

maximum of over 97 percent when the entire training set was used. With less than 10,000 

images, an accuracy of 95 percent was achieved for the raw image based model in this analysis. 

Despite this, it is considered interesting to evaluate different amounts of chosen variables to see 

if any improvement can be achieved. 

4.11 GENERAL DISCUSSION  
Some extreme numerals in the dataset lack characteristics that identify it with its class. Small 

differences in model accuracy are probably a result of how well the models can handle these 

extreme situations. Picking the “best” model based upon these small differences is thereby 

considered wrong as these differences are most likely a result of classification of characters that 

is not present in a normal case. Instead, other characteristics, such as speed and robustness 

against noise, are considered to be far more important when picking a suitable model for an 

application. 

As noted in section 2.3.1, some of the pixels are inherently more informative than others and 

thereby more important in the classification. Some classifiers, such as the  NN and SVM 

classifiers, can thereby be improved by reducing the influence of these as they can be considered 

to be noise. One way of doing this would be to attach weights to each entry in the feature vector. 

As descried in section 4.3, this is essentially what has happened when the principal components 

were used as input to the classifier. But could this be further improved? One possible way is to 

calculate the entropy of each entry, or the closely related notion of information gain (Russell, 

Norvig, 2010) which is used in creation of the individual trees in the Random forest model, and 

assign the weights accordingly. Another way to solve this problem is by using the weights from a 

one-layer ANN as these can be trained so that the weights of the most informative pixels are 

maximized. All of the sudden, it is apparent that combining properties of different classifiers 

could be advantages. But combining classifiers could be done in more elaborate ways, as 

described in section 2.5, which is recommended for further studies. 

The models that has been implemented in this evaluation have used little to no knowledge about 

the structure of the problem. Only the ANN model using wavelets as feature extractor could be 

considered to be tweaked in such a way to fit the structure of the problem. But this model still 

produced one of the three worst accuracies of the twelve evaluated models. The structure of all 

other models required almost no thought and very little iterative experimentation as they are 

“off-the-shelf” implementations that only needed specified parameters in order to work. It is still 

believed that the accuracy could be improved by taken the structure of the problem into account 

but at considerable development costs. For instance, the model presented by le Cun et al. (1989) 

took several years to develop but is still only marginally better than other models (Russell, 

Norvig, 2010). Even though their analysis showed that subject knowledge can improve 

performance, a developer needs to ask themselves if all that development time is worth the 

increase of a few percentages or fractions in accuracy that has little use in other applications. 

4.12 CONCLUSION 
Some general properties of the different classifiers have been identified in this analysis; the SVM 

classifier is accurate, ANN is fast,  NN is robust against noise and Random forest could be better 

for situations with a low level of training data. This analysis has also shown that PCA works well 

as a feature extraction algorithm that increases robustness to noise in general and can even 
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decrease prediction time due to a reduction of complexity without losing much information.  The 

PCA based SVM and  NN models should be considered for mobile applications due to overall 

performance. Random forest is not considered to be appropriate due to memory and time 

consumption. 

By comparing the result of this analysis to other evaluations, it is considered probable that 

better accuracies can be achieved through image pre-processing and, in some cases, better 

design of classifiers. Both input to and structure of the classifier are important but demands a 

much higher understanding of the problem at hand. However, a high accuracy can still be 

achieved with off-the-shelf algorithms such as those used in this analysis. 

4.13 FURTHER STUDIES 
A couple of suggestions for further studies based on the previous discussion are presented 

below: 

 Try more complex models, i.e. more hidden units and layers in ANN and other kernel 

functions for the SVM classifiers. 

 Use different wavelets and different resolutions in the wavelet transform in order to 

analyse how the accuracy and the robustness of the wavelet based models are affected. 

 Decrease the number of principal components in order to see if further improvements in 

accuracy, robustness and prediction time can be achieved. 

 Try other models and feature extractors than those included in this analysis. 

 Evaluate how the models are affected by other kinds of noise that alters the spatial 

relationship in the image, such as skewing the images.   

 Combine properties of different classifiers in order to achieve higher accuracies and 

better robustness against noise. 

A part from the suggestions above it is also considered to be interesting to study how different 

image pre-processing algorithm will affect the performance, both in time and in accuracy. 

  



36 

BIBLIOGRAPHY 
M.S. Akhtar, H.A. Qureshi: Handwritten digit recognition through wavelet decomposition and 

wavelet packet decomposition, Digital Information Management (ICDIM), 2013 Eighth 

International Conference on, 143-148, 2013. 

P. L. Bartlett: For valid generalization: the size of the weights is more important than the size of 

the network. Advances in Neural Information Processing Systems, 9:134-140, 1997. 

S. Bernard, S. Adam, L. Heutte: Using random forests for handwritten digit recognition. Document 

Analysis and Recognition, 2007. ICDAR 2007. Ninth International Conference on, 2:1043-1047. 

2007.  

G.Y. Chen, T.D. Bui, A. Krzyzak: Contour-based handwritten numeral recognition using 

multiwavelets and neural networks. Pattern Recognition, 36:1597-1604, 2003. 

C. Christopoulos, S. Athanassios, E. Touradj: The JPEG2000 still image coding system: an 

overview. Consumer Electronics, IEEE Transactions on, 46:1103-1127. 2000. 

S.E.N. Correia, J.M. de Carvalho, R. Sabourin: On the performance of wavelets for handwritten 

numerals recognition. Pattern Recognition, 2002. Proceedings. 16th International Conference on, 

3:127-130, 2002. 

Y. le Cun: Generalization and network design strategies. Connections in Perspective. North-

Holland, Amsterdam:143-55. 1989. 

Y. le Cun, L. D. Jackel, L. Bottou, A. Brunot, C. Cortes, J. S. Denker, H. Drucker, I. Guyon, U. A. 

Muller, E. Sackinger, P. Simard and V. Vapnik: Comparison of learning algorithms for 

handwritten digit recognition. International Conference on Artificial Neural Networks, 60:53-60, 

1995. 

Y. le Cun, C. Cortes: MNIST handwritten digit database . 2014. [ONLINE] Available at: 

http://yann.lecun.com/exdb/mnist/index.html. [Accessed 25 August 2014]. 

M. Costin, D. Lazaro-Ponthus, S. Legoupil, P. Duvauchelle, V. Kaftandjian: A 2D multiresolution 

image reconstruction method in X-ray computed tomography. Journal of X-ray science and 

technology. 19:229-247. 2011. 

A.J. Davison: Real-time simultaneous localisation and mapping with a single camera. Computer 

Vision, 2003. Proceedings. Ninth IEEE International Conference on. 2003. 

J.-x Dong, A. Kryzyzak C.Y. Suen: Fast SVM training algorithm with decomposition on very large 

data sets. Pattern Analysis and Machine Intelligence, IEEE Transactions on, 27:603-618. 2005. 

Y. Freund, R. Schapire, N. Abe: A short introduction to boosting. Journal-Japanese Society For 

Artificial Intelligence, 14:771-780. 1999. 

R.C. Gonzalez, R.E. Woods: Digital Image Processing. Pearson. 3rd ed. 2008. 

T. Hastie, R. Tibshirani, J. Friedman: The elements of statistical learning : data mining, inference, 

and prediction. Springer. 2nd ed. 2009. 

http://yann.lecun.com/exdb/mnist/index.html


37 

H. Hoffmann: Kernel PCA for novelty detection. Pattern Recognition, 40:863-874. 2007. 

R.A. Johnson, D.W. Wichern: Applied Multivariate Statistical Analysis. Pearson. 6th ed. 2007. 

K. Labusch, E. Barth, T. Martinez: Simple method for high-performance digit recognition based 

on sparse coding. Neural Networks, IEEE Transactions on, 19:1985-1989, 2008. 

C.L Liu, K. Nakashima, H. Sako, H. Fujisawa: Handwritten digit recognition: benchmarking of 

state-of-the-art techniques. Pattern Recognition, 36:2271-2285, 2003. 

U. Meier, D.C. Ciresan, L.M. Gambardella, J. Schmidhuber: Better digit recognition with a 

committee of simple neural nets. Document Analysis and Recognition (ICDAR), 2011 International 

Conference on, 1250-1254. 2011. IEEE. 

G.Ou, Y.L. Murphy: Multi-class pattern classification using neural networks. Pattern Recognition, 

40:4-18, 2007. 

D.J. Romero, L.M. Seijas, A.M. Ruedín: Directional continuous wavelet transform applied to 

handwritten numerals recognition using neural networks. Journal of Computer Science & 

Technology, 7:66-71. 2007. 

S. Russell, P. Norvig: Artificial Intelligence – A modern approach. Pearson. 3rd ed. 2010. 

J.S. Walker: A primer on wavelets and their scientific applications. Chapman & Hall/CRC, 2nd ed. 

2008. 

Q. Xu, J.Yang, S. Ding: Color texture analysis using the wavelet-based hidden Markov model. 

Pattern Recognition Letters, 26:1710-1719. 2005. 

  



38 

APPENDIX 1 – LEVEL COEFFICIENTS FROM THE ANOVA  
Table 7 – A table of the Coefficients for the levels in the noise effect. The table also include the mean values and the grouping 

calculated by Tukeys HSD for each effect-level combination, the means that do not share a letter are significantly different. 

Noise Coefficient Mean Grouping 

Low 0.0226 0,7 A 
High -0.0226 0,6 B 

 

Table 8 – A table of the level Coefficients for the classifier effect. The table also include the mean values and the grouping 

calculated by Tukeys HSD for each effect-level combination, the means that do not share a letter are significantly different. 

Classifier Coefficient Mean Grouping 

ANN -0.0896 0,5 C 
 NN 0.3359 1,0 A 
SVM -0.2841 0,3 D 
Random forest 0.0377 0,7 B 

 

Table 9 - A table of the level coefficients for the input effect. The table also include the mean values and the grouping calculated 

by Tukeys HSD for each effect-level combination, the means that do not share a letter are significantly different. 

Feature extraction Coefficient Mean Grouping 

Raw image -0.0813 0,5 B 
Wavelet -0.1981 0,4 C 
PCA 0.2795 0,9 A 

 

Table 10 - A table of the level coefficients for the interaction effect between noise and classifier. The table also include the 

mean values and the grouping calculated by Tukeys HSD for each effect-level combination, the means that do not share a letter are 

significantly different. 

Noise Classifier Coefficient Mean Grouping 
Low ANN 0.0411 0,6 D 
Low  NN -0.0214 1,0 A 
Low SVM -0.0200 0,3 F 
Low Random forest 0.0003 0,7 B 
High ANN -0.0411 0,5 E 
High  NN 0.0214 1,0 A 
High SVM 0.0200 0,3 F 
High Random forest -0.0003 0,6 C 
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Table 11 - A table of the level coefficients for the interaction effect between classifier and input. The table also include the 

mean values and the grouping calculated by Tukeys HSD for each effect-level combination, the means that do not share a letter are 

significantly different. 

Classifier Feature 
extraction 

Coefficient Mean Grouping 

ANN Raw image 0.1226 0,6 E 
ANN Wavelet -0.0789 0,3 G 
ANN PCA -0.0437 0,8 C 
 NN Raw image 0.0794 1,0 A 
 NN Wavelet 0.1979 1,0 A 
 NN PCA -0.2773 1,0 A 
SVM Raw image -0.2631 0,0 I 
SVM Wavelet -0.0686 0,1 H 
SVM PCA 0.3317 1,0 A 
Random forest Raw image 0.0611 0,6 D 
Random forest Wavelet -0.0505 0,4 F 
Random forest PCA -0.0106 0,9 B 

 

The constant   in the model is 0.6311.  
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APPENDIX 2 –ANALYSIS OF RESIDUALS FROM THE ANOVA 

 

Figure 14 – QQ-plot for residuals from three-way ANOVA 

 

Figure 15 - Residuals from three-way ANOVA plotted against order 
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Figure 16 - Residuals from three-way ANOVA plotted against fitted values 

The QQ-plot shows a good fit to the diagonal and does not show any other irregularities. The p-

value for a test of normality is 0.5 and the null hypothesis of normality can thereby not be 

rejected. The residuals versus order plot shows no sign of any patterns, see Figure 15. The 

residuals versus fitted values plot shows a low variance for the upper most part of the interval 

but is otherwise not considered to include any patterns or irregularities, see Figure 16. The 

model is thereby considered to fulfil all assumptions. 

 


