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Introduction 
Technological innovation is moving at a more rapid pace than ever, a fact that is generally 

considered positive for the planet's human inhabitants. New technology can help with 

overcoming issues such as disease, poverty and injustice. However, technological innovation 

is not always developed with such pure intentions. Some of the biggest budgets in the world 

for technological development are not directed to any of the previously mentioned subjects, 

but to developing technologies intended for use in warfare. The development of weapons and 

other military technology is a controversial subject, having led to some of the most important 

discussions we have seen internationally during the last century. These international 

discussions first began with the subject of chemical weapons, used in the First World War 

with gruesome results. The discussions have then continued with other topics, such as that of 

nuclear weapons, a topic that dominated much of the international debate during the cold war 

(Doyle, 2010, Geneva Protocol, 1925). These and similar discussions have been crucial, 

radically changing the way war is fought through results such as restrictions and bans. 

Robotics has for a long time been an object of interest for discussions on ethics, dating back 

to Asimov’s science fiction stories, where a proposal for future laws of robotics was included 

(Asimov, 1942). Robots have since become an important topic when imagining future society. 

The concept of advanced robots is by many seen as fascinating, but in many cases it can 

rather cause worry.  A recent development in military technology has sparked such worry. It 

is the development of military robots. A military robot1 is a vehicle or device that is either 

remotely piloted or has the ability to pilot itself, of which the latter will be the focus of this 

paper. These robots can be land-based (UGV, Unmanned Ground Vehicles), air-based (UAV, 

Unmanned Aerial Vehicles, also known as drones), made for operating on the surface of 

water (USV, Unmanned Surface Vehicles) or underwater (UUV, Unmanned Underwater 

Vehicles). The types of military robots that are currently under development have in many 

cases a degree of autonomy, meaning they can make decisions without outside control. This, 

in combination with several of these systems being mounted with weaponry, has sparked an 

international discussion on the possibility of having fully autonomous vehicles with the 

1 Not to be confused with the word missile, in Swedish translated into robot. 
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potential of independently making combat decisions with lethal outcomes. An important 

starting point of the academic discussion on the subject was the article Killer Robots, by 

Robert Sparrow, published in 2007. In this article Sparrow argues that it is impossible to find 

a satisfactory solution to the question of determining who should be held responsible for the 

actions of the robots. As determining responsibility is a Jus in Bello principle, Sparrow argues 

that we should opt for a ban on armed robots in war. Jus in Bello is the part of International 

Humanitarian Law, also known as the law of war that covers wartime conduct, in other words 

what is allowed during warfare (Sparrow, 2007, Noorman & Johnson, 2014, Docherty, 2012, 

Gubrud & Altmann, 2013). 

Initially, some relevant concepts will be discussed along with a view of Singer’s thoughts on 

these concepts. Thereafter an attempt will be made to create a scenario in order to make it 

possible to comprehensively discuss whether Singer’s conclusions about military robots are 

necessary. With this scenario in mind, the paper will discuss (from an ethical perspective) 

whether or not there are situations where we ought to give robots the ability of killing 

humans, with the question of responsibility being given special focus, including who to blame 

if a robot makes mistakes. Ultimately, a proposal for how the question of determining 

responsibility might be solved in this situation is given, attempting to reach a solution that 

would accommodate some of the demands of Sparrow regarding responsibility.  

Regardless of whether treaties that ban military robots will be put in place in the coming 

years, the risk that robots of this kind will be increasingly used in warfare in the near future 

can be deemed large, demanding that we look closer at the various ethical questions that may 

arise with its usage. Both when discussing a ban of a technology and when deciding on a way 

of developing it with regard to certain principles, paying attention to possibilities that can be 

reached with the use of a certain technology can create a steadier platform for discussion. To 

that end, this paper will not focus on debating the question of banning the technology, but 

rather focus on possible consequences of allowing the usage of autonomous robots using a 

certain set of strict rules. This does not mean that the arguments in this paper would be 

uninteresting for a supporter of a ban. A big part of the focus is discussing some possible 

advantages and disadvantages of implementing certain types of autonomous warfare using 

clear regulation. As the militaries of today continue developing these types of robots, it is 

clear that they consider them to be an integral part of future warfare. If these types of robots 

get deployed without any clear answers on how one might do this in an ethically acceptable 
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way, it might lead to various negative consequences; perhaps most pressing that it might 

generally weaken the regard for the laws of war.  

In 1942, Isaac Asimov defined the three laws of robotics, of which the first states that “a robot 

may not injure a human being or, through inaction, allow a human being to come to harm.” 

(Asimov, 1942). Still today, the thought of giving robots the choice to kill humans is a 

haunting one. In this paper we consider if doing so necessarily is ethically wrong.  

Background 
The main theoretical basis for the discussion in this paper is Just War Theory. This theory has 

its basis in arguments by (among others) Aristotle, Cicero and Augustine. The arguments are 

connected to both consequentialist and deontological thoughts. Although just war theory is 

not the only approach to ethical discussion on war, it is the dominant theory on which the 

modern laws of war are based, including International Humanitarian Law (IHL), which is the 

current law covering armed conflicts. Just war theory uses two groups of principles for 

determining if a war is to be considered just: the first group of principles determines when it is 

right to go to war (jus ad bellum). The second group, which is the one that is the most 

interesting for the scope of this paper, discusses how a war should be fought (Jus in Bello). 

The Jus in Bello the principle of military necessity states that attacks must be made with the 

purpose of defeating the enemy and be made with military objectives. All other damage, to 

civilians or property, must be proportional to the advantages the attacks are deemed to lead to. 

This means that a country waging war is legally obliged to use as effective weapons as 

possible in order to reach the goals of the war, this is a reason that is often cited for 

developing new weaponry, including military robots (Orend, 2008, Johansson, 2013, pp. 8-12, 

287). 

The discussion on autonomous military robots can be distinguished into two types of 

discussions. One of these is mainly based on subjects such as ethics and law. Being conducted 

by activists and academics of western societies, this discussion is heavily based on questions 

related to the laws of war, asymmetry2 and a worry for potential usages of this new type of 

2 In an asymmetric war the invading belligerent has access to a much bigger amount of resources and 
technology. (Benvenisti, 2010) 
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technology in war. Here, autonomous robots are often seen as agents to a certain degree, with 

the capacity to make independent decisions based on advanced forms of adaptability. A major 

focus of this debate has been bans or the making of rules on usage of autonomous military 

robots, often with a focus on UAVs. How such a ban would be put in place and what it would 

cover is continually under discussion.  

Another important discussion is a more technical one, involving engineers, military leaders 

and others interested in the possibilities that robotics bring to war. Here, the concept of 

autonomy is generally seen less as agency and more as an advanced type of programming, 

only designed to respond the way the programmers intended. A telling example of this is that 

the word UAV is practically unused. For airplane-like UAVs the wording of choice has 

instead become RPA – Remotely Piloted Aircraft, heavily implying full human control 

without the negative associations the word unmanned might bring, such as the airplane not 

being controlled by anyone. Robots are here often seen as computers that do not have any 

actual autonomy, only having the ability of following protocols, with limited adaptability. 

This discussion is not as focused on pure ethical issues, but rather issues of safety, reliability 

and efficiency (United States Air Force, 2014, Tirpak, 2010). 

Academic discussions covering these subjects have often had a focus on how and if military 

robots should be developed, with some calling for a ban (Docherty, 2012). These discussions 

are healthy and should by no means be discontinued. However, the types of robots being 

discussed are already under development or even being deployed. In some cases we already 

see robots with the ability of automatically firing upon threats. An example of this is the 

Samsung SGR-A1, a stationary robot that is used by the South Korean army in the 

demilitarized zone. This robot can identify humans using cameras and IR. When a human is 

identified and deemed hostile, the robot has the capability to automatically shoot and kill at a 

long range (Terzian, 2013). This has called for another discussion with strong ties to both of 

the discussions previously mentioned, the one focusing on what to do if the technology 

development is completed and implemented in armies. Agreeing to partake in this discussion 

might be seen as capitulating from the point of view of the activists fighting for a ban of 

military robots. On the contrary, expanding the discussion to understand what might happen 

when this type of technology is put into action might help such a cause.  
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A problem when it comes to discussing war related issues is that defining what war is has 

become increasingly difficult. A popular definition of war is that it’s an armed conflict either 

fought between states, or a civil war fought between factions in one state (Orend, 2008). 

However, as of late many conflicts do not fit this description. Conflicts that are referred to as 

wars often act out like what in similar cases is considered to be law enforcement. An issue 

that can be related to this problem is some of the attacks that have been made with UAV’s by 

the CIA in countries that are not considered to be at war. These include targeted strikes with 

the intent of killing insurgents in countries such as Pakistan and Yemen. (Cavallaro & 

Sonnenberg, 2012) With regards to the scenario that is the main focus of this paper this might 

be another issue to discuss. Focus in this paper will however be on the question of 

responsibility in what is determined to be an armed conflict, rather than trying to specify 

exactly what is needed to label something an armed conflict.  

Advantages of military robots 

The most commonly mentioned advantages to robots in warfare are in most cases connected 

to the removal of negatives associated with having humans do similar tasks. A common way 

of describing roles for robotics in today’s war is the three D's: Dull, Dirty and Dangerous, 

meaning that robots are considered excellent alternatives (already in today’s warfare) for 

performing tasks that are monotone (dull), handling toxic chemicals (dirty), or where they are 

under a high threat of being destroyed (dangerous) (Blyenburgh, 1999). Robots acting in 

accordance with proper programming will (in contrast to humans) not have any other agenda 

than what orders and rule-sets they are given. The reason that they can be used in missions 

where it is likely that they will be destroyed is both that they lack personnel onboard and that 

they often are cheap compared to other alternatives, such as giving a human the same task.  

The incapability of stress and other psychological issues is another clear advantage compared 

to humans when performing tasks. The amount of information that robots are capable of 

handling, e.g. several commands given at once, is much higher than when compared to human 

beings (Marchant, et al., 2011). In the other end of the psychological spectrum, robots can 

function for days without need for sleep or loss of concentration. Post-war symptoms such as 

post-traumatic stress and other long-term psychological effects do not occur in robots. 

Finally, vehicles that are constructed for being unmanned are easier to make, as well as cheap 

when compared to manned vehicles with similar applications, especially when taking into 
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account that a specially trained pilot is required for manned vehicles (at least when the vehicle 

includes advanced technology and is purpose-built). A regular aircraft is constructed around a 

human pilot. When this requirement is removed, designing and constructing the aircraft 

becomes an easier task. Vehicles can be made lighter and with new shapes and sizes. This 

becomes especially clear when comparing the UAV’s of today and their manned counterparts. 

The General Atomics MQ-9 Reaper costs only a fraction of the manned planes it shares tasks 

with. Whereas a plane such as the F-22 costs about $150 million per unit, a Reaper unit costs 

less than $20 million (U.S. Air Force, 2010, 2012). Naturally these are two very different 

planes, but tasks such as air to ground attacks are shared.   

Ethical problems connected to military robots 

Responsibility is not the only question that is commonly raised when discussing why military 

robots are ethically problematic. There are plenty of other arguments against the development 

and usage of military robots. Such arguments come from various political and ethical schools 

as well as some more practical objections. A full list of these problems is not possible here. 

Instead, a few relevant examples will be mentioned and discussed briefly. 

One interesting discussion is connected to psychological effects on combatants who are 

involved in either side of a conflict where military robots are used. Operators of military 

robots have in several cases been reported to endure psychological problems, such as PTSD, 

connected to their roles in wars including those in Iraq and Afghanistan (Chow, 2013). This 

effect would probably be removed by removing human operators from the loop, or at least 

from being the ones making the decision on who to fire upon.3 On the other side of the 

conflict, reports have shown that the way combat currently is being fought has negative 

psychological effects on people living in areas where drone strikes are common. As drones 

are capable of striking anywhere at any time in conflicts of today, locals have no way of 

knowing when a strike will hit and where. This leads to a constant worry among people living 

in these areas, with connections having been made between drone strikes and terrorist activity. 

Because of this, the effectiveness of using armed drone strikes has been questioned (Cavallaro 

3 This raises several other ethical questions, not directly connected to the theoretical scope of this paper. A 
possible way of arguing would be that the psychological effects of killing ought to stay, as it might lead to fewer 
instances of killing. The discussion in this paper is however not concerned with methods that lessen killing per 
se, but rather to discussing an idea that has the goal of removing all unjust killings connected to military robots, 
regardless of why they were made in the first place (a goal that probably isn’t entirely achievable). 
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& Sonnenberg, 2012).  If there are cases where using military robots4 does not clearly lead to 

positive results with regards to the goals of the conflict in which they are considered, then it 

seems a rather natural opinion that they ought not to be used.5  

A problem that in some parts is related to the previously mentioned ones is that the access to 

drones might lead to conflicts being easier to start. An important reason for this is that in 

many cases, using military robots effectively removes most risks for the force deploying 

them. This is especially true when the conflict is asymmetrical and the opposing belligerent 

has limited or no means of attacking the force that deployed the robot. 

Theory 
In this paper, the two concepts that stand out during the discussion are those of responsibility 

and autonomy. Both of these concepts are used in the paper in a way that differs slightly from 

how Sparrow uses them. This section will both explain the way they are used here and 

describe how they are used by Sparrow. The concept of autonomy is here deemed of special 

importance because of how the definition of it can differ greatly. Therefore some other views 

are also presented. 

Autonomy 

The main question this paper attempts to answer is whether it is possible to create a policy 

where it is acceptable (especially with regards to responsibility) to let pre-programmed robots 

take decisions with humans being out of ‘the loop’. The loop, also known as Boyd’s OODA 

loop (figure 1), is a model describing the process of command and control (C2) (Brehmer, 

2005). C2 is an organizational term, generally used to describe the process of military 

decision-making during missions. Discussions on the autonomy of military robots often begin 

by defining what capabilities the robot in question has regarding the loop. Most robots of 

today have humans in the loop, deciding what the robot does.  

4 Of which armed drones are an example. 

5 Further, if it is determined that using military robots never clearly lead to positive results, then they would 
plausibly gain a similar status of taboo to that of nuclear weapons. 
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In the scenario, the robot is given the capacity to complete all four tasks in the OODA loop. 

This means that the robot can autonomously do all four OODA tasks in order to complete a 

given mission without human interference. The robot is autonomous in the aspect that it has 

the ability to interpret situations, identify possible responses and execute the correct response 

as specified by an internal protocol. The robot in the scenario has excellent problem solving 

abilities, but with a complete lack of ability to do anything outside of carrying out the 

missions handed to it in a way that follows strict rules, including the Jus in Bello. An example 

of a reason for why implementing the complete OODA loop in robots is a plausible future 

development is that militaries generally strive to shorten the time it takes for the loop to take 

place, leading to strategic advantages (Scheidt, 2012). An important point of notice is that the 

robot has the capability of adapting to new situations, making decisions with regards to the 

mission given, as well as other preprogrammed rule sets, such as neither firing when war 

crimes, nor friendly fire is deemed a possible outcome. On the other hand, no part of the loop 

necessarily requires the robot to have anything even remotely resembling a conscious mind. 

This means that it’s possible to create a scenario where one can discuss a robot with OODA 

capabilities without having to focus on questions regarding the agency of the robot itself 

(Marra & McNeill, 2013). Here it needs to be mentioned that this might leave some questions 

to ask regarding that agency. Especially the part of OODA that includes decision-making 

seems to imply some form of agency. However, in the scenario of this paper, that agency is 

under strict control, meaning that it is not a cause for putting responsibility on the robot. The 

robot in the scenario is built without anything that can be considered consciousness; it is 

Orient

DecideAct

Observe

Figure 1 – OODA loop 
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merely a complex automated machine. The focus of this paper is to discuss the implications 

that implementing the OODA loop autonomy in a robot will have on the question of 

responsibility. A short discussion of other definitions of autonomy will now follow. These 

definitions have other implications than the OODA one and using these for this paper would 

lead to focusing on other questions than the one that is the focus here, which is why they have 

not been used further in this paper. However, it is important to understand that this type of 

discussion is often held using other definitions in order to understand why other conclusions 

differ greatly from the one in this paper, especially in the case of Sparrow.   

A general consensus on the definition of autonomy when discussing robotics does not exist. A 

common denominator seems to be that the higher amount of artificial intelligence, the more 

likely a robot is to be considered autonomous. Attempts have been made to implement a 

taxonomy that defines autonomy through determining degrees of agency, with the word 

autonomous implying a capability of interpretation and reasoning to a certain degree, this is 

also included in the definition used in this paper, with the exception of defining degrees of 

autonomy (Franklin & Graesser, 1997, Johansson, 2013, pp. 1-6). The word autonomy 

traditionally implies some degree of self-awareness, something that is not considered a 

relevant possibility for robots in the scope of this paper. An important point that is often failed 

to be mentioned when discussing robot autonomy is the possibility to decide what aspects of 

autonomy is programmed into the robot. This often leads to definitions that include human-

like traits, as we will now see when discussing Sparrow’s views on the autonomy of future 

military robots. 

Sparrow argues that military robots will have minds with similar qualities one might find in 

human soldiers:  

Mere randomness provides no support for a claim to autonomy. 
Instead the actions of these machines will be based on reasons, but 
these reasons will be responsive to the internal states – ‘desires’, 
‘beliefs’ and ‘values’ – of the system itself. Moreover, these 
systems will have significant capacity to form and revise these 
beliefs themselves. They will even have the ability to learn from 
experience. In practice, this is likely to mean that the actions of 
these machines will quickly become somewhat unpredictable. 
(Sparrow, 2007, p. 65) 

What Sparrow and others who argue with similar presumptions seem to ignore is motivating 

why any military would want their robots to have such characteristics as desires and beliefs. 
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Even if such advanced types of autonomy were available to future developers of robots, it is 

hard to understand why they would want such concepts implemented in the robot’s software. 

Including such concepts would only make it harder controlling the robot’s actions (as Sparrow 

himself argues in the quote) and relevant information gathering would not require such types 

of human emotions.6 As Sparrow’s definition of autonomy is problematic in this way, the 

OODA definition of autonomy is instead the one of choice for this paper. However, the 

discussion in this paper is focused on the question of responsibility rather than autonomy. As 

we shall now see, discussing Sparrow’s views on responsibility is still possible with a 

definition of autonomy that differs from his. 

Responsibility 

A major problem when there is no one who directly controls a robot is that it becomes harder 

to say who is responsible for its actions. In another case, one could argue that responsibility 

would lie with the robot. Though as we have seen, the autonomy of the robot in this paper 

does not make putting responsibility on it an attractive choice unless it is deemed an agent. 

Punishing a robot without agency would be similarly effective to e.g. punching a toaster for 

burning bread whereas the responsibility for the bread being burnt ought to be put elsewhere. 

Answering where responsibility should be put is a hard task; according to Sparrow it would 

even be impossible to do it in a satisfying way (Sparrow, 2007).7 

Responsibility is in this paper used as the moral (and legal) consequence to the perpetrator of 

an unlawful act with regards to International Humanitarian Law (IHL). This also includes is 

what is known as command responsibility. This concept makes it clear that responsibility can 

be shared between soldiers committing crimes and their superiors, who have allowed these 

crimes to occur (or even ordering them).  This is an example of how this principle is 

formulated, from the statute of the international criminal tribunal for the former Yugoslavia: 

6Sparrow’s discussion on military robots in page 66 pictures them as small-minded killing machines using 
cynical tactics to gain small situational advantages. Much of discussion covering military topics presume that 
militaries chronically have this cynical, “shoot first, ask questions later”-mentality. Accepting that this is the case 
today doesn’t mean accepting it will always be that way. Trying to change the militaries of today into more 
proportional, goal-searching entities is a challenging, but vital task for approaching wars that are considered just, 
not only by the winner, but also by others. 

7 This is explained further following the scenario. 
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The fact that any of the acts … was committed by a subordinate 
does not relieve his superior of criminal responsibility if he knew 
or had reason to know that the subordinate was about to commit 
such acts or had done so and the superior failed to take the 
necessary and reasonable measures to prevent such acts or to 
punish the perpetrators thereof. (UN Security Council, 1993) 

In several postwar trials, such principles have been used to prosecute military and political 

leaders. This means that responsibility does not necessarily lie primarily with the entity that 

commits the unlawful act, but can be put on one or several other persons or entities that are 

deemed to have been the reason for the act occurring (Williamson, 2008).8 Because of 

command responsibility, it would possible to use an autonomous robot and put responsibility 

for its actions on military commanders.  

Sparrow argues that for a war to be considered just according to the Jus in Bello, that there 

has to be someone who can take responsibility for any act of killing: “It is a minimal 

expression of respect due to our enemy – if war is going to be governed by morality at all – 

that someone should accept responsibility, or be capable of being held responsible, for the 

decision to take their life.” (Sparrow, 2007, p. 67). Sparrow finds arguments from both 

consequentialist and deontological view-points that this is a requirement for a just war 

according to the Jus in Bello. The main deontological argument is that taking responsibility is 

important in order to show respect to others. The consequentialist argument, upon which 

focus is put more in this paper, is that prosecution is impossible without determining 

responsibility, meaning that it is possible to disregard the laws of war without legal 

consequence. Even if it is shown that a scenario can be built where Sparrow’s demands of 

responsibility are met, this does not necessarily mean that it is morally right to use armed 

autonomous robots in war. From a consequentialist view, it might not be effective using 

autonomous robots with regards to what the goals of a conflict are. A consequentialist 

discussion on advantages and disadvantages that would need to be taken into account when 

deciding on if the consequences of using autonomous robots for this type of task thus follows 

(Sparrow, 2007).  

This theory section has described what is included in the types of autonomy and responsibility 

that this paper uses. The versions of these concepts that have been used are done so in order to 

8 This is commonly a soldier, but in this paper a robot commits the act in question. 
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create the discussion that will now follow without raising questions regarding the specific 

nature of the robot. This has been done so that the discussion can instead be focused on the 

hypothetical scenario that follows, where a robot that is not a responsible agent commits acts 

without direct input, but with humans being fully responsible for its actions. 

The scenario 
In order to understand the theoretical question this paper intends to discuss, a scenario will 

here be presented. The scenario is written with the intent of making the main question clearer 

as well as removing several other, similarly hard to answer questions regarding the 

development of military robots. The main question the scenario is later used for answering is 

if there can be an acceptable way of determining responsibility for the actions of a robot with 

all four OODA abilities. In order to make a comprehensive discussion that can clearly ask that 

question, the scenario tries to create a situation where questions regarding such things as 

development and what to do with other types of autonomy are avoided. The scenario is also 

constructed with the intent to discuss a situation where an armed conflict has already been 

started9 in order to avoid discussion on jus ad bellum. The idea is to construct a situation 

where the more ethical choice seems to be turning over the choice of killing from a human to 

a robot when the question of responsibility is disregarded, to then get a clearer discussion on 

the topic of responsibility on its own. In order to construct such a situation, we presume in the 

scenario to know that these robots make more precise decisions than human counterparts 

would, regarding how to handle these types of situations, including making better decisions 

on who to kill during combat.10  

In a possible world 20 years from now a similar conflict as to those we have seen recently in 

Iraq and Afghanistan begins. A major force invades a small nation, leading to an extended 

asymmetric war where the invading belligerent has access to a much bigger amount of 

resources and more advanced technology. The other belligerent uses tactics such as suicide 

bombings and other types of improvised tactics as well as another technological advance that 

has been made, effective jammers for any type of wireless communication. This means that 

9 In accordance with Jus Ad Bello. 

10 This is important as giving robots the choice without determining they would do it better would lead to even 
more problems, why use new solutions if they were not deemed to be better? 
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remotely controlling UAV’s is not always a possibility during war and cannot be counted on. 

Among the technologies available to the invader are military robots with a high degree of 

autonomy and high precision weapons. These weapons can be fired on single targets with 

minimal risk that anyone but the target is hit. These robots have the ability to determine the 

intentions of the opposing forces to a much higher degree than possible for a human. 

A car is driving quickly through city streets in the war zone. A UAV with an attached sniper 

rifle captures the movement with a camera and an on board computer automatically calculates 

that there is a high risk that it might be a suicide bomber. The only possible method of 

securing that the possible threat is not carried out is through killing the person in the vehicle. 

Structures have been put in place so that a human must be the one deciding if possible 

enemies should be killed. However, if the communication with the drone is interrupted by 

jamming, this means that an external decision to fire is impossible. After well-founded 

research shows that removing the human from the loop leads to a very significant increase in 

positive mission results in these situations, military leaders call for a change in policy that 

would allow robots to take autonomous decisions on who should be killed, as this will lead to 

a more effective war, ultimately resulting in fewer deaths of innocents and a shorter war.11 

The initial positive effects of turning the decision over to robots are quite obvious. Provided 

the information given in the scenario is correct, immediate effects should be less damage, as 

fewer bombers are successful. In other words, less people are killed and property damage that 

might be done through such a bomb is minimalized. Another clear positive of not requiring 

soldiers to take these decisions is the mental aspect. Operators of military drones in the wars 

of today have reportedly suffered from symptoms related to high amounts of stress, which has 

been connected to ordering the drone to fire its weapons on humans (Dao, 2013). Further, it 

would be comparatively easy to update the reasoning of the robot when making decisions. If a 

11 It is important to keep in mind that the scenario being used in this paper is a very hypothetical one. The exact 
type of technology that is used in the example may well never be used or even developed. The scenario 
presupposes that the technology in question works as intended. Using this hypothetical example we can presume 
that the robots make better choices than humans would in their places (even though we don’t know when this 
will happen, if ever). These criteria would not be as easily fulfilled in a real world setting. However, in order to 
understand how a scenario might look if the robots work as proponents of the technology intend, a better 
understanding of the subject might arise, regardless of what opinions one holds in the discussion of banning or 
bringing these types of technology further into development. Instead of making wide claims proclaiming that 
military robots are unethical in themselves or that they are a necessary addition to modern warfare, this paper 
instead tries to make suggestions based on a narrow possible scenario. 
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robot makes a decision that is deemed incorrect, it would be possible to later access its 

memory and see what made for that decision. When the fault has been determined, it is then 

possible to send out an update to all robots that might approach similar situations, in an ideal 

situation leading to the same type of mistake never being repeated.12 Finally, operators will 

not be needed, at least not to the same degree, removing costs.  With these types of positive 

effects, both strategic and ethical, it is easy to understand why such a change as the one 

proposed in the scenario would be popular with the decision makers given this option. 

Responsibility revisited  
Among several possible issues that would be with such a change as is proposed in the 

scenario, responsibility stands out as a most pressing one. When an operator presses the fire 

button making a drone in today’s war fire, it is quite clear that the responsibility of the result 

mainly belongs to that operator, or whoever gave them the order to fire through command 

responsibility. The direct effects on the question of responsibility could then be seen as 

positive. As the decision is not made by a human, where factors such as fatigue and individual 

bias might lead to incorrect choices, it might be easier pinpointing where the mistake was 

made, as well as why and how to improve the system, however as we will see, in other 

aspects, the question becomes much harder to answer. Even if turning over the decision to the 

robots would mean lower amounts of incorrect decisions regarding killing in war, mistakes 

due to bugs and other situational mistakes are bound to happen. Who would be responsible 

when one of these robots kills someone and it is the incorrect choice? In this section, the 

problem of responsibility in the scenario will now be presented.  

The question of who should be held responsible for illegal actions in war is not always 

completely clear. In order to discuss the question of responsibility, three possible chains of 

events leading to war crimes as the result of actions by regular soldiers will be discussed. This 

is done in order to further make clear why a transition from human decision-making to robots 

acting autonomously can be problematic in the area of responsibility. 

 A possible discussion is if a soldier should be held responsible for war crimes if the action 

that led to the crimes was made because of a direct order from a superior officer. One view is 

12 As opposed to an individual, who might not change their behavior as easily. 
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that any soldier who knows that an action would be illegal should refuse to do it, or be 

regarded as an unlawful combatant.  

Another relevant discussion is the one on who should be held responsible when the carrying 

out of a mission means war crimes, but the soldier carrying out the mission is uninformed of 

the consequences, meaning that they have no reason to believe that what they are doing is war 

crimes, even though that is the result of their actions. Here, the soldier is commonly regarded 

as free of guilt, as they were uninformed about the consequences of their actions. Here, 

responsibility instead lies fully with higher ranking officers (command responsibility), who 

were informed with what the mission would lead to (war crimes) as well as (and especially) 

the individual who gave the original order (who in some cases could be a country leader).This 

chain of events has to be considered plausible with regards to the type of robot being 

discussed in this paper (in contrast to the previous example). On the other hand, it does not 

lead to an apparent need for a special solution other than current procedures put in place to 

determine who is to be blamed for the crime(s) committed. This is because there already are 

clear culprits in the officers who with knowledge that the order would mean war crimes, still 

gave the order without informing the soldier of what its carrying out would result in. The 

soldier here plays a similar part as the robot. As the robot in the scenario has no agent that 

understands what it is doing, it is put in a similar position as the soldier here. It cannot be held 

responsible because it cannot know what it is doing and if it is wrong. 

A third possibility is that a soldier adapts incorrectly to a situation during a mission, the 

adaptation leads to war crimes being committed. This means that the soldier analyses the 

situation and their role in it incorrectly. This might be a pure mistake or because of ill intent 

or desperation. In this regard it has to be considered a possibility that robots can make similar 

mistakes, not because of ill intent or desperation, as this would not be programmed into the 

robot, but because of some miscalculation of the situation at hand. This possibility means that 

a solution needs to be put in place. As has already been discussed, this type of autonomous 

robots cannot be held responsible for their actions. Who is then to blame if the robot 

independently made choices that lead to war crimes being committed? 

Killer committees 
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When Sparrow discusses this issue, he claims that the responsibility question is not solvable 

in an acceptable way and uses this as a basis for dismissing the possibility of ethically 

accepting the usage of autonomous military robots. Sparrow argues that it cannot be possible 

to know what the robot will do when given autonomy and that this would mean that a person 

not in direct control of the robot could not be held rightly responsible for its actions (Sparrow, 

2007). Here Sparrow seems to argue from a narrow view of how it is possible to determine 

responsibility. Clearly there are examples where responsibility of a product malfunctioning is 

put on something other than the product itself, such as the constructor of the product, or the 

consumer that used it (in the case of the toaster, this would be the user turning up the heat too 

high). In the case of military robots, Sparrow makes a good case to show that it is not as 

simple as putting blame on one external individual through pointing out that accidents happen 

and that no individual can be pointed out as the reason for the specific deaths that might occur 

when there is no one directly committing the act (Sparrow, 2007, pp. 67-68). Something he 

does not seem to explore enough is if there is a way of comprehensibly giving responsibility 

to an external entity.  An attractive way of doing this would be giving the responsibility to a 

clearly defined group of individuals. These individuals could - with relevant knowledge of the 

mission and access to all relevant facts regarding the robot’s functions - make a decision of 

assuming responsibility to all actions that the robot might make during the mission, in an 

ethical sense becoming the responsible agency of the robot. If we can construct robots with 

guidelines that are clear enough, then it is hard to see why it would be impossible to 

eventually make well-functioning, dependable robots for completing such clear tasks as the 

one in the scenario.13 

A possible solution would be to put the responsibility on the creators, that is the engineers and 

programmers who made and maintain the robot that has made the incorrect decision. But who 

would want to take such a job, knowing they might be harshly punished for following orders, 

perhaps even when delivering a product they themselves consider not to be completed? 

Similar things can be said for military leaders in charge, politicians and others; a person 

13 However, as soon as the tasks become more complex and the mission too unclear, it rather becomes an almost 
impossible task to construct a rigid system where the robot would act in a way that is predictable. It is definitely 
an arguable point whether it’s possible to practically reach situations where robots are better suited for making 
life or death decisions than human and if so it surely will not happen in the exact way described in the scenario. 
Still, there is a big chance that it might happen that some military will sooner or later come to a point where it is 
a tempting option to give decision autonomy to a robot, in such a situation the questions discussed here would be 
relevant for understanding some ethical challenges such an action might bring.  

                                                 



18 

 
cannot be said to hold sole responsibility in cases where there is neither malicious intent, nor a 

clear failure to deliver the service one claimed to. Rather, responsibility might need to be 

shared by a group of individuals with different skillsets and professional insights into the 

robot. This could possibly be made through a committee with expertise within the relevant 

processes that led to the incorrect decision, as well as a lawyer. This type of committee would 

need to be made for any type of robot and would have to approve any type of action it might 

take, thus becoming responsible for the results of its actions. Reaching a point where a full 

committee of this nature would feel comfortable with accepting the consequences of an 

approval would be very hard as the system would need to be very reliable and predictable. 

Concerns might be raised that technology of this kind may never be as reliable as would be 

needed for the approval of use by this type of committee. This might be true, but with regards 

to the explosive pace of development in this area of robotics that we see today might mean 

that this type of reliability is possible in a not too distant future.  

So how could a composition of such a committee be? With regards to our example, some 

relevant roles that should be accounted for will here follow:  

• An engineer with understanding of the different mechanical components of the robot 

that has access to all relevant information of the state the robot is in, such as 

mechanical malfunctions and the likes. 

• Two programmers, one who knows the general software functions of the robot and 

one who is specialized in the artificial intelligence aspects. 

• A lawyer who has relevant understanding of the legal aspects, as well as an insight 

into the ethical issues of the robot (this last part might be done by an additional 

ethicist). 

• A military strategist who understands the mission and what scenarios it might bring. 

This list is not complete, but rather a bare minimum for a committee of this kind. Not having 

a person representing each of these roles would mean that complete understanding of the 

drone in the context of given mission is impossible. The members of this committee would 

confer for each given mission, to decide if they are willing to take responsibility for all actions 

the robot might make during a mission and be legally convicted if the robot commits an 

illegal act. If all members of the committee cannot agree to take responsibility and a 

consensus is not met, then the mission could not be said to have a sufficient solution regarding 
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the question of responsibility and thus must be cancelled. If the robot would go on to commit 

war crimes following an approval by the committee, all individuals should be legally 

charged.14 

A possible counter-argument to using killer committees would be to ask why not 

responsibility should be solved as it is with today’s rules, simply using command 

responsibility. This would put the responsibility on whoever was determined as the failing 

link in the process of. The problem here lies with the advanced nature of the robot, as well as 

the extreme consequences an uncontrolled robot might bring.15 As much as programmers and 

other specialists can try to explain all features and possible issues of allowing a robot to make 

its own combat choices, someone who is not specialized in all relevant fields cannot be 

expected to alone understand the complete nature of all the possible issues. Not having a clear 

policy on responsibility when turning over the choice to robots could lead to very negative 

situations where the military that uses the robots cannot be said to have control over their 

behavior.  

A positive aspect of using a killer committee is that the question of responsibility is better 

accounted for than other military missions. As consensus is required, missions would with all 

probability run a lower risk of leading to mistakes, which would mean that if mistakes were 

made by the robot, the responsible individuals would have clear arguments to show why 

giving the robot access to all parts of the OODA loop was a responsible decision. Each such 

mistake would then be taken into account for future missions, including updating the robot to 

change parameters in order to create a robot with behavior that extremely rarely makes 

incorrect OODA decisions. 

Conclusion 

14 The legal process of determining responsibility could either be done internally within the nation, or by an 
international court. Developing measures for how this process would be and how much the punishment would be 
weighed between the experts of the committee is not something that is discussed in this paper, but is left for 
those with more expertise in the field.  

15 Several horrifying scenarios could be thought out if a robot that does not have proper safety measures in its 
programming, especially if the robot has the ability to kill. For a relevant example where this has already 
happened in a small scale, in 2007 a South African cannon with automatic features killed 9 soldiers as it did not 
have proper safety measures. (Schachtman, 2007) 
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In this paper some ethical consequences of giving OODA autonomous robots the decision of 

killing humans in war have been discussed. The main topic of discussion has been whether it 

is possible to find a solution for the question of who should be responsible for the robots 

actions, as was deemed by Sparrow to be impossible to solve in an acceptable way. After 

determining that the robot that has been discussed in the paper is not an agent, it has been 

concluded that it is not a valid candidate for being given responsibility. The option of putting 

the responsibility for the robot’s actions elsewhere has then been discussed. The idea that 

ultimately is proposed is one where a committee of professionals could be considered 

responsible for the lethal actions of an OODA autonomous military robot. Using such a 

committee seems to be an option for solving the question of responsibility regarding this type 

of military robot.  
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