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1. Introduction 
 
What is a moral agent? A starting point for examining this question is a definition of “agency” 

by Himma (2009), who states that  

 
The idea of agency is conceptually associated with the idea of being capable of doing 

something that counts as an act or action. As a conceptual matter, X is an agent if and 

only if X is capable of performing actions (Himma 2009, p. 1) 

 

What is then difference then between a moral agent, an agent? While the agent is just some 

entity that is able to perform actions, the moral agent is capable of performing morally 

qualifiable actions, that is actions with some moral value. Floridi points out that 

 

An action is said to be morally qualifiable if and only if it can cause moral good or 

moral evil. An agent is said to be an moral agent if and only if it is capable of morally 

qualifiable action (Floridi 2012, p. 199). 

 

Hence, a short answer to the question “what is an moral agent?” is that the moral agent is 

some entity that is capable of morally qualifiable actions. However, this view is quite 

controversial. During the last few years, there has been an on going debate regarding the 

answer to this question. While some would agree with the short description given, others 

argue that although a moral agent is something that is capable of moral actions, it also needs 

to posses some features or other, such as free will, intentionality or being capable of moral 

responsibility (Gunkel 2012, p. 19). 

 

In this paper, a few of these views on moral agency will be described, compared and 

discussed, mainly in chapter 2.2, 2.3 and chapter 3. One goal of the paper is to apply this 

discussion on high frequency trading systems (HFT). HFTs are, as will be discussed in 

chapter 2.8, a certain type of machines, who automatically and autonomously trade securities 

on, among others, stock exchanges worldwide (Easly&Lopez de Prado&O´Hara 2013, p. 2). 

The result of this discussion is that HFTs, and some machines, can be considered moral 

agents.  
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With this established, the paper will go on to describe and discuss how HFTs therefore can be 

included as moral agents in cases of distributed morality. This discussion will take place in 

chapter 4, while a description of what distributed morality is can be found in chapter 2.5 and 

2.7. 

1.1 Purpose 

The purpose of this paper will be to answer two questions. The first questions being can 

“HFTs can be considered moral agents?”. The second question is “if HFTs can be considered 

moral agents, how can they be included in cases of distributed morality?”. 

1.2 Thesis 

The thesis is that HFT machines are sources of morally relevant actions, and that they thus 

can function as moral agents, in some sense of the word. Furthermore, it will be argued that a) 

they can be a part of a supra-agent; b) they can be included in cases of distributed morality. 

1.3 Structure 

The paper is divided into five chapters, of which this introduction is one. Moving on from 

here, the theoretical background and definitions and descriptions for core concepts will be 

introduced in the chapter named background. The third chapter will be based on the 

descriptions and definitions in the second. Here, a discussion on the thesis that HFTs can be 

moral agents will be conducted. With that established, the fourth chapter of the paper will 

discuss how it therefore is possible for HFTs to be included in cases of distributed morality. 

These parts and the findings will be summarized in the final chapter.  
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2. Background 
 

2.1 The difference between moral agents and moral patients 
 
A moral object, for some a moral patient, is something that can be on the receiving end of 

morally significant actions (Floridi 2012). That is, some entity that can be affected by actions. 

These should be distinguished from moral agents, who are the sources of moral actions. For 

this paper, only moral agency for machines will be discussed. The status of machines as moral 

objects is an entirely different topic.  

 

2.2 The instrumental view on moral agency for machines 

According to Gunkel (2012, p. 6), the dominant view on moral agency for machines is that 

prima facie it might seem that machines should not be considered moral agents. After all, a 

machine is designed and constructed by a human, and hence, the actions performed by the 

machine should be the responsibility of its human creator. This is the basic principle of the 

instrumental view. According to it, machines are merely prostheses for human action.  

 

Furthermore, Gunkel (2012, p. 5-6) describes instrumentalism as the concept that machines 

(machines in this context include at least robots, computers and software) are only tools that 

can be used by humans. The tools in themselves do not perform any actions; especially not 

any morally qualifiable ones. This means that it is the user of the tool who performs the 

actions (Gunkel 2012, p. 5-6). In situations where the machine is autonomous, the 

responsibility for the actions of the machine lies at the creator or designer of the machine. 

 

Sullins (2006) gives a deeper account of instrumentalism. In this picture, moral responsibility 

is something between a user and a tool on one hand and a recipient on the other. An example 

of this might be the case of a machine that sells train tickets. Here, the user would be the 

technician or designer of the machine, the tool the ticket machine and the recipient the person 

who tries to buy a train ticket. From an instrumental perspective, the tool is just an extension 

of the moral responsibility of the user (the designer or technician) (Sullins 2006, p. 2). Hence, 

the tool cannot be seen as a moral agent. 
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2.3 Moral agents  

Regan (1983) discusses a key concept, moral agents. For Regan (1983) a moral agent is some 

entity who bear certain features such as 

 
the ability to bring impartial moral principles to bear on the determination of what, all 

considered, morally ought to be done, and, having made this determination, to freely 

choose or fail to choose to act as morality, as they conceive it, requires (Regan 1983, p. 

19). 

 

In other words, the moral agent should be able to take some moral principle and in some sense 

evaluate and apply it to some situation in order to set the agent up for making a free choice 

between acting or not acting according to this moral principle, that is, choosing whether or not 

to act morally.  

 

Floridi (2012) offer a different view on moral agents (A). He defines them such that moral 

agents A are sources of moral actions (Floridi 2012, p. 184-185).   Floridi (2012, p. 187) as 

well as Andersson (2012, p. 164) argues that the view of moral agency, as described by for 

example Regan, should be disconnected from the notion of moral responsibility. That is, that 

a moral agent does not have to be able to be morally responsible for the actions performed by 

it. In short, one could say that they argue that a “moral agent” does not mean “an agent 

performing moral actions and being capable of being responsible for these actions”, but rather 

“an agent that is the source of morally qualifiable actions”. 

 

2.4 How an agent becomes a moral agent 

Another concept that is quite important for this paper is also related to the moral status of an 

action and how an agent can become a moral agent. According to Floridi, 

 
An action is said to be morally qualifiable if and only if it can cause moral good or 

moral evil. An agent is said to be an moral agent if and only if it is capable of morally 

qualifiable action (Floridi 2012, p. 199). 

 

This means that an action can be viewed as bearing some significant moral value only if it is 

able to cause moral good or moral evil. Any agent who is capable of such action is to be 

considered a moral agent.  
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2.5 Supra-agents 

Floridi does not give a complete account for or a definition of a supra-agent. However, I will 

paint a rough picture on some of the traits such an agent can have. The primary way ‘supra-

agent’ will be used in this paper will be to describe the combined agency of high frequency 

trading machines as well as the users (developers and designers) of such systems. In this 

picture, the supra-agent will not be a physical entity in itself, but rather something more akin 

to a company or a football club.  

 

2.6 Deontic status of actions and levels of threshold 

There exist three categories for the moral status of an action. An action might be good, bad or 

neutral. This is known as the deontic status (Timmons 2013, p. 8). How an action comes to 

have the deontic status it has depends on what kind of normative theory of ethics is followed. 

However, Floridi argues that for most of the actions we perform in our everyday life, the 

deontic status would be neutral (Floridi 2013, p. 10). Actions such as brushing ones teeth, 

walking to the store or sleeping for eight hours seem to not bear any significant moral value.  

 

Hence it seems plausible that there exist some threshold that an action must pass before it can 

count as a morally significant action, otherwise it will have a deontic status as neutral. This is 

an important concept for distributed morality, because it (distributed morality) allows such 

non-significant actions to be bundled into larger collective actions, which can be morally 

significant. 

 

2.7 Distributed morality 

Floridi describes distributed morality by referencing a concept from epistemology, namely 

distributed knowledge (Floridi 2013, p. 4). In a case of distributed knowledge, an agent A 

knows that a car is either in the garage, or that Leila is driving it. Another agent B knows that 

the car is not in the garage. From here, a supra-agent AB would know that Leila is driving the 

car, even though neither A nor B has this knowledge. 

 

Distributed morality works in the same way. Here, an agent A might cause an action P1, such 

as donating some money to a charity. Some second agent B takes the money and buys some 
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clothes as action P2, while person C takes the clothes and gives it to people in need, action 

P3. Here, the aggregated action of helping the people in need, P1P2P3 is the moral act of a 

supra-agent ABC. This is despite the fact that neither of the agents A to C performed the full 

action P1P2P3. 

 

For Floridi, not every agent in a case of distributed morality has to be a human. Instead agents 

might be, among other, machines as well (Floridi 2013, p. 3). This means that there are cases 

of distributed morality, where the supra-agent consists of some combination of human and 

non-human agents. Hence, the actions performed by such a supra-agent might consist of 

actions performed by both humans and non-humans. An example of this could be a system of 

censorship, where a government implements web bots to hinder people from reading 

forbidden material. Here, the action of actually performing the censorship might consist of 

multiple small acts of blocking the forbidden material, each action performed by a web bot.  

 

The primary benefit of viewing actions from the perspective of distributed morality is that it 

allows multiple actions, who in themselves might not be morally significant and have a 

neutral deontic status to be bundled, with the result that the aggregated actions might be 

morally significant and have a deontic status of good or bad (Floridi 2013, p. 5-9). In the 

example with the charity, the actions of any individual agent might be seen as morally 

insignificant, while the action P1P2P3 does have some moral significance.  

 

A further description on how distributed morality might affect moral agency and 

responsibility will be presented in chapter 4. 

 

2.8 High frequency trading systems 

High frequency trading is a practice used in stock exchanges worldwide. ’High frequency’ in 

this context refers to that the trading is done at extremely short timelines, usually in the span 

of milliseconds (Easly et al 2013, p. 3). Because of this, quick reaction times are needed 

which is why most of the machines used for high frequency trading are automated and 

autonomous.  A few details on the structure of high frequency trading systems that are needed 

later on can be found in this quote from Easly et al,  
 

The goal is to exploit the inefficiencies derived from the market’s microstructure, such 

as rigidities in price adjustment within and across markets, agents’ idiosyncratic 
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behaviour and asymmetric information. As a consequence of this higher frequency, the 

identification of opportunities, risk control, execution and other investment 

management activities must be automated (Easly et al 2013 p.3) 

This means that the goal of high frequency trading is to benefit from any inefficiency that 

might be found in or between stock exchanges. Such inefficiencies might be price differences 

between two stocks on two exchanges (one might be selling for a higher price at one stock 

exchange then another, which would create an opportunity for buying the stock from the 

exchange with the lower price and selling on the exchange with the higher price, thus creating 

a profit). Such differences in price might be a result of different behaviours among investors 

or a difference in the information about stocks available to them. Since the identification and 

execution of such opportunities for profit must happen fast in order for a high frequency 

trading system to be able to exploit them, automation is needed.  

 

Hence we can conclude that the systems are autonomous, in the sense that they are acting 

alone and by themselves. Moreover, they are interactive, meaning that they are able to react to 

their changing environment. As a last point, they are able to adapt their behaviour in 

accordance with their environment. These points will be discussed further in chapter 3. 

 

2.9 Level of Abstraction 

Throughout the discussion in chapter three, the concept of a level of abstraction (LoA) will be 

discussed. A LoA refers to how many details of some phenomenon one chooses to include in 

a description or picture of this phenomenon (Floridi 2012, p. 189). For example, there exists a 

huge amount of properties one can use to describe a car. The age, colour, number of wheels, 

price of insurance, molecules in the exhaust pipe, whether it can fly or not and so on. 

However, when we observe a car, we choose to consider some of those details unimportant, 

we exclude them from our picture or model of the car. This is our LoA. The higher the level 

of abstraction, the fewer details we include in our model (Floridi 2012, p. 189).  

 

For the discussion of moral agency, there will be a few LoAs specified, different models of 

what a moral agent might be. Some focus on just a single property, such as the level of 

abstraction building on the Turing test. Others might have a few more, such as the one 

specified by Floridi. One important aspect to remember about the LoA is that when a model is 
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specified from the included properties, all other properties are excluded and deemed not 

important. 
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3. Moral agency for high frequency trading systems 
 

In this chapter I will present the thesis that HFTs are capable of moral agency, understood as 

in Floridis definition in chapter 2.3. This presentation will be built up by a few arguments and 

sub argument for and against this thesis. This discussion will be summarized and a conclusion 

on the moral agency for machines will be drawn. This conclusion will form the foundation of 

the next discussion, wherein it is assumed that HFT systems can work as moral agents. Two 

different scenarios of actions performed by HFT systems will be presented, and for each the 

instrumental picture of moral responsibility as well as a picture of the distributed morality will 

be painted and contrasted. For this section, a separate summary will be presented. 

 

3.1 Machines are agents capable of moral agency 

 

3.1.1 Himmas level of abstraction 

Some opponents of considering artificial agents (such as HFTs) as moral agents has raised the 

point that machines seem to lack a few fundamental properties which are believed to be 

needed for being morally responsible, and that this alone is enough for not considering them 

moral agents.  

 

For example Himma would define a level of abstraction as one wherein an agent capable of 

moral agency is ”(1) an agent having the capacities for (2) making free choices, (3) 

deliberating about what one ought to do, and (4) understanding and applying moral rules 

correctly in paradigm cases” (Himma 2009, p. 6). This view is quite close to Regan in chapter 

2.3. According to this view, we can quite simply exclude most, if not all, machines from 

being considered capable of moral agency. HFTs can not be said to have the capability of 

understanding and applying moral rules in paradigm cases.  

 

However, such a level of abstraction does not come without some problems. First and 

foremost, it does take quite a few contested philosophical questions as premises, such as our 

or any species’ capability of free will and intentionality (Gunkel 2013 p. 22). Furthermore, we 

don’t have the epistemic access to other minds, and therefore we can not know for sure 
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whether an agent actually have such properties. Hence, it’s not very practical to use free will 

and intentionality as criteria for considering something capable of moral agency. 

 

3.1.2 Turing’s test as a criteria for moral agency 

Turing’s test is a conceptual test used to determine whether or not a machine can be said to 

have a mind (Kim 2010, p. 156). There are quite a few variations on it, but the main 

characteristics are that a computer and a judge communicate via text only. The judge asks the 

machine questions, and the machine strives to answer the questions as humanlike as possible. 

If the machine is capable of fooling the judge into believing it is a human, it should be 

regarded as having mentality. A level of abstraction based on such as test would mean that a 

machine must be able to pass the test in order to be considered a moral agent (Gunkel 2013, p. 

56). 

 

The main critique for using Turing’s test as the only property in a level of abstraction comes 

perhaps from Searle’s critique of the test in itself. He argues that being able to mechanically 

solve some problem, such as answering the questions asked by the judge does not entail an 

understanding of the questions asked (Searle 1980, p. 3). Hence, we cannot really talk about a 

machine passing the Turing test as having mentality and morality or being a moral agent just 

because of having passed the test. However, there might exist machines that are able to pass 

Turing’s test and can be considered moral agents. 

 

3.1.3 A level of abstraction by Floridi 

Some argue that the debate on whether or not machines can be considered moral agents is a 

discussion between two extreme positions; one side believes that machines can be considered 

moral agents, while the other side dismisses this idea. In order to change this, voices have 

been raised to promote the view that some entities might be partial moral agents (Moor 2006, 

p. 16). A partial moral agent would be an agent who cannot be responsible for any actions, but 

who is a source of morally qualifiable actions. This is a position defended by, among others, 

Floridi (2012) and Sullins (2012). 

 

Floridi (2012) argues for a new definition of what “moral agent” should entail. According to 

him, the term “moral agent” should not automatically be connected with moral responsibility 

(Floridi 2012, p. 4). Instead, “moral agent” is any entity that is the source of actions, as 
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discussed in chapter 2.2. This goes hand in hand with the definition provided by Sullins 

(2012), who argues that there are pseudo ethical agents. This refers to agents who are moral 

agents, but for some reason cannot qualify for the standard definition of ’moral agent’, 

including being responsible for their actions. 

 

For this new definition of moral agents, Floridi (2012) gives a level of abstraction, according 

to which machines would be considered moral agents. At this level of abstraction, some entity 

should be considered a moral agent if it is capable of a) interactivity, b) autonomy and c) 

adaptability. Interactivity refers to that ”the agent and its environment (can) act upon each 

other” (Floridi 2012, p. 9). For example, the environment could work as some kind of input 

and the agent would produce some kind of output. For a HFT system, this could be the input 

from the stock exchange, such as changing prices, and the output could be some kind of 

related action, such as the selling of some stock.  

 

Autonomy refers to "that the agent is able to change state without direct response to 

interaction: it can perform internal transitions to change its state." (Floridi 2012, p. 192).  This 

means that the agent is able to go from one internal state to another internal state without this 

change being enabled by some external action. I believe it can still be a change to respond to 

some kind of external input, but that this external input is not the cause of the actual change of 

state. For a HFT system, this could be the change from analysing information to acting on this 

information. 

 

Adaptability means that the ”agent’s interactions (can) change the transition rules by which it 

changes state” (Floridi 2012, s. 192). This means that the agent is able to change how it acts 

by itself. For a HFT system, this could happen because of the system’s ability to 

independently use statistical methods to determine the best action for a given situation and to 

use this information to guide its future behaviour. 

 

Some arguments can be raised towards this LoA. I will be following Floridi (2012, p. 199) in 

describing some different objections. 

 

The teleological objection is following Aristotle’s teleology, which states that each object has 

some goals brought on by their existence. For example, a knife might have a goal of being 

good at slicing things. We can judge how well a knife performs by comparing it to the inherit 
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goal of the knife, if it’s dull we can say that the knife is not a very good knife. When it’s other 

way around, the knife is very sharp and performs as it should, it can be said to be a good 

knife. For Aristotle, this would mean that the knife is perfect. 

 

The teleological objection, as described by Floridi, states that an artificial moral agent can not 

be said to have such a teleological goal (Floridi 2012, p. 200). This is easily dismissed, as it’s 

easy to point out that in the case of HFT, the goal of the machine might be to function in a 

lucrative way. 

 

For the intentional objection, Floridi states that this objection “argues that it is not enough to 

have an artificial agent behave teleologically” (Floridi 2012, p. 200). Instead, an agent must 

be able to behave intentionally, with some sense of purpose when it acts. Such intention might 

for example be wishing or wanting to achieve something. But this does not seem to be the 

case for an artificial agent, as made evident in the case of a HFT machine. 

 

The issue with this objection is that it does not take into account the problem of the epistemic 

privilege an entity has in regards to its own mind. That is, I can not know for sure whether or 

not a machine actually has some kind of wish to fulfil it’s teleological goal. With this said, I 

do believe that it is very unlikely for the machine to possess this type of property. But the 

problem is that since it’s impossible for us to know if anyone or anything actually have such 

intentional properties, it can not be used as a criterion for moral agency. 

 

The objection concerning the freedom of artificial moral agents points out that machines can 

not be considered moral agents because they are not free. ‘Free’ here refers to a freedom in 

making choices. Since machines are unable to freely choose their actions, they can not be 

seen as moral agents. The problem with this objection is the same as for intentionality. We 

can not know if anyone really is free in making her choices, and thus freedom can not be a 

viable criteria for being considered a moral agent, at least not in any pragmatic and 

meaningful definition. 

 

The final objection towards this LoA is, according to Floridi, the most serious one. In short, it 

can be described as “an agent A is a moral agent only if A in principle can be put on trial” 

(Floridi 2012, p. 202). This means that an agent can only be a moral agent if it is capable of 
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being responsible for the actions it performs, if it can receive praise or punishment for how it 

acts. 

 

The issue with this objection is that it connects moral agency and moral responsibility, and 

reduces the former to the latter. The two terms need to be kept separate. There are namely 

instances wherein we consider moral agents without assigning them moral responsibility. One 

example, again following Floridi (2012), is search and rescue dogs that play a crucial role in 

finding missing people. Hence, they are players in the moral game, as they are sources of 

morally significant actions. However, they can not be said to be responsible for the actions 

performed by them. The very same goes for artificial moral agents, such as HFTs. 

 

3.2 Summary 

From the point of view of the standard view of moral agency, which includes notions of, 

among other things, moral responsibility, I agree with the argument against ascribing moral 

agency and responsibility to machines. Machines do seem to lack something that would allow 

them to be responsible for any actions performed by them. Whether this is the ability to make 

free choices or reason about moral rules in paradigm cases, proposed by Himma, or that we 

cannot consider machines to be posing mentality such as proposed by proponents of Turing’s 

test is of lesser importance.  

 

What I do believe is that the concept of a moral agent in this standard sense presupposes traits 

that are not needed for the notion of “moral agent” since it does not capture all agents who are 

players in the moral game. That is, agents who are sources of moral actions but not able to be 

responsible for them, such as HFTs. 

 

I believe that a definition of a moral agent could be built upon the definition provided by 

Floridi, who argue that the concept of a ’moral agent’ should not include the concept of 

’moral responsibility’. Instead, a moral agent should be just a source of moral actions with the 

properties as described in the level of abstraction supported by Floridi. This is also following 

Sullins (2012), who argues that there might exist entities who are sources of moral actions but 

not able to be responsible for such actions. 
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Hence it follows that some machines, and for my purposes, high frequency trading systems 

can be viewed as sources of moral actions and thus, moral agents unable to bear the 

responsibility of their actions. This is because, following the level of abstraction of a moral 

agent by Floridi, the HFT system is autonomous, adaptable and interactive. 
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4. Distributed morality 
 
 
In this chapter, I will base my discussion on the conclusion that high frequency trading 

machines can be viewed as moral agents. The main point of the chapter will be that these 

moral agents can act in multi-agent systems, and especially in cases of distributed morality. I 

will go on and show that if correctly applied, distributed morality might create more morally 

significant situations, then if we only consider individual actions. This will be shown by two 

examples, wherein both the individual actions of high frequency trading systems would 

perhaps not be morally significant, but that the bundled actions might pass the threshold for 

significance, as discussed in chapter 2.6. The question about the deontic status for these 

actions will be considered from an instrumental as well as a distributed morality point of 

view. 

 

4.1 More actions have moral significance with distributed morality 

Following Floridi (2012), most actions performed by any agent have a deontic status of 

neutral. However, if multiple actions and agents are bundled, as in cases of distributed 

morality, more actions might be morally significant (Floridi 2013, p. 10). This is the thesis of 

this chapter. 

 

4.2 The flash crash of 2010 

During one day in May 2010, the American Dow Jones index plunged about 1000 points. A 

stock index can be seen as an average of all stocks that are part of a stock exchange. A point 

is equal to one dollar, such that a drop of five points for a stock is equal to five dollars. 

However the relative difference might be different for two companies, a drop in three points 

will have a larger effect on the stock for a company trading at 10 dollars, compared to the 

stock of a company trading at 100 dollars. In this example, a drop of 1000 points for the Dow 

Jones index is equal to an index wide fall of about 9%, which is unique in its size (Easly et al 

2013, p. 2). 

  

Later studies revealed that the cause of this crash were primarily high frequency trading 

systems (Easly et al 2013, p. 2). The flow of actions is roughly as follows. Some mutual 
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founds (such as the ones private investors might buy from their bank) started selling the 

stocks of a few companies. This triggered quite a few high speed trading systems to start 

selling the same companies, causing the stock prices to plummet. The actions of these 

systems, such as the observation of the falling prizes and the selling of stocks, were 

autonomous. The main point here is that the actions of the autonomous high frequency trading 

machines caused a unique drop in the stock market. 

 

The flash crash gave some real world effects, both immediate and long term. As the stock 

index spiralled down, trading stopped altogether to prevent a cascade of falling stocks (Easly 

et al 2013, p. 2). Furthermore, the value of the sold stocks evaporated, which by itself is an 

issue as a company’s performance (current and expected) is often reflected in the stock prices. 

These are all to some extent significant actions, but at what point were the actions of the 

machines significant? Each individual sale lowered the price of a stock with just pennies, 

which is something that in it self is hardly noticeable. 

 

Instead, following the discussion in chapter 2.7, it can be argued that the high frequency 

trading machines 𝑀𝑀1  to 𝑀𝑀𝑥𝑥  performing their individual actions, 𝑃𝑃1  to 𝑃𝑃𝑥𝑥  (identifying 

opportunities and selling stocks) in combination with the users (developers, programmers and 

such) 𝑈𝑈1 to 𝑈𝑈𝑥𝑥 who performed actions 𝑂𝑂1to 𝑂𝑂𝑥𝑥 (implementing the systems), were parts of the 

supra-agent 𝑀𝑀1𝑀𝑀𝑥𝑥𝑈𝑈1𝑈𝑈𝑥𝑥  who performed the action 𝑃𝑃1𝑃𝑃𝑥𝑥𝑂𝑂1𝑂𝑂𝑥𝑥 . This action, 𝑃𝑃1𝑃𝑃𝑥𝑥𝑂𝑂1𝑂𝑂𝑥𝑥, is the 

whole flash crash, which in itself probably passed any threshold for being morally significant 

and having a deontic status as bad. 

 

Hence, it can be argued that perhaps few or even none of the actions performed by any 

individual agent were morally significant, they were all part of the combined action 𝑃𝑃1𝑃𝑃𝑥𝑥𝑂𝑂1𝑂𝑂𝑥𝑥 

which were morally significant. Through distributed morality, I want to argue that even if the 

individual actions did not bear any or a lot of moral weight, from the perspective of 

distributed morality they will have at least some moral weight. Hence they inherit some moral 

value from being part of the supra-agent and the bundled, aggregated, action (Floridi 2013, p. 

10). 

 

If we accepted instrumentalism and a definition of moral agents, which would exclude HFT 

machines however, this would not be possible in the same way. Here, only the moral actions 

of the user (as discussed in chapter 2.2) would have any moral significance, while the actions 
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of the machines would not be considered moral actions as such, not having any moral value or 

being able to possess a deontic status of good or bad. 

4.3 Shrinking bid-ask spread 

In this example, the case of the shrinking bid-ask spread will be considered from both an 

instrumental view on moral agency for machines as well as from the point of view of 

distributed morality. For each security (such as a stock), there is often a difference between 

the asked price a seller want for the security (that is, the selling price), and the bid price that is 

the price a buyer is willing to pay. This difference is known as the bid-ask spread 

(Grinblatt&Titman 2002, p. 10). It is generally considered to be a positive thing if the bid ask 

spread is as small as possible, as this creates a more stable and equal trading environment. 

This is because some positive or negative information affecting the stock price on one 

exchange will quickly spread to multiple exchanges, thus automatically spreading not the 

information, but at least the affect of the information. 

 

High frequency trading systems does actually help to minimize this spread, as they often can 

monitor multiple trading venues to find and connect the best bid and ask prices, thus shrinking 

the bid-ask spread on multiple markets, so that multiple markets have a similar bid-ask 

spread. This is an excellent example of a case where each individual action 𝑃𝑃1  to 𝑃𝑃𝑥𝑥  (the 

buying and selling of securities on multiple exchanges) in themselves might not pass the 

threshold for having another deontic status then neutral. This is because the action of finding a 

buyer for a security on marketplace A, and finding a cheap security on marketplace B, buying 

it and selling it on A is not in itself an especially significant action.  

 

However, the supra-agent 𝑀𝑀1𝑀𝑀𝑥𝑥𝑈𝑈1𝑈𝑈𝑥𝑥  performing action 𝑃𝑃1𝑃𝑃𝑥𝑥 , consisting of the bundled 

actions of identifying, buying and selling securities, might be morally significant. The 

bundled action would be the overall action of shrinking the bid-ask spread.  

 

The case would not be the same if we accepted instrumentalism. Here the actions of the high 

frequency trading systems would be considered neither actions, nor parts of a bigger action.  

They would not have any moral significance or be part of a bigger action that does have moral 

significance  
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5. Summary 
 

To summarize, we can probably ascribe moral agency to machines if we are willing to move 

away from a view of moral agency that presupposes some features, such as moral 

responsibility, intentionality, free will or other things. If we can agree on ascribing moral 

agency to some HFT machines, there are situations where they can be considered parts of 

multi agent systems and distributed morality. Distributed morality would allow us to consider 

actions which otherwise have a deontic status of neutral to be part of larger, morally 

significant actions.  

 

In the case of high frequency trading systems, we can build upon the discussion of moral 

agency for machines and conclude that these systems seem to be moral agents following the 

level of abstraction provided by Floridi (2012). Their actions often seem to have a deontic 

status of neutral, but their aggregated actions (as well as actions from the user) can be morally 

significant as shown by the two examples given in the discussion in chapter four. Hence, there 

are cases where the concept of distributed morality would allow us to consider multiple 

actions of high frequency trading systems to be morally significant.  

 

Two questions were raised in the introduction. The first asking whether high frequency 

trading systems can be considered moral agents. Following the definition of high frequency 

trading systems provided in chapter 2.7 and applying the level of abstraction regarding moral 

agents provided by Floridi in chapter 3.1.3, I can conclude that these machines are capable of 

being considered moral agents. 

 

The second question asked were how the moral agency for these machines might be used in 

distributed morality. As the discussion in chapter 4 shows, allowing the concept of moral 

agency to be more inclusive is useful for considering high frequency trading machines to be 

part of cases of distributed morality. 
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