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Abstract

School timetabling is way of distributing resources such as teachers
and classrooms over a fixed period of time. This task can be
difficult and very time-consuming. If the process of generating
timetables is automated with the help of algorithms then this can
help save both time and money for the educational institute.

In this thesis a general timetable is presented along with a set
of constraints commonly used in school timetabling. Two meta
heuristic algorithms with previous satisfying results, Simulated
Annealing and Tabu Search, are implemented and benchmarked
against each other in order to evaluate the performance of these.

The results show that although both algorithms are good candi-
dates for creating timetables, Simulated Annealing has the edge
both in run time and the quality of the timetable.





Acknowledgements

I wish to thank Richard Lindberg at Dohi Innovation Agency for introducing me to
this interesting subject. I would also like to thank my supervisor at Dohi Innovation
Agency, Karl Thunberg, for taking the time and for be being helpful and friendly.

Finally, I wish to thank my supervisor at Ume̊a university, Jerry Eriksson. For be-
lieving in me and helping me during this thesis.

June 2015, Ume̊a

H̊akan Andersson





Contents

1 Introduction 1

1.1 Purpose 2

2 School timetabling in theory 3

2.1 The school timetabling problem 3

2.2 Constraints in school timetabling 4

2.3 Algorithms used in school timetabling 5

2.4 Comparative studies 7

3 School timetabling in practice 9

3.1 The timetable 9

3.2 Constraints 10

3.3 The solutions 11

3.4 The fitness function 11

3.5 Simulated Annealing 12

3.6 Tabu Search 13

3.7 The benchmarks 14

4 Experimental data 15

4.1 Benchmark 1: Small timetable 15

4.2 Benchmark 2: Big timetable 16

4.3 Benchmark 3: Big timetable with more constraints 19

5 Conclusion and future work 21

References 23





1(23)

1 Introduction

The process of scheduling for educational institutes is about distributing resources
such as the available time for teachers and available classrooms over a fixed period of
time, usually one or two weeks. This task can be difficult and very time-consuming
because of the many dependencies that can exist and needs to be taken into ac-
count. That is why algorithms that can help with this process can help save both
time and money. When creating timetables automatically it is about distributing
these resources, while also breaking as few constraints as possible. These constraints
are usually divided into hard constraints (requirements) and soft constraints (pref-
erences). Requirements can for example be that a teacher may only occupy one
classroom at the same time and that only one subject may be held in that particu-
lar classroom during that time. Requirements have the highest priority and needs to
be fulfilled for the solution to be considered feasible. Preferences includes everything
from teacher preferred teaching hours to the policies of the school. Preferences does
not have to be fulfilled for the solution to be valid but they are a way of improving
the quality of the solution, i.e., where fewer broken preferences results in a improved
timetable [1].

When the the task is to find a timetable where all the requirements are solved with-
out having any preferences to take into account the task can be classified as a search
problem. In other cases the problems are classified as optimization problems. In
optimization problems the task is to handle all the requirements while also mini-
mizing the number of broken preferences. The automated timetable sometimes have
difficulties in finding certain solutions. Because of this it can be a good idea to have
a solution where the user has the possibility of also adjusting the schedule manually.
This is called “interactive scheduling” or “semi automatic scheduling” [1].

Scheduling as an optimization problem belongs to a set of problems called NP-
complete. Being NP-complete means that there is no way, as of today, to solve them
in a polynomial time [2]. Because of this, generating a perfect timetable can not
be guaranteed and therefore it is about producing a timetable that fulfills all the
requirements and avoids breaking as many preferences as possible.

The academic timetabling problem is usually classified into three main classes. One
of these is course timetabling. In this class the problem is to schedule all classes in a
set of university courses, for the time period of a week, so that the classes does not
overlap for the students. The classes can consist of more than two hundred students
depending on school and institute. The second class is examination timetabling.
In examination timetabling, the problem is to schedule all the exams for a set of
university courses so that no exam is overlapping and are spread out as much as
possible for the students. The third class is school timetabling which consists of the
weekly scheduling for all classes of an elementary school or a high school [1].
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The focus of this thesis will be on the school timetabling class and more information
about this class can be found in Chapter 2.

1.1 Purpose

The aim of this thesis is to give an insight into the development of a system for
generating school timetables. By designing the structure of the timetable along
with some constraints commonly used in this problem and by providing a comparison
on the performance of two algorithms with previous success in school timetabling
problems.

The performance evaluation of the algorithms will be made by answering the follow-
ing questions:

• How much improvement can be achieved during the initial part of processing?

• How much will the algorithms benefit from additional processing time?

• How will a timetable with increased size, e.g., number of classrooms and num-
ber of teachers effect the result and processing time?

• How will an increased number of constraints influence the result and processing
time for the algorithms?

In order to to develop this system and compare the performance of these algorithms,
the school timetabling problem and a number of known strategies for this problem
have been researched by studies of previous work in the field in Chapter 2. The
results from Chapter 2 provided the information needed to design and implement
a timetable along with some constraints commonly used in school timetabling in
Chapter 3. Two algorithms with previous successful results obtained from (Chapter
2.4) have been implemented along with a fitness function used to calculate the
penalty points from the broken constraints in Chapter 3. Three benchmarks used to
evaluate the performance of the algorithms is given in Chapter 3.7 and the results
from these benchmarks are presented in Chapter 4. Finally, the results and the
conclusion from these benchmarks have been analysed and discussed along with
some ideas for future work in Chapter 5.
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2 School timetabling in theory

In this chapter the school timetabling problem is studied and a few popular strategies
for solving the problem are presented. In the end of this chapter a comparative study
is presented with some results achieved by these algorithms from previous work in
the field.

2.1 The school timetabling problem

A school timetable is used to show students and teachers in what classroom the
classes are being held and at what time. The essential content of the timetable is
strongly dependent on the curriculum of the particular school. Each class consists
of a number of attending students as well as a teacher that is able to tutor in that
particular class [1].

Usually every teacher have been allocated in advance and the task is to match them
up with the classes scheduled during certain periods of time so that all the teachers
can attend to all their classes [1].

There can also, depending on school, be constraints in the number of classrooms
that exists and the number of students each of these classrooms can hold. There
can also be certain requirements for equipment that only exist in a few classrooms,
e.g., computers in a computer lab [1].

Most of the earlier techniques for generating timetables were based upon something
called direct heuristic where the idea was to simulate the way humans solve problems
by successively adding to the solution until the problem is solved. In this method a
timetable is generated class by class until they all have been scheduled. The next
step in the evolution of generating timetables was by the use of a general heuristic,
some of these where Tabu Search, Simulated Annealing and evolutionary algorithms
such as Genetic Algorithm or Artificial Neural Network. There has also been some
attempts to solve the problem using Graph Coloring [3].
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2.2 Constraints in school timetabling

Constraints are as mentioned in Chapter 1 are divided into hard constraints (re-
quirements) and soft constraints (preferences). The following constraints are some
of the constraints that can exist in school timetabling. Not all of these are used in
every problem and in some problems there can exist even more constraints.

Hard constraints

• All classes must be allocated.

• The class must be scheduled for a required number of times for each subject
over a time period of usually a week.

• Some subjects have to be taught at certain times.

• There has to be a lunch break scheduled during each day.

• Teachers can only teach during the time period that they are available.

• Teachers can only teach in a fixed amount of classes.

• Teachers can only teach in one class at the same time.

• There can only be one subject in the same class at the same time.

• All rooms must be used.

• Some classrooms may be to small for some subjects with lots of students.

• Certain classes with special needs, e.g., computers or lab equipment must be
taught in a room assigned for this.

Soft constraints

• There can be preferences for certain classes of when the class should be held,
e.g., during the morning or afternoon.

• Some teacher may prefer to teach their subject during certain periods of the
day.

• It may be preferable to fill up smaller rooms first if possible.

• It may be preferable to have courses distributed during the week so that the
same course is not scheduled two times the same day.

• It may be preferable to avoid having to much gaps in the schedule.
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2.3 Algorithms used in school timetabling

This section will provide information about some popular algorithms that have been
used for school timetabling problems. Fitness will be used to describe the quality of
the solutions where “more fit” or “better fitness” is when a solution has less broken
constraints i.e., a lower number of total penalty points.

Graph Coloring

The use of colors for labeling elements in a graph originates from the coloring of
countries on a map. In Graph Coloring (GC), each class is associated with a vertex
and two classes that cannot be scheduled at the same time are connected by an edge.
If a class share the same teacher, same class or both then these get linked together
using the edge. The edge must also have a color assigned to it in a way so that
no two adjacent edges share the same color. The technique of coloring graphs can
be used to generate a timetable by matching different periods together with colors
and then placing each vertex with corresponding color together with the period that
consists of the same color [4].

Genetic Algorithm

Genetic Algorithm (GA) is an adaptive heuristic search algorithm that is based
upon evolution and natural selection. GA moves towards better solutions in the
solution space using the “survival of the fittest” principle. Because of this principle
the best adapted individual will dominate over the others. In every generation there
exists a population and every individual of this population is a potential solution
to the problem. Each individual in this population will go through evolution where
only the strongest individual will survive. The individuals that are the most fit at
each generation will have a increased chance of reproduction leading to an improved
solution. Two good individuals can produce a offspring that is better than its parents
because it can inherit a mix of genes from both parents and end up surpassing them.
Because of this each generation will strive towards improving and becoming better
adapted to its environment, just as in nature. [5].

After a starting population has been randomly generated the algorithm will improve
the timetable by the use of three operators. The first operator is selection. Selection
is a fitness function that is responsible of selecting the best of the individuals of each
generation. The second operator is crossover. Crossover represents the reproduction
between two individuals and decides which genes that will be taken from each. The
third and final operator is mutation. Mutation introduces randomness into the
solutions by for example randomly trading places on genes i.e., making small changes
in the solution. By the use of mutation the algorithm can avoid getting stuck at
a local optimum. GA has been more frequently used in exam-scheduling than in
school-scheduling [5].
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Simulated Annealing

Simulated Annealing (SA) is inspired by the annealing in metallurgy. In metallurgy
materials such as glass and metal are heated up, transformed and finally cooled,
altering some properties of that material.

SA starts by generating a random solution, this solution is then evaluated by cal-
culating the fitness of the solution. After the initial solution has been evaluated a
neighbor solution is created by making some small alterations of the initial solution.
If neighbor solution has better fitness than the current solution the neighbor is saved
as the current solution. There is also the possibility that the algorithm will choose
a worse solution. This is used by the SA to avoid getting stuck at local optimum.
SA decides if it should keep the solution or not by the use of a temperature. The
temperature is set at some value at start and when the temperature is higher it is
more likely to accept a worse solution than when it has cooled for a while. After a
solution has been selected the temperature is lowered by the use of a fixed cooling
rate. Then a neighbor solution is produced once more and compared to the previous
best solution. This procedure is repeated until some goal is satisfied. The goal can
either be when the temperature reaches zero or when a certain time has elapsed or
when the quality of the solution has reached a certain level [6].

Tabu Search

Tabu Search (TS) is a metaheuristic algorithm and its main idea is based upon the
same as SA which means that it produces new solutions with minor changes and
compares the solutions fitness to the current solution, replacing it if the new one is
better.

TS has in relation to its name a taboo list of a fixed size containing solutions that
have been previously visited and are declared as taboo, i.e., forbidden. A solution
from this list will not be visited again before a set number of solutions have been
visited. This is called the short-term memory of TS and helps the algorithm to avoid
becoming redundant and contribute to expand the search into different regions in
the solution space. TS can also have an intermediate-term memory and a long-term
memory. Intermediate-term memory can help bias the search towards promising
areas of the solution space. The long-term memory of TS is a list of fixed size,
containing a number of previous good solutions. This list is used to go back to a
previous solution in the hope of finding a different path if a set time period has
passed without improvements. TS uses this as a way of avoiding getting stuck at
local optimum [6].
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2.4 Comparative studies

If the timetabling problem is simple, converting it into a graph coloring problem and
back to timetable can be relatively straight forward but in more difficult examples
it can get tricky. This is why conversion to graph coloring is usually only used for
examples with relatively simple constraints. In real world examples where there can
be lots of constraints there is a chance that graph coloring will not be enough on
its own and needs to be used together with for example a heuristic search to be
sufficient [7].

Given the nature of the timetabling problem meta heuristic algorithms have proven
to be a suitable alternative. Another important thing to consider is that different
strategies have their strengths and weaknesses and because of this there is not a
single algorithm that is universally superior on all problems [7].

In a work by Wilke and Killer (2010) they compared [8] a couple of different algo-
rithms used in school timetabling. They used the same problem for all algorithms
and performed it on the same computer. The results from their work showed that
the overall winner was Simulated Annealing (SA). Because of SA satisfactory results
and because of the least expensive run-time cost they declared this algorithm as the
best choice. The results also showed that for example Genetic Algorithm (GA) could
benefit from additional computing time while others did not improve significantly
over longer computation time.

In another work by Wilke and Ostler (2008) [9] they compared the performance of
a real world school timetabling problem for a German high school. The algorithms
they used where Genetic Algorithm (GA), Tabu Search (TS), Simulated Annealing
(SA) and Branch and Bound (BAB) (BAB has not been researched in this thesis).
In this work TS had the best run-times but was unable to find feasible solutions.
SA found feasible solutions. GA was not able to find feasible solutions. BAB had
the highest run-times and also did not produce valid solutions. They recommended
SA because of its trade off between execution time and quality of result.

In a work by Bajeh and Abolarinwa (2011) they compared the performance of Tabu
Search (TS) and Genetic Algorithm (GA) for the examination timetabling problem
and showed that TS could produce better results at greater speed than GA could
[10].

Colorni et al. (1992) showed [11] in their report that that Tabu Search produced
the best result followed by Genetic Algorithms and Simulated Annealing for their
real-world example of an Italian high school.

The reason behind different results is because the chosen algorithm cannot be the
best for all problems. In general, algorithms based upon local search, e.g., Simulated
Annealing and Tabu Search have proven to be successful for the use in timetabling
[7][12], and motivates the choice of algorithms used in this thesis.
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3 School timetabling in practice

In this chapter, the construction of a school timetable system is designed based on
the findings in Chapter 2. Also Simulated Annealing and Tabu Search, two widely
used algorithms for solving school timetabling are given. Finally, the benchmarks
used to answer the questions posed in Chapter 1 is designed. All the implementation
have been done using the Java programming language.

3.1 The timetable

The goal of creating a school timetable is to assign all courses for a period of a week
and matching them up with a single teacher and making sure that all requirements
are fulfilled. The next step is to optimize the quality of the timetable by reducing
the penalty values as much as possible.

The timetable used in this thesis is of own creation and has no relation to any ed-
ucational institute. The timetable is designed to be as general as possible and a
choice have been made to not involve student groups in order to avoid introducing
to much complexity.

The timetable consists of the following items:

• A set of subjects to be taught.

• A set of teachers.

• A set of classrooms.

• A set of constraints where each constraint has a penalty value and can be
either hard or soft.

• Five week days (Monday to Friday). Each day has, per classroom, a number
of time slots at its disposal.

The timetable consists of a week and a set of subjects. Every subject has one single
teacher that is connected to this subject. Every subject needs to be taught two times
per week and a teacher can have several subjects. The week has five days where
each day has a set of classrooms available. Every classroom has a set of time slots
that can be used to book subjects (classes) in. When a subject is attached to a time
slot then that time slot is used and no more subject can be attached to that slot.
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3.2 Constraints

As mentioned in Chapter 1, hard constraints (requirements) must be fulfilled at
all costs, while the soft constraints (preferences) is about trying to break as few of
these as possible to provide a timetable of better quality. The constraints used in
this thesis where chosen because they are very basic and can often be found in the
scheduling of a elementary or high school.

1. Avoid double-booking classrooms (requirement)
The same classroom cannot have two teachers teaching their subjects at the
same time and this must be avoided for the timetable to be deemed feasible.

2. Avoid double-booking teachers (requirement)
If a teacher already has a class to attend to at a certain time then there is
no possibility of attending another class during that time span. This is also a
requirement that must be avoided if the timetable is to be deemed feasible.

3. Distribute teachers by preferences (preference)
For example if a certain teacher does not like to teach in the earliest hour of
the day then this can be added as a preference.

4. Distribute courses (preference)
Most courses contain more than one lecture per week. It is preferred to spread
these out during the week so that the same course is not scheduled more than
once on the same day.

5. Avoid high day load (preference) Avoiding having too many lectures on a
single day can be preferable for the concentration of the students.

The first constraint “Avoid double-booking classrooms” is being handled in the con-
struction of the initial timetable. If a time slot in the classroom is used it has a
variable assigned to it that changes from free to used and when the variable is set
as used no more teacher or subject can be booked at that time slot. In a real world
timetable there can exist several more constraints, adding to the complexity of the
problem. In this thesis however a more general timetable is used to better compare
the algorithms without making it to complex too interpret the results.
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3.3 The solutions

A solution is a generated timetable where subjects, teachers and classrooms are
assigned. The algorithms used in this thesis uses both one initial solution and a
number of neighbor solutions to optimize the timetable.

The initial solution

The initial solution is constructed by randomly assigning a subject to a classroom
and a time slot where each of these subjects has one teacher responsible for teaching
this particular subject.

The neighbor solution

The neighbour solution is created by interchanging two time slots in the timetable.
The time slots to be interchanged are decided by selecting day, classroom, and time
slot randomly. The solution space contains all the possible combinations of the
timetable, i.e., all neighbor solutions.

3.4 The fitness function

The fitness function has the important role of calculating if a neighbor solution is
better than the current solution. The fitness function counts each broken constraint
and distributes penalty points (energy) according to the set values of penalty for
each constraint. The total number of penalty points are called the total energy of
the solution or can also be called the fitness of the solution where a solution with
lower energy (less broken constraints) has a higher fitness.

To avoid generating solutions which are not feasible the penalty for the hard con-
straints is given a higher energy than the soft constraints in order to lead the search
process towards feasible regions. Because of the fitness being calculated so often, it
is important to make this function simple so that it does not slow down the timetable
creation too much. There is also the possibility of checking some hard constraints
in the creation of the initial solution so that these does not have to be checked at
every new neighbor solution, e.g., that only one teacher can occupy one classroom.

One way to speed up the fitness function is to check several constraints at the same
time i.e., if there are several teacher constraints then these can all be checked during
the same iteration of the timetable system (instead of one iteration per constraint).

How to decide the penalty value for each constraint is normally the responsibility of
the school, because of this they can adjust the importance of the involved preferences
in order to improve on the quality of the timetable.
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3.5 Simulated Annealing

One of the two algorithms used in this thesis is Simulated Annealing (SA). More
information about this algorithm can be found in Chapter 2.3.

In Algorithm 1 the pseudo-code for SA is given. In the pseudo-code fitness is used
to describe if a solution is better than another. Better fitness means that there are
less broken constraints, leading to a lower total energy.

Algorithm 1 Simulated Annealing
1: procedure annealing(temp, coolingRate)
2: sCurr← CreateInitialSolution()
3: sBest← sCurr
4: while not stoppingCondition() do
5: sNeigh← CreateNeighborSolution(sCurr)
6: if fitness(sNeigh) > fitness(sCurr) then
7: sCurr← sNeigh
8: else if ((fitness(sCurr)−fitness(sNeigh))/temp) > rdm(0,1) then
9: sCurrent← sNeighbor

10: end if
11: if fitness(sCurrent) > fitness(sBest) then
12: sBest← sNeighbor
13: end if
14: decreaseTemperature(coolingRate)
15: end while
16: return sBest
17: end procedure

In the first part an initial solution is created. While the stopping condition is not
met the algorithm will create neighbor solutions and compare the fitness of those
with the current solution. A possible stopping condition could be when the solution
obtained the preferred quality or the temperature reached zero. At line six the
algorithm checks if the neighbor solution has a better quality and will then set the
current solution as the neighbor solution. There is also the possibility of accepting
a worse solution, i.e., avoiding local optimum. This is calculated as (current energy
- neighbor energy / temperature) and if that number compared against a random
number between zero and one is greater the solution is accepted. This means that
when the difference in fitness is small and the temperature is high SA is more likely
to accept the solution. Finally the current solution is compared to the best solution
found so far, replacing it if the new solution has a better fitness.

The cooling rate for the temperature of a geometric cooling is usually 0,5 for a fast
cooling rate, and between 0,9 to 0,99 for a much slower cooling rate [13]. In this
thesis different cooling rates where tested and the cooling rate that gave the best
results in average was set as 0,9.
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3.6 Tabu Search

The other algorithm used in this thesis is Tabu Search. More information about this
algorithm can be found in Chapter 2.3.

In Algorithm 2 the pseudo-code for TS is given. In the pseudo-code fitness is used
to describe if a solution is better then another. Better fitness means that there are
less broken constraints, leading to a lower total energy.

Algorithm 2 Tabu Search algorithm
1: procedure optimize(nrOfIterations, timeLimit)
2: sCurr← CreateInitialSolution()
3: sBest← sCurr
4: sNeigh← null
5: sBestNeigh← sCurr
6: tabuList← []
7: previousSolutions← []
8: timeCounter← 0
9: while not stoppingCondition() do

10: for nrOfIterations do
11: sNeigh← CreateNeighborSolution(sCurr)
12: if tabulist not contains(sNeigh) then
13: compareFitness(sNeigh, sBestNeigh)
14: if fitness(sNeigh) > fitness(sBestNeigh) then
15: sBestNeigh← sNeigh
16: end if
17: end if
18: end for
19: sCurr← sBestNeigh
20: if fitness(sBestNeigh) > fitness(sBest) then
21: sBest← sBestNeigh
22: tabuList.push(sBestNeigh)
23: timeCounter← 0
24: end if
25: if tabuList.size > maxTabuSize then
26: tabuList.remove(first)
27: end if
28: if timeCounter > timeLimit then
29: sCurr← previousSolutions(last)
30: timeCounter← 0
31: end if
32: end while
33: return sBest
34: end procedure

In the first part an initial solution is created. While the stopping condition is not
met the algorithm will, for a number of iterations, create neighbour solutions and
compare the fitness of those with the current solution. The best of the neighbour
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solutions is saved as best neighbour, but only if it does not already exist in the
tabu-list, i.e., this is the algorithms way of avoiding becoming redundant. When
the for-loop is finished the best neighbour solution is compared to the best solution
found so far, replacing it if the new solution has a better fitness. To avoid getting
stuck at a local optimum the algorithm has a stack with previous solutions that it
can revert back to if a improvement has not been made after a set time period has
passed. The stopping condition for the while loop might be the solution obtaining
the preferred quality or a time limit is reached.

3.7 The benchmarks

In this chapter the benchmarks used to compare the performance of Simulated An-
nealing and Tabu Search is presented.

Benchmark 1: Small timetable

This initial benchmark will test the algorithms on a small timetable and is designed
to get an idea of how quickly the algorithms will improve their results on a simple
problem.

Benchmark 2: Big timetable

In this benchmark the problem will be much larger to see how the algorithms perform
on a timetable with increased size. The size increase comes from more teachers,
classrooms and subjects. The running time for this benchmark will be for a total of
ten minutes and the results will be an average over ten runs. This benchmark will
check the result obtained from the first second, the first minute and finally from a
total of ten minutes. This breakdown of the result will be able to provide answers
to how the algorithms perform during the initial part of processing and how much
the algorithms benefits from additional processing time on a big timetable.

Benchmark 3: Big timetable with more constraints

In this final benchmark the number of constraints will be increased to investigate
how the algorithms perform on problems with more constraints and to answer the
final question of how an increased number of constraints influences the result and
processing time, both in the initial part and during more processing time. This
benchmark will also run for ten minutes and the results will be an average over ten
runs.



15(23)

4 Experimental data

This chapter will provide the test results obtained from running Simulated Anneal-
ing and Tabu Search on the benchmarks given in Chapter 3.7. The results are a
comparison in run time performance and also in the final quality of the timetable. If
the algorithm does not reach the energy level of zero i.e., cannot improve anymore,
the test will run for a total time of ten minutes before aborting. The timetable used
in these benchmark are described in Chapter 3.1

4.1 Benchmark 1: Small timetable

This was the initial test for the algorithms, using a small timetable as a starting
benchmark.

Table 1 Data for the small timetable
Input data for the timetable Value of each input data

Number of Weeks 1
Number of Teachers 12
Number of Subjects 22

Number of Classrooms 3
Number of Days 5

Number of Time slots 60

The data in Table 1 is the set-up for the small timetable and all of these variables
are explained in more detail in Chapter 3.1

Table 2 Average time until done (10 runs, small timetable)
Starting Energy Time until done

Simulated Annealing 2749,5 0,0261
Tabu Search 2242 0,0693

As can be seen in Table 2 the algorithms are testes on the small timetable. The
values are an average over 10 runs and the the starting energy is the total energy of
the initial solution. “Time until done” is the time it took to reduce the energy to
zero i.e., finding the optimal. Both algorithms achieved this in a very short amount
of time.
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4.2 Benchmark 2: Big timetable

The results from this benchmark are presented with three different focus areas. The
first area is the initial second. The second area is the time period of 10 to 60 seconds
and the final area is 60 seconds up to the maximum of 600 seconds.

Table 3 Data for the big timetable
Input data for the timetable Value of each input data

Number of Weeks 1
Number of Teachers 120
Number of Subjects 240

Number of Classrooms 32
Number of Days 5

Number of Time slots 640

As seen in Table 3 the number of weeks and time slots are still the same due to the
structure of the weekly timetable. The number of teachers, classrooms and subjects
has increased by the tenfold and more classrooms will also increase the number of
time slots available. See Chapter 3.1 for more information about the variables.

Table 4 Improvements in the first second on the big timetable
Starting Energy Energy after one second

Simulated Annealing 207 900 15 230
Tabu Search 196 997 11 694

In Table 4 “Starting Energy” describes the total energy of the initial solution and
“Energy after one second” shows how much it is reduced in the first second of run
time. The result show an impressive reduction of energy for both algorithms in just
one second. Also Tabu Search is able to reduce the energy more than Simulated
Annealing for this time span.
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Average performance over 10 runs for Simulated Annealing and Tabu Search on
the big timetable, focusing on the time period of 10 to 60 seconds.

Figure 1: This figure shows the energy level as an average over 10 runs and shows
how it decreases over time. The time is measured from 10 seconds up to
a maximum of 60 seconds and the energy level is the penalty for violating
different constraints. The solid orange line is Simulated Annealing and
the double blue line is Tabu Search.

As seen in Figure 1 Simulated Annealing who improved less than Tabu Search during
the first 10 second started catching up and ended up surpassing it before the end of
the first minute i.e., breaking fewer constraints.
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Average performance over 10 runs for Simulated Annealing and Tabu Search on
the big timetable, focusing on the time period of 60 to 600 seconds.

Figure 2: This figure shows the energy level as an average over 10 runs and shows
how it decreases over time. The time is measured from 60 seconds up to a
maximum of 600 seconds and the energy level is the penalty for breaking
different constraints. The solid orange line is Simulated Annealing and
the double blue line is Tabu Search.

As seen in Figure 2 Simulated Annealing keeps on improving more than Tabu Search
and also finds the optimal by not breaking any constraints in a time span of 450 sec-
onds. Tabu Search benefits more from extra computation time but did not manage
to generate a timetable (on average) without breaking any constraints during the
total time of 600 seconds. The constraint violated by Tabu Search is “avoid high
day load”, i.e. one day is scheduled from eight to five.

Table 5 Difference in result and processing time of solutions when increasing size
of the timetable (Average over 10 runs)

Optimal (small) Optimal (big) Time (small) time (big)
Simulated
Annealing True True 0,0261 450

Tabu Search True False 0,0693 –

All the values in Table 5 are an average over ten runs and as seen in Figure 2 Tabu
Search was not able to reach the optimal in the total time of 600 seconds. Simulated
Annealing always found the optimal in an average of 450 seconds. Also the time
increase from the small timetable to the big timetable is huge.
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4.3 Benchmark 3: Big timetable with more constraints

In this benchmark the number of classrooms was reduced to get an increased in
the number of “avoid high day load” constraints. Also the number of “Distribute
teachers by preferences” constraints is four times as many.

Table 6 Data for the big timetable
Input data for the timetable Value of each input data

Number of Weeks 1
Number of Teachers 120
Number of Subjects 240

Number of Classrooms 30
Number of Days 5

Number of Time slots 600

As seen in Table 6 the number of classrooms is two fewer than in the big timetable.
And in order not to break any “avoid high day load” constraints the number of
subjects needs to be 450. The number of subjects remained at 240 and each subject
is scheduled two times which generated a total use of 480 time slots. This ration
between subjects and time slots resulted in 30 “avoid high day load” constraints
broken at a minimum.



20(23)

Average performance over 10 runs for Simulated Annealing and Tabu Search on
the big timetable with more constraints, focusing on the time period of 10 to 60

seconds.

Figure 3: This figure shows the energy level as an average over 10 runs and shows
how it decreases over time. The time is measured from 10 seconds up to
a maximum of 60 seconds and the energy level is the penalty for breaking
different constraints. The solid orange line is Simulated Annealing and
the double blue line is Tabu Search.

As seen in Figure 3 when adding more constraints to the timetable both algorithms
performed approximately the same. They reached an energy level of 750 after 30
seconds.

Table 7 Number of broken constraints on the final solution for the big timetable
with extra constraints

T-clash T-preferences S-recurrence Day load
Simulated
Annealing 0 0 0 30

Tabu Search 0 0 0 30

As seen in Table 7 both algorithms broke 30 “avoid high day load” constraints,
resulting in a total energy of 750. As previous mentioned from Table 6 this was the
minimum and hence the optimal result on the big timetable with more constraints.
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5 Conclusion and future work

Simulated Annealing (SA) and Tabu Search (TS) both proved to be good at finding
feasible solutions but when it came to optimizing the results SA was the algorithm
that performed best on the benchmarks introduced in Chapter 3.7. The benchmarks
all used the same timetable (Chapter 3.1) with only differences in the variables of
the timetable e.g., small timetable (Table 1) and big timetable (Table 3).

In relations to the questions posed in Chapter 1.1. SA generated the optimal result
faster than Tabu Search (TS) on the small timetable (Chapter 4.1).

The results on how the algorithms performed on a timetable with increased size
showed that both algorithms run time was increased by a large amount which indi-
cates that it is non linear i.e., that the run time increases more than the problem size.
SA was able to find the optimal solution on both the small and the big timetable
while TS only found the optimal on the small timetable (Chapter 4.2). One reason
behind these result have to do with TS inferior ability to escape local optimum by
having a harder time at reaching new areas in the solution space that could lead to
the optimal result. TS might benefit from implementing a mid-term memory (men-
tioned in Chapter 2.3) to help with the results. On the big timetable SA improved
more during the initial processing time and it also benefited more from additional
processing time (Chapter 4.2). TS did however improve its results more for the
first ten seconds. The reason for this was because of SA ability of accepting worse
solutions with more frequency in the beginning of its run time (Chapter 3.5).

In the benchmark that tested how the algorithms performed when more constraints
were added the two algorithms were rather close in their performance. Both ended
up finding the optimal for that problem in a rather short amount of time (Chapter
4.3).

Based on these results on the timetable system constructed in Chapter 3 I would
suggest SA over TS because of its performance in run time and also on the quality
of the timetables it produced.

It would be interesting to test SA and TS on a timetable generated from a more
specific real world example i.e., a real timetable used in some educational institute.
If the algorithms are to be used in a real world example then they need to be adapted
and tested on this new example to make sure they are as good as they can be on
that particular problem.

It would also be interesting to study how combinations of these meta-heuristics
would perform, i.e., a hybrid algorithm using some desired features from another
algorithm to improve on its results e.g., implementing the memory from TS in SA.

Finally, the creation of the timetable and the use of constraints could be made more
dynamic to simplify the usage of this system in a real world example.



22(23)



23(23)

Bibliography

[1] Andrea Schaerf. A survey of automated timetabling. Artificial intelligence
review, 13(2):87–127, 1999.

[2] Tim B Cooper and Jeffrey H Kingston. The complexity of timetable construction
problems. Springer, 1996.
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