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Abstract

Speech recognition is the process of translating an audio signal into text
using a computer program. The technique is today widely used in a
large variety of areas. Pocketsphinx which is an open source speech
recognition system is one of the more promising systems on the market
today. It is designed to be effective and to be able to translate speech in
real-time on low performance platforms. In this thesis Pocketsphinx is
measured with respect to word error rate and translation time using data
recorded by two Swedish speakers. A proof of concept was made using
Pocketsphinx to control a robot by voice. The system was compared
to the similar speech recognition system Google speech with respect to
word error rate and translation time. The resulting data from measure-
ments suggests that Google speech has a considerably better accuracy
on long grammatically correct sentences, while Pocketsphinx is a less
demanding and faster system. The word error rate and translation time
of Pocketsphinx is more affected by noise than that of Google speech.
The accuracy and recognition speed of Pocketsphinx showed huge im-
provements when stripping down the dictionary, thus it is more suited
for controlling a robot with a limited number of commands in real-time.
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1 An introduction to speech recognition

Interpreting and translating a speech signal into text is the art of speech recognition. Recog-
nizing speech has become one of the most successful areas of signal processing. The uses
of a fully working speech recognition system with acceptable levels of error are enormous
and many areas could take advantage of it. The definition of speech recognition according
to Anusuya and Katti [1]:

"Speech Recognition (is also known as Automatic Speech Recognition (ASR), or computer
speech recognition) is the process of converting a speech signal to a sequence of words, by
means of an algorithm implemented as a computer program."

Even though the definition gives a fairly good picture of what speech recognition is about, it
lacks a description of what human speech actually is and the fact that the resulting text from
a translation should match the meaning of the spoken words. In this thesis I try to explain
what speech recognition is and how it works.

The Pocketsphinx speech recognition system is targeted to be a lightweight variant with
the ability of translating speech in real-time. According to the creators it is the first and
only system that manages to accomplish a fast and reliable offline translation of speech to
text while still maintaining a good accuracy. Pocketsphinx is an open source system and
trainable to recognize different languages and dialects. These properties makes it useful for
a broad variety of applications and thus a very interesting system to study from a commercial
perspective [2] [3].

1.1 Areas where speech recognition is used

Speech recognition is today widely used in a large number of areas. Corporations use speech
recognition in automated phone systems with the purpose of saving money in time and
staff. Speech recognition can aid people with physical disabilities. People suffering from
hearing impairment can for example use speech recognition to participate in discussions,
and those who have difficulties using their hands can take advantage of the technique by
instead of using a keyboard speaking the text to be printed. One example is the Dragon
Speech Recognition Software [4], which is a tool for persons with dyslexia, low vision or
other physical disabilities, making it possible to type text on a computer using the voice
instead of a keyboard.

Millions of people today are using speech recognition every day with their smartphones.
Android devices as well as Iphones have support for speech recognition when for example
writing text messages or searching on the internet.
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1.2 The purpose of this thesis

The main focus of this work is to describe how a speech recognition system works and to
discuss the problems that may impair the results of translations from speech to text. The
Pocketsphinx speech recognition system is measured, evaluated and compared to the similar
system Google Speech with respect to word error rate and translation time. Google speech is
evaluated in another work by Magnus Stenman [5] taking into account the same parameters.
The results from Magnus’s measurements is compared to the measurements in this thesis.
Pocketsphinx are also to be evaluated with respect to its usability in robotics, controlling a
robot using nothing but the voice. The main purpose of the thesis:

• Describe the algorithms and models used by speech recognition systems, as well as
the process of speech recognition.

• Compare Pocketsphinx to the similar system Google speech, taking into account word
error rate and translation time.

• By implementing Pocketsphinx in a robot controller software, test its practical usabil-
ity in robotics, taking into account word error rate and translation time.

In chapter 2 algorithms, models and the process of recognizing speech is described. Chapter
3 is about the collection of data and the evaluations of the systems. Chapter 4 describes
the practical implementation of Pocketsphinx in a robot controller software. The thesis
concludes with chapter 5, containing the discussion, conclusions and future work.
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2 The functionality of a speech recognition
system

This chapter focuses on how speech recognition works. The structure of an audio signal is
described, followed by a review of the models and algorithms being used in speech recog-
nition systems. The chapter concludes with the actual process of translating an audio signal
into text.

2.1 The structure of an audio signal

The smallest structural unit of speech is called phonemes. It is an abstraction of a speech
signal that is perceived to have a specific functionality. Most languages are said to have a
specific set of phonemes but most of them have very similar sets. The English language
consists of about 44 different phonemes. The idea of phonemes is to lump together sounds
that are similar to each other while disregarding characteristics such as speech rate or di-
alect. Today a very common way of translating speech into text is to first interpret the audio
signal, translate it to phonemes and derive sentences from the phonemes using stochastic
processes and algorithms [6].

Figure 1: The words "hello there" stated in waveform

While phonemes is an abstract collection consisting of generally all sounds in a language
lumped together, there exists other physical sounds as well. The physical representation
of the most basic sound unit is called a phone. Phones are in general segments of speech
and can be either vowels or consonants. Phones differ between each other in that they have
different physical or perceptual characteristics. Figure 1 shows a graphical view of the
words "hello there" as sound waves. The phones building the sentence could be; HH, EH,
L, OW, DH, EH, R. There are however words with several pronunciations why there also
could be other sequences of phones. When trying to decide which phoneme a spoken sound
is, the context is often taken into account. Phones derived using context is called triphones,
in which the phones uttered before and after are also considered. Triphones build words
which in turn builds sentences [7].



4(25)

2.2 Speaker-dependent/independent speech recognition

Speaker-dependent speech recognition systems are highly dependent on the person who is
speaking. Many factors can affect the translations, like gender, age, voice and pitch. For
these reasons the speaker-dependent variants are rarely customized to work for a larger
group of people. Speaker-independent systems are constructed to be more general in their
translations, resulting in a system with broader usability. Speaker-independent systems are
however generally much harder to build.

Speaker-independent systems do not require any training which often is necessary in the
speaker-dependent variants. Training can highly affect the accuracy of speech recognition
for a system. While a speaker-independent system generally works better for a broader
mass of people the speaker-dependent systems can be trained to outperform them for a
single person [8].

2.3 Models used in speech recognition

In speech recognition systems three models are used during translations; an acoustic model,
a phonetic dictionary and a language model [7] [9] [10].

• Acoustic model - p(phones|speech). The acoustic model is used to translate data
from an audio signal to the most probable phones uttered. It describes the sound of
words and contains statistical mappings for each phone (or phonemes). Some speech
recognition systems can have statistical representations in an acoustic model of very
abstract nature. A phone can for example be derived by using a decision tree or a
function.

• phonetic dictionary - p(words|phones). The phonetic dictionary maps the relation-
ship between words and it’s phones. The dictionary may contain several variants of
some words, because of differences in the pronunciation. This model can be very
large which greatly affects the decoding time of speech recognition. Some systems
may for example contain up to several millions of different words.

• language model - p(sentences|words). The language model contains statistical in-
formation about which words should follow each other in a sentence. This is needed
because some words sound very similar to each other taken out of their context. The
words "two" and "too" means quite different things but can be very hard to distinguish
in speech. Basically the language model is used to determine the probability of sen-
tences and to choose the one most likely to represent the audio signal. Because words
can have different meanings depending on context the language model greatly affects
the accuracy of a speech recognition system. A static number of previous words are
often taken into account when calculating the likelihood of a word. Models using this
technique is called N-gram models. By looking at the (N − 1) previous words the
context is taken into account [10].
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2.4 Algorithms used in speech recognition

Speech recognition systems of today usually map which phones (triphones) most likely
have been uttered based on an input audio signal. The phones is derived using a number of
algorithms that has proven to work very well in processing speech. Generally there are two
main approaches (algorithms) used in the acoustic model to map the most likely phones,
hidden Markov models and deep neural networks [11].

A hidden Markov model (HMM) is a stochastic signal model and the simplest variant of a
dynamic Bayesian network [12]. The name hidden Markov model is sprung from the ongo-
ing processes, not visible during the calculations. In speech recognition the acoustic model
is often a representation of hidden Markov models for each of the phones. Let U be an
unknown utterance generated by any of the models a1,a2, ...,an in the acoustic model, then
calculating p(U |ai) can be used to select the phone most likely to have been uttered. Be-
cause of the ability to train HMMs, they are often adopted to map the relationship between
audio signals and phones.

An HMM has two sets of parameters, the set of transition probability parameters repre-
senting the probability to move from one state to another and the set of output probability
densities which is the output parameters. In Figure 2 below, the architecture of an HMM is
illustrated. The set of transition probability parameters a1,1 , ...,a3,4 represents the proba-
bility to move from one state to another (or back to the same state). For each of the states
s1, ...,s3 the function p(x|si) calculates the probability density of an acoustic observation
x. The possibility for an HMM to iterate the same state several times makes it possible to
calculate phones of varying lengths [13] [10] [6].

s1 s2 s3
a0,1 a1,2 a2,3 a3,4

a0,2 a1,3 a2,4

a1,1 a2,2 a3,3

Figure 2: A hidden Markov model.

Because of HMMs ability to solve temporal problems they have become very popular in the
area of speech recognition. HMMs are used to find out the most probable phones based on
an audio signal. Usually each phone is represented by a number of HMM’s mapping the
relationships to the spoken sentence.

Neural networks are a technique today widely used in recognition of text, speech and
images. The name neural network is sprung from the human nervous system, since it is the
inspiration behind the algorithm. The idea of solving problems using neural networks, is
to be able to implement intelligent behavior with the ability to learn, just like the human
brain. A Deep Neural Network (DNN) is a Neural Network with more than one hidden
layers between the input and output layers. It was not long ago Deep Neural Networks
started being used in speech recognition and they have proven to outperform methods using
Gaussian mixture models [14] [11].



6(25)

Just like HMM’s, DNN’s are used in speech recognition to map the most likely phones based
on an input audio signal. Figure 3 shows the architecture of a neural network containing an
input layer, output layer and one hidden layer. When training a neural network the weighted
connections between nodes are changed to fit the desired output [11].

Input #1

Input #2

Input #3

Input #4

Output

Hidden
layer

Input
layer

Output
layer

Figure 3: A neural network.

In the language model, to produce the templates that best matches the uttered phones
Viterbi algorithm is used. The algorithm calculates the probability of all words in the
same time and still comes up with the most likely path to the target. Viterbi search is
used in speech recognition in order to calculate the probability of the resulting hypotheses
(the most likely sentences). However, the Viterbi algorithm compare all possible sentences
against each other, which together with a large dictionary creates a tremendous amount of
potential sentences. Pruning algorithms are used to reduce the number of possible outcomes
and speed up the translation time [15] [16].

2.5 The process of recognizing speech

Using a speech recognition system, a recording of speech is given as input, expecting an
output string representing the most probable sentence, to match the spoken words. The
process of the actual translation is however generally done in four of steps, pre-processing,
feature extraction, decoding and post-processing, see figure 4 [17] [6].

Figure 4: The processes of speech recognition

1. Pre-processing: In order to translate speech into text, the audio signal is required to
have a predefined number of channels and a frequency rate of normally 16000 or 8000 KHz
(depending on system). Some speech recognizing systems can during the pre-processing
step re-sample the audio signal to the correct format. During this step attempts are made
to filter out any parts of the speech signal that do not contain any speaking. This includes
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silent periods, like for example in the beginning or end of an audio file as well as parts only
containing noise.

2. Feature extraction: Because of the huge amounts of data obtained from an audio file
some filtration needs to be done before the actual decoding can start. The data which now
is assumed to be speech is divided into overlapping frames of about 25ms (depending on
system). From each of these frames parameters are extracted to represent the audio signal
during the next steps. The resulting frames extracted from the data are often referred to as
feature vectors.

3. Decoding: During the decoding step the sentences most likely to represent the feature
vectors is calculated. Let the feature vectors be Y = y1,y2, ...,yn and the sequences of words
most likely to be the uttered sentence S = s1,s2, ...,sn, then the sentence most likely to rep-
resent the feature vectors can be calculated using Bayes Rule; w∗ = argmaxw{p(Y |s)p(s)}.
Using hidden markov models, the most probable phones are calculated. The acoustic model
is a requirement for the calculation of phones, since it holds a representation of the HMM’s
states for each phone. Using the Viterbi algorithm (or a similar algorithm like forward al-
gorithm), the phones (or triphones depending on system) is now used to derive the most
likely sequences of words to have been uttered by the speaker. If the dictionary is large, the
number of possible sentences are often very many, increasing the translation time. Using
a pruning algorithm the number of possible outcomes may be stripped down. Pruning too
much may however decrease the accuracy, why the choice of algorithm is essential. The
results of Viterbi search is usually a list of the five or ten most likely hypotheses. Figure 5
shows the models being used during the decoding step [10].

4. Post-processing: To improve the accuracy of the translation, in the post-processing
phase the resulting list of top hypotheses from the Viterbi search is evaluated again using
additional sources of information. Usually higher level language models are used to better
take grammar into account when selecting the best sentence [15].

Figure 5: The models used in the decoding phase
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3 Evaluation of the system

This section will concentrate on the evaluation of Pocketsphinx. At first the methods of
evaluation is described, followed by sections covering the practice and results of the tests.
The results is compared to a similar speech recognition system, Google Speech, using the
same data testing both systems.

The evaluations of the systems will cover the two aspects accuracy and translation time. A
common way of evaluating the accuracy of a speech recognition system is by measuring
its average word error rate (WER) [18] [1]. The translation time is the time it takes for the
system to receive an audio signal, process it and return the result in the form of a string.

3.1 CMU Sphinx: Pocketsphinx

Pocketsphinx is a user-dependent speech recognition system. It is one of a number of speech
recognition systems created at Carnegie Mellon University (CMU) [19]. It is the fastest
speech recognizer CMU has created and it is designed to work in real-time on low perfor-
mance platforms. The system uses a probabilistic approach while doing the translations and
uses HMMs to translate speech into text.

Being user-dependent means that the results of a translation can vary greatly depending on
speaker. The system can be trained to adapt to any language or dialect, it does however
come with a complete trained model for American English. Pocketsphinx uses a trigram
model, which is an N-gram model were N = 3. N-gram models takes into account the
(N − 1) previous words when deriving a word. This implies that the choice of words is
partly based on context [3]. There are a number of complete acoustic models trained for
different languages. For the evaluations I have chosen to use the US-English model [20],
including a dictionary and language model.

3.2 Google Speech

Google Speech is a user-independent speech recognition system. Google speech needs
an internet connection to be able to translate speech, due to the decoding and computations
processes being made on Google’s own servers. Because of the enormous computing power
Google has available, they may take into account a large number of patterns during the
translations. For decoding audio signals Google uses deep neural networks with several
layers [5].
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3.3 Word error rate

Word error rate (WER) is a common way of evaluating the accuracy of a speech recognition
system. Calculating WER is a way of measuring the number of errors that occurred during
the translation of an audio signal. According to Anusuya and Katti [1] WER is calculated by
summarizing the total number of errors in the hypothesis and dividing it by the total number
of words in the correct sentence. An error is either an incorrect substitution, deletion or
insertion of a word which differs the hypothesis from the correct sentence. Equation 3.1
calculates the word error rate.

WER =
substitutions+deletions+ insertions

total number o f words
(3.1)

The word error rate can be calculated using Levenshtein distance. It’s a measurement of
the number of changes to be made in a word sequence for it to be equal to another word
sequence. For example, the two sentences S1 ="how are you doing", S2 ="what are you
doing" to consist of the same words, the word "how" in S1 can be substituted with the word
"what". The Levenshtein distance between the two sentences thus is 1 [21]. Equation 3.2 is
used to calculate the Levenshtein distance.

Levenshtein distance = substitutions+deletions+ insertions (3.2)

3.4 Data collection

The English language consists of 44 phonemes [22]. To test a speech recognition system in
a sound way each phoneme needs to be included in the testings. Common English sentences
were chosen to be recorded together with some of the sentences from the text The Rainbow
Passages [23], covering all phonemes in the English language. A total of 100 sentences
were chosen for the testings, see appendix A.1. When selecting data for recording we chose
sentences that differed greatly from each other.

According to Hirsch and Pearce [24] a speech recognition system’s robustness depends on
its ability to handle noise. To test this we artificially added a background noise on all of
the audio files. The noise added should be a sound most likely to occur while using speech
recognition. The selection of the noise is very dependent on the situation and in which
environment the speech recognition system is to be used. I chose to use the sound of a
crowd of people.

Table 1 The collected data
Long Short Long w. noise Short w. noise

Speaker 1 50 50 50 50
Speaker 2 50 50 50 50

Table 1 shows how test data was distributed before the evaluations. All sentences were
to be tested with and without noise. The data was divided into long and short sentences,
long sentences covering all word sequences of 7 words or more and the short sentences 6
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words or less. The sentences were to be read by two persons so that the tests would not
depend on the speaker. The recordings were carried out in a quiet office environment. All
audio files were recorded with the same settings and in the same office so that differences
in background noises, internet connection or other factors would not affect the evaluation.
Persons involved in recording the audio files were of Swedish origin and non-native English
speakers. According to Byrne, Knodt, Khudanpur and Bernstein [25] speech of non-native
speakers is a lot harder to recognize than that of native speakers.

3.5 Performing measurements

To test the collected data against the speech recognition systems I created a program in
C++. The program would iterate a number of audio files and test each file on the system of
choice. The files were tested by translating the audio signal using one of the speech recog-
nition systems and the hypothesis returned compared to the correct sentence. By calculating
Levenshtein distance between the words using the Levenshtein algorithm the WER was de-
rived. The time it took to translate each sentence where saved to output. Both Pocketsphinx
and Google speech were tested using all audio files. [21].

3.6 Results

The results of evaluations are presented in this section in the form of tables. Each table con-
tains data about a set of audio files and how the systems performed during the translations.
Parameters presented are the average translation time, the total number of words in each set,
the total number of errors and the word error rate. Table 2 and 3 shows the evaluation of all
long and short sentences without noise.

Table 2 Short sentences
Avg time(ms) Words Errors WER

Pocketsphinx 1381.19 462 158 34.19%
Google Speech 2889.45 462 26 5.62%

Table 3 Long sentences

Avg time(ms) Words Errors WER
Pocketsphinx 2387.18 1024 428 41.79%
Google Speech 4215.75 1024 118 11.52%

Table 4 and 5 shows the evaluation of all long and short sentences with noise.

Table 4 Short sentences with noise
Avg time(ms) Words Errors WER

Pocketsphinx 2653.33 462 255 55.19%
Google Speech 2962.44 462 42 9.09%
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Table 5 Long sentences with noise

Avg time(ms) Words Errors WER
Pocketsphinx 4177.62 1024 539 52.63%
Google Speech 4495.19 1024 130 12.69%

Table 6 and 7 show the overall data recorded by both speakers, including noise.

Table 6 All sentences only speaker 1

Avg time(ms) Words Errors WER
Pocketsphinx 2886.865 1486 714 48.04%
Google Speech 3731.84 1486 177 11.91%

Table 7 All sentences only speaker 2

Avg time(ms) Words Errors WER
Pocketsphinx 2412.795 1486 666 44.81%
Google Speech 3549.575 1486 139 9.35%
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4 Practical implementation: Amigobot

To test Pocketsphinx in a practical way a proof of concept was performed. An Amigobot
was to be controlled by using nothing but the voice. This was implemented using Pocket-
sphinx for translating spoken commands to text. The robot could for example turn in the
direction communicated from the speaker. This chapter describes the implementation of the
behaviors and briefly evaluates the usages of Pocketsphinx in robotics.

An Amigobot is a robot made for learning purposes. It’s equipped with 8 sonars, making
it possible to recognize walls and other obstacles. Amigobot has built in wifi, making it
possible to tele-operate the robot, and control it from a distance [26].

4.1 Robot Operating System

The Robot Operating System (ROS) is an open source system, intended to work as an infras-
tructure for the communication in robotics. It’s main functionality is to act as a communica-
tion channel between robots or between human and robot. A node can publish information
to a topic and all nodes listening (subscribing) to that topic will receive that data. [27].

4.2 Implementation and commands

ROS where used for the communication between robot and speaker. Using ROS, the robots
software published information about positions and sonars to topics. The main program
which was created in python, subscribed to these topics, and acted based on the published
information. The commands which were uttered were sent on to the Amigobot by pub-
lishing the desired linear and angular speed. Figure 6 shows the nodes and topics used
for communication between robot and controller software. The uttered commands were
interpreted using Pocketsphinx.

The robot commands were restricted to contain only 13 different words. For Pocketsphinx
it’s possible to control the number of words in the phonetic dictionary, and thus probably
influence the results of the measurements. To test if there are any improvements of accuracy
and speed with a smaller glossary for Pocketsphinx, I chose to restrict the dictionary to only
contain the necessary 13 words for the commands to be interpreted. Testing a smaller dic-
tionary is of interest when trying to get a picture of Pocketsphinx performance and usability.
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Figure 6: The nodes and topics used for communication between the Amigobot and con-
troller software

Commands were implemented with the purpose of testing the robot in different situations,
testing the speech recognition on each utterance. Every command had to start with the
keyword "Robot" so that regular talk or noise would not be misinterpreted being a com-
mand. Figure 7 shows a table containing all commands implemented in the robot controller
program.

Command Behavior
Robot forward the robot moves forward, stopping at eventual obstacles
Robot backward the robot moves backward, stopping at eventual obstacles
Robot right/left the robot turns in a direction of choice
Robot stop/halt the robot stops
Robot follow right/left wall the robot follows a wall, avoiding eventual obstacles
Robot go home the robot moves to start position
Robot save new home the robot saves a new start-position

Figure 7: The robot commands.

4.3 Robotic behaviors

A "follow the wall" behavior was implemented so that the robot at command could follow
a wall of choice (left or right). The utterance "robot follow right wall" would make the
robot follow the right wall, avoiding eventual obstacles. The high level implementation
were made using the classical maze solving algorithm "left hand rule". The robot were to
keep a moderate distance from the wall, this was accomplished by using sonars to detect
distance between the Amigobot and obstacles. If the distance was too great the robot would
turn towards the wall and if too small turn away from it.

The robot controller program was implemented with the ability to save coordinates during
a run. On the command "robot go home" it would follow the path back to the saved start-
position. At the command "robot save new home" the robots current position was stored as
a new start-position.
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4.4 Evaluation of Pocketsphinx in robotics

To evaluate the speech recognition systems practical use in robotics, the word error rate and
response time were measured for both systems, using the robot commands (Figure 7) as
test data. For the systems to be effectively used while controlling the Amigobot, accuracy
and the time it takes for a command to be interpreted and sent to the robot may be of
great importance. The sentences to be recorded for evaluations were collected from the
implemented commands, recorded by two persons with swedish accent (see appendix A.2).
For the translations the american english models [20] were used. Table 8 shows the data
collected for the evaluations.

Table 8 The collected data
Commands Commands with noise

Speaker 1 11 11
Speaker 2 11 11

When testing the collected data a program written in C++ was used to iterate and test each
audio file with respect to WER and response time. The WER was calculated using the
Levenshtein algorithm [21].

4.5 Results

Tables 9 and 10 presents the results from the evaluations. The tables show the response time,
the total number of words, the number of errors and the word error rate for both systems.

Table 9 All sentences
Avg time(ms) Words Errors WER

Pocketsphinx 145.05 58 3 5.17%
Google Speech 3202.95 58 23 39.65%

Table 10 All sentences with noise
Avg time(ms) Words Errors WER

Pocketsphinx 166.45 58 5 8.62%
Google Speech 3398.00 58 32 55.17%

Measurements of the time it took for the system to treat and send a command to the robot
(excluding the time for the translation from speech to text) were made. The results showed
that it took less than 10ms for the system to process and transmit the commands. The great
majority of the processing time thus lies on the actual speech translation, why I choose
to ignore the processing time and focus entirely on the translation time for Pocketsphinx
during the discussions.



16(25)



17(25)

5 Discussion and conclusions

In this chapter the results from the evaluations is discussed, followed by a section about
future work.

5.1 Results of evaluations

Looking at the results in chapter 3, Google speech had about 10.6% WER on all test data
while Pocketsphinx had as much as 46.4%. The risk of getting an error while translating
speech with Pocketsphinx is about four times higher than with Google speech. This is a
very big difference and implies that based on the overall test data Google Speech has a
better accuracy.

Artificially adding a background noise to the short sentences, increased Pocketsphinx WER
from 34.19% to 55.19% and the average translation time from 1381.19ms to 2653.33ms
(see table 2 and 4). Google speech had a WER of 5.65% on the short sentences and 9.09%
on the short sentences with noise. The increased percentage of WER for both systems was
61.5% for Google speech, having an total increase of 16 more errors on the noisy audio
files, and 61.4% for Pocketsphinx with 97 more errors. While the increased percentage in
WER for both systems is pretty much the same, the total number of errors for pocketsphinx
increased drastically compared to Google speech. This shows that both systems are highly
affected by background noise, however Google Speech seems to handle it better.

Looking at the long sentences in tables 3 and 5, Pocketsphinx WER increased from 41.79%
to 52.63% adding background noise to the audio files. The average translation time in-
creased from 2387.18ms without noise to 4177.62ms with noise. For Google speech the
same data resulted in an increase of WER from 11.52% to 12.69% and the translation
time increased from 4215.75ms to 4495.19ms. While Google speech has a longer aver-
age translation time regarding both with and without noise, Pocketsphinx seems to be more
influenced by the noise with an increase in translation time of 75%.

5.2 Controlling a robot

Using Pocketsphinx to control an Amigobot worked without any problems. Table 9 and
10 show that the WER of translations was significantly lower than that of the results from
chapter 3. This is probably due to the shortness of sentences used to control the robot and
the limited dictionary of Pocketsphinx. With a WER of 5.17% without noise and 8.62%
with noise added, Pocketsphinx has far better accuracy than that of Google speech with
WER of 39.65% and 55.17%. The great aggravation in accuracy for Google speech might
be because of the lack of correct grammar in the robots commands.
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5.3 Conclusions

While the results strongly suggests that Google Speech has a better accuracy overall but is
much slower than Pocketsphinx, there are a number of parameters to take into consideration.
Pocketsphinx is a user-dependent system, why the WER probably is affected by the fact that
the persons that recorded the audio files not being native English speakers. Parameters like
dialects, pitch and voice may effect the results of the translation and according to Nagórski,
Boves and Steeneken [28] the results of speech recognition is also affected by factors like
gender and age. Looking at the results in from the practical implementation in chapter 4 it
is clear that the WER and translation time of Pocketsphinx can be greatly improved, just by
decreasing the number of words in the dictionary. The main purpose of the thesis was to:

• Describe algorithms, models and the process of speech recognition.

• Compare Pocketsphinx to the similar system Google speech, taking into account word
error rate and translation time.

• By implementing Pocketsphinx in a robot controller software, Test its practical us-
ability in robotics, taking into account word error rate and translation time.

Using the standard untrained American English acoustic model and a non-modified dictio-
nary for Pocketsphinx when evaluating the systems, I came to the following conclusions:

• Google Speech has better accuracy than Pocketsphinx, when the latter was untrained.

• Google Speech handles noise better than Pocketsphinx, both with respect to accuracy
and the effect noise has on the translation time.

• Pocketsphinx is faster than Google Speech.

• Pocketsphinx is better suited for controlling a robot, with respect to accuracy and
translation time.

5.4 Future work

While Pocketsphinx was less accurate compared to Google speech, Google speech needs an
internet connection to work. This makes it impossible to use in offline applications. Internet
may be unstable or for other reasons unavailable which may have a negative impact on its
translation speed and reliability. There might be ways of improving the results significant
for Pocketsphinx, like scaling down the dictionary or training the system to be able to handle
English with other accents than American English. While Google uses internet to translate
words and is much slower than Pocketsphinx, its accuracy is however a lot better on long,
grammatically correct sentences. Although both systems appear to have some flaws the
area of speech recognition has come a long way. An offline, speaker-independent speech
recognition system with a fast and reliable translation might not be that far away. Because
of the huge impact on the translation speed the size of the phonetic dictionary has, further
work could be to find ways of improving the efficiency of the mapping between phones and
sentences.
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A Appendix: Data sentences

This appendix contains the sentences recorded for the testings of the speech recognition
systems.

A.1 Sentences for testing: Common sentences

When the sunlight strikes raindrops in the atmosphere, they act like a prism and form a
rainbow.
The rainbow is a division of white light into various beautiful colors.
These take the shape of a long round arch, with its path towering above.
There is, according to legend, a boiling pot of gold at one end.
People look, but no human ever finds it.
When a man looks for something beyond his reach, his friends say he is looking for the pot
of gold at the end of the rainbow.
Throughout the centuries people have explained the rainbow in various ways.
Nations have accepted it as a miracle without physical explanation.
For certain groups it was taken that there would be no more general floods.
The Norsemen considered the rainbow as a bridge over which the Gods passed from earth
to their dwelling in the sky.
Aristotle thought that the rainbow was caused by reflection of the suns rays by the rain.
Please keep this secret.
This message doesn’t make sense.
I never let anyone else feed my dog.
She was washing the dishes.
He accepted my present.
We appreciate your help.
I built this dog house.
Many people think that children spend too much time watching TV.
We traveled in South America.
I am staying at the hotel for the time being.
I can’t afford to buy an expensive car.
He needs some new clothes.
I can’t figure out why you don’t like jazz.
I think it’s time for me to move into a smaller home.
I’m begging you.
The wind blew her hat off.
I don’t think it makes him a bad person just because he’s decided he likes to eat horse meat.
You look nice with your hair short.
I think the time is right to introduce this product.
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He broke into a house.
Don’t worry about the past.
She had a basket full of apples.
It was Janet that won first prize.
She suggested that I should clean the bathroom.
She bought him a car.
I will wait here till he comes.
Make your airplane reservations early since flights fill up quickly around Christmas.
You’ve given me good advice.
Keep in touch.
I have to do a lot of things.
She went to see him the other day.
He adopted the orphan.
Thousands of dead fish have been found floating in the lake.
I just want to let you know that I think you’re the most beautiful woman that I’ve ever seen.
Come and see me when you have time.
He is nice.
I have a lot to do today.
She asked him some questions.
There’s almost no water in the bucket.
We’ll have to camp out if we can’t find a place to stay.
Don’t believe what she says.
The kettle is boiling.
I don’t think I have very good reception.
I started feeling this way last Monday.
I think it’s unlikely.
Don’t climb on this.
When I hear that song, I remember my younger days.
I didn’t expect you to get here so soon.
She beat him to death.
It’s about time to start.
I’ll buy a new one.
I’ll tell you a secret.
He can run faster than me.
This is the calm before the storm.
There is an urgent need for peace talks.
He explained in detail what he had seen.
Spring has come.
I am sure that he is an honest man.
He amused us with a funny story.
It’s almost time to go to bed.
I’m free tonight.
I can’t hide the fact from you.
For some reason, I’m wide awake.
I have to wash my clothes.
We ordered pink, but we received blue.
You must go.
Give me a coffee, please.
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He had no choice but to run away.
You must study your whole life.
It was a terrible day.
I expect that Tom will pass the exam.
I had to postpone my appointment.
She kept her eyes closed.
I don’t think that I deserved the punishment I got.
Something is wrong with this calculator.
You have a very nice car.
Education starts at home.
It’s up to you to decide.
She has a flower in her hand.
I know that she has been busy.
I’ll stay home.
I’ll see you next Wednesday.
That’s right.
See you tomorrow.
Plastic does not burn easily.
The books are expensive.
I lost my watch.
The prisoners were set free.
She killed him with a knife.

A.2 Sentences for testing: Robot commands

Robot forward.
Robot backward.
Robot back.
Robot left.
Robot right.
Robot follow left wall.
Robot follow right wall.
Robot go home.
Robot save new home.
Robot stop.
Robot halt.
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