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Abstract
A deformable terrain model in multi-domain dynamics using elastoplastic constraints: An adaptive approach
Achieving realistic simulations of terrain vehicles in their work environment does not
only require a careful model of the vehicle itself but the vehicle’s interactions with the
surroundings are equally important. For off-road ground vehicles the terrain will heavily
affect the behaviour of the vehicle and thus puts great demands on the terrain model.
The purpose of this project has been to develop and evaluate a deformable terrain model, meant to be used in real-time simulations with multi-body dynamics. The
proposed approach is a modification of an existing elastoplastic model based on linear elasticity theory and a capped Drucker-Prager model, using it in an adaptive way.
The original model can be seen as a system of rigid bodies connected by elastoplastic
constraints, representing the terrain. This project investigates if it is possible to create dynamic bodies just when it is absolutely necessary, and store information about
possible deformations in a grid.
Two methods used for transferring information between the dynamic bodies and the
grid have been evaluated; an interpolating approach and a discrete approach. The test
results indicate that the interpolating approach is preferable, with better stability to an
equal performance cost. However, stability problems still exist that have to be solved if
the model should be useful in a commercial product.

Sammanfattning
Modellering av deformerbar terräng med elastoplastiska bivillkor i
flerkroppsdynamik: ett adaptivt tillvägagångssätt
För att erhålla en realistisk simulering av ett fordon i sin arbetsmiljö så krävs det inte
bara en noggrann modell av fordonet självt, utan dess interagering med sin omgivning
är minst lika viktig. För terrängfordon, som används på vitt skilda typer av underlag,
ställs därför höga krav på modelleringen av terrängen.
Det här projektet har haft som syfte att ta fram och utvärdera en modell för deformerbar terräng, tänkt att användas i realtidssimuleringar med flerkroppsdynamik.
Den föreslagna metoden är en modifikation av en redan existerande elastoplastisk modell baserad på linjär elasticitetsteori och Drucker-Prager-modellen. Den ursprungliga
terrängmodellen kan ses som ett system av stelkroppar sammankopplade med elastoplastiska bivillkor. I det här projektet undersöktes det om det är möjligt att göra metoden
adaptiv genom att enbart skapa dynamiska kroppar där det är absolut nödvändigt, för
att sedan spara undan informationen i ett informationsfält.
Två metoder för att överföra information mellan informationsfältet och de dynamiska
kropparna undersöktes; en interpolerande metod och en med diskret mappning till informationsfältet. Testresultaten visade ett tydligt bättre beteende för den interpolerande
metoden, med ökad stabilitet till likvärdig beräkningsprestanda. Dock så existerar fortfarande allvarliga stabilitetsproblem som måste lösas om modellen skall kunna användas
i en kommersiell produkt.
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Ψ
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First invariant of the plastic strain tensor
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Mass matrix
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1 | Introduction
A realistic simulation of vehicles does not only rely on a realistic articulated vehicle but
also its interaction with the surroundings. In the case of large and heavy vehicles one
important aspect is the interaction with the ground itself. Despite its simple appearance,
soil exhibits a rather complex behaviour heavily dependent on its material properties,
formations and interactions with other objects. Most of these different behaviours can
be experienced in everyday life, for instance; imagine a wheel loader driving on dry
sand. The side walls of the rut will immediately collapse as soon as the angle of the
walls exceed a certain limit. However, the same wheel loader driving on compacted soil
will result in stable ruts even with rather steep angles of repose. Further imagine an
excavator making a trench in compacted soil. The removed and dumped soil will have
yet another behaviour due to its less compact state.
The purpose of this project is to develop and evaluate a novel way of modelling terrain
in multi-domain dynamics including also multibody systems such as vehicles. The aim
is real-time simulations of large multibody systems coupled to terrain undergoing potentially large deformations. The final model should also have support for excavation but
it is not in the scope of this project to consider this; however, it had to be kept in mind
that the model cannot preclude this feature. Another important and desirable feature
is that the model should be scalable. This means that the model should be useful in
real-time simulations as well as offline simulations with high numerical accuracy. The
suggested method is to incorporate an already existing elastoplastic model into an adaptive method. The adaptive approach enables us to ignore areas of the terrain where no
interaction occurs at the moment, all in order to keep the computation time low. Two
variants of the same solution are presented and evaluated in the paper.
The terrain model was implemented as an extension to the physics engine AgX Dynamics
utilising its functions, classes and solver framework. The elastoplastic model we base
our work on is currently being developed and was provided by John Nordberg, a PhD
student working at UMIT Research Lab at Umeå University [1].

1.1

Related work

The performance of a vehicle is heavily dependent on the interaction between the vehicle
and the terrain, therefore, modelling correct interaction is a fundamental part of the
vehicle performance evaluation. Consequently, knowledge of the terrain mechanics is of
importance and several methods that model the interaction have been developed over
the years.
1
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Terramechanical models can, simply put, be divided into empirical and theoretical models. Empirical models are usually used for simple vehicle assessments such as answering
the question Is the bearing capacity of the terrain sufficient for this load?. They are based
on laboratory or field test data and often starts with identifying important factors which
affect the vehicle performance. In the sense of multibody simulations empirical models are however not suitable due to their limitation of often being solely wheel-terrain
interaction models, further limited to the experimental tests they are based upon [2].
There are several theoretical models in which physical principles are incorporated ranging from continuum models based on mesh-free or finite element methods, to semiempirical models like the widely used Bekker model [3]. The Bekker model and the
later work made by Wong [4] are experimentally validated models with a wide range
of applications. They are based on a pressure-sinkage relation and in their basic form
the models are limited to the soil reaction for a wheel in planar motion in steady state
conditions. Thus, in their original forms the lateral velocity is not accounted for in the
soil reaction calculation [5]. This limitation makes the Bekker models inappropriate as
a multibody dynamics model, however with some modifications the Bekker model has
successfully been implemented in a multibody environment [6].
Another approach is to model the soil as discrete elements and consider it to be a system
of rigid bodies interacting with friction and contacts. The need of a large number of
particles makes these Discrete Element Methods (DEM) computationally demanding
and, with today’s computers, inappropriate for real-time simulation [5].
Continuum methods is a set of methods in which the soil is modelled as a continuum.
The soil is discretised, either as finite elements or in a mesh free manner, to calculate
stress distribution. As with the DEM, one of the issues with many continuum models is
the high computational cost [2].

1.2

Proposed method

This project proposes a model based on the mesh-free constraint-based model developed by Nordberg and Servin [1]. This already existing model is consistent with the
nonsmooth multi-domain framework used by AgX Dynamics and treats both elastic
and plastic deformations. The elasticity of the terrain is calculated according to linear
elasticity theory while a Drucker-Prager model with cap hardening is used to determine
plastic yield. In the work by Nordberg and Servin they use a mesh-free method to
manage large deformations and their soil model can be viewed as a multibody system
connected via elastoplastic constraints, further explained in section 2.7 and 2.9. This
project investigates if it is possible to use a similar approach, make use of the elastoplastic constraint but only create dynamic soil whenever a contact between the terrain
and an object is present. Numerical scalability is reached since we can alter the amount
and resolution of the created soil depending on how precise the model should be.
We motivate the choice of method with the need of real-time performance and the desire
to have a numerically scalable model. The real-time requirement makes it inappropriate
to use full scale DEM or FEM solutions; also, using full scale mesh-free solutions with
hundreds of rigid bodies quickly exceeds the real-time domain. An alternative would
be to modify the well known Bekker model to fit into a multi-domain environment.
2
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However, the scalability requirement makes the Bekker model an inappropriate choice.
Other possible real-time solutions would have been to set up a spring system or base
the terrain on volume constraints. However, since the mesh-free method by Nordberg
shows good results in simulations and the Drucker-Prager model is a common plasticity
model in soil simulations, this method was a natural approach to investigate.

1.3

Multi-domain simulations

Multi-domain simulation addresses simulations with several different subsystems integrated into a single dynamic model. These types of simulations have many applications,
one important is real-time interactive simulators used for operator training. Due to the
coarse time scales needed in real-time simulations the dynamics has to be non-smooth in
order to allow discontinuous velocities of rigid bodies undergoing impacts and impulses.
Since the usage of the model will be in a multi-domain simulation environment the
solution is limited in the sense that it has to be compatible with the solver framework
used. If two sub-systems in a multi-body simulation are loosely coupled they can be
solved using co-simulations. However, as a requirement in the project it should be
investigated if the use of co-simulations can be limited or if possible, entirely avoided.

1.4

Limitations

The project was initially designed to result in a product that could be used by Algoryx
Simulation AB. However, due to limited time the project was redesigned to be about
proving the concept of the chosen method. Nevertheless, since the model is meant to be
used in a real-time simulation environment we are limited to algorithms and methods
that are not too computationally demanding. Also, the model had to be compatible
with the framework used in AgX.
We limit ourselves by using an already existing height field class in AgX based on
a triangular mesh, described in section 3.2. The height field vertices are fix in the
horizontal plane which puts a limit on the deformations we can represent. Soil separation
and horizontal cavities are two examples of phenomena we cannot take into account. But,
since the main purpose of the terrain model is to be used together with vehicles driving
on the terrain these limitations will not significantly hinder the usage of the model.
The time limit also hindered us from performing large and time consuming changes
in the elastoplastic constraint from [1] or existing parts of AgX. Therefore, we are for
instance limited to the contact handling schemes used in AgX.

3

2 | Theory
This section includes the theory necessary for this thesis. The chapter starts with a
brief introduction to the concepts stress and strain and continues with a short description of how stress and strain are related to deformations. The section continues with
a description of the elasticity theory and the Drucker-Prager model used in the elastoplastic constraint. For a more thorough description of the elastoplastic constraint I refer
to the article by Nordberg and Servin [1]. Two interpolation methods: Moving least
squares (MLS) and bilinear interpolation are introduced and the section ends with some
necessary information about AgX.

2.1

Stress and strain

In order to describe and characterise deformations in a continuous medium the concepts
stress and strain are introduced. Simply put, strain is a measure of deformations in
three dimensional materials while stress is the internal forces between different parts of
the medium.
Consider an infinitesimal plane with normal n̂ in a homogeneous elastic medium in equilibrium. The force per unit area across the plane is usually called traction, represented
by the vector t(n̂) = [tx , ty , tz ]T . The part of the traction normal to the plane is called
the normal stress and the traction parallel to the plane is called shear stress. In a Cartesian coordinate system the stress tensor σ may be defined by the traction across the
xy-, xz- and yz-planes as


tx (x̂) tx (ŷ) tx (ẑ)
σ = ty (x̂) ty (ŷ) ty (ẑ) .
(2.1)
tz (x̂) tz (ŷ) tz (ẑ)
Since we assume equilibrium and thus no rotations are allowed the tensor is symmetric
and has only six independent elements. As the stress tensor provides a measure of the
forces across planes the unit of stress is force per unit area. Note that the stress tensor
usually varies within a medium.
It is always possible to find a direction n̂ such that no shear stresses are present across
the plane with normal n̂. In this case
σ n̂ = λn̂

4
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which have a non-trivial solution if
det(σ − λI) = 0.

(2.3)

This eigenvalue problem has three eigenvalues with corresponding eigenvectors. These
defines the principal stresses and principal axes of stress respectively [7].
In literature about tensors the term tensor invariant is commonly used. For a symmetric
3 × 3 stress tensor σ, the invariants are given by
I1 (σ) = tr(σ)
I2 (σ) = 21 tr[(tr(σ))2 − tr(σ 2 )]
I3 (σ) = det(σ).

(2.4)

The name invariant comes from the fact that the invariants are independent of the
coordinate system chosen to represent the tensor in.

2.2

Kinematics of deformation

Consider a body B occupying a region in the three-dimensional space, see figure 2.1. A
deformation of B is defined by the function ϕ that maps a point x in B into a point
p = ϕ(x) positioned in the deformed configuration of B. The vector u(x) = ϕ(x) − x
is called the displacement of x giving us the relation
p = x + u(x).

(2.5)

The set of all displacement vectors for all particles in B forms the displacement field u
which is an important concept in deformation theory since it is an absolute measure of
the position changes in the material.
ϕ

u(x)

dp

dx
p
x
x + dx

p + dp

Figure 2.1: Deformation of a body, here illustrated in two dimensions.

Further imagine two points in a body; x and x + dx separated by the infinitesimal distance dx. Under a deformation, these points are mapped into p and p + dp respectively.
The so called deformation gradient J(x) = ∇x ϕ(x) relates the infinitesimal distance dx
to its deformed counterpart dp as dp = J(x) dx. Using equation (2.5) the deformation
gradient can be simplified and expressed in terms of the displacement gradient as
J = I + ∇x u.
5
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2.3

Strain measure

When the distance between points in a body is unaltered under a deformation we say
that the region around p is unstrained. That is, the difference between the deformed
region around p and its reference region is a rigid deformation. Stretching on the other
hand, changes the distances between points in the body and introduces strain in the
material.
In order to get a measure of strain we take the square of the deformed length
dpT dp = (J dx)T J dx = JT J dxT dx.

(2.7)

JT J is sometimes called the right Cauchy-Green tensor CG and can be expressed as
CG = I − 2ε where ε is the so-called Green-Lagrange strain tensor, defined as
1
1
ε = (CG − I) = (JT J − I).
2
2

(2.8)

Using equation (2.6), the strain tensor can be expressed solely in terms of the displacement gradient
1
ε = [∇x u + (∇x u)T + (∇x u)T (∇x u)].
(2.9)
2
In contrary to the displacement field giving the absolute changes in position, the strain
is a local measure related to the change in shape. Note that the Green-Lagrange strain
measure is defined by equation (2.8) and is not the only way of measuring strain. Rather
the opposite, a strain measure is somewhat arbitrary and the choice is often dictated by
convenience [8].
Like the stress tensor σ, the strain tensor ε is symmetric and has six independent
elements. One can also define the principal strain and principal axes of strain in a
similar manner.
So far we have not made any assumptions on how large the displacements are. However,
in infinitesimal strain theory the displacements and the displacement gradients are assumed to be much smaller than unity. This enables a simplification of equation (2.9) by
neglecting the last term. Thus, if the circumstances are such that we can consider the
deformations in the material to be small, the strain can be approximated by


∂uj
1 ∂ui
εij =
+
.
(2.10)
2 ∂xj
∂xi

2.3.1

Elasticity model

In order to simplify the relation between stress and strain we use the Voigt notation so
that ε = [εxx , εyy , εzz , 2εyz , 2εxz , 2εxy ]T . Assuming a Hookean material, i.e. a material
where the stress depends linearly on the strain, we introduce a tensor C approximating
the constitutive law of the material
σ = Cε.

6
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For an isotropic material, C depends only on two independent coefficients: Young’s
modulus E and Poisson’s ratio ν. Young’s modulus is defined as the ratio of the stress to
the strain along an axis and is a measure of the stiffness of an elastic material. Poisson’s
ratio is a measure of a material’s tendency to expand in directions perpendicular to the
direction of compression.
Hooke’s law in three dimensions
σ = 2µε + λ tr(ε)I

(2.12)

gives the stiffness tensor [1]

λ + 2µ
λ
λ
 λ
λ + 2µ
λ

 λ
λ
λ
+
2µ
C=
 0
0
0

 0
0
0
0
0
0

0
0
0
µ
0
0

0
0
0
0
µ
0


0
0

0

0

0

(2.13)

µ

where λ and µ are the first and second Lamé parameters respectively. These are related
to Young’s modulus and Poisson’s ratio as
λ=

Eν
,
(1 + ν)(1 − 2ν)

(2.14)

E
.
2(1 + ν)

(2.15)

µ=

Now that the stress and strain have been related through the stiffness tensor C we take
the opportunity to introduce a stress partitioning. It is normal to divide the stress
tensor into two parts; the mean hydrostatic stress and the deviatoric stress. The mean
hydrostatic stress tensor is simply a diagonal matrix with the mean normal stress on
the main diagonal 13 tr (σ) I while the deviatoric stress is the remainders σ − 13 tr (σ)I.
Dividing the stress tensor in this way gives us one hydrostatic part that only changes
the volume of the stressed body and one deviatoric part that actually distort the body.
The restoring elastic force per unit volume at a point due to a deformation is given by
the negative gradient of the energy density
1
1
1
U (x) = σε = εT Cε = λ(tr ε)2 + µ tr(ε2 ).
2
2
2

(2.16)

at that point; f (x) = −∇u(x) U (x). Note that the gradient is calculated in the direction
of the displacement vector u(x).
Thus, summarising the theory so far. Given a deformation with a corresponding displacement field we can calculate the displacement gradient field which in turn gives us
the stresses and strains. From the stresses and strains we can find the energy density
which gives us the resulting force. Note however that so far this is only applicable to a
purely elastic material.

7
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2.4

Plasticity

Plastic materials are solids that after being exposed to loading may obtain permanent
deformations when unloaded. The theory in this chapter is limited to materials in which
the plastic deformations do not depend on the rate of application of the load, i.e. rateindependent plasticity. Interestingly enough a vast list of different materials such as
saturated clay, sand, metal and concrete can be modelled as elastoplastic under a large
number of circumstances [4].
Some important properties can be identified in elastoplastic materials. Under subject
of loading the deformations in the material will initially belong to the elastic domain,
i.e. a range of stresses in which the deformations can be considered as elastic. If the
material is loaded further and the stress exceeds a specific limit, called the yield stress,
then plastic yielding takes place. Increasing the plastic strain will affect the yield stress
as well, a phenomenon called hardening.

2.4.1

Decomposition of strain

In order to represent permanent deformations, the strain is additively decomposed into
an elastic and plastic part as described in [8].
ε = εe + εp .

(2.17)

εe is the elastic part of the total strain and will give rise to restoring elastic forces while
εp is the plastic part representing permanent deformations.

2.4.2

Yield criterion

As mentioned in the beginning of this section, plastic yield occurs when the material
is subjected to a sufficiently high load and the stress exceeds the yield point. This
principle is expressed by means of a scalar yield function Φ(σ) which is negative as
long as only elastic deformations are possible and reaches zero as plastic flow occurs.
Whenever Φ(σ) = 0 the material will be subject to plastic flow reducing the stress so
that the yield function is in the elastic regime again. This plastic flow follows a so called
p
flow rule dεp = dλp ∂Ψ
∂σ , where dλ is the plastic multiplier and Ψ(σ) is called the plastic
potential. A plasticity model where the plastic potential is equal to the yield function
Ψ(σ) = Φ(σ) is classed as associative while all other choices of plastic potentials are
named non-associative. The terrain model described in this paper uses the associative
model. For a more detailed and thorough description of plastic flow and examples of
yield functions the reader is referred to a textbook about computational methods for
plasticity, for example the work by Souza [8].

2.4.3

A capped Drucker-Prager model

The capped Drucker-Prager yield criterion [9] [1] is a pressure dependent yield criterion
suitable for modelling soil [10]. In short, the model states that whenever the second
invariant J2 of the deviatoric stress tensor and the first invariant I1 of the stress tensor
8
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combine into a certain combination, plastic yielding occurs. Illustrated in the principal
stress space the yield surface consists of three parts, the Drucker-Prager cone, a tension
cap at the top of the cone preventing singularities and a dynamic compression cap closing
the bottom of the cone. The Drucker-Prager surface is given by
p
η
ΦDP (I1 , J2 ) = J2 + I1 − ξc
(2.18)
3
where c is the cohesion of the material. η and ξ are internal model parameters that
can be found, together with the cap equations, in the work by Nordberg [1]. Note from
equation (2.18) that the modelled material becomes stronger√during compression I1 > 0,
and is weak under tensile stress I1 < 0. Also, due to the J2 term the material can
support large shear stresses.
√
In figure 2.2 the yield surface is plotted in the I1 - J2 -plane to illustrate how the surfaces
connect to each other. The caps are positioned so that the transitions between the
surfaces are smooth and no singularities arise. The tension cap is static while the
compression cap works as a dynamic yield limit and is free to move along the I1 -axis. It
is initially positioned at κ0 but may move as the material expands or compresses. For
instance, a compressed material will have a cap far to the negative side of the I1 -axis
and need higher stress in order to yield more from compression.
√

J2

Compression
Cap

Drucker-Prager
Surface
Tension
Cap

−I1

κ0

κ

Figure 2.2: A capped Drucker-Prager yield surface consisting of three zones: A tension
cap, the Drucker-Prager surface and a compression cap. The compression cap is initially
positioned at κ0 but may move along the I1 -axis.

The hardening parameter κ is initially set to κ0 and updated using the plastic volumetric
change tr(εp ) according to


1
tr(εp )
κ = κ0 + ln 1 +
.
(2.19)
D
W
D is the rate of hardening and W is the maximum compaction. Note that when tr(εp )
approaches −W the hardening parameter approaches infinity and the terrain does not
plastically yield due to compaction any more.
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2.5

Moving least squares

Moving least squares (MLS) is an interpolation method used to reconstruct continuous functions from a set of scattered point samples. Unlike the global fit obtained
from ordinary least squares methods, MLS allows the approximation to change locally
by using a weight biased towards points close to the evaluation point, see figure 2.3.
Mathematically the MLS approximation of a scalar function f : Rn → R over a data set
Moving Least Squares vs. Least Squares
2.5
2

Moving Least Squares
Least Squares
Data points

1.5
1
0.5
0
−0.5
−4

−3

−2

−1

0

1

2

3

4

Figure 2.3: A moving least squares and ordinary least squares approximation of a set
of data points in 1D.

S = {(xi , fi ) | f (xi ) = fi }, i ∈ [1, . . . , N ] can be expressed as p̃(x) where p̃ minimises
N
X
(p(x) − fi )2 w(kx − xi k)

(2.20)

i

over all polynomials of a desired order. w(l) is a weighting function with the property of
approaching zero as l approaches infinity. In this project we used the weighting function
w(l) =

l2

1
+ α2

(2.21)

since this gives us the possibility to achieve different approximating behaviours depending on the value of α. Setting the approximation parameter α to zero will result in an
approximation that interpolates the data at given points while a larger value will result
in a higher level of approximation [11]. This makes the curve more smooth. The value
used in the simulation is specified in section 4.
Assuming we want to find the ordinary least squares approximation of f in the set S.
This would lead us to solving the system of equations
Bc = φ
10
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where B = [bT (x1 ), . . . , bT (xN )]T is a vector of the chosen basis functions, c is the
sought vector of coefficients and φ = [fi , . . . , fN ]T is the known values [12].
Solving the same problem using MLS allows the coefficients c to vary with x due to the
distance dependent weights w(kx − xi k). This gives us the normal equations
BT (W(x))2 Bc(x) = BT (W(x))2 φ

(2.23)

where W(x) is a N × N diagonal matrix with the individual weights w(kx − x1 k), . . . ,
w(kx − xN k) at the main diagonal. Solving for the coefficients c and evaluating f (x)
as f (x) = bT (x)c will yield the approximated value [12]
f (x) = bT (x)(BT (W(x))2 B)−1 BT (W(x))2 φ.

(2.24)

Due to the high computational cost of calculating the inverse of a large matrix, we limit
ourself to use a linear basis function, i.e. for a 2D problem b(x) = [1, x, y]T .

2.6

Bilinear interpolation

Consider a function f (x, y) with known function values at points distributed in a rectilinear pattern. Bilinear interpolation is a method for approximating the function value
of the aforementioned function at an arbitrary point based on the four surrounding
neighbours. The idea is to perform two linear interpolations, one in each of the grid’s
main directions, see figure 2.4.
(x1 , y1 )

(x0 , y1 )
C11
(x, y)

C01
(x0 , y0 )

(x1 , y0 )

Figure 2.4: The point (x, y) is interpolated from the four corners (x0 , y0 ), (x0 , y1 ),
(x1 , y0 ) and (x1 , y1 ) using bilinear interpolation.

Denoting the four neighbours of the sought point (x, y) as (x0 , y1 ), (x1 , y1 ), (x1 , y0 ) and
(x0 , y0 ), we can find the two center points of the first direction to be
C01 = f (x0 , y0 )(1 − xd ) + f (x1 , y0 )xd
C11 = f (x0 , y1 )(1 − xd ) + f (x1 , y1 )xd
where
xd =

x − x0
.
x1 − x0
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By performing another linear interpolation in the second direction we end up with the
approximated function value at the sought point
f (x, y) = C01 (1 − yd ) + C11 yd
where
yd =

2.7

y − y0
.
y1 − y0

(2.27)

(2.28)

Equations of motion

This section covers the very basics of the equations of motion solved in the multi-body
environment used. Consider a rigid body with the general coordinate q, constrained
by the constraint function g(q) = 0. The motion of the body can be expressed as
a general motion with additions for the constraint conditions. Thus, starting from
Newton’s second law and the constraint force GT λ we end up with a system of differential
algebraic equations (DAE)
Mq̈ = f + GT λ
(2.29)
g(q) = 0.
The constraint force consists of G which is the Jacobian of the constraints and λ, i.e.
the Lagrangian multipliers. M is the mass matrix and f is external forces. Note that
equation (2.29) is only true for workless constraints and mechanical systems.
For the sake of numerical stability the constraint is regularized using a small perturbation
g(q) = −λ using a compliance parameter . Equation (2.29) is thus modified to
Mq̈ = f + GT λ
g(q) + λ = 0

(2.30)

which is the base of the DAE solved in AgX.
In order to incorporate the elasticity and plasticity theory described in the previous sections, the constraint and compliance parameter are altered. The deformation constraint
itself is formulated using the six components of strain. For a rigid body i with position
q the constraint is formulated as


εixx
 εiyy 


 εizz 
i

(2.31)
g (q) = 
 εi + εi  .
zy 
 yz
 εi + εi 
xz

zx

εixy + εiyx
While the compliance parameter is expressed in terms of the volume of the body and
the stiffness tensor [1]
 = (V i C)−1 .
(2.32)
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2.8

AgX and the contact handling

The time integrator used in AgX is based on the discrete variational principle for the
discrete Lagrangian representing the constrained system. For a more profound description of the stepping scheme used, called SPOOK, the reader is referred to the work by
Lacoursière [13]. The system of equations can be solved either with a direct solver, an
iterative solver or a hybrid method which makes AgX a flexible framework allowing for
fast solutions [14]. A fixed time step is used in the simulations and can be chosen by
convenience. In the tests presented in this paper we mainly use a time step of 1/60 s in
order to achieve real-time simulations. The timeline of a single time step can be divided
into several parts of which we will mainly use the preStep and postStep phase, taking
place before and after the solver update respectively.
A geometric collision between two objects in AgX results in a geometry contact being
created. The geometry contact contains one or several contact points, each with a normal direction and contact depth dc . The number of contact points in every geometry
contact is then reduced so that not all contact points give rise to a contact constraint.
For each remaining contact point a contact constraint is created and added to the solver
with constraint violation specified by the contact depth. The behaviour of the constraint
forces can be modelled using the so called contact material which defines e.g. the viscoelastic properties of the contact. It is also possible to compute the contact area, i.e.
the size of the geometry contact, the shape of the contact is however not known.

2.9

The elastoplastic constraint in the mesh-free method

The elastoplastic constraint used here is originally intended for a mesh-free method in
which a continuous body representing soil is discretised into a finite number of dynamic
bodies, figure 2.5a. Every body carries information about mass, volume, position, strain,

Ri

(a) A block of 864 particles used for
simulating soil.

(b) The influence radius illustrated in 2D, covering the
perpendicular, but not the
diagonal, neighbours.

Figure 2.5: The elastoplastic constraint used in a mesh-free method, the influence
radius defines a neighbourhood around a particle that will be affected by the particles
stored information.

etc., distributed in the terrain via a weight function. As the soil deforms, the bodies move
to represent the new deformation. This is eased by the mesh-free approach which enables
13
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large plastic deformations since the bodies are free to move and no mesh connections
have to be maintained.
The weight function is defined inside a so called influence radius, and is zero outside the
volume bounded by this radius, see figure 2.5b. A linear MLS interpolation using the
weight function is then used to calculate continuous quantities such as the displacement
gradient field. The choice of a suitable influence radius is important and will affect
the behaviour of the simulated soil. Larger systems require more bodies and can be
computationally demanding, thus, in the aspect of real-time simulations the system size
is limited.
The main process of this mesh-free approach can be simplified to u → ∇x u → J → ε →
εe , εp → g → f . In other words, given a displacement field we find the gradient of this
field. From the displacement gradient, the total strain is obtained which is, using the
Drucker-Prager model, separated into a plastic and elastic part. The elastic strain gives
rise to an energy density and a constraint force which affects dynamics of the terrain.
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This section begins with a general overview of the idea behind the model followed by
the main algorithm. Finally some more thorough information is given about certain
important aspects of the model.

3.1

Overview

The project can be described as an attempt to use the elastoplastic constraint, described
in section 2.9, keeping the number of bodies as small as possible. The main idea is to
create just the necessary amount of dynamic bodies at every time step, allow the bodies
to interact and then remove them at the end of the time step. This allows us to create
bodies just when there is an interaction with the terrain and also, it allows us to position
the bodies optimally depending on the current situation. However, removing the bodies
at the end of each time step requires a way to store the information gained from the
body interaction which otherwise would have been lost. Also, the method requires a
contact generating surface that indicates when and where dynamic bodies should be
created.

3.2

Main process and algorithm

The terrain model is built up of three components: a contact generating height field, a
grid used to store information and terrain bodies constrained by elastoplastic constraints.
The height field is a triangular mesh with height data stored in vertices fixed in a
regular grid pattern, see figure 3.1. The grid used for storing information is a set of
containers denoted nodes. In this project we have one grid node for each vertex in the
height field. The only purpose of this grid is to act as a storage and garner necessary
information about the terrain. These two together discretise the terrain and allows
for both deformation and storage, using the height field vertices and the grid nodes
respectively. In order to allow heterogeneous effects in depth, the grid is implemented
to store information at discrete levels. Within this project only two levels are used, the
surface and the sub-soil level.
The main idea behind the model is to look for geometric contacts between the height field
and other objects. We then use the contact information to create small configurations of
rigid bodies that represent the terrain volume at that point. The rigid bodies created this
way is henceforth called terrain bodies to separate them from other possible rigid bodies
15
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z
y

x
Figure 3.1: Triangular mesh with the vertices in a regular grid pattern.

present in the simulation. If a geometric contact is present, a terrain body is created
for each contact point. The contact constraint between the height field and the object
is then reformulated to be between the colliding object and the terrain body instead.
These terrain bodies are surrounded by another layer of bodies acting as support, for
improved dynamic behaviour in the terrain. In addition to the bodies created so far,
the whole system is surrounded by static terrain bodies keeping the configuration fixed
in the world. For notational purposes the set of terrain bodies is divided into core
bodies - i.e. bodies with contacts acting on them, support bodies - bodies created for
improved dynamics, and static bodies. Figure 3.2 shows two examples of a terrain body
configuration, one schematic image and one screenshot from a simulation.
object
static support
d

core

dI

(b) Side view of a terrain body configuration.

(a) One core body.

Figure 3.2: The image to the left is a simulation screenshot of a sphere resting on a
configuration with the core bodies in the center, surrounded by five support bodies and
five static bodies. The chequered surface is the height field which has a vertex and a
node at every line intersection. The image to the right is a schematic description of the
position of the bodies in a configuration. dI and d are the centre-support body distance
and the support-static body distance respectively.

The bodies in the configuration are connected to each other with elastoplastic constraints
forming a network of dynamic bodies surrounded on all sides by static bodies. The
whole configuration is created in an undistorted state we will refer to as the reference
state. Each body then gathers information about the previous time step from nodes
in a neighbourhood around it, see section 3.6. The information in question is velocity,
displacement from rest position and the volumetric plastic strain change K1p = tr(∆εp ),
used to update the hardening parameter κ. The information we get from the nodes
should optimally be the answer to the question According to the previous time step, what
is a suitable velocity, displacement and κ at this position if the we want to represent the
events that have taken place this far? Updating the bodies with the recently acquired
16
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information will violate the elastoplastic constraints, make the system depart from its
reference state and affect the terrain response on the object.
After the equations of motion have been solved for the whole system, the bodies have new
velocities, displacements, strain values and possibly an updated compaction parameter.
The displacement vector can be divided into a plastic and elastic part, the plastic part is
permanent while the elastic displacement will return after unloading. For simplicity and
stability reasons we limit ourselves by only updating the height field with the plastic
deformation, an elastic deformation is instead represented by an overlap between the
object and the terrain. This is a choice made with the contact handling in mind. In
a system at rest with an object placed on the terrain, the contact points are at the
same position every time step. However, if a small deformation changes the geometry of
the height field we will get a new situation with different contact points - we are not in
equilibrium any more. By representing elastic deformation with an overlap and not with
a height field update, the collision geometries will maintain their shape and reproduce
the same or similar contact set-up. This makes it easier for a system to be in rest. Using
the new displacement u and strain tensors we estimate how large the plastic part up of
the displacement is, see section 3.8. Using the plastic displacement, the active vertices
of the height field are given new height values. The elastic displacement is stored in the
grid together with the velocities and the volumetric plastic strain change. The flow of
information is described in figure 3.3 and a more detailed overview of the main process
is found in algorithm 1.

Transfer information
from the bodies
to the grid,
remove bodies

Solve system
to update
the bodies

Transfer information
from the grid
to the bodies

Find contacts
Create
terrain
bodies
Figure 3.3: The flow of information in the model.

3.3

Body configurations

One important aspect that affects the behaviour of the soil significantly is the placement
of the support and static bodies in the terrain body configuration. A well chosen configuration should exhibit a dynamic behaviour similar to the mesh-free method. At the
same time we want to use as few terrain bodies as possible since more bodies generally
17
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Algorithm 1 An overview of the main simulation process.
Assuming that the geometrical and physical properties of the dynamic bodies are initialised
and all interactions and kinematic constraints are set up.
for all time steps do
Collect all geometry contacts containing a terrain geometry and a touching object.
for all geometry contacts do
Activate and position a core body for every contact point in the geometry contact.
Activate and position the support and static bodies.
for all active bodies do
Assign a volume, mass and reference position to the body.
Create an elastoplastic constraint and assign it to the body
Constrain the body to all other terrain bodies.1
end for
for all dynamic bodies do
Collect information from the grid about velocity, displacement and K1p
Update the body using the gathered information.
if the body is a core body then
Create a new contact between the object and the body using the position from the
old contact between the height field and the object.
end if
end for
Remove the contacts between the height field and the object.
end for
for all unused nodes with a stored deformation do
Remove the stored displacement and velocity if the node has been unused for two consecutive time steps.
end for
Solve for the next state.
Estimate the plastic displacement given the total displacement and plastic strain.
Update the height field.
Store the elastic displacement, velocity and plastic volume change in the grid.
Deactivate all active bodies and remove all elastoplastic constraints from the simulation.
end for

means a higher computational cost. A short motivation to the choice of configuration is
given in Appendix B.
The configuration illustrated in figure 3.2 is the configuration we use in the tests presented in this paper. This set-up has five support bodies, one in every direction x, −x,
y, −y and −z. The static bodies are placed outside the support bodies in the same direction. This configuration can hence be considered as a group of core bodies supported
by five dynamic-static body pairs, see figure 3.2a.
As a numerical artefact due to the MLS interpolation used to calculate the strain,
the resulting strain in the soil is dependent on the distance between the bodies in the
reference configuration. Larger distance generally means softer terrain and vice versa.
Since the positions of the core bodies are defined by the positions of the contact points,
the distance between them is not changeable in our implementation. The support and
static bodies however can be positioned at will and are in this implementation positioned
relative to the center of the contact points. The center is calculated as a weighted average
of the contact point positions where their area is taken as the weight. When positioning
the support and static bodies, the distance between them is chosen based on the size
1

If the body is static, do only constrain it to dynamic bodies.

18

Chapter 3 Method
of the colliding object which is not known and thus has to be entered manually. This
way of choosing a distance has its drawbacks and will not work in a general simulation
environment where colliding objects of different sizes are expected. However, since the
tests presented in this paper are controlled in the sense that we know approximately the
size of the contact area beforehand, the chosen distances will work in these specific test
cases. The time limit prevented us from developing a more rigorous solution.
The influence radius is another important parameter that will affect the behaviour of
the configuration. A large influence radius gives a soft response while a too small radius
may give a body too few neighbours, hence resulting in questionable strain values and
even complete failure of the model. The influence radii used in the test are presented in
section 4 and are given in terms of dmax , i.e. the distance from the farthest static body
to the center of the core bodies.

3.4

Contact depth

In order to represent the elastic deformation as an overlap, the contact constraint violation, i.e. the contact depth, is reduced. The original contact depth dc is replaced with
the object’s overlap with the terrain body, see figure 3.4. Mathematically the overlap
is calculated as db = kdc · ê − uk, where ê is the normal of the original contact. If
the original contact depth would have been used, the restoring force from the contact
constraint would have pushed the object to the surface of the height field.
object
u

height field
terrain body

dc
db

Figure 3.4: The original contact overlap dc is replaced with the terrain body overlap
db in the new contact constraint.

3.5

Active grid nodes

The number of active nodes in each time step depends on the amount of nodes overlapped
by the object, see figure 3.5. An overlapped node is defined as a node with higher zcoordinate than the surface of the object at the node’s x,y-coordinates and is checked
using a raycast algorithm. The set of active nodes is divided into two subsets; core
nodes and support nodes. The core nodes are associated with the core bodies while the
support nodes belongs to the support bodies. All overlapped nodes and their closest
neighbours are defined as core nodes, while the neighbours outside the core nodes are
defined as support nodes. The algorithm for determining the set of active nodes is given
in appendix A. If a node is inactive for more than two time steps, the elastic displacement
and velocity stored in the node are removed. This is a simple way of relaxing the elastic
deformation which should not be permanent but disappear after unloading.
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Figure 3.5: A reduced example with only two contact points and the active nodes
around them. A contact point, illustrated by an ×, belongs to a geometry contact which
overlaps one node. In the figure the overlap is represented as a circle around the contact
points, however, the actual shape of the overlap is unknown. All overlapped nodes and
their neighbours, nodes in the gray section, are classified as core nodes. Nodes outside
this region, in the striped section which can be one or several layers wide, are classified
as support nodes.

3.6

Transferring information between the bodies and the
grid

Since the terrain bodies and the terrain nodes are almost never at the same place in space,
we need a routine for transferring information (velocity, displacement from rest position
and K1p ) back and forth between the dynamic bodies and the grid. Several approaches
have been tested in the project and this thesis considers two of the most successful
attempts; henceforth called the Discrete Method and the Interpolating Method. The
difference between the approaches lies in the way the information is transferred to and
from the grid and how the height field is updated. The most important aspect of a
transferring method is that the information loss should be as small as possible. That
means that if a terrain body is created at the same coordinate as another body was
positioned last time step, the newly created body should get approximately the same
properties as the one from last time step. However, we will always get a smoothing of
the information due to the discretisation of the information grid. A second important
aspect is that we do not want to experience vastly different body properties if the bodies
are moved just a small bit. Thus, the information has to be spread to the grid in a way
that makes the system insensitive to small changes.

3.6.1

The interpolating method

After all bodies have been created, positioned and the reference state has been defined,
the dynamic bodies gathers information about velocity, displacement and κ from the
grid. In the interpolating method this is done using a bilinear interpolation and the
values from the four closest neighbouring nodes, see section 2.6. The static bodies are
handled separately and get zero displacement and velocity to simulate soil at rest. The
hardening parameter κ of the static bodies is updated using K1p obtained from the
nearest grid point and equation (2.19).
After the system is solved, the height field and the grid are updated using MLS. All
bodies, including the static ones, contribute with their new velocity, elastic displacement
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terrain body
heightfield vertex
grid node

up
u

Figure 3.6: Schematic figure of the interpolating update of the height field. The
curve obtained from the MLS approximation is illustrated as a dashed line. Only
plastic deformations are represented in the height field, the rest is stored in the grid
nodes.

and K1p to build up equation (2.24) which is then solved for all active nodes around the
geometry contact. Figure 3.6 illustrates the structure in a simplified two-dimensional
case.

3.6.2

The discrete method

The discrete approach is vastly different from the interpolating approach in the sense
that it builds on the idea that each body represents a certain volume of soil. This is
achieved by mapping nodes to bodies.
The support nodes are simply mapped to the closest support body. The core nodes
are mapped to core bodies in a similar way. However, since the number of core bodies
can be larger than the number of core nodes, two bodies can share a common node.
Projecting the contact’s coordinates onto the xy-plane of the height field results in a
triangle encircling the contact, if any of the contact points share a triangle node, that
node is shared between them, see figure 3.5. N bodies sharing a node results in that
body i gets
1 dtot − di
si =
(3.1)
N − 1 dtot
percent of the node. di is the distance between body i and the node, dtot is the sum of
all body-node distances.
Before the solver step, all terrain bodies are initialised using grid data by adding up the
contribution from all its mapped nodes. After the solver step all bodies store their new
properties in their mapped nodes and give each node a value based on their apportioned
share si . The height field vertices are updated in the same way, the displacement is
spread equally to the mapped nodes. One exception exists though, in order to not
loose contact with the object a height field vertex is never lowered so that an initially
overlapped vertex looses its overlap. Figure 3.7 illustrates the set-up in a simplified two
dimensional case.
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terrain body
heightfield vertex
grid node

up
u

(a) Schematic figure of the discrete update of the height field. The
volume each body gets from its mapped nodes is illustrated in the
figure. Only plastic deformations are represented in the height field,
the rest is stored in the grid nodes.

(b) A possible mapping
arrangement for figure
3.7a.

Figure 3.7: The discrete approach, cross section view and a possible mapping arrangement.

3.7

Body volume

Since the terrain model is separated from the contact handling and contact reduction we
have no control over the position or amount of contact points. In fact, a small motion
of the object can change the formation of the contact points radically. Thus, in order
to get stable simulations, the core body constraints have to be renormalised so that e.g.
four contact points do not result in a different strain field than three contact points in
an otherwise equal geometry contact. If the strain is not approximately the same, the
terrain will experience force jumps as the number of core bodies changes.
From the energy density, equation (2.16), we see that the elastic potential energy for a
body with a volume Vi is Ui = Vi λ2 tr(ε)2 + Vi µ tr(ε2 ). Justified by this equation and
the small change in elastic potential energy we renormalise the core bodies by assigning
them different volumes. The Discrete approach simply assigns each body a volume
equal to the total volume of its mapped nodes. The Interpolating approach is similar
but calculates the total volume of the core nodes and assigns a fraction of this to each
core body. The fraction is based on the area of the contact point the body represents,
i.e. a body with a large contact point area gets a larger volume.
The static bodies are not mapped to any nodes but they are assumed to represent a
larger volume of soil and is thus given a larger volume in the model. This volume
will affect the resulting strain in the terrain so that a larger volume makes the terrain
less prone to deformations and vice versa. The volume used in the test simulations is
specified in section 4.

3.8

Estimation of plastic displacement

If a terrain body is given a displacement and then left to relax, it will place itself in a
position we will refer to as its plastic displacement. Since we have limited ourselves to
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only represent plastic deformations in the height field we need this displacement to make
the update. However, the plastic displacement is not known and has to be estimated.
Motivated by the fact that the terrain bodies have close to only elastic displacements
before the solver step, and assuming that the elastic deformation is small, we state
that equation (2.10) is valid. This means that the normal strain in a direction can be
expressed solely in terms of the displacement in that direction. We further assume that
the displacement vector can be approximately additively decomposed into a plastic and
elastic part. To complete the estimation we assume that the ratio between the plastic
and total strain is proportional top the ratio between the plastic and total displacement,
zz
e.g. εpzz /εzz ≈ upz /uz ⇒ upz ≈ uz εεzz
.

3.9

The sub-soil particle

Due to the shortcoming of support in the horizontal plane, the sub-soil particle is stabilised by an ordinary constraint from AgX. This constraint limits the horizontal movement of the sub-soil particle making it more stable. The stiffness of the constraint was
set to the same Young’s modulus value as the rest of the terrain. Even though the
stabilisation is necessary, the solution is not optimal since the secondary constraint is
separated from the terrain constraints. That means that the constraint may not transfer
information about displacements to the terrain configuration. In a sense, this makes us
lose information about the current state of the terrain.
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4 | Simulations
This section describes the test scenes used to evaluate the model. Since the model
at this stage is made as a proof of a concept, the tests are only designed to describe
and evaluate the behaviour of the model. No comparisons with experimental data or
thorough comparisons with other models are made. The standard parameters used in
case nothing else is stated are listed in table 4.1.
Table 4.1: Standard values of the parameters in the test scenes, used if nothing else is
stated. dmax is the distance between the center of the contacts to the outermost static
body.

parameter

value

Poissons’s ratio
Young’s modulus [Pa]
Resolution [m−1 ]
Density [kg/m3 ]
Influence radius (dynamic bodies) [m]
Influence radius (static bodies) [m]
κ0
D
W
α
Centre-support body distance dI [m]
Support-static body distance d [m]
Volume of static bodies ms

0.25
107
10
1900
1.2 · dmax
1.5 · dmax
−3 · 107
10−6
0.1
0.001
0.4
0.3
100 nodes

The elastoplastic constraint contains some internal parameters mostly defining the yield
surface, these are listed in table 4.2 to allow reproduction of the test results presented
in this paper. A more thorough description of these parameters and their effect on the
constraint are given in the work by Nordberg and Servin [1].

4.1

Test 1. Sphere on a plane

The simplest test presented in this paper is a sphere placed on an initially flat terrain.
The test is simple in the sense that a flat and undistorted terrain in contact with a sphere
results in solely one contact point. Thus, since elastic deformations are represented as
overlap in the model, an elastic terrain built up without the Drucker-Prager addition
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Table 4.2: Parameters used in the elastoplastic constraint listed as a reference to
allow reproduction of test results

Description

Value

Internal friction angle
Major radius of compression ellipse
Tension cap intersection with I1 -axis [Pa]
Cohesion [Pa]

22π/180
2.5
75000
14000

will only get one contact point, regardless of the amount of elastic deformation. A
complete elastoplastic terrain however, will alter the height of the height field due to
plastic deformation which may generate more contacts.
The test is designed to evaluate the stability of the model. A sphere placed on the
terrain should eventually come to a rest at penetration depth. Or, if the elastic energy
is perfectly conserved, oscillate vertically. The test is performed with three different
values of Young’s modulus: 106 Pa, 107 Pa and 108 Pa. The sphere has a radius of 0.3
m and a density equal to steel, 8050 kg/m3

4.2

Test 2. Rolling resistance

The roll test is similar to Test 1 but the sphere has an initial horizontal velocity. The
test is designed to confirm or reject whether the model can handle dynamic interactions
such as rolling motion. This test is also performed to see how the Young’s modulus and
the resolution of the grid affects the rolling resistance. Three different values of Young’s
modulus 106 Pa, 107 Pa, 108 Pa and three different resolutions R = 5, 10 and 15 nodes
per meter are used. Since the support and static bodies are positioned according to the
coordinate axes of the system, this test is performed twice with different initial velocities
in order to discover possible differences. First with an initial velocity along the x-axis
and then with an initial velocity at a 45 degree angle to the x-axis. The simulation stops
if the sphere rolls too far to prevent it from falling off the terrain. The sphere has a
radius of 0.3 m and a density equal to steel, 8050 kg/m3

4.3

Test 3. Box on a plane

Similar to test 1, this test examines the stability of the model when in contact with a
box. The box shape will generally generate more contacts and is expected to be more
difficult for the model to handle. The box has a side length of 0.3 m and the density of
steel.

4.4

Test 4. Energy conservation in an elastic collision

This test examines how much energy is conserved after an elastic collision with the
terrain for different time steps ranging from 60 Hz to 1000 Hz. A small time step will
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damp out less oscillations and is therefore expected to conserve more energy. The test is
performed with a sphere with radius 0.3 m, initially positioned with a terrain overlap of
10−15 m. The sphere is then given a velocity of 20 m/s in the negative z-direction, the
initial overlap prevents different contact depths due to the different time steps. Since
the elastic deformation is relaxed after two time steps, see section 3.5, we will always
expect energy dissipation.

4.5

Test 5. Plate test

A plate test is a common test used to test soil behaviour and terrain models. In this test
a circular or rectangular plate is pressed into the soil with constant pressure, the sinkage
of the plate is recorded and the procedure is repeated with increasing or decreasing
pressure [15]. A circular plate is used in the test presented in this paper. In this test we
also make a comparison to the mesh-free model by Nordberg [1]. Two reference system
are tested, one where the distance between the soil particles is 0.1 m and one where
the distance is 0.2 m. This test is also used to illustrate how the distance between the
terrain bodies and the volume of the static bodies affect the simulation.
The interpolating method is tested three times with different distances between the
support and static bodies. Also, a test where the volume of the static bodies is increased
to the volume of 1000 grid nodes is made with the interpolating method. The discrete
method is only tested once with the standard distance value d = 0.3 m. Young’s modulus
of the terrian is set to 107 Pa, the resolution is 10 nodes per meter and the circular plate
has a radius of 0.3 m.

4.6

Performance

Two simple performance tests are designed to evaluate the numerical performance of the
model in its current state. The first test consists of a 2000 kg cylinder being dragged
across flat terrain with no ability to roll, the cylinder has a height of 0.712 m and a
radius of 0.58 m. The second test consists of a cylindrical shape representing a wheel
and a flat terrain. In this simulation the mass of the cylinder is increased to 3800 kg
while the radius is 0.5 m and the height is set to 0.3 m. The cylinder is initially at rest
but accelerates with constant torque during the simulation. In both performance tests
the terrain has a Young’s modulus of 107 Pa and a resolution of 10 nodes per meter.
For the dragged cylinder test, the elapsed time was measured for a simulation of ten
seconds. The accelerated cylinder test was measured in the same way but only for a
simulation of five seconds. The average number of terrain bodies was also recorded, this
number together with the standard deviation give an indication of the difficulty of the
simulation. More terrain bodies generally means a more demanding simulation.
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This section lists the results from the test described in section 4. Relevant and notable
results are commented in this section while a more thorough discussion is given in section
6. Some of the tests are performed with a purely elastic terrain, but if nothing else is
stated the tests are performed with the complete elastoplastic constraint.

5.1

Test 1. Sphere on a plane

Figure 5.1 shows the sinkage of a sphere placed on the elastoplastic terrain for three
values of Young’s modulus. The results from the interpolating method are plotted in
figure 5.1a and discrete results in figure 5.1b. Two interesting behaviours are noted in
the figures; the noisy behaviour further discussed in connection to figure 5.2, and the
large drop for the interpolating method when E = 106 Pa seen at 15 s. By inspecting
the simulation, the large drop is explained by a large plastic update of the height field.
This is an unacceptable behaviour which might be a result of the same error causing
the noise in the plot. On the whole we see that apart from the noise and drop, the
interpolating approach gives the sphere a rather constant depth, especially for higher
values of Young’s modulus. The same is true for the discrete method.
Focusing on the sinkage curve for E = 108 Pa in figure 5.2, it is possible to get an
explanation to the unstable motion seen as noise in figure 5.1. Comparing figure 5.2 and
5.3 one sees a clear correlation between the number of core bodies and the sinkage of the
sphere. It appears that the volume renormalisation is not enough to keep the sphere at
a constant level. In other words, whenever a contact appears or disappears the elastic
deformation energy changes abruptly and the constraint force fluctuates heavily. Since
the elastic deformation is represented as an overlap, a completely elastic terrain is less
prone to changing contacts, thus resulting in a more stable system. This can be seen
in figure 5.2 where the same sphere is placed on purely elastic terrain. The large gap
between the elastic and plastic curve is most likely a result of the number of core bodies.
The plastic test will mostly result in six core bodies while the elastic test only results in
one. Plotting the total energy of the present dynamic bodies results in a similar curve
that correlates well to the number of core bodies, see figure 5.3. Whether the energy
has a reasonable magnitude is not investigated.
As seen in figure 5.2, the motion of the sphere increases over time. This is explained by
the snowball effect a faulty motion triggers. For instance, a disappearing contact leads to
softer response from the terrain which lets the sphere sink slightly. The induced motion
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Figure 5.1: A sphere positioned on flat terrain. Sinkage versus time for three values
of Young’s modulus and both the interpolating and discrete method.

of the sphere makes it more prone to changing contacts which induces more motion, and
so on.
Sinkage of a sphere over time, E = 108 Pa
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Figure 5.2: Sinkage versus time for a sphere on flat terrain. Sinkage curves for the
standard elastoplastic terrain and a purely elastic terrain.

Plotting the x and y-coordinate of the sphere in figure 5.4 provides an indication that
the interpolating approach is more stable than the discrete approach. Neither of the
methods give the sphere a stable rest which is unacceptable. However, the interpolating
approach shows a more stable behaviour. The interpolating and discrete method are
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Energy and number of core bodies vs. time
1.4
1.2

energy [J]

1
0.8
4
0.6
0.4
2

0.2
0

def. energy
core bodies

−0.2
0

5

number of core bodies

6

0
10

15

20

25

30

time [s]
Figure 5.3: Total energy of the active terrain bodies and the number of core bodies
versus time.

abbreviated I and D in the legend. Performing the same test with solely elastic terrain
results in a more stable simulation with less oscillating behaviour.
x− and y-coordinate of a sphere. E = 107 Pa
I: x-coordinate
I: y-coordinate
D: x-coordinate
D: y-coordinate
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Figure 5.4: The x and y-coordinates of a sphere on flat terrain. Neither the discrete nor the interpolating method is stable but the discrete approach has more severe
deviations from the initial position.
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5.2

Test 2. Rolling resistance

Figure 5.5 shows the velocity of a sphere rolling in the (x̂, 0, 0) direction. The anticipated
behaviour is that the velocity of the sphere should decrease until it finally stops at zero
velocity. From the figure it is clear that the discrete method gives a slightly more stiff
response than the interpolating approach. However, both methods damp the motion of
the sphere due to contacts with the terrain. A Young’s modulus of 106 Pa or 107 Pa
damps the motion to such extent that the sphere stops and creates a small cavity in
which it starts to rock. Focusing of figure 5.5a, the curve for E = 106 Pa is the only
curve with a non-smooth appearance. Inspecting the simulation, this behaviour turns
out to appear due to a jumping motion of the sphere. The sphere sinks and creates
a cavity in the height field, rolls over the compacted walls and performs a small jump
before it comes to a rest in another cavity.
Interpolating method

Discrete method
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(a) Interpolating approach.
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(b) Discrete approach.

Figure 5.5: The x-component of the velocity of a rolling sphere initially with a velocity
in the x-direction. Three values of Young’s modulus and both the interpolating and
discrete approach.

In order to study how the resolution affects the behaviour we use the same test as in
figure 5.5 but with different resolution, this time with only the interpolating method.
Figure 5.6 shows that a lower resolution gives rise to strains corresponding to a more
rigid terrain and vice versa. One reason is the volume of the static bodies. As stated in
section 3.7, the volume of a static body equals the volume of 100 grid nodes. In a grid
with lower resolution each node will correspond to a larger volume of soil and therefore,
the static bodies will introduce more rigidity to the system. When the resolution is set
to five nodes per meter the strain in the terrain does not even exceed the elastic domain,
compare to figure 5.7.
The velocity of a sphere rolling on purely elastic terrain using the interpolating method
is presented in figure 5.7. The first thing to notice is that the velocity is not damped out
which is not a realistic behaviour, even for completely elastic terrain. This behaviour
appears since we only have one contact between the sphere and the terrain. This contact
will have a direction normal to the terrain and thus do not have an effect on the horizontal
velocity.
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Velocity of a rolling sphere. E = 107 Pa.
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Figure 5.6: x-component of the velocity versus time for a sphere. Interpolating
method with three different resolutions of the heigh field.

The small periodic irregularities are not surprising either since the set of active nodes
is updated discretely as the sphere rolls across the terrain which will without doubt
affect the response of the terrain. However, the almost underdamped behaviour in the
beginning of the simulation is harder to explain. Performing a more careful analysis one
can make a rather clear correlation between the velocity and the sinkage of the sphere.
Velocity of a rolling sphere, elastic terrain
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Figure 5.7: x-component of a sphere rolling on purely elastic terrain. Interpolating
method with three values of Young’s modulus.
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In order to investigate how the position of the support and static bodies affect the
dynamics of the terrain, figure 5.8 shows the same data as in figure 5.6 but with the
initial velocity in the (x̂, ŷ, 0) direction. The results differ in that the latter test shows
a softer response which damps the velocity more quickly. Higher resolution still gives a
softer response from the terrain which is consistent with the result in figure 5.6.
Velocity of a rolling sphere, E = 107 Pa
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Figure 5.8: Velocity of a sphere rolling at a 45 degree angle to the x-axis. The
interpolating approach is tested using three different resolutions of the height field.

5.3

Test 3. Box on a plane

The tests with a box on flat terrain, presented in figure 5.9 and 5.10, show similar
behaviour to the tests with a sphere. As in the result from the sphere simulation in figure
5.4, the interpolating approach gets better results. However, neither of the methods
handles the box well, both approaches get a result where the deformations in the terrain
pushes the box slightly upwards due to the plastic update. As in the sphere tests, the
same box test performed with purely elastic terrain results in a more stable simulation,
but not perfectly stable.

5.4

Test 4. Energy conservation in an elastic collision

Figure 5.11 shows the conserved energy as a fraction of the remaining energy and the
initial energy. As expected the energy conservation increases as the time step decreases.
The two curves show a rather different behaviour as the discrete approach is both less
smooth and conserves less energy. This is explained by the crude mapping approach,
described in section 3.6.2. As the sphere sinks into the terrain during the collision, the
overlap with the height field will increase with the depth. This means that at some point,
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Sinkage of a box on flat terrain

Sinkage of a box on flat terrain
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(a) Interpolating approach.

(b) Discrete approach.

Figure 5.9: A box positioned on flat terrain with Young’s modulus of 107 Pa. Sinkage versus time for three values of resolution and both the interpolating and discrete
method.

the core body will get mapped to nodes that in the previous time step were mapped to
a support body. Since the support nodes can have a completely different displacement
stored, this affects the displacement of the core body, and thus the restoring force.
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Movement of a box on flat terrain, E = 107 Pa
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Figure 5.10: The x and y-coordinates of a resting box on flat terrain. Neither the
discrete nor the interpolating method is stable but the discrete approach has more
severe deviations from the initial position.

Energy dissipation in an elastic collision
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Figure 5.11: Energy fraction after an elastic collision for different time step sizes.
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5.5

Test 5. Plate test

Unfortunately a plate test with elastoplastic terrain could not be performed. The motion
of the plate induced strains in the terrain that corresponded to the tension cap side of
the Drucker-Prager cone, which lead to non-stabilising terrain and constant sinkage.
This erroneous result is unfortunate and indicates a sever problem with the plasticity
in the model. However, the results of a test with purely elastic terrain are presented in
figure 5.12. Note that no problem arouse during the plastic plate test with the reference
system but the results of these simulations are not presented here.
The distance d in the legend refers to the distance between the support and static body
in each of the five support-static body pairs. ms refers to the volume of the static bodies
and Rb is the radius of the bodies in the mesh-free method. The test shows that the
distance has a large impact on the terrain response but that it is possible to tune the
parameters in order to get an agreement with a given reference. We can also see that
the volume of the static bodies affects the response from the terrain heavily. This figure
shows another example of the regularisation problem, the irregular part of the d = 0.3
curves corresponds to a period where the plate had more contact points. Note that a
reference case with smaller body radii, i.e. higher resolution, gives slightly stiffer terrain.

Elastic plate test with increasing pressure
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Figure 5.12: Plate test performed on purely elastic terrain. The interpolating method
is tested with three different distances between the support and static bodies, and one
configuration where the static bodies have larger volume. The discrete model is just
tested with the standard value d = 0.3 m. There are two references in the plot with
different radii of the rigid bodies.
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5.6

Performance

The performance test results are gathered in table 5.1. The real-time ratio is defined
as computation time / simulated time. No relevant data could be recorded from the
discrete method in the accelerating cylinder simulation. The same behaviour as in the
plastic plate test was observed and the terrain did not stabilise. As seen in table 5.1, the
Table 5.1: Results from the performance tests.

Test
Dragged cylinder

Accelerating cylinder

Approach
Interpolating
Discrete

Real-time ratio
0.23
0.13

Average number of
terrain bodies
(standard deviation)
18.6 (2.6)
14.9 (3.6)

Interpolating
Discrete

0.14
-

18.0 (2.2)
-

discrete approach has a better performance. However, visually observing the simulation
reveals that the stored deformations are not acceptable, figure 5.13b. The simulation
with the interpolating approach has a more realistic visual appearance. Alas, since the
contacts are gathered around the edges of the cylinder, the corners of the rut are deeper
than centre part.
An interesting result is that the simulation with the accelerated cylinder shows a better
performance than the simulation with the dragged cylinder, even though the number of
terrain bodies are similar.

(a) Interpolating approach.

(b) Discrete approach.

Figure 5.13: Screenshots from the dragged cylinder simulation.
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This section starts with previously unmentioned comments on the results. Some future
work and improvements are then proposed, followed by a final conclusion about the
model.
On the whole, the interpolating method had more smooth and stable results than the
discrete approach. One explanation lies in the nature of the discrete approach, a small
change in e.g. position of the object can result in a large discrete change in the terrain
configuration. The only exception is the result from the resting sphere test in figure
5.1. However, when studying the simulation it is revealed that this is actually just
a lucky coincidence. The discrete method happens to get in a situation where the
contacts appear at the same positions every time step. Since the interpolating approach
shows better test results in general, the main focus of the discussion is dedicated to the
interpolating method.
Evaluating the current model we can clearly state that the primary goals have not been
completed yet. The model suffers from two major stabilisation problems: A sensitivity
to the shape of the configuration which causes problems whenever contact points change
significantly, and the storage of plastic deformation which suffers from too excessive
information loss. The configuration sensitivity is the most distressing problem since this
affects the elastoplastic terrain as well as a purely elastic terrain.
In its current form the model is not completely scalable either, but this is less relevant
as long as the stabilisation problems are not solved. However, the model is constructed
in a way that enables scalability as a future work, for instance by altering the number
of support and static bodies.

6.1

Analysis of the test results

The renormalisation error discussed in section 5.1 is a problem that has to be solved
if the model should be useful in a real simulation environment. However, the problem
might not be an easy one to solve as the terrain particles are connected as a system
and changing one particle will affect the whole system. This requires a well thoughtout model since we currently do not have control over the number and position of the
contacts. The problem can be dealt with in different ways, one alternative is to make a
parameter study in order to find a suitable combination of volume, influence radii, etc.
for the particles that mimics the behaviour of the original mesh-free model. Another
alternative is to implement a new contact reduction method which is more suitable for the
terrain model, for instance by taking contacts from the previous time step into account.
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A new contact reduction method would also enable the possibility to choose contacts
depending on the terrain properties at that point. Finally, the strain calculation itself
can be altered in a way that makes it less sensitive to the shape of the configuration.
The problem seen in the plate test where the terrain did not stabilise has to be investigated further but may be a result of the renormalisation error. The small movements induced by appearing and disappearing contacts introduces erroneous stress in the terrain
which may cause undesirable effects such as constant sinkage. Another, and probably
more likely, explanation is that it is insufficient to just store the hardening parameter
and that we lose too much information about the plastic state. This is connected to
the estimation of the plastic displacement which is another aspect that might introduce
errors. No thorough testing has been made to investigate whether the estimation is valid
in all circumstances, testing has only been made in smaller simpler systems. The effect
of an underestimated or overestimated plastic displacement is not sufficiently analysed
either, and might throw light on the stability problem. It might be a good idea to consider an implementation where the entire plastic strain tensor from the previous time
step is used to initialize the terrain bodies. For instance the method used in [16] where
the strain is updated but the displacement is set to zero.
Another issue with the current model is the lack of a defined length scale. At the moment
the support bodies are placed at a fixed distance which is not an acceptable alternative.
The distance cannot be a fixed number since the simulation can be in centimetre scale as
well as kilometre scale. At the same time, the position cannot depend on the resolution
either since a higher resolution should not affect the outcome of the model. One possible
alternative is to base the positions of the support bodies on the collision area size and
shape. This would enable simulations where contacts in the size of square metres exists
next to contacts in the centimetre scale. Altogether, the positions of the terrain bodies
is a subject that needs a careful analysis if the model should be able to handle general
contacts of all sizes and shapes.
As suggested in connection to figure 5.6, the reason why a terrain with lower resolution
gives more stiff response is partly because of the volume of the static bodies. Clearly
the volume cannot be connected to a parameter that is resolution dependent. Instead, a
method which assigns volumes according to the characteristic length scale of the contact
should be more suitable which makes it a problem similar to the positioning of the
terrain bodies. Another explanation is the low resolution itself, the MLS approximation
will lose more information in a coarse grid which in a sense puts a lower bound on the
resolution.
A promising result is the constant depth shown whenever the number of core bodies is
constant, figure 5.2 and 5.3. This indicates that the model does not suffer from constant
sinkage at steady state conditions, at least not in the short time scales studied in the
tests.
Comparing the rolling resistance tests performed in different directions, a clear difference
was noted. This motivates an implementation where the support and static bodies are
positioned with respect to the motion of the object. Another alternative is to add more
support bodies to make the anisotropy in the terrain response less distinctive. However,
one has to keep in mind that using as few terrain bodies as possible is the key to fast
simulations and adding more support bodies will make the model more computationally
demanding.
38

Chapter 6 Discussion
The tests with a box show similar results as the sphere tests - the interpolating method
performs better. It is hard to put a finger on the exact reason why the box was pushed
upwards since the model already suffers from stability problems which may cause undesirable terrain deformations.
Unfortunately no plastic plate test could be performed on the model. Test results from
plastic loading and unloading would have been valuable information that would ease the
decision whether the model is worth further attention and work. However, the results
from the elastic plate test are promising and show the linear behaviour predicted by
theoretical models [15] and the mesh-free model used as reference. It is also promising
that the properties of the terrain model can be tuned so that the model mimics an
existing model, at least in the elastic plate test.
The performance tests are not overwhelmingly good, but since this is a test implementation and the efficiency of the code can be improved, the results can be considered as
relatively promising. The surprisingly large difference in performance time between the
dragged cylinder test and the accelerated cylinder test, see table 5.1, was not investigated
due to lack of time and has to be investigated further.

6.2

Future work

The main focus of a future work must be to make the model stable as the model in its
current form is not of any use in a real simulation environment. This primarily means
working with the renormalisation error that causes unstable simulations whenever the
number of contacts changes, but also the storage of the plastic information.
• Find a way of determining the strain in the terrain so that the model is not as
sensitive for the shape of the configuration and the amount of core bodies.
• Consider an alternative way of storing information about the plastic deformation.
The current solution seems to be too crude with non-stabilising terrain and constant sinkage as a result.
Aside from making the model work without stabilisation problems, several improvements
can be made.
• Dynamic positioning of the support and static bodies, for instance so that the
velocity of the colliding object and the shape of the height field have an effect on
the created configuration.
• Let the elastic deformations affect the height field as well. This gives more visually
appealing simulations but puts high demands on stability and the relaxation of
elastic deformations.
• The current model does not take several close geometry contacts into account,
instead each geometry contact is handled separately. An improvement would be
to connect terrain configurations whenever the geometry contacts are sufficiently
close. This enables more realistic results since the terrain is connected into one
larger system. Besides, a connected system will probably improve the performance
since some of the terrain bodies can be used in both configurations.
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• In order to get a more complete control over the model, the number of other
constraints that may result in forces affecting the object should be limited. First
of all this includes the constraint on the sub-soil particle, see section 3.9, which can
be constrained by additional terrain bodies instead. A second change is to remove
the effect of the contact constraints by always setting the contact depth, i.e. the
contact constraint violation, to zero. This however, would require a compensation
by violating the terrain constraints further.
• When a falling object comes in contact with the height field, the impact often
results in a large overlap due to the coarse time step. Implementing a routine that
handles impacts specifically would be an improvement that makes the model more
consistent and gives similar results regardless of the overlap.
• To remove the elastic deformations from inactive nodes after just two time steps
is a rather crude way of relaxing the system. An improved relaxation method
can both enhance the behaviour of the model and enable a higher level of energy
conservation.
• Updating the interpolating method by implementing a second order base in the
MLS approximation would be an interesting continuation. Though, a higher order
base has to be evaluated to see if it is worth the increased computation cost.
• The height field follows the interpolated surface given by the MLS approximation,
see figure 5.13a. It might be necessary to consider a solution where the heigh field
is updated with the object shape taken into account in order to get smooth ruts.
• In the long run, the goal is to have a model which can be tuned from real-time
simulations with acceptable results, to high accuracy offline simulations. This
means adding the possibility to change the discretisation of the terrain and number
of terrain bodies, in an easy and natural way.
At this writing, another but similar approach based on this method is being evaluated.
This new approach creates a larger configuration of bodies, more similar to the system in
figure 2.5a, which follows the colliding object. The main difference is that the contacts
are not generated between the height field and the object but between the terrain bodies
and the object instead. The different contact generation gets rid of the problem with
the jumping contacts, but makes the terrain surface less smooth due to the geometry of
the terrain bodies. The preliminary results are promising, and storing the whole plastic
strain tensor enhanced the results even more. Performance-wise the new approach is
more time consuming but real-time simulations has been reached for the simplest test
cases [17].

6.3

Conclusion

A prototype elastoplastic terrain model has been developed and implemented in the
physics engine AgX. Two variants of the same model were evaluated and tests gave
a clear indication that the method based on a MLS interpolation was preferable. In
its current form the model is far from complete and there are several loose ends. Most
notably is the stabilisation problem that causes unwanted motion whenever new contacts
with the terrain appears. The inability to perform plastic plate tests is an especially
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distressing problem that is partly caused by the constantly changing contacts, but to a
greater extent originates from an excessive loss of information about the plastic state.
However, considering the test results from the elastic plate test and the performance
tests; the method has some promising properties. The response from the terrain is
possible to change by rather simple means and the computational cost is not high enough
to discard the model as ill-suited for real-time purposes. Another aspect which should
not be forgotten is that the model itself is interesting. If a stable implementation can be
found it has the potential of being quite useful. By creating just the necessary amount
of terrain bodies and having the opportunity to position them optimally for the current
situation, we enable a possible control that makes the model both versatile and efficient.
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Appendix A

Active nodes
Algorithm 2 Algorithm for defining the set of active nodes for one geometry contact.
Require: Valid contact points, number N stating the number of wanted support node layers.
Initialise an empty list L intended for nodes we want to visit.
Initialise an empty list O intended for nodes placed at the outer limit.
for all contact points do
Project the contact point onto the xy-plane of the height field and find the corresponding
triangle.
for all nodes in the triangle do
if node is unvisited then
Add the node to the list of core nodes C and mark it as visited.
if The object overlaps the node then
Add the node’s unvisited neighbours to L and mark them as visited.
else
Add the node to O.
end if
end if
end for
end for
while L is not empty do
Pop the first node in L and remove it from L.
Add the node to C.
if The object overlaps the node then
Add the node’s unvisited neighbours to L and mark them as visited.
else
Add the node to O.
end if
end while
for all nodes in O do
Add the node’s unvisited neighbours to the list with support nodes S and mark them as
visited.
end for
Set start index to 0 and end index to the number of elements in S
for 1 to N do
Set n to the number of elements in S
for start index to end index do
Add the node’s unvisited neighbours to S and mark them as visited.
end for
Set start index to n and end index to the number of elements in S
end for
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Appendix B

Configuration motivation
To get a sense of the behaviour a terrain body configuration exhibits, several test configurations with only one core body were set up and compared to each other. A reference
system of 12 × 12 × 5 particles, similar to the system shown in figure 2.5a was also set up
for comparison. The responses of six test systems are displayed in figure B.1. This plot
was generated by letting a 10000 N force act on the core body in each configuration and
measure the displacement after one time step. Varying the direction of the force results
in a curve that gives an indication of the terrain response in the system.
10000 N in the xz-plane, one time step, 60 Hz
0.1

0
8
17
26

0.09

Displacement [m]

0.08
0.07

neighbours
neighbours
neighbours
neighbours
reference
standard 1

0.06
0.05
0.04
0.03
0.02
0.01
0
0

0.5π

π

1.5π

2π

Angle [rad]
Figure B.1: Six configurations and their stiffness curve. The figure shows the displacement of the top centre particle in each configuration when affected by a 10000
N force. The word neighbour in the legend refers to the number of dynamic support
bodies.

Standard 1 in the figure is the same configuration seen in figure 3.2 and is the configuration used in the tests presented in this paper. This set-up has five support bodies, one
in every direction x, −x, y, −y and −z. Outside the support bodies, five static bodies
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are placed keeping the configuration fixed. The other configurations in figure B.1 are:
0 neighbours - one core body surrounded by five static bodies, 8 neighbours - 3 × 3 × 1
dynamic bodies with the center as a core body, 17 neighbours - 3 × 3 × 2 dynamic bodies
with the top center as a core body, 26 neighbours - 3 × 3 × 3 dynamic bodies with the
top center as a core body.
As seen in figure B.1, all block-like configurations have a stiffer response than the reference case while Standard 1 exhibits a softer behaviour. However, since the stiffness of
the terrain can be modified by other means and the number of terrain bodies is relatively
low, five support bodies and five static bodies, we chose to use Standard 1 in the tests.
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