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Abstract

The evolution of computers is moving more and more towards
multi-core processors and parallel programs. For parallel pro-
grams to perform efficiently the task granularity has to be near
optimal for that specific problem. The aim of this thesis is to eval-
uate a novel technique, called Control of the Critical Path Delay
(CCPD), for determining a near optimal granularity for parallel
programs, and determine when the technique succeeds, why it per-
forms as it does and if there is a way to improve the technique.
The CCPD-technique showed promising on problems where non-
optimal scheduling did not play any part. Where the non-optimal
scheduling affected the problem the CCPD-technique did not per-
form well. To deal with potentially poor scheduling a method to
improve the technique by incorporating more information from the
critical path curve is proposed. Experimental results on a shared
memory system as well as theoretical analysis are presented.
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1 Introduction

As multi-core computers become more and more popular, the need for parallel pro-
grams grows. To fully take advantage of the possible performance improvements
available, the parallel programs need to be designed with care. There are many
aspects to take in consideration when designing parallel programs. One is the gran-
ularity in which the tasks are divided into, since non-optimal task granularity may
affect the performance of the program in a negative way.

Hence, it is wanted to find the optimal granularity for a certain problem and core
count. This should preferably be done in a not too expensive way. A novel technique
for this, not previously studied, called control of the critical path delay (CCPD) is
proposed, which uses information from the critical path to determine near optimal
granularity.

The aim of this thesis is to evaluate this technique on three different characteristic
problems in matrix computations and to answer the following questions.

1. What attributes are needed in a problem for the CCPD-technique to give a
near optimal granularity?

2. Are there any major weaknesses in the CCPD-technique?

3. Can the CCPD-technique further be improved by incorporating more available
data?

1.1 Paper Outline

In Section 2, the background and the proposed technique are described. The meth-
ods used to get answers for the line of questioning are given in Section 3. In Section 4
both the analytical results and the test results are presented and discussed. After
that, in Section 5 an idea for improving the CCPD-technique is proposed. Finally
in Section 6 the conclusions and recommendations for future work are given.
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2 Background

For decades the evolution of transistor count on computer chips has followed Moore’s
law [12] and doubled roughly every 18 months. This doubling of transistor count has
been due too the ever decrease in size of the transistors, and thus the ability to fit
more on a chip. Accompanied by the closely related Dennard scaling1[8], the clock
frequency has increased steadily. In recent years the ability to drop the current and
voltage for the transistors has staggered though, leading to the clock frequency not
increasing any more. The explanation behind the Dennard scaling’s breakdown is
that the static power leakage losses have increased as the voltage has dropped[6].
The static power leakage will heat the CPU so much that the cooling systems can
not efficiently keep the CPU’s temperature under control, which can lead to the
CPU getting overheated. This problem that computer architects has hit upon is
called the power wall.

To tackle this problem focus has been shifted towards multi-core processors. Instead
of making a single core faster, more cores are put on the same chip and the work is
distributed among the cores. But to fully be able to take advantage of multi-core
processors the applications running need to be parallelizable. The trend towards
multi-core is discussed further in [15].

The work to be done by a parallel application can be divided into a set of tasks
where each task needs to be performed for the application to be complete. Dividing
the problem into tasks is called task decomposition. Having the problem divided into
many small tasks is referred to as having a fine grained decomposition, and a division
into few large tasks is the same as having a coarse grained decomposition. The
granularity of the program can have great impact on the performance of the program,
and finding the optimal granularity in one of the fundamental optimization problems
in parallel programming[13]. If the decomposition is too fine grained there will be
scheduling and communication overhead which keeps the program from running
at optimal time. There may also be contention when the tasks want to access
locks and memory. Having a too coarse grained granularity on the other hand
causes different types of overhead, where the main factor is load imbalance. With a
coarse grained decomposition there may be threads idling due too the load imbalance
created. There may also be threads idling as an effect of poor scheduling. Finding
the optimal scheduling is quite difficult as it is a NP-Complete problem [17]. Reasons
for overhead are discussed further in [16].

Once the data has been partitioned into tasks, the tasks need to be mapped onto
different cores. The mapping must be done carefully to avoid load imbalance. Some
compile time mappings include: row-, column-, block-, cyclic mapping and combina-
tions of them, both in 1-dimension (1-D) and 2-dimensions (2-D). Figure 1 illustrates
the row block-cyclic and the 2-D block-cyclic mappings.

The tasks may have precedence constraints among them, in the sense that some
tasks must be finished before others can start. This is due to the data dependencies
amongst the tasks. These constraints are often represented as edges in a directed

1Dennard scaling, also known as MOFSET scaling, states that the power density in transistors
stays constant as the transistors get smaller in size, i.e. the power usage stays in proportion with
the area used by the transistor.
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acyclic graph (DAG), where the nodes represent tasks.

P1 P1 P1 P1 P1 P1

P1 P1 P1 P1 P1 P1

P2 P2 P2 P2 P2 P2

P2 P2 P2 P2 P2 P2

P1 P1 P1 P1 P1 P1

P1 P1 P1 P1 P1 P1

(a) Row block-cyclic mapping of
a grid with 6x6 tasks onto 2
cores.

P1 P1 P2 P2 P1 P1

P1 P1 P2 P2 P1 P1

P2 P2 P1 P1 P2 P2

P2 P2 P1 P1 P2 P2

P1 P1 P2 P2 P1 P1

P1 P1 P2 P2 P1 P1

(b) 2-D block-cyclic mapping of a
grid with 6x6 tasks onto 2
cores.

Figure 1: Two different mapping styles of a grid with 6x6 tasks onto 2 cores.

The longest path in a DAG from a starting node to a leaf node is what is called
the critical path of a program. The critical path puts a lower limit on how fast the
program can run, no matter how much resources are available the program can not
run faster than the critical path. This is illustrated in Figure 2.

A

B

C

D E

F

G H

I

J

K

Figure 2: Assuming uniform task cost the critical path for the above DAG is the
path {A→ B → D → F → G→ J → K }, shown as dashed red arrows.

Parallel programs can be executed on both shared memory and distributed memory
machines, though depending on which architecture is chosen, the programs must
be implemented differently. In shared memory machines all processing units (cores,
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threads, processes, etc.) have access to the same shared memory (hence the name)
and can thereby communicate through shared variables. On distributed memory ma-
chines the processing units communicate through a message passing interface. Since
there are no shared memory to access the processing units can not communicate by
shared variables. A common message passing interface is Open MPI[3].

Supercomputer clusters are built as independent computers (nodes) connected to-
gether and acting as a single computer. So clusters are a combination of shared-
and distributed memory machines. Program utilizing only one node can only use
the cores and within that node. Whereas programs running on multiple nodes can
use all of the cores and memory available for those nodes. Though the memory for
each node can only be accessed from cores within that node. If other cores need
data from that memory they will have to retrieve it through messages from a core
residing within that node.

2.1 Control of the Critical Path Delay

As the task granularity can have a significant impact on the execution time the
choosing of the granularity becomes important. A novel technique for finding near
optimal granularity is called Control of the Critical Path Delay (CCPD) and is based
on the idea that, if the performance of a program is limited by the critical path then
the granularity can be made finer and in such the critical path will become shorter
and the execution time will be improved. On the other hand, if the execution time
is not limited by the critical path then the tasks are performed inefficiently and
due to overhead and can be improved by making a coarser granularity. The CCPD-
technique works by continuously adjusting the granularity from one execution to the
next based on a measurement of the Critical Path Delay (CPD), which is defined
as the execution time minus the time of the critical path. The ratio CPD to the
execution time is what is being controlled and a small target value is set.

2.2 Related Work

To our knowledge, using the critical path delay to optimize the granularity has not
been done before. Though there are studies which consider the effect of adjusting
the granularity for better performance [14]. In [7], the critical path is examined to
get an intuitive grasp of the performance of a program.
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3 Methods

To answer the questions presented, the problems will be analysed theoretically by
inspecting their respective dependency graphs. Furthermore the problems will be
implemented using threads and tested on a shared memory system. Hence, the
problems with their respective dependency graphs, the shared memory machine,
and the thread programming API used will be presented.

3.1 Shared Memory System

In this subsection the thread programming API used as well the computer system
used will be described.

POSIX Threads

Since the tests were performed on a shared memory machine threads both could
be, and were used to implement the problems. More specifically, POSIX threads
(Pthreads)[5]. To prevent race conditions the Pthreads API provides a few subrou-
tines which helps to prevent this, all of which can be found in [5].

Mutexes Mutexes (mutual exclusions) are locks which prevent a thread to con-
tinue execution until the lock is unlocked by another thread. Mutex locks are very
useful when accessing shared variables. By locking a mutex before entering a crit-
ical section the data is assured not to be corrupted. When programing with locks,
attention must be paid to avoid deadlock.

Conditions Variables Condition variables are a way to synchronize threads shar-
ing a mutex. Condition variables are used to check if a certain condition have been
met, and if they have been met the thread waits until another thread signals it that
the condition have been met. When using condition variables to check if a condition
have been met the thread goes to sleep while waiting for the condition to be true,
and thus does not waste any resources. This is to be preferred over having a busy
waiting loop which consumes much resources.

There may be more than only one thread waiting for a certain condition and instead
of signaling all threads waiting one-by-one, a broadcast function is provided which
signals all threads at once that the condition have been met.

When using condition variables one should use a while-loop instead of an if-
statement when controlling if a condition is true or not. This will prevent spurious
wake ups (among other things) affecting the program.

Barriers To synchronize the program at a certain point in the code a barrier may
be used. A barrier halts the threads that have reached the barrier and only lets
them continue executing once all threads that are suppose to get to the barrier have
done that.
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The Pthreads API provides a subroutine for barriers, but these could alternatively
be implemented using mutexes and conditions variables.

Abisko Cluster

The Abisko cluster[1] is a high performance computing cluster located at HPC2N,
Ume̊a University. Abisko is comprised of 318 compute nodes where the nodes are to
be considered complex Non-Uniform Memory Access (NUMA)[10] machines. The
Abisko nodes are architecturally designed as 8 NUMA nodes with 6 cores each
giving one compute node a total of 48 cores at its disposal. Each compute node
is equipped with 128 GB of DDR3-1600 RAM and is clocked at 2.6 GHz with
overclock/TurboMode of up to 3.2 GHz depending on how many of the cores that
are idle[2]. The details of a NUMA node are shown in Figure 3.

Figure 3: The layout of a NUMA node. There are 6 cores, each with a processing
unit (PU). Each core has a private L1 cache of 16 KB, the L2 cache is
shared between 2 cores and is of 2048 KB and the L3 cache is shared
between all 6 cores and is of 6144 KB. The 6 cores do also share a main
memory of 16 GB[2].

As the problems will be implemented using Pthreads, a shared memory2 machine
will have to be used. For Abisko, this means that only one compute node can be
used leaving 48 cores at disposal during the tests.

3.2 Test Cases

Three types of characteristic problems were chosen and tested. Each problem was
chosen because of the different complexity in the dependencies amongst its tasks.
The dependency complexity is non-existent for the first problem which is a simple
matrix multiplication, and increases for the second problem which is a triangular
solver. Finally, the Cholesky decomposition has got the most complex dependencies
amongst the three problems.

For all the problems that will be tested, a row-cyclic mapping will be used and the
tasks will be statically scheduled at compile time, hence there will be no overhead
in form of scheduling to the execution time.

2In a shared memory machine all processes can communicate with each other through shared
variables. As in contrary in distributed memory machines, the communication has to be done
explicitly by message passing.
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Matrix Multiplication

The first algorithm tested was the matrix multiplication, see Algorithm 1. This
algorithm does not have any data dependencies amongst its tasks whatsoever and is
something called embarrassingly parallel, i.e. each task can be executed in any order
independently from all other tasks. The dependency task graph for a matrix divided
into 16 tasks in a 4x4 grid is shown in Figure 4. Since there are no dependencies
amongst the tasks, the critical path is the task that takes the longest time to execute
and with the same amount of work to be done in each task the time different between
the slowest and the fastest task should be negligible.

Algorithm 1 Matrix Multiplication: A ·B = C; A,B,C ∈ <n×n

1: In parallel for all threads
2: for i=1 to #tasks do
3: if task(i) ∈ My tasks then
4: for ∀row ∈ task(i).rows do
5: for j=1 to n do
6: for k=1 to n do
7: C[row][j] = A[row][k] ·B[k][j]

C1,1 C1,2 C1,3 C1,4

C2,1 C2,2 C2,3 C2,4

C3,1 C3,2 C3,3 C3,4

C4,1 C4,2 C4,3 C4,4

Figure 4: The dependency graph for a matrix divided into 16 tasks in a 4×4 grid.
As shown, no dependencies exist.

Triangular Solver

The triangular solver (the computation of x in the equation Ax = B, where A
is a triangular matrix3) was tested both when x and B were vectors (TRSV), see
Algorithm 2, and when they were matricies (TRSM), see Algorithm 3. Whereas
the matrix multiplication did not have any dependencies amongst its tasks, the

3A triangular matrix is a matrix where either all entries above the diagonal are zeroes (lower
triangular) or where all entries below the diagonal are zero (upper triangular).
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triangular solver has got some straight forward dependencies, as shown in Figure 5.
In Figure 5 a matrix where the tasks have been divided into a 4× 4 triangular grid
is shown, with the critical path highlighted.

An interesting reason to study both TRSV and TRSM is that the relative work to
be performed in the critical path for a certain granularity will be the same for both
TRSM and TRSV, but the work to be done by a single task is much greater in
TRSM and thus the effect of synchronization and scheduling delay should diminish.

Algorithm 2 TRSV: A · x = b; A ∈ <n×n; x, b ∈ <n

1: In parallel for all threads
2: for i = 1 to #tasks do
3: if i = 1 then
4: if task(i) ∈ My tasks then
5: Compute triangle(task(i,i))

6: Conditional wait(i,i)
7: for j = i + 1 to #tasks do
8: if task(j) ∈ My tasks then
9: Compute(task(j,i))

10: if (i + 1) = j then
11: Compute triangle(task(j,j))

12: function Compute(task)
13: for i = task.row start to task.row end do
14: for j = task.column start to task.column end do
15: b[i] = b[i]−A[i][j] · x[j]

16: function Compute triangle(task)
17: for i = task.row start to task.row end do
18: x[i] = b[i]/A[i][i]
19: for j = i + 1 to task.column end do
20: b[j] = b[j]− (A[j][i] · x[i])

21: Set Condition(task)

Cholesky Decomposition

The Cholesky decomposition algorithm, see Algorithm 4, is somewhat more ad-
vanced than the previous algorithms studied. The Cholesky decomposition algo-
rithm takes a positive-definite matrix4 A and converts it into a lower triangular
matrix such that A = LLT . The Cholesky decomposition algorithm was chosen
since its dependencies are a bit more complex than the triangular solver and the
matrix multiplication. In Figure 6 the task graph for a 4× 4 matrix is shown, both
for a specific case (a), and a general case (b).

4A positive definite matrix is an n-by-n symmetric matrix A for which bTAb is positive for every
non-zero column vector b of n real numbers.
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Algorithm 3 TRSM: A ·X = B; A,X,B ∈ <n×n

1: In parallel for all threads
2: for i = 1 to #tasks do
3: if i = 1 then
4: if task(i) ∈ My tasks then
5: Compute triangle(task(i,i))

6: Conditional wait(i,i)
7: for j = i + 1 to #tasks do
8: if task(j) ∈ My tasks then
9: Compute(task(j,i))

10: if (i + 1) = j then
11: Compute triangle(task(j,j))

12: function Compute(task)
13: for k = 1 to N do
14: for i = task.row start to task.row end do
15: for j = task.column start to task.column end do
16: B[i][k] = B[i][k]−A[i][j] ·X[j][k]

17: function Compute triangle(task)
18: for k = 1 to N do
19: for i = task.row start to task.row end do
20: X[i][k] = B[i][k]/A[i][i]
21: for j = i + 1 to task.column end do
22: B[j][k] = B[j][k]− (A[j][i] ·X[i][k])

23: Set Condition(task)

Algorithm 4 Cholesky A = L · LT ; A,L ∈ <n×n

1: In parallel for all threads
2: for k = 1 to N do
3: if task(k) ∈ My tasks then
4: Cdiv(k)
5: Set Conditional(k)
6: else
7: Conditional wait(k)

8: for j = k + 1 to N do
9: if task(j) ∈ My tasks then

10: Cmod(j,k)

11: function Cdiv(column)
12: A[j][j] =

√
A[j][j]

13: for i = column + 1 to N do
14: A[i][j] = A[i][j]/A[j][j]

15: function Cmod(row,column)
16: for i = row to N do
17: A[i][row] = A[i][row]− (A[i][column] ·A[row][column])
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C1,1

C2,1 C2,2

C3,1 C3,2 C3,3

C4,1 C4,2 C4,3 C4,4

Figure 5: The dependency graph for a matrix divided into 10 tasks as a 4 × 4
triangle. The critical path is shown in dashed red. This is how the task
graph and the critical path looks for both TRSV and TRSM.

cdiv1

cdiv2

cdiv3

cdiv4

cmod2,1

cmod3,2

cmod4,3

cmod3,1

cmod4,2

cmod4,1

(a) The task graph for a 4 × 4 matrix, with
the critical path shown in dashed red.

cmodk+1,k cmodk+2,k cmodn,k

cdivk

cmodk,1 cmodk,2 cmodk,k−1

. . .

. . .

(b) The task graph for an n-by-b matrix,
showing the critical path in dashed
red.

Figure 6: The task graph for the Cholesky decomposition. The task cmod modifies
columns and the task cdiv divides columns, see Algorithm 4.

3.3 Problem Analysis

The problems to be tested will also be analysed theoretically. The theoretical critical
path will be studied and the effect of the mapping as well as the scheduling will have
on the CCPD-technique will be evaluated.
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4 Experimental Results and Analysis

All tests were run using the Abisko cluster, on one node with a maximum capacity
of 48 cores. All test started out ’warming up’ the compute node by running a large
number of computations, so the TurboMode would not be activated in the middle
of the testing and effect the result differently from each run.

To evaluate how well the CCPD-technique performed, the programs were tested for
numerous different task sizes and numbers of cores. For each test, the CP-delay and
the execution time were measured and their behaviour evaluated. A granularity was
also produced using the CCPD-technique, and the execution time of that granularity
was compared to the optimal granularity.

When the problem is perfectly scheduled and the mapping is done in a way that
optimizes the load balance, then there are only two main things that affects the CPD
for these specific problems. First is the synchronization overhead. For a triangular
solver running on 4 threads and the tasks divided as a 4 × 4 triangular grid using
row-block mapping with block size of 1, the relative CPD for different matrix sizes
are shown in Table 1. Since this problem is perfectly scheduled, the only overhead
which can effect the CPD is synchronization overhead. From Table 1 it is clear that
the synchronization overhead affect the CPD more for smaller matrix sizes than
for larger. Secondly the number of tasks that are not a part of the critical path
heavily overwhelms the number that are. When the granularity becomes too fine,
the percentage of tasks that are a part of the critical path are very small compared
to the tasks that are not, and this will cause the CPD to increase.

Table 1 The relative CPD, for the triangular solver, for respective matrix sizes when the
tasks are divided into a 4 × 4 triangular grid and there are 4 threads running where each
thread perform all the tasks on a separate row. For this perfectly scheduled example it is
clear how the affect of the synchronization overhead diminishes as the matrix size increases.

Matrix Size Relative CPD

40 26.7 %
60 12 %

100 3.1 %
120 2.7 %
200 0.6 %
280 0.2 %
360 0.1 %
440 0.05 %
500 0.03 %
800 0.009 %

For matrix multiplication a typical test run is presented in Figure 7. As long as the
number of tasks was less then the number of threads, the execution time decreased
and the relative CPD stayed at 0%. Then as the number of threads increased,
causing load imbalance, the execution time would rise only to come down close to
optimal time as the load balance became perfect again. The relative CPD increased
by 50% for each time the number of tasks increased so that the load balance no
longer was perfect.
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Using the CCPD-technique for the matrix multiplication would yield number of
tasks equal to number of threads, which also gives the optimal execution time.

Figure 7: The graph shows how the critical path, execution time and relative CPD
behave for different granularity for matrix multiplication on 16 cores
and a matrix size of 420 × 420. The lines for the execution time and
the critical path map onto the left y-axis showing time in nanoseconds.
The line for the relative CPD maps onto the right y-axis which shows
relative delay in percent.

Unless the problems are scheduled optimally, and even if they are, it may be impos-
sible to get down to an execution time similar to the critical path. Figure 8 shows
a theoretical model for how the triangular solver work for 4 threads on a triangle
divided into tasks as a 10x10 triangular grid. This model assumes that the diag-
onal tasks take 0.5 time steps, the square tasks take 1.0 time steps, and that the
respective time steps take constant time (which they do not in reality). With a row
cyclic mapping as used in the test cases, this would yield a 20% CPD. That is, if the
tasks would take constant time and there would be no synchronization delay, the
lowest CPD possible to reach is 20%. As the matrix size is relatively small the syn-
chronization overhead and possible time fluctuations are relatively large compared
to the execution time. And will hence affect the CPD more than for a larger matrix.
Since the matrix size increases the aforementioned problems will not affect the CPD
to the same magnitude which makes the CPD to be around 20% for larger matrix
sizes, as seen in Figure 9.

A plot that mirrors the results for both the triangular solvers (TRSV and TRSM)
for relatively small matrix size is shown in Figure 10. Since the scheduling is leading
to overhead to the CPD that is not related to synchronization, the relative CPD
increases rapidly at an early stage. With the number of tasks increasing, the syn-
chronization overhead increases with it, to a point where the execution time starts
to suffer. As the number of tasks increases, the ratio between tasks belonging to the
critical path and those that does not rapidly approaches the latter. This will make
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Figure 8: A triangular matrix divided into tasks as a 10x10 triangular grid. With
4 threads running (P1-P4) and the tasks are mapped row cyclic to the
threads, the figure shows the theoretical model of at which time step
each tasks should be done, assumed that there is no synchronization
overhead and that the tasks take constant time. The diagonal tasks
take 0.5 time steps and the square tasks take 1.0 time steps.

the relative CPD keep increasing.

Using the CCPD-technique with a goal delay of 5% would produce a granularity
with which the execution time is more than double the optimal. The granularity
which gives the best execution time would give a relative CPD of 50%.

For the Cholesky decomposition there is an implicit synchronization point for each
cdiv as Figure 6 shows. Since each cmodk,1, . . ., cmodk,k−1 must be finished before
cdivk can begin, any load imbalance can lead to much idling for some threads. By
studying Figure 11, just like for the triangular solver, the relative CPD rises rapidly
very early.

For the test run in Figure 11, which is a pretty good picture of the overall test runs,
using the CCPD-technique with a goal delay of 5% gives a granularity for which the
execution time is 47% slower than the fastest execution time. Raising the goal delay
to 10% gets it down to 19% slower than the optimal granularity would get. For the
lowest execution time, the relative CPD reached as high as 42%.

The previous tests were for relatively small task sizes and since the tasks sizes were so
small the synchronization between the tasks took a lot of time in relation to the tasks
themselves. This will make the execution time increase again when the granularity
becomes too fine as the synchronization time takes over, as seen in Figure 10 and
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Figure 9: A plot showing how the relative CPD ’hovers’ around 20% when the
matrix size increases and that the fluctuations and synchronization over-
head affect the CPD more for smaller matrices

Figure 11. Though as the problems get bigger and each task requires more work, the
added synchronization overhead will be negligible compared to the overall time. This
can be seen in Figure 12, as the granularity becomes finer the execution time stays
more or less the same. This indicates that trying to find a technique for determining
the optimal granularity is not that important, as any fine grained choice will give
more or less the same execution time.

4.1 Interpretation of Results

The CCPD-technique assumes almost perfect scheduling, something which is very
hard to achieve as scheduling is an NP-complete problem. With problems not per-
fectly scheduled the CPD will consist of more then just synchronization and schedul-
ing overhead, which is what the idea is to look for. As seen in Figure 8 when some
threads are idle as a result of the scheduling, the CPD may get huge. In this case
the CPD is at 20% from idling alone, not taking any synchronization overhead in
concern what so ever. This means that aiming for a low CPD is not possible, when
the problem is not scheduled perfectly.

Though as seen in Figure 7, as long as the scheduling does not produce any extra
overhead the idea behind the CCPD-technique seems to be working just fine. This
indicates that if the problems could be mapped and scheduled in an optimal way,
the CCPD-technique could produce a satisfactory result. With this in mind, only
testing with the one type of mapping, which clearly affects the CPD negatively will
probably not give a fair analysis of the CCPD-technique. Other types of mappings
as well as use of dynamic scheduling, which is not done in our tests, might lead to
other results.
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Figure 10: The graph shows how the critical path, execution time and relative
CPD behave for different granularity for a matrix-matrix triangular
solver (TRSM) with a matrix size of 120x120 and 16 cores at disposal.
The lines for the execution time and the critical path map onto the
left y-axis showing time in nanoseconds. The line for the relative CPD
maps onto the right y-axis which shows relative delay in percent.

Figure 11: The graph shows how the critical path, execution time and relative
CPD behave for different granularity for the Cholesky decomposition
of matrix of size 210x210 and with 4 cores at disposal. The lines for the
execution time and the critical path map onto the left y-axis showing
time in nanoseconds. The line for the relative CPD maps onto the right
y-axis which shows relative delay in percent.
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Figure 12: The graph shows how the critical path, execution time and relative
CPD behave for different granularity for a matrix-matrix triangular
solver (TRSM) with a matrix size of 2520x2520 and 4 cores at disposal.
The lines for the execution time and the critical path map onto the left
y-axis showing time in nanoseconds. The line for the relative CPD
maps onto the right y-axis which shows relative delay in percent.
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5 Idea for Improvement

As the CPD sometimes increases very quickly and thus making it hard to get a low
CPD, it would be an idea to filter away the first most drastic spike in the CPD.
The idea behind the improvement is to consider at both the CPD-curve and the
CP-curve. And the thought behind looking at the CP-curve as well is that as long
as the CP is heavily reduced, the parallelism gained probably outweighs the added
synchronization overhead produced. So filtering out from the CPD the part where
the CP is drastically reduced and aiming for a low CPD from that point on will
hopefully produce a better result.

To filter out the part where the CP still is greatly shortened, the curvature of an
approximation of the CP is examined. The beautiful thing about studying the CP
is that it always follows the same pattern, unlike e.g. the execution time. The point
that will be searched for is the point where the radius of the curvature is samllest.
To find this point, first the curve of the CP will have to be found. There are different
ways of doing this [4], both through approximation and interpolation. In this case
it will be more suitable to use approximation over interpolation as there is no need
in fixing the data point exactly. Generally, nonlinear data fitting requires nonlinear
methods. However, it is very common to choose nonlinear functions that are easily
linearizable, so linear methods can be applied. Some common examples [11] for the
present data points (x, y) include

y = c1e
c2x

and

y =
1

c1x + c2
. (1)

We have chosen (1) which have the linearized form

1

y
= c1x + c2.

So c1 and c2 must now be found so that

ri = c1xi + c2 − yi

is minimized in some norm. Here i constitutes the i:th data point and m is the total
amount of data points. It is most common to minimize the sum of squares of r.
This method is known as the linear least square problem[9] and is formulated as

min||r||22 = min||Ac− y||22, (2)

where A is an m-by-2 matrix where the first column consists of the m x-values and
the second column is all ones. The problem (2) is uniquely solved by using the
normal equation

ATAc = AT y. (3)

Finally, the solution c = (c1, c2)
T in (3) is used to get the desired function

f(x) =
1

c1x + c2
. (4)
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Function (4) is now used to find the point where the radius of the curve is smallest.
To do that, the Function (4) must be twice differentiable so that f ′(x) and f ′′(x)
are found as they are needed in the following formula which computes the curvature
radius

kr(x) =
(1 + f ′(x)2)(3/2)

|f ′′(x)|
. (5)

Using (5), the point where the curvature is largest and the radius of the curve is the
smallest can be found by computing the maximum of k(x) where k(x) is defined as

k(x) =
1

kr(x)
.

Combining the method for finding the point where the curvature is greatest with the
original CCPD-technique is what the idea is about. The method and the technique
are combined by using the granularity where the curvature is the greatest as the
zero-point and aiming for a 5% delay from that point.

Figure 13 illustrates an example of this new idea for a Cholesky decomposition
problem with a matrix size of 210 × 210 on 4 cores. The approximation of the
critical path of this data has its maximum curvature at 19 tasks. This gives a
relative CPD of 48%. A 5% higher delay means aiming for a 53% delay, which
would result in dividing the problem into 20 tasks. A granularity which produces
an execution time that is merely 6% from the optimal execution time.

Figure 13: A test run for the Cholesky decomposition problem. The dashed-dotted
cyan colored line represents the execution time, the dashed green line
represents the critical path, and the solid blue line represents the ap-
proximation of the critical path. The red dashed line represents the
relative delay and is the only line which is mapped to the right y-axis.
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6 Conclusions

From the test results it was clear that the CCPD-technique was very succeful on
problems without any dependencies. For those problems the optimal granularity
was found every time. On the other hand, for problems not perfectly scheduled the
CCPD-technique did not give a good result in terms of finding a near optimal task
granularity. Since scheduling is an NP-complete problem the chance of the problem
not being perfectly scheduled is more likely than that it would be.

The main weakness of the CCPD-technique is for problems not optimally scheduled
and mapped, the scheduling and mapping overhead themselves are contributing too
much to the CPD. This results in the overhead wished to monitor getting undermined
in the CPD by this unwanted side-affect.

An improvement to the CCPD-technique has been proposed that filters away the
drawbacks of the non-optimal scheduling, giving a new zero-point to use in the
CCPD-technique. Using this new zero-point when looking for CPD gave better re-
sults than just using the CPD, which indicates that the technique might be improved
by this.

To summarize, the CCPD-technique is a promising method for finding the optimal,
or a near optimal granularity. The results presented have shown that the CCPD-
technique will produce a very good granularity for problems where the result of the
scheduling and mapping does not affect the CPD. With the current formulation of
the technique though, problems where this not is the case will not be as acceptable
to the CCPD-technique. But there seems to be ways to work around this by taking
in more information from the CP-curve and with that extra bit of information being
able to filter out potentially poor scheduling and mapping, and thus being able to
applicate the CCPD-technique on problems that were not acceptable to the original
CCPD-technique.

6.1 Discussion and Future Work

Should it, after continued studies, be shown that this technique really can produce
a near optimal granularity for a vast class of problems, would it have a great signif-
icance to the field of computing science. For that reason the following future works
are proposed.

Since the tests were performed on statically scheduled problems and the scheduling
was the main thing for the technique not working at times, it would be good to do
further testing on dynamically scheduled problems. Having a dynamic scheduling
will add some scheduling overhead to the execution time, but may still improve the
overall execution time. It will most likely reduce the effect of the scheduling on the
CPD.

The improvement of incorporating more information from the CP should be studied
in more depth. Our preliminary results encourages this. Furthermore, more advance
data analysis and extensive testing on more problem classes should be conducted
for both the original and the improved CCPD-technique.
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