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Abstract

In the sawmill industry, it can be very profitable to monitor the dimensions
of sawn boards so that operators quickly can detect errors and take cor-
rective action. In this master’s thesis project, Statistical Process Control
(SPC) methods have been implemented to achieve this. SPC is a set of
statistical methods whose purpose is to minimize the variations in an in-
dustrial process. In particular, the SPC method used here is the control
chart, which with an upper and lower control limit quantifies the bounds
of natural variation. To find the most suitable control chart, five control
charts monitoring the process mean, and two monitoring process variability
were tested with help of both a simulation study and an empirical evaluation.

The result of the evaluation was that the ”Average Moving Range” chart
was regarded the most suitable for changes in process mean, and the Range
chart was regarded as the best at detecting changes in process variability.
Both charts are constructed for individual boards and not subgroups of
boards (as is more common) due to compatibility reasons with the existing
measurement practice. The two methods were deemed to be quite able to
detect process changes, but some results indicate that the methods might
work better for double arbour saw lines than single arbour ones.
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Sammanfattning

Det kan vara mycket lönsamt för s̊agverk att övervaka m̊att p̊a plankor s̊a
att personal snabbt kan hitta och åtgärda fel som uppst̊ar i processen. I det
syftet har det här masterarbetet g̊att ut p̊a att implementera statistisk pro-
cesskontroll (SPC) för r̊am̊attkontroll p̊a s̊agverk. SPC är en mängd olika
statistiska metoder vars syfte är att minimera spridningen i en tillverkn-
ingsprocess. Den metod som är i speciellt focus i det här arbetet är det s̊a
kallade styrdiagrammet som med en övre och undre gräns kvantifierar hur
stor den naturligt förekommande spridningen är. För att finna det mest
lämpade styrdiagrammet utvärderades fem styrdiagram som övervakar pro-
cessens medelvärde och tv̊a styrdiagram som övervakar processens spridning.
Denna utvärdering bestod b̊ade av en simuleringsstudie och tester gjorda för
empiriskt data.

Utvärderingen resulterade i att det s̊a kallade ”Average Moving Range” dia-
grammet rekommenderades för övervakning av medelvärde och ett räckvidds-
styrdiagram rekommenderades för spridningen. B̊ada styrdiagrammen kon-
struerades för enskilda plankor och inte för stickprov av flera plankor (vilket
är vanligare) p̊a grund av kompatibelitetsskäl med gängse mätmetodik. De
b̊ada metoderna ans̊ags vara ganska bra p̊a att upptäcka processförändringar
men vissa resultat tyder p̊a att metoderna kanske fungerar bättre för s̊agverk
med mötande klingor än enaxliga s̊agverk.
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1 Introduction

In the sawmill industry, as in most other industries, it is very important to
monitor the process variability, and produce conforming products in order
to stay competitive. When boards are sawn with low variation and process
errors are easily detected, sawmills can increase the production volume of
high grade timber thus increasing profits. Conversely, it can have serious
negative impact on profits if variations and process shifts are left unchecked,
causing customers to make complaints on their wares. In that purpose SP
Technical Research Institute of Sweden (abbreviated SP) has developed a
measurement software system that monitors and stores manual board mea-
surements as the process is running. In addition, it also shows an alarm
when dimensions seem to be out of order, so that sawmills can take correc-
tive action in time. This is done by checking if the board dimensions are
within or beyond a minimal and maximal value. However, as of yet, the
limits of this alarm functionality have been solely specified by a value based
on operator experience. To further improve the system, SP also wants to
implement statistical process control (SPC) to quantify the board variation
statistically. Statistical process control is a very frequently used framework
for monitoring and ensuring process stability. In particular, the main area
of SPC of interest to SP, is that of control charts, in order to find appropri-
ate control bounds for boards sawn by sawmills. The task of this master’s
thesis is to find control charts well suited for monitoring this kind of pro-
cess, as well as implementing them in the pre-existing software. This project
was done at the SP Production and Processes section in Skellefte̊a. SP is
a government-owned company that conducts research and provide technical
solutions for local industries throughout Sweden. This report is divided into
five parts:

- Problem description: Here I will in a greater depth describe what
the problem is, and add context to the problem. This section will
also include preconditions and limitations as well as the goals of this
master’s thesis project.

- Theory: Here I will introduce the concept of statistical process con-
trol, and later on in detail describe different kinds of control charts
that can potentially serve as solutions to the problem at hand.

- Method: In the method section, data from the process is analysed in
order to make an evaluation regarding which control chart is appropri-
ate to solve the problem. This section is divided into three parts. In
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the first part, I will do some descriptive statistics on a dataset typical
for the process in order to find which assumptions may be justifiable.
In the second part I will describe the algorithm for the SPC system,
and address how the SPC methods will be used to fit into the sawmill
industry and my case in particular. In the third and final part, I
will describe the settings of a simulation study made to evaluate the
performance of the SPC methods mentioned in the theory sections.

- Results: The results of the simulation study will be shown here along
with an evaluation of the control charts based on empirical data.

- Discussion: Here the results in the previous section are analysed,
and a conclusion of which control charts are fit for implementation is
drawn. In addition, there is a discussion about the methodology used
and ideas for further research.

- Appendix: Lastly, there will be an appendix containing a summary
of the final implementation as well as some additional details about
the analysis of the sawmill data.
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2 Problem description

2.1 Background

2.1.1 The sawing process

The workflow in a sawmill can be divided into five major sections; a log
sorting station, where logs are classified and sorted, a sawing line where logs
are cut into boards, a green sorting station that sorts the sawn boards, a
drying station where the moisture in the boards are removed, and a dry
sorting station where a final classification of the end product is performed.
This work will consider the precision and accuracy of the saw line.

A typical saw line consists of a production line with a speed of about 100 me-
ter/min, which transports logs longitudinally through a series of processing
machines. At the start, logs pass through a scanning station that optimizes
the size and number of boards to be sawn. The logs proceed to successively
get cut down until the logs have become rectangularly shaped. Each piece
is then held fixed by an infeed mechanism, and sawn into multiple boards
by a system of coordinated saws. This study will concern two saw configu-
rations; the single and double arbour circular saw configuration. These two
configurations can be found in Figure1 1, and are very common in Swedish
sawmills.

Figure 1: Two typical ways to partition the center parts of a log into boards
using circular saws. Left: a double arbour saw configuration. Right: a single
arbour saw configuration.

1The picture is a modification of a picture made by Swedex. Url: http://www.swedex.
com/sagklingor/anvandningsomraden/Sagverk/
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The newly sawn boards are then moved through the green sorting station
mentioned above, where sawn boards are sorted according to size and pack-
aged into large cubic stacks. Before boards are put into large stacks, and
preferably also before boards of different origin are mixed in the green sort-
ing, there often is a measurement station to ensure that the saws are properly
adjusted. The measurement station consists of a mechanism that elevates
boards (usually all boards from a newly sawn log) from the production line
so that they can be manually measured with a calliper. A common, and
flawed, practice is to then briefly check if the measurements are in order and
never use them again. To avoid this kind of behaviour the SP system has
been developed, which readily can store and access historical data. We will
try to find ways to improve the interpretation of the information obtained
by this measurement station to better monitor this part of the process in
order to alert the sawmill operators if the sawing mechanisms are performing
poorly.

2.1.2 The system made by SP

SP has developed a digital control system which facilitates the manual di-
mensional control of newly sawn boards at sawmills. The system has been
sold to a number of sawmills of different sizes and ownership. The device
consists of a wireless digital calliper that measures thickness and width at
six respectively three places (see Figure2 2), and a touch-screen computer
pad with a GUI that organizes the data sampling, and sends it to a database
server.

Figure 2: A schematic picture of how measurements of boards are taken.
Six thickness measurements are taken; at the butt end, mid and top end
respectively and at each position on both. Width measurements are taken
at three places; the butt, mid and top of the board.

2This picture is a modification of a picture made by Offers Check. Url: http://www.

offerscheck.co.uk/wickes-cls-studwork-timber-38x63x2400mm/wickes/231301
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A key feature of this system is an immediate evaluation of the dimensional
structure of a measured board. This is done by comparing how close the
dimensions of a board are to the target dimensions specified by the sawmill.

The GUI represents each board as a rectangle in a log cross-section which
can either have the colors green, yellow, or red (see Figure 3). The board
turns green if its deviations from the desired dimensions are within given
limits, yellow if within warning limits, and red if dimensions are outside
minimal or maximal alarm limits.

A problem with this system is that there is currently no objective way to
determine the control limits. Instead, users set limits to what they subjec-
tively believe are reasonable for the boards dimensions to vary. It is the aim
of this master’s thesis to implement statistically grounded control limits by
using SPC.

Figure 3: A window of the GUI for the existing quality control feature.
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2.2 Related work

2.2.1 Financial motivation for a SPC system in a sawmill

The perhaps greatest reason to implement SPC in a sawmill is to quickly
identify shifts in the process causing the sawmill to produce wrongly dimen-
sioned boards. The faster such an error is found, the less deficient boards
will be created, which leads to less complaints from customers. According
to Swedish standards at most 10 % of the boards in a shipment may be
smaller than the nominal value (Grönlund 1992). Hence, the sawmill must
saw boards with a mean slightly above the nominal value in order to not get
too many deficiently small boards. The greater variance the sawing process
has, the more risky it becomes to saw boards with a mean close to the nom-
inal value. A successfully implemented SPC system will reduce the variance
of the boards, which will make it possible to saw closer to the nominal value.
To visualize this, see Figure 4. Grönlund quantifies the financial gain of a
SPC system by calculating the increase in profit for a sawmill if the standard
deviation is reduced from 1 mm to 0.5 mm. According to him, one would
then approximately increase the sawmill profits by 1.6 percentage units,
which correspond to 8.5 annual salaries for a typical sawmill employee. This
is however a quite exaggerated example. A financially competitive sawmill
would rather see an improvement in standard deviation from 0.5 mm to
0.25 mm, which corresponds to about 4 annual salaries. Moreover, a study
on hardwood sawmills in The United States showed an increase in lumber
recovery ranging between 0.2 to 1.6 percent per annum after the instalment
of a SPC system (Young et al. 2007). Hence, SPC in the wood industry has
been tried before, and have proven to be a successful measure to increase
profits in sawmills.

2.2.2 SPC in the sawmill industry setting

In this project, the data we work with consist of numbers describing the
thickness or width of a board. Moreover, one does not simply have one
measurement for each board, but multiple measurements ranging from 3 to
6 taken at different positions on the board. However, board measurements
are known to have greater variance between boards than within boards.
This within board correlation causes sub-groups of measurements without
regard to board membership to be unrepresentative for the process, accord-
ing to studies made by Mannes et al (2007). According to them, traditional
Shewhart charts (see Section 3.3), where each subgroup consists of mn mea-
surements of m boards at n places, have too high alarm rates.
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Figure 4: A schematic picture of two density functions with different vari-
ances with the x-axis representing either board thickness or width. The blue
density function has less variance than the green one. The red dotted line
correspond to the 10 % acceptance limit, and the black dotted lines mark
the mean of respective distributions. Note that the density function with
smaller variance will have a mean much closer to the acceptance limit thus
saving more raw material.

Another distinct property of SPC for most sawmills (and indeed the sawmills
concerned in this thesis) is that measurements are taken fairly infrequently
as they are taken by hand. Though the lack of samples negatively impacts
the statistical power of the control charts, it has the benefit that sampling
can be assumed to be independent, as is stated by a work made by Staud-
hammer (2004) on the subject of SPC for sawmills. Most literature encoun-
tered during this study (Grönlund 1992, Lycken 1989, Young et al. 2007,
Maness et al. 2003, Staudhammer 2004) create control charts specific for a
particular board dimension and use samples consisting of multiple boards.
These methods have proven to be quite robust, and sensitive to process
changes. There have however also been some research done for individual
control charts where a single board is regarded as an observation. Staud-
hammer (2004) evaluated both within board variability, and mean deviations
with individual control charts in a study about real time SPC using laser
measurements. Her conclusion was that these charts functioned quite well,
and recommended them for practical use. Compared to samples of many
boards, the individual charts were less sensitive, but Staudhammer herself
was conflicted whether such small changes were worth the cost of correcting
them.
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2.3 Goal

The goal of this project is to improve SP’s measurement system by adding
the feature of statistically based control limits for determining process sta-
bility and variation.

2.4 Limitations

There are a number of conditions that need to be taken into consideration in
this thesis work. Firstly, the SPC implementation needs to be both general
enough to fit sawmills of different size and organization, and compatible with
the pre-existing measurement control system. Secondly, as the analysis is
done on board measurements, dependence of measurements within boards
must be taken into account. Thirdly, boards to be measured cannot be
reinvestigated at a later time due to that they are mixed with other boards
in the production line, and later shrunk into other dimensions completely.
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3 Theory

3.1 What is statistical process control?

Statistical process control (SPC) is generally regarded as a set of tools meant
to increase the quality of a process by reducing its variability, thus making
each individual product produced conform to a certain standard. There is
both a technical and philosophical aspect to SPC (Montgomery et al. 2001,
p. 451). The philosophical aspect consists of a will in the organization
to continuously improve the process, as well as management strategies to
achieve that, while the technical aspect is a set of statistical methods de-
signed in various ways to monitor and observe the variability and defects in
a process. In this study, we will focus on the technical aspect of SPC, and
in particular a tool called the control chart.

3.2 An overview of control charts

3.2.1 Concept and purpose

No serially produced products are ever exactly identical to each other. Re-
gardless of industry, there always exist some degree of variation between
products. However, in SPC, we differentiate the variation between chance
causes and assignable causes. Chance causes are deviations from the nom-
inal value that are always present, and natural for the process to have.
Assignable causes on the other hand, are variations caused by some error in
the process, which usually represents either improperly adjusted machines,
operator errors or defective raw materials (Montgomery 2009, p. 181). Re-
gardless of source, assignable causes tend to break the variation pattern that
chance causes create. Whenever a process has assignable causes present, it
is said to be out of control, and when only chance cause variation is present,
the process is said to be in control.

The purpose of the control chart is to show when assignable causes are
present, i.e. when the process is out of control. If the assignable causes are
detected early, and corrective action is taken, products will have less defects
and quality will increase. This will be the gain of the control chart. The
way the control charts generally achieves this is by plotting sample statistics
(e.g. a sample mean or variance) of the monitored quality characteristic, as
a time series along with one or two tolerance limits representing the extent
of chance cause variation. For an example how this might look, see Figure
5.
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Figure 5: A typical example of a control chart.

In general, if W is the sample statistic and µW and σW are its mean and
standard deviation respectively, the upper control limit (UCL), center line
(CL) and lower control limit (LCL) are specified as

UCL = µW + kσW

CL = µW

LCL = µW − kσW
(1)

where k is the distance from the center line to the control limits expressed in
standard deviations. k is commonly set to 3 by many practitioners. Given
a specific width of the control limits, it is possible to view the control limits
as a confidence interval with some significance α, when the distribution of
the observed quality characteristic is at least approximately known. The
width is then set in such a way that the significance is very small, say
α = 0.001, which means that likelihood of being beyond the control limits is
only 0.1 percent. This gives reason to believe that any observation beyond
the control limits have assignable causes. Note however that the significance
of the hypothesis testing should be seen as a heuristic, i.e. a rule of thumb,
rather than an absolute truth, because of the time dependence and complex
nature of industrial processes.
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3.2.2 Rational subgroups

An essential part of control charting is to take samples in a smart way. This
is referred to as rational sub-grouping. There are two common practices,
either taking measurements over time and letting the sample represent the
process during the time between samples, or by taking all measurements
at one point as a ”snapshot” of the process at the time when the sample
is taken. The latter tends to be the more popular choice. The strength of
taking observations over time is that it can handle processes that shift from
being in-control to out-of-control and then in-control again better than its
snapshot counterpart. However, the key point why it is mostly preferred to
measure all observations in a sample within a very short time period, is to
maximize the likelihood of differences between samples, and minimize the
risk of getting samples with differences within the sample due to assignable
causes. If samples are taken over too long time, assignable causes tend to
get mixed with chance causes. This causes the control limits to become
too wide. An illustrative picture (see Figure 6) of this can be found in
Montgomery(2009, p. 194).

Figure 6: Above is the process mean marked as a line and observations marked
as dots where the left plot represent snapshot sub-grouping and the right one rep-
resents over time sub-grouping. Below are the two corresponding control charts of
the mean (over) and the range between the smallest and biggest observation in a
sample (under). Note that the process mean changes with time and the range does
not. The control limits of the mean using the snapshot sampling can detect the
drift in mean while the over time sampling limits detect no change in mean. Con-
versely, the over time sampling control chart detects great changes in range, when
there in reality is none. The reason for both errors is that the over time sampling
has samples of opposite sides of the spike in mean.
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3.2.3 Construction and implementation

Control charting is divided into two different stages called Phase I and Phase
II. Phase I is a retrospective study where we try to find observations whose
only variation is due to chance causes and determine the control limits,
while Phase II is the stage where we monitor new observations in search for
assignable causes with help of the control limits devised in Phase I.

Typically, Phase I starts by calculating the control limits from about 20-25
samples that initially are not assumed to be in control. All points beyond
the control limits are investigated for assignable causes. If assignable causes
are found, corrective action is taken, and the out-of-control measurements
are removed from the data set. New control limits are then calculated. This
procedure is often iterated several times for new sets of data. Geoff Vining
(2009) proposes that the out of control signals of the first iteration can be
immediately dropped. Then one is to add another 20-25 samples, evaluate
and eliminate possible assignable causes, and re-evaluate the control limits.
When the control limits are calculated from 80-100 in control samples they
are regarded fit for Phase II use. Simulation studies made by Quesenberry
(1993) show that one needs at least 300 in control observations before Phase
II limits are to be calculated for individual measurements. Note that Phase
II is usually assumed to be reasonably stable, because many of the major
causes for instability has been removed in Phase I. However, this might not
be the case for sawmills where saws and machines frequently are reposi-
tioned and changed. It is also important that the control limits are revised
whenever the process has undergone some kind of substantial change.
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3.2.4 Average runtime length

A very common way to evaluate the performance of control charts is by
using the so called average runtime length (ARL). It can be interpreted as
a relation between how many points are inside the control limits relative to
one point outside, and is defined as

ARL =
1

p

where p is the probability of a point being outside the control limits. A
common in control false alarm rate is α = 0.0027, which would mean that the
average runtime length is ARL = 1

0.0027 = 370. However, it should be noted
that the distribution of the ARL is geometric, and geometric distributions
are skewed and also have a very large variance. For example, the median
of the ARL is 256 and its standard deviation approximately as big as its
mean. This means that one may need quite many samples of in- and out of
control behaviour before one can be reasonably sure of the result. The ARL
is typically used in Phase II applications.

3.2.5 Run rules

Even though points may be within the control limits, they might still be due
to assignable causes. Control limits are typically quite wide to avoid frequent
false alarms, which may cause assignable causes to remain undetected. For
instance, if the significance is set to α = 0.0027, an observation that only
happens once every 100 observations still is accepted. Moreover, two such
observations in a row would also be accepted, even though the probabil-
ity of that occurring is once every 10000:th time (assuming independence).
Therefore it may be beneficial to look at trends and patterns of the observed
samples in order to better detect non-random and out-of-control behaviour.
Montgomery et al (2001, p. 461) proposes the Western Electric sensitizing
rules to better discriminate chance causes from assignable causes:

1. One or more points beyond the three sigma limit.

2. Two of three consecutive points beyond the two sigma limit.

3. Four of five consecutive points beyond the one sigma limit.

4. A run of eight consecutive points on one side of the center limit.

13



While the obvious upside is that out of control behaviour is more easily
detected, the downside is that the risk of false alarms increase. Given that
all tests are independent, the risk of false alarms becomes

α = 1−Πk
i=1(1− αi)

where αi is the risk of a false alarm for the i:th sensitizing rule. Although the
independence assumption is not valid for the Western Electric rule, it is still
important to keep this reasoning in mind when constructing control charts,
as the false alarms do tend to increase3. In practice this is often done by
a so called graduated response. If for instance a point exceeded the control
limits, search for assignable causes would be done immediately, but if two
consecutive points were in the two sigma region, the process would still be
deemed in control, but sampling frequency would be increased. Hence, the
sensitizing rules in this procedure rather serve as indicators or warnings of
assignable causes than an actual decision basis.

3To see exactly how much the alarm rate is increased for standard normal data, see
Appendix A.4, Table 5.
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3.3 The Shewhart control charts

Let Qi = {x1, x2, ..., xn} be n observations in the i:th sample of some quality
characteristic in a sawing process, like for instance board thickness along the
sides of a board, and assume they follow a normal distribution N (µ, σ2) and
are in control. The average of the i:th sample then becomes

x̄i =
x1 + x2 + ...+ xn

n
.

Since a superposition of normally distributed random variables yields an-
other normally distributed random variable, the average x̄i is also normally
distributed with expectation µ and standard deviation σ/

√
n. Given these

preconditions, x̄ is with a 1 − α certainty confined within the following in-
terval

µ+ Zα/2 ·
σ√
n
< x̄ < µ+ Z1−α/2 ·

σ√
n

(2)

where Zα is the α quantile of the standard normal distribution N (0, 1).
We can then monitor a future sample by plotting its mean along with its
confidence bounds. If the sample average should be within the confidence
bounds, we label the process as being in control, and out of control otherwise.

Though, in most applications neither expectation nor the variance is known,
and has to be estimated. Given that the control chart has m subsamples
(hence, the total number of observations is N = mn) the expectation is
estimated as

µ̂ = ¯̄x =
x̄1 + x̄2 + ...+ x̄m

m
.

The variance of the quality characteristic can be estimated in many differ-
ent ways. Two common ones are either by calculating the variance through
pooled sample standard deviations, or by estimating it by the range be-
tween the greatest and smallets value of each sample. The pooled variance
estimation, given that all samples are of equal size, is

σ̂pooled =

√∑m
i=1

s2i
m

c4

where si =
∑n

j=1

√
(xj−x̄i)2

n is the estimated standard deviation for each
individual sample and c4 is a bias correcting constant approximated by
c4(k) = 4k−4

4k−3 with k = m(n− 1). The range variance estimation is given by
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σ̂range =
R̄

d2
=

1

d2
·
m∑
i=1

Ri
m

where Ri = max(Qi)−min(Qi) and d2 is a tabulated constant4. Typically,
the range estimation is used when the sample size n is small, say n ≤ 8, and
pooled variance estimation is better at larger samples n > 8.

In practice the significance of the expression in (2) is usually chosen so
that Zα/2 = −3 and Z1−α/2 = 3, which approximately equals a level of
significance of α = 0.0027. Taken this into account, the region for which the
process is under control when estimating the normal distribution parameters
is

µ̂− 3 · σ̂√
n
< µ < µ̂+ 3 · σ̂√

n

Using the format in (1) the confidence interval above results in the so called
X-bar control chart with control limits

UCL = µ̂+ 3
σ̂√
n

CL = µ̂

LCL = µ̂− 3
σ̂√
n
.

As well as it is important to control that the expectation µ of the sampling
distribution does not change, it is also important that the standard devi-
ation, σ of said distribution is also in control. In the sawmill setting, an
out-of-control variance might manifest itself as boards formed like wedges
that are very thin at one edge, and very thick at the other, but still having
a reasonable mean. In a similar fashion, a control chart for the variation
can be constructed. The control bounds are of course different depending
on how the standard deviation is estimated. In the range case, the variation
control chart becomes

UCL = D4R̄

CL = R̄

LCL = D3R̄

4Tables of the constants can be found at any basic SPC textbook, and a brief derivation
can be found at The Michigan Chemical Dynamics and Control open textbook at the url:
https://controls.engin.umich.edu/wiki/index.php/Control_Chart_Constants
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where D3 and D4 are tabulated constants5. The standard deviation chart
(also known as S-bar charts) for pooled variances becomes

UCL =
c4(n)

c4(k)
σ̂

(
1 + 3

√
1− c4(n)2

c4(n)

)

CL =
c4(n)

c4(k)
σ̂

LCL =
c4(n)

c4(k)
σ̂

(
1− 3

√
1− c4(n)2

c4(n)

)
.

Since standard deviations cannot be negative, the lower control limit is set
to zero if the lower control limit reaches below zero.

These kinds of procedures are called Shewhart control charts after the in-
ventor of control charts Walter A. Shewhart, and is arguably the most used
technique in process control. An important reason behind, this is because of
the statistical robustness of the model when model assumption are violated.
The normality assumption is not critical for the X-bar chart, since the ob-
servations are means (of identically distributed random variables) and thus
follow the central limit theorem. Because of that, the normality assump-
tion is almost always, at least approximately fulfilled. And even if it is not,
a three standard deviation long distanced confidence interval still yields a
significance of α = 4/(9 ∗ 32) ≈ 0.05 according to the Vysochanskii-Petunin
inequality, given that the sampling distribution has only one mode, and
α = 1/32 ≈ 0.11 for any distribution according to Chebyshev’s inequality
(Pukelsheim 1994). Nevertheless, it is important for the practitioner to de-
termine the significance to some extent in order to account for the number
of false alarms.

5See footnote 4
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3.4 Control charts with several components of variability

Though traditional charts are very robust tools for statistical process con-
trol, they sometimes fail when there, apart for a variation within samples,
exists variation between samples (Woodall 1993). The reason they fail is
because the assumption of independence is violated, which causes the vari-
ance to be underestimated. This, according to a Canadian study (Maness
et al. 2003), is the case for process control charts for board measurements
in sawmills, when a sample consists of a series of measurements along one
board. The within sample variation is attributed to sawing defects causing
variations at various places within a particular board, and between sam-
ple variation is attributed to systematic defects along the entire length of a
board, like for instance positioning errors.

To better understand the flaw of traditional control charts, let us note that
traditional charts are implicitly modelled as

Yij = µ+ εij (3)

where Yij is a measurement at the j:th position on the i:th board, µ is the
expectation and, εij ∼ N (0, σ2) is an independent and identically distributed
(i.i.d.) random error term. A common way to alter this kind of model for
some kind of dependence is to add an extra term, specific for some treatment.
The model then changes to

Yij = µ+ τi + εij (4)

where τi ∼ N (0, σ2
τ ) is an i.i.d. random error term specific, for the i:th

board. There now exists an implicit dependence between two points in the
same board, since

cov(Yij , Yik) = cov(µ+ τi + εij , µ+ τi + εik) = cov(τi + εij , τi + εik)

= cov(τi, τi) + cov(τi, εij) + cov(τi, εik) + cov(εij , εik)

= [j 6= k] = cov(τi, τi) = σ2
τ

whereas there was no dependence in the previous case. Because of this
dependence, the variance of the sample mean (given n observations) changes
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into the expression

var(Ȳi) = var

(
Yi1
n

+
Yi2
n

+ ...+
Yin
n

)
=

1

n2

n∑
j=1

n∑
k=1

cov(Yij , Yik)

=
1

n2
(n · cov(Yij , Yij) + n(n− 1) · cov(Yij , Yik)) ; j 6= k

=
1

n2

(
n(σ2 + σ2

τ ) + n(n− 1)σ2
τ

)
=
σ2

n
+ σ2

τ .

(5)

Note that the first term is the standard error for the traditional control
chart, and that we have added an additional term to correct for the previ-
ously underestimated variance.

In most applied settings, these variances must be estimated. Our model
is effectively equivalent to the settings of a one way analysis of variance
(ANOVA), hence parameters are estimated accordingly to that model. One
way ANOVA is basically a way to compare more than two normal distri-
butions with equal variance to each other, in order to distinguish if there
exists a difference in expectation. This difference in expectation is what we
denote τi. The within sample variance is in this framework estimated as

σ̂2 = MSE

while the between sample variance is estimated as

σ̂2
τ =

MSTR −MSE
n

where

MSE =

m∑
i=1

n∑
j=1

(Yij − Ȳi)2

m(n− 1)
MSTR =

m∑
i=1

n(Ȳi − ¯̄Y )2

m− 1

are the mean squared error and mean squared (board) treatment respec-
tively. Moreover, n is the sample size and m is the number of samples, Ȳi is
the mean of the i:th sample (in this case board), and ¯̄Y is the mean of all
sample means and thus the estimated overall expectation µ̂. Note that if σ̂2

τ

becomes negative, it is set to zero. An interpretation of this is that we do
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the analysis for the case when there is no difference between samples. With
the variance revised, the new control limits for the mean become

UCL = µ̂+ 3

√
σ̂2

n
+ σ̂2

τ

CL = µ̂

LCL = µ̂− 3

√
σ̂2

n
+ σ̂2

τ .

Regrettably there is no closed analytical expression for the total variance in
this case, so it is not possible to make such an control chart. It is however
still possible to chart the variation within boards with help of the standard
deviation control charts mentioned in Section 3.3. It is also possible to
create a control chart for the between board variation σ2

τ , at least to an
approximate extent. This is done by the so called Satterthwaite procedure
(Maness et al. 2003) and yields the confidence limits

σ2
τ

χ2 [1− α/2; df ]

df
≤ σ̂2

τ ≤ σ2
τ

χ2 [α/2; df ]

df

where the degrees of freedom of the χ2 distribution, df are given by

df =
(nσ̂2

τ )2

MS2
TR

m−1 +
MS2

E
m(n−1)

.

Apart from only viewing every board as a sample, it is also possible to make
control charts out of samples of multiple boards, each containing several
measurements. In that case, the standard deviation of the sample is es-
timated by dividing the total variance with the number of boards in one
sample, that is,

σ̂ ¯̄Y =

√
(
σ̂2

n
+ σ̂2

τ )/m =

√
nσ2

τ + σ2

mn
.

The control limits for the expectation then becomes

UCL = µ̂+
3

c4(k)

√
nσ̂2

τ + σ̂2

mn

CL = µ̂

LCL = µ̂− 3

c4(k)

√
nσ̂2

τ + σ̂2

mn
.
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where c4(k) = 4k−4
4k−3 with k = m(n− 1) is a bias correcting constant. Using

the χ2 distribution, the within board standard deviation can be confined by
the confidence interval

m(n− 1)MSE
χ2 [α/2;m(n− 1)]

≤ σ ≤ m(n− 1)MSE
χ2 [1− α/2;m(n− 1)]

thus giving us two estimates for the within board variance, one specific for
board observations and one for samples of multiple boards.

3.5 Average moving range (AMR) charts

The average moving range chart (not to be confused with the moving range
chart) is a Shewhart-type chart for individual measurements, i.e. when
the subsample consists of only one observation. They are commonly used
in applications that take multiple measurements of the same product at
various places (Montgomery 2009, p. 259), as is done in our particular case,
and Woodall (1993) also proposes this type of control chart when dealing
with inherent batch to batch variability. While the center line as usual is
calculated as the mean of all chart observations, the standard deviation is
estimated with help of a moving range. The moving range is defined as:

MRi = |X̄i+1 − X̄i|

and is the absolute difference between two adjacent observations X̄i+1 and
X̄i. Intuitively, it can be seen as the spread of a sample of two at the
time interval when observations X̄i+1 and X̄i are obtained. In our case, the
observations are the means of several board measurements, but bear in mind
that chart can be used for ordinary measurements as well. The AMR-chart’s
control limits are:

UCL = µ̂+ 2.66MR

CL = µ̂

LCL = µ̂− 2.66MR

where MR is the average moving range MR =
∑m−1

i=1 MRi/(m − 1) of
m observations. The number 3/1.128 = 2.66 stems from k = 3 standard
deviations divided by the d2 = 1.128 range proportionality constant for a
subsample size of two. Even though AMR-charts are known to be very
sensitive to non-normality, this sensitivity will be reduced since the individ-
ual measurements actually consists of averages which by the central limit
theorem should be close to normal.
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3.6 Kernel control charts

Let there be a random distribution F (x), with a probability density function
f(x), from which a sample with observations {X1, X2, ..., Xk} is drawn. To
get a continuous estimate of f(x) from the drawn sample, we can view
each observed value as a kernel, i.e. a continuous density function w(x−Xi

h )
with mean Xi and standard deviation h (also known as bandwidth)6. The
value of the bandwidth is arbitrary, a large bandwidth will create a smooth
estimation of f(x) while a small bandwidth will result in an estimation
with many fluctuations. The bandwidth will in this work be specified as
h = 1.3−1/3Sk where Sk is the sample standard deviation and k is the sample
size, as it worked well in the work made by Ion (2001, p. 46). Giving all
kernels equal weight the probability density estimate becomes

f̂(x) =
1

k

k∑
i=1

w

(
x−Xi

h

)
.

From this expression the cumulative probability distribution obtained via
integration

F̂ (x) =
1

k

k∑
i=1

W

(
x−Xi

h

)
where W (x) =

∫ x
−∞w(x′)dx′. The kernels proposed by Ion (2001) are the

normal distribution and the so called Epanechnikov kernel. The by Ion
recommended Epanechnikov kernel is defined as

w(x) =

{
3

4
√

5

(
1− x2

5

)
if |x| <

√
5

0 if x| ≥
√

5

while its primitive function is

W (x) =


0 if x ≤ −

√
5

1
2 + 1

20
√

5

(
15x− x3

)
if |x| <

√
5

1 if x ≥
√

5.

The control limits are then estimated by finding the value for x when F̂ (x)
equal some level of significance α. For a two-sided control chart we have the

6While working with kernel approximations, most literature refer to h as bandwidth,
and this report will keep that convention.
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limits,

LCL = sup

{
x

∣∣∣∣1k
k∑
i=1

W

(
x−Xi

1.3k−1/3Sk

)
≤ α/2

}

UCL = inf

{
x

∣∣∣∣1k
k∑
i=1

W

(
x−Xi

1.3k−1/3Sk

)
≥ (1− α/2)

}

where sup and inf stands for the supremum and infimum operator respec-
tively, that is, the lowest (largest) upper (lower) bound of x satisfying the
inequality.

One advantage of this type of control chart is that it is non-parametric.
Hence, it can be used on any type of distribution regardless of skewness,
tails, or number of moments. Nevertheless, it should be mentioned that the
results made by Ion (2001) showed that kernel-type control charts converge
faster for normal-like random distributions. There are however downsides
to this method as well. The most obvious being that it can exclusively
be used for Phase II analysis, and is very sensitive to out of control data
when calculating its control limits, since the method directly mimics the
distribution of the in-data.

3.7 Alternative control charts not considered in this report

Here, we mention some control chart methods that were considered, but
did not make it to a formal evaluation in the report. The reason why they
were left out was either because they were not compatible with the previous
implementation, hard to interpret or a combination of the two. The reason
why they are mentioned in the report is because they still might be valuable
to SPC implementations for the sawmill industry, even though this report
focus on an improvement specific for the system made by SP.

An alternative to monitoring each observation as a mean of six respectively
three measurements at different locations of a board, one can see a obser-
vation as a multidimensional random variable with six or three dimensions.
Then one could have used a Hotellings T 2 control chart7 to measure virtually
any location deviation on a board. As the T 2-chart checks for differences
from the means of every location where measurements of boards are taken,

7Exactly how the T 2-chart is defined can be found in most SPC literature, for instance
Montgomery (2009).
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this type of chart would have the advantage of being able to detect shifts that
were not necessarily specific to the overall board mean. Instead, one could
detect for instance boards that were sawn like a wedge. Such a multivariate
chart would also been able to include both width and thickness measure-
ments into one large observation thus reducing the number of charts from
two to one, which in turn would lead to fewer false alarms. However, the
alarms of the T 2-charts are very hard to interpret, and it should be men-
tioned that these type of charts were tested on a limited scale during this
masters thesis project without any major advantage in terms of ability to
detect changes in mean compared to univariate charts.

The theory behind these methods will not be covered in this report, but
another angle would be to use non-parametric control charts like for in-
stance the Mann-Whitney control chart (based on rank summation), or a
chart suggested by Ross and Adams (2012) based on the Cramer von Mieses
statistic, which is basically a comparison between the empirical distribution
functions of the reference and monitored data. Those charts can in most
cases perform on pair with the traditional Shewhart charts, and sometimes
even better. They can additionally perform SPC analysis for subgroups with
a sample of size one.
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4 Materials and methods

4.1 Descriptive analysis of the board measurements

4.1.1 Introduction

The descriptive analysis has two objectives: to probe if the data is nor-
mally distributed, and to check for dependencies within the data. Since
most control charts in this study assume normality, it is vital to see if this
assumption is fulfilled. If the data is close to normal or normal, the normal
control charts will be very effective, but if it is not, they are likely to not
notice out-of-control behaviour or have excessive false alarms. The check
for dependencies is done to find a suitable selection of data. It is preferable
to have data that is independent and equally distributed. If it is not, there
is a great risk that the data will be far from normal, and very misleading in
its evaluation of in- and out-of-control behaviour.

The evaluation is done by analysing stored thickness and width measure-
ment data from two different sawmills. One sawmill is from the county
of Västerbotten and uses a single arbour saw configuration to saw boards,
while the other sawmill is in the county of Dalarna, and uses a double ar-
bour configuration to saw boards. Additionally, the data exploration is done
both for a specific board product with both width and thickness specified,
as well as a generalized case when only one dimension is specified. The spe-
cific product data is a dataset of 677 board observations from the sawmill in
Västerbotten. The measurements have the green dimensions of 37 mm thick
112 mm wide (before being dried), and are sawn from centred posted saws.
Each observation consists of 6 respectively 3 thickness and width measure-
ments, and all observations have been obtained approximately between the
years 2011 and 2014. All descriptive analysis has been done in the program-
ming language R: version 3.2.0 (2015-04-16).
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4.1.2 Normality check

Grönlund (1992) and Lycken (1989) both claim that board dimensions are
normally distributed. In order to validate this claim we evaluate the thick-
ness measurements of the 37x112 training data in two ways; with a histogram
and a quantile-quantile plot. To relate this to both one normal term, and
two normal terms corresponding to equations (3) and (4) in the theory sec-
tion, this evaluation is done for three cases; denoted case a, b, and c. Case
a is when the dataset is the residuals between the board measurements and
the overall mean of all boards (compare with εij in 3). Case b is when the
dataset is the residuals between the board measurements and the mean of
each individual board corresponding to that measurement (compare with εij
in 4). In case c, the dataset is the residuals between the individual board
means and the overall mean of all boards (compare with τi in 4).

The resulting histogram and quantile-quantile plots are found in Figures 7
and 8 respectively. To summarize the Figures 7 and 8, the thickness mea-
surements show some normal tendencies but seem to have longer tails than
they should and maybe a slight skew for case a and c. For case b and c
the normal assumption seems relatively valid. Roughly the same behaviour
is found in the width measurements of the boards. Note that the corre-
sponding quantile-quantile plot for the width measurements can be found
in Appendix A.2, Figure 19.

Non-normal behaviour may be caused by out-of-control observations as there
is no possibility to know if the historical training dataset was entirely in con-
trol. In fact, given the size and that there has been no previous SPC-analysis
on the data, a few out-of-control observations are expected. A similar quan-
tile quantile plot can be found in the appendix with suspected outliers re-
moved (see appendix A.2, Figure 18). In that case, normality looks very
probable. This is promising since departures from normality could nega-
tively impact the performance for charts of individual observations. Small
departures from normality do however not cause major errors in normal
control charts with sample sizes greater than 3 (Montgomery 2009, p. 246),
since such departures are compensated by the central limit theorem.
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Figure 7: Histograms where the y-axis indicate number of observations and
x-axis the deviation from the mean measured in millimetres. Sub-plots a,
b, and c corresponds to the cases described above in the method section.
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Figure 8: Quantile-quantile plots where y-axis corresponds to the sample
quantiles and x-axis correspond to the theoretical quantiles of the standard
normal distribution. Sub-plots a, b, and c corresponds to the cases described
above in the method section.
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4.1.3 Data structure dependencies

Another aspect of the board measurements that needs to be taken into
account are possible dependencies. As said previously in the background
(Section 2.2.2), boards are practically independent. That is however not
the case for measurements along a specific board. According to Lycken
(1989), boards tend to be both smaller, and vary more on the top and butt
of the board than in the middle, as well as being larger at the bottom edge
than in the upper edge. This clearly contradicts the model proposed by
Maness which assumes equal dependence for all measurements. It is how-
ever nonetheless hard to say beforehand how much this violation actually
will reduce the performance of the control chart.

It is also important to consider dimensional dependencies of boards. It
would hardly be surprising to find that the sawing variability is different for
boards of small dimensions compared to boards of large dimensions. Or that
the width of a board has an impact on its thickness. It is very conceivable
that such dimensional dependencies can vary depending on which kind of
sawing configuration the sawmill is using. Here, we will consider the single,
and double arbour circular saw line, which can be found in Figure 1. The
single arbour saw configuration is typical for older sawmills, and is known to
have greater thickness standard deviation than its newer double arbour saw
counterpart. The double arbour saw configuration on the other hand often
has a characteristic deformity called saw seam, which is a small depression
or thickness discontinuity in the middle of a board that arises when the two
saws are slightly misaligned.

To investigate dimensional dependences for the two different saw configu-
rations, two plots were made. The first one is another quantile quantile
plot, this time for board means of a certain thickness and varying width
for both the single and double arbour saw configurations. This plot can be
found in Figure 9. We can see in the Figure that the double arbour saw
configuration seems to be fairly normal even when we have boards of vary-
ing width, while the single arbour saw configuration was not as good a fit.
For the single arbour saw case we can clearly see that its distribution’s tails
are below the reference line at small quantiles, conforming for intermediate
quantiles, and above the reference line at large quantiles. This indicates
that the sample is a normal like distribution but with larger tails, like for
instance the Laplace or student t distribution. For a corresponding plot of
the board width means, see Appendix A.2, Figure 20. Note that many more
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plots like these have been made, but those were not included in the report.
While some were somewhat tighter or looser along the reference line, the
plots included in the report are quite representative of how most of them
looked.
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Figure 9: A quantile quantile plot of board width measurements for a double
saw configuration with a target green value of 66.7 millimetres together with
a single saw ditto of target value 65.5 millimetres.

The second plot is found in Figure 10, and is a coloured scatter plot of the
standard deviations of thickness or width measurements respectively, for dif-
ferent board dimensions and saw configurations. The plot found in Figure 10
seems to indicate (and I stress the word seems) a number of things. First of
all, there (as expected) seems to be a difference in standard deviation mag-
nitude between a single, and double arbour saw configuration for thickness
measurements. The single arbour saw configuration has much larger thick-
ness standard deviations than the double arbour saw configuration. The
reason for this can be explained by the fact that the single saw blade needs
to be twice as large as the saw blade in a double arbour saw configuration,
and that the horizontal movement of the saw amplifies the further away
the blade gets from the axis it is attached to. Moreover, the single arbour
saw thickness variation is greater than its width variation while the double
arbour saw configuration has approximately equal standard deviations. A
more subtle implication of the plot is that the single arbour saw configu-
ration seems to get larger standard deviation for both thickness and width
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with larger width dimension. The double arbour saw configuration has rela-
tively equal variability, but seem to get a bit larger standard deviations with
larger thickness and width. As a small caveat it should be mentioned that
the sample size of each coloured dot represent a sample standard deviation
with sample sizes varying from 25 to several thousands of observations. It
should also be mentioned that the standard deviations can be a bit smaller
than expected due to the removal of possible outliers in the data sets.

While the arguably most precise control chart selection would be to cre-
ate control charts for board measurements with both specific thickness and
width, this is not feasible for this application. The reason for this is that
there are simply too many product classes for a manual creation of con-
trol limits8. To make the number of control charts more manageable, con-
trol charts can instead be made for thickness or width measurements for
many board products with only one matching dimension. This is how toler-
ances are currently implemented, and while for instance width measurements
might influence thickness measurements in some cases, this still seems like
a preferable solution.

8Automatic determination of the control limits would not have this problem, but such a
solution was rejected as it is hard to automatically screen if the in data looks representative.
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(c) Single arbour: Thickness
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(d) Single arbour: Width

Figure 10: Scatter plots of the standard deviation for different lumber prod-
ucts. The position on the x and y-axis translates to green thickness and
width respectively, while color indicates the standard deviation of all mea-
surements of the dimensions indicated by the x- and y-axis. Green values
indicate relatively low variability while red indicate high variability. The
two upper scatter plots are for data from a sawmill with two circular saws
on either side of the cut, while the two lower are from a sawmill with one
larger circular saw.
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4.2 SPC system implementation

4.2.1 Current SP implementation

In the SP system, the user is greeted by a menu that has four options, (see
Figure 11). The ”Mät” option leads to a dialog where the user can input new
measurements into the measurement database using a wireless digital cal-
liper. The ”Senaste Mätning” option leads to a dialogue where can you view
the last board measurements to check up on the process. The ”R̊am̊attlista”
option opens a window where you can define which dimensions that are to be
sawn, and how much they are allowed to vary. Lastly, there is an ”Analys”
option that allows the user to look at the stored measurements for a longer
period of time.

Figure 11: The main dialogue of the SP system.

For our purposes, it will be enough to look at the options ”Senaste Mätning”
and ”R̊am̊attlista” more closely. The ”Senaste Mätning” dialog consists of
a picture of one or more coloured boards (the number of boards depends
on the size of the logs) that correspond the latest board measurements and
their corresponding status. The color red means non-conforming, yellow is
a warning, and green means OK. Moreover, there is inside red boards also
a letter that abbreviates the alarm type; ”B” stands for width, and ”T”
stands for thickness. If one clicks at a board a new window will appear that
give a more detailed description of the board. Both windows can be found
in Figure 12.

A picture of what the ”R̊am̊attlista” option looks like can be found in Figure
13. Here we determine which board categories will be available later on
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(a) The first window. (b) The second window.

Figure 12: The two windows of the ”Senaste Mätningar” option.

in the measurement option. More importantly, the control limits can be
determined here manually, with help of a numeric up down menu box.

Figure 13: The ”R̊am̊att” dialog of the SP system. The box where you
change the control limits is marked with red.
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4.2.2 Constraints for the new SPC implementation

Conformity with the previous implementation is given a very high prior-
ity. The reason for this is twofold; both because the users of the system
are already accustomed to a way of working with the measurement control
system, and also because too big structural changes would mean a more
difficult implementation. The system is fundamentally built on the evalua-
tion of individual boards, especially GUI settings in the ”Mät” and ”Senaste
Mätning” options, and would practically need to be rebuilt from the core
in order to be generalized to subgroups of multiple boards. Therefore, con-
trol limits were constrained to evaluate one individual board at a time. We
will however still evaluate two types of control charts that use subgroups
of size five as a point of reference. It was also decided that control limits
should be of units of length, since that is easier for the user to relate to.
For that reason, methods like for instance multivariate control charts and
non-parametric order based alternatives have been rejected.

4.2.3 The new SPC implementation

The new SPC algorithm will, as before, determine the control limits in the
”R̊am̊attlista” option. But instead of only having the option of setting a
control limit with a numeric up down menu box, there is now also a control
limit determination alternative accessed by a button called ”Styrgränser”.
After the button is pressed, the user enters a view like the one depicted in
Figure 14. Here one sees observations each corresponding to a specific board
together with control limits calculated from the data set. If one believes that
some observations are unrepresentative for the process, it is possible to mark
them with a left mouse click, and calculate new control limits without all
marked observations by pressing the ”Nya styrgränser” button. Note that
unmarked observations are blue and marked are red. With the ”Markera
alla” button one can mark all observations outside the control limits, and
it is also possible to unmark observations by right clicking the mouse at the
points you want to change status on.

Another control chart is constructed for monitoring the board measurements
(see Figure 15). It is accessed through the ”Senaste Mätningar” option by
clicking on a newly added button labelled ”Styrgränser Tjocklek/Bredd”, in
the view found in Figure 12b. This control chart differs in some respects
to the previous control chart. Its purpose is to monitor board observations,
and not determine the control limits, hence there is no ability to mark
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observations with the mouse cursor, or in any way change the width of the
control limits. The x-axis is now measured in integer numbers corresponding
to the order of the n = {5, 10, 20, 50, 100} latest observations compared to
the previous control chart that had its x-axis measured in time. Apart from
that, there are now also some superficial changes, like that the observations
now are connected by a black line.

Figure 14: The control limit determination view. Red observations will not
be included if one recalculates the control limits by pressing the button ”Nya
styrgränser”.
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Figure 15: The control limit monitoring view. Red observations are regarded
as being out of control and blue as in control. Note that there is an option
for how many observations that are to be included in the bottom left corner.
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4.3 Simulations

In order to quantify how well the methods discussed in the theory section
will function, a simulation study in R was conducted. This simulation study
is limited to the Phase II setting, that is, when the observations we are
working with are at least in relative control. The three criteria for how
well the methods work are: the consistancy of the control limit estimation
given different amounts of learning data, how fast shifts in the process are
detected, and how robust to non-normality the methods are. To cover all
this, two simulation runs evaluating consistency and detection speed were
done. Each simulation run is done for two different distributions: a normal
distribution, and a compound distribution of two normal distributions with
slightly different mean and variance. The normal distribution is on the form

Yij = µ+ τi + εij (6)

where εij ∼ N (0, σ2) and τi ∼ N (0, σ2
τ ) while the compound distribution is

on the form

Yij = γ(µ+ 0.25 + 0.9 · εij) + (1− γ) · (µ− 0.25 + 1.1 · εij) + τi (7)

with γ being a random number that is either 0 or 1 with equal probabil-
ity. The latter has the physical interpretation of mixing boards of the same
dimensions, but with different sawing settings. It is known that sawing
machines that are adjusted differently can produce boards with slightly dif-
ferent mean. This difference in mean can be so distinct that it is visible in
a histogram, as was the case in a study made by SP about quality control
for boards (Johansson and Wikberg 2009), and may occur when one, for
instance, cannot differentiate if a board is sawn from the left, or right side
of a log. Note that this will be referred to as non-normal data in the results
section later on.

The parameters (for thickness measurements) in the equations above were
through maximum likelihood estimation estimated from the dataset men-
tioned in Section 4.1, and was found to be µ = 37.1 (millimetres), εij ∼
N (0, 0.2342), and τi ∼ N (0, 0.3382). The standard deviation of the mean of

a board is hence by expression (5) the value σȲ =
√

0.2342

6 + 0.3382 ≈ 0.351.

The simulation algorithm for finding how consistent the evaluated methods
are, is the following:
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1. Simulate k = {250, 500, 1000, 2000, 10000} random numbers from a
probability distribution F , and from them calculate the estimated
lower and upper control limits L̂CL and ÛCL. The probability distri-
butions corresponding to F in our study are the maximum likelihood
estimations of the probability distributions found in (6) and (7).

2. Simulate Q = {X1, X2, ..., X1000000} random numbers from the same
random distribution F .

3. Calculate the approximate probability p̂ = P (X < L̂CL or X >

ÛCL), as the fraction of the set Q falling outside the control limits,

and calculate the approximate ARL as ÂRL = 1
p̂ .

4. Repeat this procedure 10000 times and calculate the average and stan-
dard deviation of the acquired sample ÂRL1, ÂRL2, ..., ÂRL10000.

The simulation algorithm for finding how fast shifts from the in-control
process are detected is very much the same as the previous one. The starting
point is somewhat different though:

1. Simulate 1000 random numbers from the in-control probability distri-
bution F as learning data, and calculate L̂CL and ÛCL.

2. Simulate Q = {X1, X2, ..., X1000000} random numbers from an out-
of-control probability distribution F ′. F ′ has the same kind of dis-
tribution as F , but has either its expectation or standard deviation
increased to some extent. The extent of which the parameters of F ′

is increased corresponds to a multiple of the mean standard devia-
tion δσȲ for the expectation, and a multiple of the internal standard
deviation δσ for the variance.

3. Repeat steps 3 and 4 in the previous algorithm.
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5 Results

5.1 Evaluation of charts based on empirical data

Control charts were constructed for the range, ANOVA, AMR, and Kernel
methods using the dataset described in Section 4.1. Plots depicting the
thickness or thickness range as time series together with corresponding con-
trol limits are found in Figures 16 and 17 respectively. The control limits,
and the percentage of observations outside of the control limits are found
in Table 1. As can be seen in both the Table 1 and Figure 16, the average
moving range (AMR) method creates the most narrow limits for thickness
measurements, while the ANOVA method has wider, but still comparable,
control limits. The kernel control chart is much wider than any of the other
two. Looking at Table 1, we see that it is close to the specified significance
of 0.27%, but taking into perspective that all observations might not be rep-
resentative for the process, that result should be interpreted with care. The
charts monitoring variability found in Figure 17 are very different in terms
of width. The range chart rejects 5.2% of all observations while the kernel
chart merely rejects one. As before, one must consider if all observations
really are representative for the process. Note that control charts with sam-
ples containing multiple boards has not been done, as the board have been
measured at irregular time intervals, thus making rational sub-grouping im-
possible.
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Figure 16: The training data plotted together with its thickness control
limits for various methods. The y-axis is measured in millimetres and the
x-axis is simply the time order of the observation.
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Table 1: The control limits (in millimetres) together with the percentage
of observations falling outside of the control limits. If all observations are
in-control, the rejection ratio should be around 0.27%.

Method Control limit Outside control limits

ANOVA ± 1.02 1.9 %
AMR ± 0.74 4.3 %

Kernel mean ± 1.51 0.3 %

Range 1.17 5.2 %
Kernel range 1.93 0.15 %
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Figure 17: The range of the training data plotted together with its range
control limits for a range and kernel chart. The y-axis is measured in mil-
limetres and the x-axis is simply the time order of the observation.
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5.2 Evaluation of simulation study

In Table 2 the impact on the control limit stability of the average runtime
length can be seen. In general, there are rather large ARL-standard de-
viations for almost all methods and sizes of training samples, but there is
indeed a decrease in ARL as the amount of training data increases. Paramet-
ric charts monitoring the mean tend to have reasonable ARL with normally
distributed data, but have increased ARL for the compound normal data
described in Section 4.1, as well as increased standard deviation. The non-
parametric kernel control charts seem to have little or no difference in ARL
mean or standard deviation between normal or non-normal data, but at
the cost of larger standard deviation. The classical range chart has a much
smaller ARL standard deviation than all other charts and also a mean ARL
that is about 140 trials smaller than the expected 370 for the normal case.
Though this may seem strange, the actual ARL of a range chart with a
sample size of 6 is 225 and not the advertised 370, as is shown by Barbosa
et al (2013). The traditional range chart gets smaller ARL than expected
in the compound normal distribution case. Comparing individual control
charts with control charts using subgroups, we notice that they are at the
least equally stable for the normal case, and much more robust for deviations
from normality. Comparing the ANOVA and X-bar charts with a sample
size of 5, we see that they are roughly equal; with maybe a slight advan-
tage towards the ANOVA method. The individual mean chart with the best
performance is the ANOVA chart, which has noticeably better values than
the AMR-chart, and tremendously better performance than the kernel chart.

In Table 3 we find the ARL:s for different control charts with different shifts
in mean. Here we see that the X-bar and ANOVA control charts with sam-
ple size 5 are much more sensitive to shifts in the process mean, regardless
of underlying distribution. As was the case of control limit stability, the two
control charts are about equally good, with maybe a slight advantage for the
ANOVA chart. As for the individual charts, the ANOVA and AMR-chart
are about equally effective at detecting shifts in process mean, while the
kernel chart has somewhat slower detection rate in the normal case. In the
compound normal case, the detection rate is impaired for the ANOVA and
AMR charts, causing the unaffected kernel chart to be the most successful
chart in that setting. In Table 4 we see the ARL:s for range charts with
positive shifts in standard deviations. The classical range chart clearly out-
performs the kernel range chart, however, given its performance in Table 1,
it also has quite low in control ARL for the non-normal case.
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Table 2: The mean and standard deviation of ARL-estimates obtained by
simulation for different amount of learning data. G stands for the number
of boards included in a subgroup. The exact conditions of the simulation
study is found in Section 4.3.

Learning data
(k = # of obs. ) k=250 k=500 k=1000 k=2000 k=10000

Normal ANOVA ARL 407.8 393.2 385.0 381.4 377.7
data (G=1) SD 202.9 130.7 88.4 60.5 26.2

AMR ARL 448.3 412.5 395.4 386.3 380.2
(G=1) SD 311.4 180.8 118.8 80.0 34.2

Kernel mean ARL 374.3 460.7 387.5 382.8 365.6
(G=1) SD 684.8 1232.9 255.8 171.5 68.7

X-bar ARL 397.5 376.0 372.7 370.1 366.6
(G=5) SD 239.6 143.9 98.2 67.0 29.4

ANOVA ARL 391.2 373.2 372.6 369.3 366.4
(G=5) SD 232.7 140.3 98.1 67.4 29.4

Range chart ARL 235.8 231.4 228.8 227.4 225.4
(G=1) SD 70.2 48.6 33.9 24.1 11.0

Kernel range ARL 514.7 514.5 418.3 402.0 370.3
(G=1) SD 1151.4 785.5 274.6 171.9 68.8

Non-normal ANOVA ARL 741.2 697.1 680.8 671.9 665.3
data (G=1) SD 417.4 260.0 178.5 121.9 53.1

AMR ARL 913.1 794.0 753.0 730.1 714.4
(G=1) SD 782.0 432.1 271.6 177.8 76.8

Kernel mean ARL 399.6 442.0 386.4 374.6 357.5
(G=1) SD 585.0 544.0 246.7 157.4 65.5

X-bar ARL 498.8 469.9 454.1 452.1 448.4
(G=5) SD 313.4 188.5 124.9 85.2 36.6

ANOVA ARL 488.3 465.9 452.4 450.4 448.2
(G=5) SD 300.0 188.5 122.7 85.1 36.8

Range chart ARL 138.2 135.9 134.8 134.5 134.0
(G=1) SD 33.2 22.6 15.6 11.1 4.8

Kernel range ARL 481.1 484.6 397.7 375.5 343.9
(G=1) SD 1012.9 555.2 247.1 159.8 65.3
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Table 3: The mean of ARL-estimates obtained by simulation for different
out-of-control shifts in expectation. The amount of learning data was set to
1000 observations. The mean shifts in millimetres are as follows: 0.18, 0.35,
0.53, 0.70, 0.88, 1.05. For exact conditions of the simulation, see Section
4.3.

Location change
(∆µ = δσȲ ) 0.5 1 1.5 2 2.5 3

Normal ANOVA 158.4 44.3 15.2 6.3 3.3 2.0
data AMR 161.6 45.0 15.3 6.4 3.3 2.0

Kernel mean 191.1 52.9 17.2 6.9 3.4 2.1
X-bar (G=5) 34.6 4.6 1.6 1.1 1 1
ANOVA (G=5) 34.6 4.6 1.6 1.1 1 1

Non-normal ANOVA 282.0 79.8 27.6 11.5 5.8 3.4
data AMR 305.2 85.5 29.1 12.0 6.0 3.5

Kernel mean 213.0 66.7 22.8 9.8 5.0 3.0
X-bar (G=5) 57.7 8.6 2.6 1.4 1.1 1
ANOVA (G=5) 57.5 8.6 2.6 1.4 1.1 1

Table 4: The mean of ARL-estimates obtained by simulation for different
out-of-control shifts in standard deviation. The amount of learning data was
set to 1000 observations. The standard deviation shifts in millimetres are
as follows: 0.047, 0.094, 0.140, 0.187, 0.234, 0.281. For exact conditions of
the simulation, see Section 4.3.

Std. change
(∆σ = δσ) 0.2 0.4 0.6 0.8 1.0 1.2

Normal Range chart 63.1 25.0 12.6 7.5 5.0 3.7
data Kernel range 165.2 59.3 25.5 13.3 8.1 5.5

Non-normal Range chart 25.9 9.1 4.6 2.9 2.1 1.7
data Kernel range 96.0 24.1 9.4 5.0 3.2 2.4
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6 Discussion

6.1 Chart evaluation

Comparing the individual charts with the control charts with a subsample
size of five, we can see that the group charts are vastly superior both in
terms of sensitivity, and robustness to non-normality. One could however
argue that the detection speed comparison is not fair as the group charts
get five boards to learn from, while the individual ones only get one. The
alarm rate would be quite even between the group and individual charts if
the individual charts did five consecutive measurements in a row. That said,
the individual charts would then also have a five times as high false alarm
rate, as well as being more sensitive to non-normality.

The clear winner of the simulation study among the individual charts was
the ANOVA method, having both the most consistent control limits in terms
of ARL, and the fastest detection speed. The reason for this is probably that
it partitions the mean variance estimation into a within-board and between-
board variance. Unlike the ANOVA chart, the other two charts never use
individual measurements in their control limit estimation. Instead they look
only at the mean of all measurements specific to a board, and that might
lead to a loss of information. The ANOVA chart seems however to create
too wide control limits when faced with empirical data. Given that there
are some out of control observations in the empirical data, this indicates
that the ANOVA method is slightly worse than the AMR-chart in a Phase
I setting.

The traditional range chart proved to be quite effective and seemed to
give reasonable results for both simulated and empirical data while its non-
parametric counterpart, the kernel range chart, had much worse performance
both in terms of out-of-control ARL, and especially control limit estimation
consistency. The fact that kernel charts require more data is not enough to
explain the huge difference. An even more important reason for the better
performance of the traditional range chart is that it actually handles data
with a subgroup size of six, while the kernel range chart has a subgroup size
of one. Though both methods start from the same point, namely m boards
each consisting of a sub-sample of n measurements, their estimation tech-
niques are very different. The traditional range chart essentially (under the
assumption of normality) relates the range of a subgroup of n observations
to the standard deviation of a subgroup of n observations and then pool all
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m estimates together. The kernel range chart cannot in the same way relate
the range to the standard deviation. Instead it has to see the range as an
ordinary random variable, and estimate the control limits through the m
resulting statistics in the same way it would do for the board means.

The obvious losers in this study were the non-parametric kernel control
charts. They neither performed well with empirical or simulated data, and
seem to require more learning observations than is likely to be provided in
this application. Nevertheless, the empirical evaluation was a bit unfair in
terms of performance evaluation, since the kernel charts are strictly made
for Phase II applications. There may also been some flaws in the simu-
lation study for determining the ARL. For the most part, the simulated
ARL:s were quite reasonable and conforming, but there often were a few
ARL:s that were extremely high; on a order of magnitude of several tens of
thousands. This might be caused by too few observations when calculating
the probability of an observation falling outside the control limits. Maybe
1000000 observations would be more appropriate than the 100000 now used,
although that would be enormously time consuming for an R-script as the
existing one already was very time consuming.

6.2 Choice of implementation

Ultimately, the choice of SPC method for mean shift detection fell on the
average moving range chart. Despite that the ANOVA chart did have bet-
ter results in the simulation study, the average moving range charts showed
better performance in the empirical evaluation. The empirical evaluation
should bear the most weight, since the use of real data arguably is the most
realistic representation of how the charts will behave in practice.

Of course, the control status of the empirical observations cannot be known
with certainty, and it is thus not certain that the AMR method really out-
performed the ANOVA method. It is nevertheless my interpretation that a
qualitative analysis of Figure 16 indicates a presence of out of control ob-
servations representative to what the AMR chart shows. While I do see the
possibility that board measurements have naturally occurring outliers due
to some inhomogeneity at some point at a board, I find it unlikely that a
mean of six board measurements would have many natural outliers.

That the AMR-chart seems to work well for the empirical data indicate two
things; that the model is well-suited for the empirical data, and that it is
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also reasonable during Phase I. Another thing that point in favour for the
AMR chart is that it does not make the assumption that the board mea-
surements had equal dependence between each other as the ANOVA chart
does, and that the normality assumption is at least partly in check due to
the averaging of the board-specific measurements.

The choice for checking variability fell on the traditional range chart. This
was in great part an easy choice because of the lack of any real competition.
The kernel chart as mentioned before require a lot of training data, and is
exclusive for Phase II. An S-bar chart is not as good a choice either since
the sample sizes are small (i.e. 3 or 6 measurements), as well being less
intuitive for the sawmill operators. Non-parametric order based alternatives
for monitoring variability were also to be avoided due to the fact that the
observations in that case have no clear physical interpretation.

6.3 Implementation considerations

When a sawmill constructs control charts, and their corresponding limits,
its management needs to make a choice regarding which kind of data the
control limits should be based on. One can basically assume two different
positions. The sawmill can either use pre-existing historical data, or take
new measurements over a sustained period of time9 and use them as train-
ing data. Both strategies have distinct advantages and disadvantages. For
instance, a considerable advantage if one bases the control limits on observa-
tions all obtained at the same time, is that it is easier to make sure that the
process is behaving the way it is supposed to. Using historical data on the
other hand, is far less time consuming, and might capture some variations
that only are visible over a longer time span. This can include that the saws
are adjusted a bit differently at the start of every sawing session, or that
there is a difference in performance between sawmill employees. It is also
likely that measurements will vary differently depending on which material
is sawn. Spruce is for instance known to have slightly different properties
than pine.

This discussion also consists of an economic aspect of how much one is will-
ing to spend on the training data, and the question of which kinds of errors
in the SPC model that are most tolerable. Control limits based on his-
torical data will most likely be wider than those based on specific training

9One would collect about 100-300 measurements, which would take about one day of
work.
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data. Hence, control limits from historical data are less likely to mistake
an in-control observation with an out-of-control one, but also more likely to
accept an out-of-control observation than control limits based on training
data specifically collected for determining said control limits.

The choice of which training data to use is perhaps dependent on the sit-
uation of the sawmill, and in the ideal case one could simply collect mea-
surements for such a long time that both advantages would be present. In
practice however, I would firmly advocate the use of previously stored data.
It is far less time consuming, and might account for variance that might
otherwise cause trouble later on. That the control limits become to wide
is in my opinion the lesser concern, since we can use run rules like those
mentioned in Section 3.2.5 to increase the sensitivity of the control chart.

6.4 Limitations and error sources

A limitation in the simulation study was the fact that it did not cover the
Phase II setting. The evaluation based on empirical data most likely gave
a small hint of the Phase I proficiency, but not to a great extent. To really
appreciate how well the methods work when some observations are out-of-
control, one needs to know for certain which observations are unrepresenta-
tive, and that is only true for simulated data. I would suggest a simulation
study similar to that of Wei et al. (2015) where one would look at the
probability that at least one of the observations from the learning data falls
outside the constructed control limits. This would be done for three out-
of-control behaviours: some isolated outlying observations, a sudden shift
in the process, and a gradual shift in the process. Coincidently, the AMR-
chart was one of the charts that were evaluated by the simulation study
made by Wei et al. along with a number of non-parametric charts. They
found that the AMR-chart had rather mediocre Phase I performance, albeit
relatively versatile in terms of the three different out-of-control behaviours.
In a similar simulation study, Lanhede (2015) found that X-bar charts with
large subgroups had tolerable performance for normal data experiencing a
sudden process shift, and very good performance for a single outlying obser-
vation. The size of the subgroups would be a trade-off between the number
of observations plotted in the chart in this application, due to the scarcity
of measurements.

Something that also could have been interesting to see is how the control
charts would have reacted to shifts in both expectation and standard devi-
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ation at the same time. This would have been interesting because out of
control behaviour often affect both parameters.

Another limitation is that the case of a normal-like probability distribution
with long tails has not been included in the simulation study. I believe
this to be important to investigate, since the quantile-quantile plots in this
study on occasion had such tendencies, especially the thickness measure-
ments from a single arbour saw configuration (see Figure 9). While that
does not cause any problems for the kernel charts, a simulation study by
Vermaat et al. (2003) shows that the in-control ARL of the AMR-chart is
reduced to about 60 for a Student t4 distribution, and about 55 for a Laplace
distribution. Regrettably there is no information available for the in-control
ARL reduction of the ANOVA chart. As for the X-bar control charts with
a subgroup size of 5, a simulation study made by Lanhede (2015), indicated
that the in control ARL of the expectation control chart was reduced by
almost a factor of 3 when applied on data following the Laplace distribution
instead of a normal distribution. The S-bar standard deviation chart had
its ARL reduced to the extent that it no longer was in any shape to monitor
variability for Laplace distributed data.

It is also worthwhile to think about the physical interpretation of the long
tails for the thickness measurements, when using a single arbour saw config-
uration. Long tails can arise when the sampling distribution is a compound
of multiple normal distributions with different standard deviations. This
explanation fits in nicely as the thickness measurements corresponding to
small widths would have smaller standard deviations, and measurements
with larger width would have larger standard deviations. If one were to
construct control limits for this constellation, one would might get in a sit-
uation where the control limits would become too wide for measurements
with small width and too thin for measurements with large width - even
when the process is in-control. Therefore it might be more appropriate for
the single arbour saw lines to create thickness measurement control limits
in other ways, like for instance to create control charts for boards with both
dimensions specified. Another interesting approach would be to base the
thickness control limits on all thickness residuals for different width sizes.
As a concluding remark on this particular discussion, I would like to add
that we do not yet know if the problem described here is noticeable in prac-
tice, since the system has not been used by the sawmills yet. Should the
system perform poorly for single arbour saw lines however, we now have a
good idea of what might be wrong.
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6.5 Expected profitability of the system

In this section, we continue the discussion in the intro section about the
profit of investing in a SPC system for sawmills (Section 2.2.1), and extend
the discussion to this implementation in particular. It is rather hard to esti-
mate how big the financial gain will be for this system. Hence, an estimated
Figure in terms of tangible money corresponding to the pay-off of this sys-
tem, will be very uncertain. Such a Figure is nevertheless very important
to address, as it quantifies the return of investing in the new SPC system.

There are two effects of the system that cause sawmills to increase profits.
The first one being a reduction in standard deviation by using the SPC sys-
tem. A lower standard deviation means that the saw line can saw boards
closer to the nominal value. This results in that thinner logs can be sawn for
the same board dimensions which effectively increases the output volume of
sawn boards.

The second financial gain of the system is increased process awareness. The
sawmills working with SP have not made any thorough analysis on what
their process variability is, and it is very possible that they have made ad-
justments for the saws that are not ideal. If adjustments are not ideal,
dimensions are either too small or too large in relation to the nominal value.
If dimensions are too large, they can be decreased without risk of exceeding
tolerance limits, which results in less waste. If dimensions are too small, a
correction to saw dimensions further away from the nominal value will result
in fewer costly customer complaints and hopefully also increased credibility
among buyers. While the cost of having too small dimensions is harder to
estimate, correction of both types of misadjustments will result in increase
in profit.

To get a rough idea of the increase in profits, we will look at some aspects of
the process improvement caused by the SPC system that are relatively easy
to relate to money. Let us assume that the standard deviation is decreased
with about 0.01 to 0.1 millimetres. That should be quite reasonable values,
given the that the encountered standard deviations were about 0.2 to 0.4
depending on saw configuration. Assume additionally that the sawmill pre-
viously had an incorrect process awareness and made dimensions excessively
large with about 0 to 0.1 millimetres. We would then have that the green
measurements at the least could be decreased by 0.01 · 3 = 0.03 mm, and at
the most as much as 0.1 · 3 + 0.1 = 0.4 mm. Note that the factor of three
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stems from the three sigma control limits. According to simulation stud-
ies made by Grönlund (1992, p. 59), a decrease in green measurements by
1 millimetre translates into an increase in output by 1.6 percentage point.
Assuming a yearly production output of 100.000 cubic meters sawn boards,
and a 50% raw material conversion, the additional saw line output per year
thanks to the green measurement reduction would become

Minimal output =
1

0.50
· 100000 · 0.016 · 0.03 = 96m3

Maximal output =
1

0.50
· 100000 · 0.016 · 0.4 = 1280m3.

This would in turn, given the price of timber of 1850 kr/m3 (Lundmark and
Söderholm 2004), lead to the following span of yearly profits

Minimal profit = 96 · 1850 = 177.600 kr

Maximal profit = 1280 · 1850 = 2.368.000 kr.

These results show that it indeed is profitable to reduce variations in boards,
even when the reduction of the standard deviation is small.

6.6 Further research

It could be useful to consider other types of control charts based on, for
instance, T 2, Mann-Whitney or Cramer-von-Mieses statistics. If some of
these charts proved to be much more capable at detecting process changes,
it might be worth the cost of doing some fundamental changes to the system.
There should for that matter also be a survey done on how much time and
resources sawmills are prepared to spend on SPC for board measurements,
so that the control charts do not become too advanced and hard to interpret.

Although this is very specific to this application, it would be of interest to
investigate if there is a great difference between using historical data, or
data collected continuously over a brief period of time in the sole purpose
of finding the control limits. It would first of all be good to empirically vali-
date (and quantify) my claim that control limits based on historical data are
wider, and secondly validate (when possible) if one method provides more
reasonable control limits than the other.

Something of great interest to the sawmills is the ability to quickly detect
conic sawing, that is, when boards have a wedge-like form defect. While
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this can be detected with a range chart, an alarm from such a chart would
not be exclusive to conic sawing. A chart specialized on detecting conic
sawing could avoid that problem, and might also be more sensitive to such
defects because of its specialization. Staudhammer (2004) found that the
average profile difference between the lower and the upper edge of a board
was quite effective at detecting conic sawing in thickness measurements. It
would be interesting to try that method in this application. The effective-
ness of such a chart is bound to be less effective than the one Staudhammer
tried though, as we would only have three measurements to determine each
profile, while Staudhammer had virtually a continuous profile estimation
obtained by laser measurements. Even though that fact is discouraging, it
would nonetheless be of interest to see how well it performs, and if nothing
else, to exclude the possibility of such a chart.

This is well beyond the scope of this work, but it would be exceptionally
interesting to focus future research and development on SPC for automat-
ically measured boards. The perhaps most limiting factor when working
with SPC for the sawmill industry, is that manual measurements are very
time consuming and expensive. This not only make the statistical analy-
sis less powerful, but also reduces the profits and attractiveness of SPC for
sawmills. Automated laser measurements would eliminate that issue com-
pletely. What makes this line of research even more intriguing is that most
sawmills already have laser measurement equipment installed, but for other
purposes than SPC. Attempts to implement SPC with automatic measure-
ments have been made before, but I have not been able to find any successful
documentation of this. Nor have I been able to find any attempts to im-
plement the SPC techniques for real time laser measurements proposed by
Staudhammer (2004). It would be very interesting to see an implementation
attempt on those techniques, or perhaps a more thorough literature study
on the subject, which could serve as an overview of everything that has been
going on in the area of SPC for automatic board measurements.
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A Appendix

A.1 Outlier removal algorithm

Whenever outliers have been removed, the algorithm proposed by Leys et
al. (2013) has been used, which can be found below:

Outlier =

{
xi

∣∣∣∣ |xi −M |MAD
> 3

}
where xi is the i:th observation, M is the median, and MAD is the median
absolute deviation for the normal distribution defined as 1.4826·median(|xi−
M |).

A.2 Additional descriptive statistics
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Figure 18: Quantile-quantile plots for board thickness measurements when
outliers beyond three mean absolute deviations are removed. The y-axis
corresponds to the sample quantiles and x-axis correspond to the theoret-
ical quantiles of the standard normal distribution. Sub-plots a, b, and c
corresponds to the cases described above in the method section.
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Figure 19: Quantile-quantile plots for board width measurements when out-
liers beyond three mean absolute deviations are removed. The y-axis cor-
responds to the sample quantiles and x-axis correspond to the theoretical
quantiles of the standard normal distribution. Sub-plots a, b, and c corre-
sponds to the cases described above in the method section.
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Figure 20: A quantile quantile plot of board width measurements for a dou-
ble arbour saw configuration with a target green value of 133.4 millimetres
together with a single arbour saw ditto with green value of 141.5 millime-
tres. There is a peculiar bulge in the single saw plot, not only for this width
in particular, but for most widths recorded. This is most strange and as
of yet, no simple explanation has been found. Technically, single or double
arbour saws should be of little consequence, since the width of the boards
are determined by other kind of saws earlier in the saw line. It is hence
possible that we here see some other difference between the sawmills that
we simply do not have any information about.
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A.3 Technical details about the SPC implementation

This SPC implementation is an expansion of a pre-existing program pro-
grammed in the C# language with help of the Visual Studio 2010 environ-
ment. All data about the board measurements were stored in a database
handled by Microsoft SQL server. The implementation as such, can be
divided into two parts:

• A SQL query part that finds the relevant measurements, and calculates
the control limits.

• A Windows form application part that visualizes the observations and
control limits with help of the TeeChart charting library made by
Steema Software.

As of yet, only the AMR-chart has been implemented and fit for active use.
The range chart is not fully completed due to lack of time. It will however
be implemented at a later stage sometime. The ”R̊am̊attkontroll”-program
runs on Windows 7, and is used on both PC:s and the FOX-81D indus-
trial touch screen computer when serving as an interface for measurement
operators.
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A.4 ARL:s for different run rules

In Table 5 we have a Table of the average run time length for different
run rules. The run rules are denoted as R with a subscripted number cor-
responding to which run rules have been combined with each other. The
different run rules are:

1. One or more points beyond the three sigma limit.

2. Two of three consecutive points beyond the two sigma limit.

3. Four of five consecutive points beyond the one sigma limit.

4. A run of eight consecutive points on one side of the center limit.

For a deeper discussion; see the work made by Champ and Woodall (1987).

Table 5: The ARL-estimates for different run rules for a standard normal
distribution where ∆µ denote the offset of the mean of the out of control
distribution .

∆µ R1 R12 R13 R14 R123 R124 R134 R1234

0 370.40 225.44 166.05 152.73 132.89 122.05 105.78 91.75
0.2 308.43 177.56 120.70 110.52 97.86 89.14 76.01 66.80
0.4 200.08 104.46 63.88 59.76 52.93 48.71 40.95 36.61
0.6 119.67 57.92 33.99 33.64 28.70 27.49 23.15 20.90
0.8 71.55 33.12 19.78 21.07 16.93 17.14 14.62 13.25
1.0 43.89 20.01 12.66 14.58 10.95 11.73 10.19 9.22
1.2 27.82 12.81 8.84 10.90 7.68 8.61 7.66 6.89
1.4 18.25 8.69 6.62 8.60 5.76 6.63 6.08 5.41
1.6 12.38 6.21 5.24 7.03 4.54 5.27 5.01 4.41
1.8 8.69 4.66 4.33 5.85 3.73 4.27 4.24 3.68
2.0 6.30 3.65 3.68 4.89 3.14 3.50 3.65 3.13
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