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Abstract

In an increasingly populated area of mobile applications craving a user’s
attention it is of increasing importance to engage the user through a
personalized user experience. This includes delivering content which
the user is likely to enjoy as well as showcasing that content in a way
such that the user is likely to interact with it.

This thesis details the exploration of personalizing the content density
of articles in the popular mobile application Flipboard. We use past
user behavior to power classification of content density preference using
random forests. Our results indicate that a personalized presentation
of content does increase the overall engagement of Flipboard’s users
however the error rate is current too high for the classifier to be useful.
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1 Exploring Personalizing Content Density
Preference from User Behavior

1.1 Introduction

Personalizing the content which is presented to users of internet connected applications is
a well-explored subject [23, 16]. But users also have strong preference about the design,
format, and user interface of the applications they use. Can a user’s behavior provide an
indication as to what content density they prefer while using Flipboard? And by using this
indication can we increase core business metrics to a greater degree than providing all users
with the same content density. In this thesis we explore these questions.

Flipboard is a social news aggregation and curation service with over 70 million monthly
active users spread across Android, iOS, and Web platforms1. Users of Flipboard expect a
very personalized and polished experience where they can read and discover articles about
things they are interested in.

We think a natural evolution of personalization is to not only personalize the content but
also how the content is presented and consumed. This thesis covers the work we have done
on exploring the potential of using usage data collected from Flipboard’s users to identify
groups of users who might increase their engagement with Flipboard if their content was
presented at a higher density.

Choosing to use content density as the way we personalize a design in this thesis was done
mostly because altering the density does not stray too far from Flipboard’s current design
while still having a fairly large impact. Larger design changes might have had a larger effect
on the users but would also have introduced many more variables making any effects harder
to measure. Density is also a factor which needed minimal changes to the implementation
of the application allowing us to quickly start testing the hypothesis instead of spending
months implementing alternative designs.

The hypotheses is that the users of Flipboard do not all interact with Flipboard in the same
way and giving all these users the same design is not the most optimal in terms of user
engagement. We think that there exists a significant amount of users who prefer to read
their news on Flipboard at a higher density then what is currently presented to them. We
think that there exists a correlation between how users use Flipboard and whether or not
they would prefer to read their news at a higher density.

The motivation for this work is to increase the overall user engagement with Flipboard. We
think that delivering a tailored experience to Flipboard’s users will increase their enjoyment
with the product which should lead to higher engagement. Flipboard Currently delivers the
same design to all their users which means that when they improve the user experience for

1https://flipboard.com
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most of their users there is a risk that the experience for a minority of their users becomes
worse. If this minority is of a significant size this will harm their goal of providing a great
reading experience for everyone. By targeting specific user experiences to different user
groups they would be able to make the experience better for all their users instead of just
the majority. The more users who have a great experience the more engaged users they
will have. Most services already have analytics data on how their users use their service.
However, this data is usually only used to optimize the overall design. We think that once
a service reaches enough users a generalized design is not good enough. We think that by
using the usage data that Flipboard already has we can optimize the design on a per user
basis to fit the way that each individual person uses Flipboard.

There are currently multiple implementations of personalizing user interfaces but not in the
way we are proposing. Many of the currently used implementations do not make use of
usage event data but instead only adapts to the current context. One example of this is the
Google search engine. On the search results page at the very top is a menu which allows the
user to choose the type of results they want to receive, this includes web, image, news, map,
and video results among others. When searching for a term commonly associated with an
image the order of the items in the menu on top will place the image results menu button to
the left of the other options (excluding web results which is always to the far left). Similarly
when searching for a location the menu item for map results will appear where the image
menu item appeared for the previous search. This approach will tailor the experience to the
current user but will not base it off of what results the user has previously wanted to view
for that search term.

In this thesis we have gathered usage event data from users of Flipboard and used that data
to train machine learning models to classify whether or not a user would prefer to view their
content at a higher density. Before starting the classification task we tried clustering the data
and performing a multitude of visualizations of the data to try to see any patterns that tied
user behavior to a certain content density preference. Furthermore we explore performing
the same classification task but with the user’s interests as training data instead of their
usage behavior.

1.2 Outline

This thesis covers the work done in exploring the use of past user behavior to predict a user’s
preference for a certain density. In Chapter 2 we start by introducing the reader to some
background information on Flipboard, the company which has allowed us to perform this
research on their user base. We also cover background information around specific terms
and metrics heavily used in this thesis. In this chapter we cover the necessary knowledge of
algorithms which we have used to perform the analysis of the data collected. We continue
in Chapter 3 by describing how we have collected the data used to perform the analysis.
We also describe how we chose what features to look at as well as how to analyze those
features. We also describe how we validated the results. In Chapter 4 we present the results
of the tests we described in Chapter 3. We present graphs and numerical data describing the
results of the clustering and classification tasks performed. Lastly we discuss the results of
this research in Chapter 5. We discuss how there results have affected the research in this
field. We also bring up limitations of the data collection and analysis, aspects of the work
we have performed which could have been improved, as well as aspects which we did not
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cover in this thesis which we would like to see covered in future work.
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2 Background

This chapter covers information vital to understanding the rest of the thesis. We start by
introducing Flipboard. We cover what problems Flipboard set out to solve and how they
currently solve those problems. We also relate Flipboard’s mission to the work performed
in this thesis. Following this we explain some key terms used throughout the thesis, mainly
engagement and personalization. Thereafter we explain the algorithms used during the
course of this thesis. We give a high level explanation of the important algorithms and
provide references for those wishing to gain a deeper understanding. We also touch on how
we make use of the algorithms although most of the details regarding how we use them are
discussed in Chapter 3.

2.1 Flipboard

Flipboard launched in 2010 in Palo Alto, California with the goal of creating a personalized
magazine formatted for the digital era. Something which was true at the time and still is
true to this day is that magazine and news content published on the web loses a lot of its
ability to capture the reader. Full bleed layouts with large beautiful imagery which readers
were accustomed to from print did not exist on the digital platform. Online sources for
articles have the problem of being surrounded by all kinds of menus and chrome, both
from the operating system as well as the web browser they are displayed in. The space for
the article’s content is further diminished by the navigational menus of the website which
houses the article as well as banner advertisements which are prevalent on many such web
pages. After these have taken their space the article itself remains with only a fraction of
the space to display its text and any imagery Figure 1.

Flipboard set out to change the online magazine landscape by looking at print and adapting it
to a digital platform while keeping a lot of the things that make print magazines so great, the
large imagery, the incredible typography, and the beautiful full-page advertisements from
brands which the readers respect. This resulted in the first Flipboard product which was
Flipboard for the iPad. The iPad had just recently been released and was an ideal platform
to solve this problem on as it did not have any of the operating system or browser menus
and chrome described earlier. Flipboard has since taken this idea and expanded it to other
platforms and other form factors while keeping to its core goals. Flipboard wants users to
have a great, beautiful, personalized reading experience. Flipboard now has over 70 million
monthly active users reading and discussing articles.

With this background on Flipboard it should be clear as to why we chose them to conduct
this research at. We have research the ability to personalize the way Flipboard presents its
content to its users. With this ability Flipboard could come closer to its goals of delivering
a truly personalized reading experience. One that personalizes not only what the users read
but also how they read it.
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Figure 1: Illustration of what amount of space is left for actual web content.

2.2 Engagement

Engagement is a measure of how much or how well a user interacts with a product or service.
So what does engagement measure? Engagement as a concept is not tied to any one metric
in particular. Services often have multiple definitions of engagement within the company to
describe different aspects of how users use the service. The definition of engagement must
instead be defined individually by each service. A reason for this is that every service values
some metrics differently compared to other services. One service’s measure of Engagement
may include the number of visits the user makes per months but for another service that is
highly irrelevant as the service is not meant to be used more than once a month, thus a better
metric to use for that service is perhaps the number of consecutive months which the user
has used the service. Because of this we can not compare the engagement numbers between
different services as they can represent widely different things. The metric used to measure
the engagement of users is based on business goals. For this reason it is important that
engagement is unique to each service so it best describes how users are using the service
and how well the service is doing. It is also important to always keep the definition of
engagement up to date with the most recent business goals and product changes to make
sure it best reflects the current state of the business.

Engagement is measured by a mix of things at Flipboard. Some metrics which are taken
into account when measuring engagement are the number of days per month a user returns
to the service, the number of articles the user reads, the amount of time the user spends on
the service, as well as the number of social actions the user performs. There are currently
three social actions a user of Flipboard can perform. The user can like an item, this is similar
to the more well known identically named action on the social networking site Facebook.
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Liking an item provides other users with an indication that the user preferred this article
over other articles they did not perform a like action on. The user can also choose to share
an item, sharing an item is often times used to tell a friend or a group of friends on a social
network outside of Flipboard about an article which was read inside of Flipboard. The final
social action a user of Flipboard can perform is flipping an item. Flipping an item is the
process of saving an item in a personally curated magazine. This saves the item to be easy
to find at a later time as well as lets other users see what the user performing the flipping
action finds interesting within certain topics.

2.3 Personalization

Personalization is presenting different pieces of information to different users depending
on what their preferences are. Personalization can be as simple as letting users pick the
background image of their profile on a social networking site or as complex only showcasing
movies which the user has a large probability of enjoying on a movie subscription service.
In both cases each user will see different content when they visit the site, content which in
some way reflects their own preferences. In the former example the user explicitly states this
preference which is a simple and safe way to implement personalization within a product.
This typically referred to as customization. However this way of performing personalization
is not always possible as in the case of movie recommendations. Given that the goal of
the personalization of a movie subscription service is to provide good recommendations
of movies that the user has not seen before they cannot adopt the strategy of letting the
users personalize it themselves as that would defeat the purpose of the recommendations.
We are more interested in the later example of personalization where personalization is
not performed by the user but by the service itself. In the case of recommendations it is
common to employ collaborative filtering techniques to automatically present users with
movie recommendations with the help of information gathered from others users of the
service on what movies they found interesting. Yehuda Koren covers some techniques for
performing such recommendations using movie recommendations as an example [13].

Personalization has been an increasingly researched topic the past decade and has seen
many applications. Most consumer facing software companies today employ some form of
machine learning algorithms to personalize the content they present to their users. There are
many examples of content personalization in products used by millions of users every day.
Facebook tries to present stories in a user’s home feed which they think the user will engage
with the most [23]. Amazon will suggest product to users which they think the user is
most likely to purchase based off of their purchase history [16]. Flipboard will recommend
articles to users based on what articles they have previously found interesting to ensure that
they are caught up on the topics most important to them.

The benefits of performing personalization of a service are many [16]. As mentioned ear-
lier Amazon will use personalization techniques to make the purchasing experience tailored
as closely as possible to the current user. It does not require much imagination to realize
that a user who recently became a parent is much more likely to purchase products such as
pacifiers and diapers than a user who is not currently in a relationship. With the ability to
perform these recommendations Amazon can greatly increase the average amount of items
purchased by its users and in that way generate more revenue. Online retailers like Ama-
zon are not the only companies which have a lot to gain from personalization techniques.
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Another common example are web based companies which gain a majority of their revenue
from showing advertisements. Revenue is gained from advertisements either when the ad-
vertisement is shown to the user or when the user performs an action such as clicking on
the advertisement. By using personalization techniques to choose which advertisements to
show to what users companies can greatly increase the probability of the users stopping to
look at or performing an action on the advertisement. This in turn increases the revenue of
the company. Both Twitter and Facebook are examples of companies which employ these
techniques for advertisement.

A common example of content personalization is Netflix. Netflix is an online subscription
service which lets its users watch movies and TV-series online. With an almost endless
catalog of media it is crucial that Netflix recommend the correct items to its users. Without
proper recommendations users would spend their time wading through items they have no
interest in which would eventually lead to them unsubscribing from the service. Ensuring
that the users are presented first and foremost with items that they have a higher probability
of enjoying increases the probability that they will enjoy the service as a whole and con-
tinue with their subscription. In 2006 Netflix launched a competition in the field of content
personalization and recommendation called The Netflix Prize1. They announced that they
would be handing out a 1,000,000$ prize to the person or group of people who were able to
improve the quality of recommendation on Netflix by 10%. It took three years for anyone
to claim the prize [14]. During these three years the field saw amazing efforts and substan-
tial improvement to so-called collaborative filtering algorithms. Collaborative filtering is
the process of inferring user preference based on the user’s past behavior as well as similar
behavior observed from other users. Today most recommendation systems are built on top
of the research that came out of the Netflix prize. The algorithms used to win the prize have
been improved upon since 2009 but the core of the algorithms used then are still being used
today.

When it comes to personalization most research has been conducted around personalization
of content and not personalization of design or presentation which is this thesis’ main focus.
One can however look at the large gains many of today largest software companies have
seen in adopting more and more content personalization techniques and posit that correctly
personalizing the presentation should also yield positive effects. While these effects may
be harder to recognize as they do not have as much of a direct affect on the experience as
altering the content some positive effect should noticeable given that the correct variables
are investigated.

2.4 A/B Testing

A/B testing is a technique used by many services to get better insight into what their users
want and how they will respond to certain changes [12, 11]. A/B testing gets its name from
the simplest form of A/B testing where there are only two groups, group A and group B. In
this simple case group A is the control group and group B is the treatment group. A control
group is a group which is not altered during test. This group represents the unchanged state.
The treatment group is the group which receives a change. This is the group which the actual
test is performed on. Control groups are necessary to see if a change had any significant

1http://www.netflixprize.com
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effect. A simple example is an online retailer which runs a test over Christmas. The test they
run changes the color of the button users press to perform a purchase. If the online retailer
had not had a control group during this test they would with high likelihood see a drastic
increase of sales during the holiday period which is when this imaginary experiment took
place. The online retailer might have made the mistake to attribute this increase in sales to
the color of the button when in fact the increase in sales should have been attributed to the
holiday season. With a control group this would not have been an issue. The control group
would have increased similarly to the treatment group. The retailer could have then used the
control group to normalize the change in the treatment group and in that way observe the
actual effect which could be attributed to the change of color. So by using a control group
we reduce the probability that unconsidered variables skew the results of the experiment. A
reason for having a control group and not just observing the rest of the population is that
there can be hundreds of there experiments running simultaneously. Locking a segment
of the user base to act as a control group for a certain experiment ensures that no other
experiment tarnishes the results of the first experiment.

Most services run A/B tests with more a complex setup then the previously mentioned
setup with only one control group and one treatment group. It is common to test multiple
different treatments when running an experiment. We can revisit the example of the color of
the purchase button. Instead of testing just one alteration of the color the retailer might want
test several different colors to observe which color ends up providing the highest increase
of sales. It is also important to include a second control group. Having two control groups
might not have apparent benefits but it significantly increases the reliability of the data
obtained from the experiment. With two control groups it is possible to be certain that a
large enough set of users have been included in the experiment. Because the two control
groups are sampled from identical distributions they should also perform equally well given
that the sample size is large enough. With this we can constantly monitor that the two
control groups are converging to know that we are including enough users in the test as well
as know when we are able to end the test with reliable results. Having two control groups
also gives us a good measure of the natural variance between the groups which can help
us identify if there is any statistically significantly difference between the treatment groups
and the control groups.

There are a wide variety of variables to consider when running an A/B test. We have to make
sure that as few of these variables as possible interfere with the treatment we actually want
to test. One such variable to consider is the size of the groups. They must be fairly similar
for us to obtain a valid result. Not only do the sizes of the groups need to be near identical
but the users in each group have to be sampled from the same distribution. A common
mistake that leads to invalid results is to choose each user’s group based on something non-
random such as their location in the world or when they visited the service last. Having a
proper random hashing function and bucketing users based on this hash solves the issue.
Another variable to consider is during what time period the test is run. Certain users only
use the service during certain days of the month or week. An example of this is a service
which is used to pay the rent on your apartment. Rent is usually due during a similar period
of the month for most people. Thus running an A/B test on any time frame which is less
than a month could result in data which is highly skewed to a certain set of users. Another
example of this can be found in Flipboard where there are users who read Flipboard during
their commute to work but barely touch the service during the weekend. The opposite user
also exists who does a lot of catching up on news during the weekend but rarely using the
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service during the rest of the week. It is important to try to observe these cycles before
choosing the time to run an experiment. The length of one of these cycles is dependent
on the service but one should almost never run a test for less than one week. If you have
observed a longer cycle in your service make sure to run the test a multiple of that length to
get as reliable results as possible.

2.5 Dimensionality Reduction

Dimensionality reduction is the process of reducing the number of variables in a data set
while minimizing the information loss incurred by removing those variables [5, 18]. Di-
mensionality reduction is a core part in data analysis as it can often be hard to see patterns
in high dimensional data. By reducing variables in the features space to only the variables
which contribute most of the information in the data set we are able to see certain patterns
more clearly. When performing dimensionality reduction information and variance are syn-
onymous. A feature with very low variance does not contribute much to your knowledge of
the data set as each data point in the set has a similar value in that dimension.

A common algorithm for performing dimensionality reduction is Principal Component
Analysis (PCA). PCA is a statistical process which also makes use of properties of lin-
ear algebra. The results of PCA can be used to determine how to project a data set down
onto a lower dimension [5]. This is useful when the data has a high dimensionality and
needs to be reduced to the essentials or when you are in need of data in a certain dimension
for some algorithm which is lower than the current dimensionality of your data set. By pro-
jecting the data set onto a lower dimension using PCA we can keep as much information in
the data set as possible at the desired dimensionality. The way the direction of the optimal
projection is calculated is by taking the set of data points and building a covariance matrix
from it. A covariance matrix is a matrix which describes the covariance between each of
the dimensions in the data set. The diagonal of the covariance matrix is the variance in the
corresponding dimension while the other slots in the matrix describe how the vertical and
horizontal dimensions for that slot covary. From the covariance matrix its eigenvectors and
eigenvalues are calculated. The eigenvectors are what we call the datasets principal com-
ponents. The eigenvector with the largest eigenvalue is the direction with largest variance
and the vector with lowest eigenvalue is the direction of lowest variance. By projecting the
data set in the direction of the lowest variance vector we are able to reduce the complexity
of the data set by one dimension while keeping as much information as possible in the data
set. This process of projecting onto the smallest principal component can be repeated until a
suitable dimensionality is reached. One common use case of principal component analysis
is to better visualize large dimensionality data sets. We usually want to visualize the data
in one two or three dimensions, anything higher is much harder to visualize. Dimensional-
ity reduction is a perfect for this problem. By reducing the data set to only the three most
important features we can get a better understanding of the data by being able to clearly
visualize it.
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2.6 K-Means Clustering

Clustering is a common task to perform when doing data mining. Clustering is about split-
ting a data set into a discrete number of subsets based on some notion of similarity [18]. An
example of clustering can be if you have sampled the height of a large number of adults. By
clustering the data you would most likely get two clusters, a cluster for female adults and
another cluster for male adults. In this case we know that male adults tend to be taller than
female adults. In this example we already know what the results would be but for a lot of
data sets that is not the case. For this we use clustering. When we have a large number of
unlabeled data points. By performing clustering on these data sets we can find appropriate
labels for the data. The process of clustering is part of the class of unsupervised learning
algorithms as it finds structure in unlabeled data [18].

One specific clustering algorithm which we have made use of is the k-means clustering
algorithm. K-means clustering will try to split the data into k different clusters [17]. In
k-means clustering the value of k is constant and chosen up front. A downside of this
is that even though your data has no clusters the algorithm with still try to split the data
into k different groups. When clustering with k-means one must typically know how many
clusters to expect or experiment with a wide range of values. In the simple case where two
clusters are expected but the data is uniform and thus has no clusters the resulting clusters
will have a very large overlap. Any part of the resulting clusters which do not overlap are
due to random noise in the data in this case. This formulates one way to validate the results
of a k-means clustering. If the resulting clusters are not significantly separated you should
try running the algorithm once again with a lower value for k.

The most well known training algorithm for k-means clustering is Floyd’s algorithm. Floyd’s
algorithm is so ubiquitous so it is most commonly referred to as just the k-means algorithm.
The k-means algorithm works as shown in Algorithm 1.

Algorithm 1: K-means algorithm
Data: Data set D; Number of clusters k
Result: A set of k clusters containing data form D

1 previousClusters := Cluster[k];
2 clusters := Cluster[k];
3 centers := randomPoints(D, k);
4 do
5 previousClusters = clusters;
6 clusters = Cluster[k];
7 for i in 0..k do
8 append(clusters[i], centers[i]);
9 end

10 for Point p in D and not in centers do
11 i := closestIndex(p, centers);
12 append(clusters[i], p);
13 end
14 centers = means(clusters);
15 while diff(previousClusters, clusters) <LIMIT;

The k-means algorithm described above is an iterative process of solving the following
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formula where µi is the mean of the ith cluster and Si in the set of points in the ith cluster.

argmin
S

k

∑
i=1

∑
x∈Si

‖x−µi‖2 (2.1)

This equation will minimize the sum of squares between each point and its clusters cor-
responding mean. By minimizing this equation each point will be divided optimally into
k clusters. The k-means clustering algorithm does not always reach this global minimum
though as it can get stuck in a local minimum. Running the algorithm multiple times with
different random initializations of points and choosing the best of the local minimums from
each run can mitigate this.

2.7 Random Forests

Random forests were first introduced by Breiman in 2001 [4]. Before describing how ran-
dom forest work and why they are well suited for the problem we want to solve we must
start by describing some of the work which they are built on top of.

2.7.1 Decision Trees

Decision trees are the fundamental building blocks of random forests. A decision tree is
a supervised learning algorithm. A supervised learning algorithm is a learning algorithm
which learns from labeled samples and tries to generalize the relationship between the sam-
ples and their labels to make predictions on future samples which are not labeled. Decision
trees can be used for both classification and regression problems. We will focus on the clas-
sification case. A Decision tree is a tree data structure where each split in the tree represents
a choice. Complex decisions can be made using a decision tree by building deep trees which
are a series of choices made on the input data.

Decision tree training is performed by maximizing the information gain at each split so that
a decision can be made as quickly as possible. Given the input set D = X ,Y of size n where
X = x1,x2, ...,xn are the training inputs and Y = y1,y2, ...,yn are the corresponding training
labels we can train the decision tree model M by finding the split in the data for which we
gain the most amount of information. Information gain is given by a decrease in entropy.
The higher the decrease in entropy is the more information we have gained about the data
set. The entropy of a random variable X is defined by H(X) = −∑

k
i=1 p(xi)× log(p(xi))

where xi is a instance of the random variable X and k is the number of discrete instances of
X . p(xi) is the probability of xi occurring. Entropy can also be calculated for continuous
variables but for simplicity we will only cover the discrete case here. Other metrics than the
entropy may also be used for determining what feature to split the dataset on, but entropy
is widely used and that is what we have used in this thesis. Information gain IG(X , f ) for
splitting a data set X on a feature f is calculated by determining the current entropy in the
node and the combined entropy of the child nodes given that split. The difference in these
entropies is the information gain as seen below where vals( f ) are the different values for
feature f .
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IG(X , f ) = H(X)− ∑
v∈vals( f )

∣∣{x ∈ X |x f = v}
∣∣

|X |
H({x ∈ X |x f = v}) (2.2)

Splitting of the data set continues until the set of points at a node only contains one label or
when splitting the data set does not have a positive information gain. At this time the tree
is fully trained. Once the tree is fully trained classification can be performed by having an
input point x traverse the tree going down nodes which correspond to its features.

2.7.2 Bagging

Aside from decision trees random forests are heavily based on the concept of bootstrap
aggregation or bagging [3]. Bagging is conceptually simple but can greatly improve the
accuracy of almost any classifier. The main purpose of bagging decision trees is to reduce
the over-fitting generally seen in larger decision trees. Over-fitting causes the decision tree
to rely too heavily on certain data points in the training set and thus not generalize well. The
process of bagging is to start with a training set D containing all the training points. From the
dataset D we construct k new datasets which are all independently and identically distributed
samples sampled with replacement from D which is an estimate of the population. We now
have k so-called bootstrap samples B=D1,D2, ...,Dk. By using these random samples of the
training set we have solved the issue of over-fitting a decision tree by not including all data
points in every sample. However as the trees are now constructed from random subsamples
the variation has increased drastically making for quite poor predictors. We can solve this
by training trees on each of the bootstrap samples and averaging the resulting predictions
through a majority vote. By average a large number of independent high variation samples
by the law of large numbers the average will be accurate and low variance estimation of the
mean. Bagging of decision trees brings us very close to what we call random forests.

The last feature of random forests is introducing randomization during splitting of the trees
within the forest. When training a standard decision tree every feature of the input space is
considered for a split. This has several problems. The first such problem is computational
complexity. When building predictors for text documents or images it is not uncommon
for the feature space to have hundreds of thousands or millions of dimensions. Having
every node of every tree consider all these dimensions to find an optimal split would not
be feasible. The other problem with considering all features on every split is over-fitting.
Some features can be incredibly strong indicators only as an artifact of the sampled data.
This will cause every tree in the forest to have a strong bias towards this feature, averaging
the trees will not correct for this. To correct for this random forests use random subspaces
when evaluating split at each node of each tree. Two different versions of splitting on
random subspaces were proposed by Ho [10] as well as Dietterich [7]. The way random
forests typically split the data set at the nodes of its trees is by choosing a random subset of
the feature in the data set and choosing the best split from among those randomly chosen
features. A typical size of the random subset is the square root of the total number of features
in the dataset. Choosing to only consider a small number of features to split on at each node
in the trees has a very similar benefit to bagging. By considering only a random subspace
of the feature set the problem of over-fitting is mitigated. Similarly to bagging, choosing
to only consider a small random subset of features will greatly increase the variance of
each tree, however we have already solved this by averaging many trees during the bagging
process.
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2.7.3 Random Forests

Putting these practices together creates what is known as random forests. By creating many
decision trees trained using random subspaces of features from a data set which is randomly
sampled from the training set we end up with a general and stable predictor. Random forests
work well for almost any task. Random forests have been widely used in both academic
settings as well as in consumer systems. One of the most well known applications of random
forests is the Kinect system built by Microsoft. You may read more about how the Kinect
system uses random forests in a research paper released by Microsoft on the subject [21].
As stated earlier random forests work well on almost any classification or regression tasks.
A recent study compared the performance of many modern classifiers on a multitude of
problems and concluded that random forests are among the strongest predictors on every
task [6]. One of the reasons why random forests work so well and are so widely used is
that they are very easy to get correct. Random forests are highly insensitive to variables
which mostly introduce noise [2]. This makes them ideal for tasks with a large number of
features which are hard to reduce through dimensionality reduction as it is unknown how
the features effect the output variable.
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3 Method

In this chapter we give a detailed explanation of how we used what we previously mentioned
in Chapter 2 to obtain the results presented in Chapter 4. We start by describing what
tools we have made use of so that future work can reproduce our results more easily. We
start by describing how we collected our data using an A/B test setup and what data in the
data set collected which was useful and why. We cover how we used clustering and data
visualization to gain insight into the data. We also cover how we made use of random forests
to classify users as preferring a high or low content density setting. Lastly we describe our
experiments with using the same classification techniques to classify a user based on what
their interests are.

3.1 Tooling

We have used a combination of open source tools as well as internal tools developed within
Flipboard to collect and analyze data from Flipboard’s users. We have preferred open source
tooling where possible as this allows for more insight into the work we have done. Using
open source software also ensures that the algorithms used were correctly implemented.
For some tasks however it was necessary to use internal tools as we were interacting with
the internal systems at Flipboard. The internal tools used were tools for performing A/B
tests as well as tools for monitoring the performance of those tests. These tools connect
seamlessly with the application and database servers at Flipboard. All data processing and
analysis was done using open source tools. When analyzing the data we chose to use the
well known CSV file format1. We chose CSV because it is easy to parse the contents of
the files in any programming environment and its tabular data format fits perfectly with the
data we have. Using CSV made it very easy to perform parts of the data processing in other
languages and frameworks where it made sense to do so.

For the majority of the tasks performed the python programming language was used. Python
was chosen for its ease of use as well as for the vast number of open source packages
available for it which were heavily utilized for the work performed in this thesis. Python
was used in an environment called IPython Notebook2 which is an interactive python en-
vironment perfect for the kind of work we were performing. IPython Notebook allows for
interactive prototyping and documentation all in one document. There were certain tasks
which python was not well suited for due to memory constraints. Specifically when pro-
cessing results which were tens of gigabytes in size. For these tasks we chose to use the Go3

programming language to process the files and output smaller files which could then more
easily be handled by the python environment described earlier. Go is a lower level language

1http://edoceo.com/utilitas/csv-file-format
2http://ipython.org/notebook.html
3http://www.golang.org
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compared to python which allows us to have more control over the amount of memory used
during processing.

We used a large number of open source packages for python which helped us quickly per-
form the tasks we needed. We will introduce them briefly but we encourage you to read
more about them on there respective websites. For reading data as well as performing al-
most any numerical operations on the data we made heavy use of Numpy4. Numpy is a
scientific computing package for python which includes sub packages for everything from
reading CSV files to linear algebra and simple statistical analysis. Most of the other pack-
ages we used also built on top of Numpy. For generating the graphs seen in this thesis
as well as those which we have not included we used a package called matplotlib5. Mat-
plotlib is a package for visualizing data in python. Matplotlib supports most of the common
graph types and has been vital to the work in this thesis. For statistical analysis and genera-
tion of Random Forests we made use of the packages scipy6 and scikit-learn7 respectively.
These packages ensured we were using well tested implementations. Using these packages
we only had to worry about having the correct parameters to the classifiers and statistical
algorithms and not about if we had implemented the algorithms correctly.

3.2 Data Collection

We collected data on the Flipboard user base with the use of an A/B test. The A/B test we
performed tested whether different densities affected the user base over all. While we do not
explicitly care about the over all performance of a density change for this thesis it gave us a
good baseline of what the population as a whole preferred, it also provided Flipboard with
useful information regardless of the results of this thesis. The test was performed using an
internal tool built by Flipboard for constructing and managing A/B tests. This tool ensures
a uniformly random distribution of users across all control and treatment groups. The tool
also integrates nicely into Flipboard’s internal analytics tool which enables easy monitoring
of the test.

3.2.1 Test Setup

The A/B test we set up had a total of six groups, two control groups and four treatment
groups. The two control groups were used to validate the measurements in the treatment
groups as well as correct for any changes in the population as a whole which were not
attributed to the changes in density. The four treatment groups all represented different
variations of density. The treatment groups were low density, medium density, high density,
and a finally another high density group which corrected for the greatly increased number
of social actions in the high density group. The last group was used as a control for the high
density treatment to make sure any effects were not attributed purely to the increase in social
actions buttons. As a side effect of the dynamic nature of Flipboard’s layouts the density
treatments were not very precise but increased or decreased overall density in the long run.
The density treatments functioned closer to a probability where the high density treatment

4http://www.numpy.org/
5http://matplotlib.org/
6http://www.scipy.org/
7http://scikit-learn.org/
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(a) Page with one story (b) Page with two stories (c) Page with three stories

Figure 2: Three different layout densities. The first one was most common in the low
density treatment group, the second was fairly common in the medium density
treatment group, and the third was most common in the high density treatment
group.

would have a higher probability of displaying more items per page than the medium and low
density treatment groups. The most common page layout for the low density group was to
show one item per page as seen in Figure 2a however it would on certain occasions show a
page containing two items as shown in Figure 2b. The medium density treatment group also
had the page layout with one item per page as its most common layout but tended to show
two items per page much more frequently than the low density treatment. Lastly the high
density treatment group would display one item per page at times but most often display
two items per page and fairly often three items per page as seen in Figure 2c.

The test was performed on a specific subset of Flipboard’s user base. We chose to only test
Android phones using Flipboard’s main application. The decision to only test on phones
powered by the Android operating system was made to reduce the work needed to set up the
experiment. The Flipboard Android application already had some support for customizing
the density of the layouts. The choice of only testing phones as apposed to both tablets
and phones was made for sake of simplicity. Increasing the amount of devices which we
ran the tests on would have increased noise and made any results harder to see. Also the
number of users who use Flipboard on phones running Android greatly outnumbers the
number of Tablets running Android. Flipboard has more than one application on Android;
Aside from the Flipboard application there is also a Samsung specific application named
Briefing. Users of the Briefing application were excluded from the test as the experience in
that application differs significantly from the main Flipboard application. From this subset
5% of users were chosen for each of the control and treatment groups in the test making for
a total on 30% of the subset being included in the test. Each group contained approximately
850,000 users. This fairly large number of users was chosen to ensure we had enough data
on certain actions which see a fairly low number of events.

Before starting the test we looked over what usage event data was currently being gathered
for users of Flipboard to figure out if we would need to add any further usage event mon-
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itoring to the application. Luckily we concluded that all the data we needed was currently
being collected. This meant that we did not have to postpone the test until the new usage
monitoring code was in production and collecting data. The reason for this is that we did not
only want to collect data on how a user behaved during the experiment but we also wanted
to know how they behaved prior to the experiment being run. We wanted to know this to
evaluate how their behavior changed from going from reading Flipboard in one density to
reading it in another. The only changes which had to be made to the clients before starting
the test were changes to handle the test itself, making sure that when the client application
was inserted into a treatment group it performed the correct behavior. No other changes
were made as the Android client already had support for different density settings through
a seldom used feature where the user could choose at what density to display items. This
feature had been available for quite some time in Flipboard offering users the ability to
manually set the density to similar though not identical values as provided by the treatment
group. This settings is fairly hidden however and sees very limited use so it had no effect
on the experiment.

The test was started on March 26 2015 and ran for a full three weeks until it was shut off
on April 16 2015. A three week time period was chosen so that users had enough time
to react to the changes and as stated earlier it is of importance that the test ran for whole
multiples of a week to avoid weekday biases. During these three weeks we continually
monitored the test’s progress through an internally developed analytics tool which connects
to the A/B test framework at Flipboard. Using this tool we could validate that the users
were being inserted into the different experiment groups and that users were uniformly
distributed across the groups. We also validated that the different groups indeed received
different values for the layout density. This was validated by observing the ratio of items
displayed and pages flipped which gives a good indication of the number of items per page.
Through this tools we could also make sure that the two control groups were converging
onto the same values which told us that we were testing on a large enough group of users.

3.2.2 Cleaning the Data

Once the experiment was concluded after three weeks we started the process of querying
the features which we were interested in. Section 3.3 will go into detail on what features
we chose to observe as well as how and why these feature were chosen. We queried the
features we were interested in for each user in the experiment during two time periods: A
three week period prior to the start of the experiment ending the day prior to the start of
the experiment and the three week period during the experiment. We will refer to these
data sets as the pre-experiment and post-experiment data sets respectively. We needed both
these data sets to be able to observe changes in user behavior from before the experiment
was started to after it had run its course. The post-experiment data set was mostly used as
a way to label the users as users who preferred a higher density layout and users who did
not prefer a higher density layout. The pre-experiment data set was the data set used for
clustering and classification. This is in line with the hypothesis which states that we think
that we can observe indications of preference for high density within past data. We could
not use the post-experiment data set for this as that would not give us any more insight into
what the rest of the population would prefer in terms of density.

The raw data queried from Flipboard’s analytics service was fairly noisy and contained
a number of data points which could be compromised by bugs in the reporting software.
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These bugs were well documented though so correcting for them was not an issue. There
was also the case of users who did not yet have an account with Flipboard, we call these
users anonymous users. All these cases had to be handled before any analysis could be
performed, therefore we need to filter the data points. Three stages of filtering had to be
applied. The first stage of filtering was to remove any anonymous users, at Flipboard all
anonymous users report the same constant user id which meant that extremely many actions
were attributed to this one user id, it fortunately also meant that these events were trivial to
remove from the data set as all it took was filtering out the events with that id. Following
this we had the issue of some clients reporting usage events which seemed very improbable,
for example reading a single article for days at a time. This happens at for a small fraction
of usage events due to the usage event which indicates that a user had stopped reading
an article had not been received by the analytics service and thus it thought that the user
was still reading the same article. These data points were also fairly trivial to filter out
as we chose a time which we set as the maximum time for reading an article. Any data
points above this maximum time were filtered out. The maximum time we chose was fairly
arbitrary at 2 hours, long enough to allow users to read the lengthiest of articles but also
short enough to filter out any bad values. Lastly it was important to ensure that the same
users were present in both the pre-experiment data set and the post-experiment data set to
make sure we could perform the analysis correctly. There are multiple reasons as to why a
user would not be present in both data set. The most common reason is that Flipboard’s user
base is constantly growing so within these six weeks of data we gathered many new users
joined the service. We removed any user who was not present in both of the pre-experiment
and the post-experiment data sets.

Once the raw data had been filtered and we were left with only correct usage event data
we had roughly 700,000 users in each of the control and treatment groups. The number of
users in each group differed by a marginal amount. We were very pleased with the size of
the data set as it allowed us to get statistically significant results from the analysis. It also
opened up for the possibility of using certain techniques which required large data sets.

With the data at hand we could validate that the treatment groups had indeed measured
the effect which we intended them to measure. By calculating the ratio of items displayed
and the number of pages which were flipped by each user and averaging them within the
treatment groups we could clearly see the actual density which each group on average ex-
perienced. Inspecting these numbers we quickly saw that the effects were somewhat lower
than what we had first anticipated, especially for the low density group. The users of the low
and medium density groups observed nearly identical number of items per page, this num-
ber was also identical to the control groups which was not surprising as their density setting
was almost identical to the medium density treatment group. The high density treatment
group saw on average a 30% increase in density which we were pleased with. We could
also conclude that the high density treatment group which had a lower number of social
actions did not perform any differently from the regular high density treatment group.

Given that the medium and low density treatment groups were so similar we chose to sim-
plify the problem by eliminating one of the groups. We chose to eliminate the low density
group. The medium group was in practice also eliminated because it served no purpose
given that it was so similar to the control groups. The reason we chose to have the medium
group as a separate group in the first place was because at one time it had a slightly different
density setting. We were left with the high density group and the two control groups. These
are the groups which the remaining analysis and classification was performed on.
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3.3 Feature Selection

When selecting what features we wanted to have for each user we started by looking at
what features were available to us. We also had to think about the volume of the individual
events as some events are performed very infrequently so even though the group sizes are
large there would not be enough data to produce statistically significant results for that
feature. The number of events with such low volume was fairly small, still leaving us with
a lot of events to chose from. We had to narrow these events down to those which would
effect or be effected to by changes in density. We ended up choosing 13 features. Each of
these features were collected as an aggregate of the number of times they occurred over the
two three-week time periods. We chose to use the aggregate as opposed to having an entry
per user for every day to reduce the noise in the data as well as reduce the amount of data
points. The average user of Flipboard does not visit every day so aggregating their usage
of the time period provides us with a clearer view of their usage as it can vary significantly
from one day to another. Below is a description of the different features we chose to collect
as well as a explanation as to why we considered the feature valuable to analyzing this
problem.

Number of pages flipped
Flipboard provides a paginated experience when reading articles. This feature mea-
sures the average number of page flips the user performs. A page flip is the process
of navigating from one page of items to another. This is equivalent to the number
of pages which are displayed to the user. We chose this feature as we thought it
would provide us with an indication of what users wanted to view more items and
thus perhaps would prefer a higher density.

Number of items displayed
This is a measure of the average number of items which the user has viewed. This is
highly correlated to the number of pages the user has seen and therefor also provides
us with similar information to the pages flipped metric. Later in this section we will
discuss if we should use both of these features or if keeping only one of them is better.

Time spent in application
This feature measures the average amount of time the user spends inside of the Flip-
board application, both reading articles as well as browsing through headlines. We
chose to include this as a feature as it is a good indication of what kind of user we are
dealing with, is it a user who spends multiple hours on Flipboard each day or do they
just check it a couple of minutes each day?

Number of days visited
The number of days a users has visited Flipboard tells us how many days during the
three week period of the experiment the user has used Flipboard. The metric is similar
to the time spent in application metric in that it provides information of the frequency
of use. This metric tells us a lot about how well the user is retained. Together with
the time spent feature we know a lot about the user’s habits.

Number of Items clicked
This metric tracks the number of items entered during the period. Entering an item
in Flipboard is the action performed in order to read a full article and not just the
headline and a possible excerpt. The reasoning for including this feature is that in
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combination with the number of items displayed to the user it is a measurement of
the percentage of articles the user chooses to read. This in turn is a good proxy for
the fraction of articles the user finds interesting. If the user finds very few articles
interesting it might be an indication that they should presented with more items or
less items but of higher quality.

Number of sections entered
A section in Flipboard is either a magazine, a topic, or the profile of another user. In
general terms a section is a collection of items. This feature is a count of the average
number of sections, or collection of items which the user has entered. This is a strong
indication of engagement and the reason we chose to include it.

Number of sections followed
To customize what a user is presented with inside of Flipboard they can subscribe
to certain sections. At Flipboard this action is called following a section. When
following a section the user will be presented with items from that section as well as
more items relation to the topic of that section. This feature is a count of the number
of sections a user followed during the time period. Following sections is a strong
indication of engagement and the reason we chose to include it as a feature.

Locale
The locale of a user is an indication of where in the world the user is located as well
as what content they read. There is a trend in Asia where applications for reading
news tend to present content in a very high density compared to similar applications
in Europe and the United States. For this reason we think that the locale of a user
could very well be an indicator of a preference for higher or lower density.

Number of items liked
At Flipboard a strong indicator of engagement is if users perform a large number or
social actions. For this reason we have included these in the feature set. This feature
is a count of the number of liking actions performed during the period.

Number of items flipped
This feature is the number of flipping actions performed during the period.

Number of items shared
This feature is the number of sharing actions performed during the period.

Number of ads seen
Flipboard’s revenue model is driven by advertisement. This features is a count of the
number of ads a user presented during the period. It was chosen to measure if the
number of ads presented with respect to the number of items displayed had any effect
on the users experience.

Number of ads clicked
This features is the number of ads a user clicked during the period. This feature was
chosen to gain insight into if users who were presented with well targeted ads had
a higher tolerance to a larger number of ads being displayed than those who seldom
interact with advertisements.

Some of these features are highly correlated and would not add any information includ-
ing them both in the classification and clustering tasks. Adding a feature which provides
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identical information would only double the amount of noise attributed to that piece of in-
formation. We therefore chose not to include the number pages flipped in the training data
for the classifiers or as a metric in the clustering. It is still an important piece of information
though as it allows us to calculate a score for the density of a user, we also keep it as a score
for engagement. The reason the number of page flips and the number of items displayed are
so correlated is that everyone is shown the same density in the pre-experiment data set and
over the course of the three week period each page flip will directly correlate to an average
number of item displays so it will not contribute any extra information.

3.4 Clustering

Our hypothesis is that there are groups of users who would prefer a higher density experi-
ence while consuming content through Flipboard. The hypothesis states that this preference
should be evident in past data. One way to go by trying to show this is through clustering.
We did not expect to find very clear clusters as content density preference is presumably a
continuous preference between low and high, not a binary preference. However we were
hopeful that performing clustering could give an indication that there exists some evidence
of this preference in past data. This proved not to be the case. We still chose to present the
clustering work performed in the thesis as it helped us gain a better understanding of the
data and how the different features interacted with one another.

We made use of the well known k-means clustering algorithm to perform the clustering
tasks. The python package scikit-learn includes a comprehensive sub package for perform-
ing k-means clustering which we made use of. This package performs well on large data
sets as it includes support for parallelizing the clustering across many processing threads
as well as pre computing the distances between points. We initially performed the cluster-
ing on the whole pre-experiment data set. This clustering proved not to deliver any viable
results, exact results of the clustering tasks are presented in Chapter 4. We decided to try
to perform the clustering on a lower dimensionality data set instead with the hope that it
would remove enough noise so that if there were any meaningful clusters they would be
easier to detect. We created the lower dimensionality data set by performing PCA on the
pre-experiment data set projecting it down two only two dimension. The results from clus-
tering the lower dimensional data set gave no better results than from clustering the higher
dimensional data set.

3.5 Identifying Interesting Subsets

Following the results of the clustering we tried to get better insight through visual inspection
as to what the data looked like and what patterns might emerge from it. To gain understand-
ing of the data we chose to plot the data in R2 as this made the visualizations clearer. All the
plots we will mention are based on the pre-experiment data as it is within this data that we
are trying to observe patterns. We started by visualizing some features which we had spe-
cial interest in seeing how they would interact with each other. Two such features were the
number of items displayed and the time spent using Flipboard. These two features were of
specific interest because together they describe if the user browses a lot of headlines without
entering any articles or if the user ends up reading many of the articles they are presented.
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The thought is that if the user only reads a few articles of the ones they are presented they
might be the kind of user who just wants to get a quick glance of the latest headlines, a
higher density layout could help them achieve this. However we quickly noticed that there
were no clear patterns to be seen in these two features or any of the other features we tested
with, they all showed that the values varied greatly between the extreme values and no clear
clusters visible. Instead of visualizing all the combinations of features and manually in-
specting them for clearer indications of clusters we made use of PCA to reduce the data to
two dimensions. Unfortunately visualizing the data set which had been reduced by PCA
did not help us gain any more insight into what separated the users. We did however clearly
see when inspecting these visualizations that every user of Flipboard is different and the
variation of what types of users exist stretches across many values in many dimensions.

Having such a large variety of users at Flipboard led us to the observation that we might
gain more information if we investigated certain subsets of the user base more in depth. The
thought behind this approach was that the density might have effected a specific smaller
group of users who would look more like noise when put in the same dataset as the rest of
the users. By obtaining the median value for each feature we were able to split the dataset
into two parts, the above and below median parts, in each dimension and run test on those
subsets individually. This gave us clearer insight into how users with high or low activity in
different metrics used Flipboard and were effected by the change in density.

With these smaller groups of users we went back and re-applied the k-means clustering al-
gorithm. The resulting clustering was not significantly different from the previous though.
Performing the visualizations we previously mentioned on these smaller groups also failed
to provide us with significantly more information. These results led us to rethink our ap-
proach and instead view it as a classification task.

3.6 Labeling of Data

With clustering not helping us gain significant insight into what kind of users use Flipboard
and if there is a correlation between certain usage patterns and a preference for higher
density content we chose to look at the problem as a classification task. The first step to
performing classification on the data set is to label the data. We are trying to classify a user
as a user who would prefer to use a higher density version of Flipboard or not. To create
these labels all we had to do was look at if the engagement of a user increased significantly
from the pre-experiment time frame to the post-experiment time frame. If there was a
significant increase in their engagement between these two periods we would label that user
as having a preference for high density content. The important aspects to doing this is to
decide what metrics we will use as a proxy for engagement and what constitutes a significant
increase in that metric.

Choosing a metric or a combination of metrics as a proxy for user engagement is something
which we first spent a significant amount of time on making sure the metric fit in with the
Flipboard’s measure of engagement as well as being well suited for the tests. Within Flip-
board there are certain variations of what engagement is measured by depending on what
part of the product is being analyzed. For these reasons we chose to create multiple mea-
sures of engagement each based on one of the features in the data set. Not all features were
used as engagement metrics and even less of them actually ended up providing any value.
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We saw no downside in using as many of the metrics as possible to measure engagement
as each of the metrics provided us with a slightly different idea of what engagement meant.
By using many engagement metrics we could be fairly certain that a change in density did
not change the user’s behavior is a way which we would have missed only observing one
engagement metric.

When calculating if a users engagement had increased significantly we adjusted the engage-
ment metrics by their corresponding median change in the control group. This gave us a
normalized change of the metric within the treatment groups which we could calculate the
value for which would constitute a significant change. We chose to use a 10% increase as
being a significant change, this was chosen arbitrarily but tested to work well. We chose to
use a significant increase in the engagement metric instead of just observing if it increased
because we wanted a clearer signal on what users preferred the higher density and not re-
quiring a significant increase would have led to more noisy data as most user’s behavior
fluctuates from week to week.

After labeling the data with multiple labels we had a total of ten metrics as proxies for
engagement.

• Page flips

• Items displayed

• Time spent

• Item enters

• Days spent

• Items liked

• Items flipped

• Items shared

• Sections entered

• Sections followed

We will talk more about using these labels to train and test classifiers on the data set in
Section 3.8 and Section 3.9. Given the results of those classifiers we also added another
engagement metric which is was a combination of the best performing engagement metrics
listed above. We call this the combined engagement metric and it is a combination of Items
displayed, time spent, and sections entered.

3.7 Analysis of Variances

With the labeled data we could see the pre-experiment data set as being two separate data
sets, one for the users who preferred a lower density experience and one for the users who
preferred a higher density experience. We can actually see these two data sets as being
two random variables L and H respectively. The null hypothesis is that these two random
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variables have both been sampled from some distribution. The question we would like to
answer is if the underlying distributions for L and H are the same distribution or if they
differ. There are many ways to perform such a test. The most well known tests for testing
the probability that a set of random variables have identical underlying distributions are
the ANOVA test and the student’s t-test. These tests have certain limitation though. They
both require the underlying type of distribution of each random variable to be known. An
ANOVA test requires the random variables to be normally distributed and the student’s t-test
requires that the variable has an underlying t-distribution.

In this case we do not know the underlying distribution of the data set. From plotting the
data we know that it follows some form of long tailed distribution. Long tailed distributions
are very common for data associated with services like Flipboard. Most of the activity on
the service comes from a minority of users. There are multiple methods for performing this
kind of test though that does not rely on knowing the underlying distribution or even that the
underlying distributions are of the same type. Two common tests for performing this sort of
analysis are the Kolmogorov-Smirnov (KS) test and the Anderson-Darling (AD) test. We
evaluated both methods for performing this analysis to find the method which would give
us the most accurate results.

There has been a lot of research and literature written about both the KS and AD tests. One
fairly recent study by Sonja Engmann and Denis Cousineau studied the differences between
these two tests comparing their performance when evaluating distributions for the response
times of object recognition [22]. They concluded that the AD test outperformed KS on all
accounts and also needed less data to gain similar statistical power. For these reasons we
have chosen to use AD to evaluate the data set. The one downside of the AD test is that it
is significantly slower. This was however not a larger problem for us as we had the time to
wait for the results. Also given that we did not need to run the test on as large of a data set
to gain the same statistical power as a KS test meant we could decrease the time it took to
run the test by decreasing the amount of data points we performed the test on.

To be able to perform the AD test using each of the metrics for engagement we must expand
on the notation on L and H by parameterizing the data sets with the engagement metric
which their labels are based on. We end up with Lmi and Hmi where mi is the ith dimension
of the data set. All these tests are performed on the pre-experiment data set. The null
hypothesis H0 is that for every dimension mi, Lmi is equally distributed to Hmi . We will
reject h0 at significance level of 5%. We performed the analysis by randomly sampling the
pre-experiment data set to reduce the number of points the analysis was run on, running the
analysis on the entire data set was not feasible as it would take to long time to complete.
We used the python package scipy to perform the analysis. Scipy provides us with a test
statistic for the data set as well as a list of critical values for common significance levels
which includes the significance level of 5% which we use to either accept or reject H0.

3.8 Usage Based Classification

Our last avenue of exploration into the possibilities of using the past data to draw conclu-
sions on density preferences of the user is to train random forests to try to see patterns which
previous attempts have failed to see. We performed two classification tasks: one based on
how the user has used Flipboard, this data comes directly from usage event data which is
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what we have mostly discussed up to this point. The other classification tasks which we will
describe in greater detail in Section 3.9 uses the interest vector of a user to draw conclusions
about their preference for a certain density.

This section covers using the usage event metrics discussed so far to train and classify users
with the use of random forests. There are a number of parameters which are important
to cover when configuring a random forest. Parameters of a classifier are called hyper
parameters of the model. The hyper parameters which we will cover are the number of trees
in the random forest, the max depth of these trees, the splitting criterion at the nodes of the
trees, as well as the number of features to consider at each split in each tree. To train and
evaluate the random forest classifiers we made use of a sub package within the scikit-learn
python package. This package provides a well tested implementation of random forests
which allows for customization of all the hyper parameters which we mentioned.

3.8.1 Hyper Parameter Optimization

The number of trees in a random forest has an effect on the variance and thus the certainty of
the prediction it provides. This is taken directly from the theory of bagging predictors. At a
certain point though increasing the number of trees in a random forest does not provide any
added benefit and instead only leads to decreased computational efficiency [19]. Through
experimental trails starting at 100 trees we were able to see the effects of increasing the
number of trees in the forest as well as when the effects of adding more trees subsided.
Through this experimental process we concluded that using 500 trees in the forest was
enough to give a stable and accurate result.

By limiting the depth of trees in the forest we increase the randomness of the forest by
reducing the probability that a single tree will base its decision on every feature in the data
set. The added randomness suites us very well as the data contains very noisy data which
we would like to avoid over-fitting on. By performing a binary search across the hyper
parameter space and evaluating the random forest through cross validation at every step we
calculated the optimum maximum depth of the trees in the forest to be 17. At this maximum
depth the classification rate of the random forest was maximized.

When performing a split in the trees there are two parameters to customize. The first is the
splitting criterion. Two popular splitting criteria are the Gini index and the entropy of the
data. We have chosen to use the entropy measure of the data thus choosing the split which
has the largest information gain. The splitting criteria has been shown to have very low or no
impact on the performance of the decision trees [1]. The other parameter to consider during
a tree split is the number of features evaluate. At every split the random forest chooses the
optimal parameter to split on from a random selection of all the features. The number of
features k to choose from can be set to k = log2(M+1) according to Breiman [4] where M
is the total number of features. For us this ends up being k = log2(13+1) = 3.8, rounding
to the closest integer we obtain the final value of k = 4.

3.8.2 Training the forest

Once the parameters of the forest had been decided it was time to train a random forest on
the data set, we trained one forest per engagement metric and evaluated them separately.
The pre-experiment data set was divided into a training and a test data set. From the pre-
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experiment data set 75% of the data points were allocated for training and the remaining
25% for evaluating the performance of the trained forest. Before performing the split we
made sure to shuffle the data set. Shuffling of the data was done to ensure that any results
obtained were not dependent on the split of training and testing data. By shuffling the data
before training we could ensure that the results of the classification were the same each time
even though different subsets of the data were used for training and testing.

Once training of the forests had been completed we tested the prediction capabilities of
them by counting the number of data points which were correctly classified in each forest’s
corresponding test data set. This classification rate was compared to the classification rate of
a naive predictor. A naive predictor in this case is a predictor which would make a constant
prediction of the label with the highest prior probability.

3.9 Interest Based Classification

The second classification task which we performed was one targeted at the users interests
instead of behavior. The predictor we built for this performed prediction based on the
sections a user follows on Flipboard. To recap, a section in Flipboard can be a publisher,
a user curated magazine, an algorithmically-generated section such as a topic sections, or
another user. By following a section a user has expressed explicit interest in the content
within that section. Almost all sections users follow on Flipboard can be attributed to the
100 most popular sections. These 100 sections cover a wide variety of topics from world
news and technology to fashion and photography. We decided to use this to build a feature
vector for each user which described their interests.

The decision to classify based on the interest of the user was decided during a later stage
of the work. When speaking with people familiar with Flipboard we noticed a pattern
that users use Flipboard for reading a wide variety of items. Some users use Flipboard
mostly to follow photography based feeds and appreciate the full-page layouts with large
imagery. Others we spoke to mostly read text based articles from news sources and showed
a preference for somewhat higher density layouts. This is where the idea of performing
classification based on the interests of the user came from.

Each user was assigned a binary feature vector of length 100. Each position in the feature
vector was either set to true or false depending on if the user was following the section
assigned to that position during the experiment time frame. By querying the top 100 section
of Flipboard and ranking them by popularity we could assign each position in the feature
vector to one of the popular section on Flipboard. The final feature vector described the
interests of users based on which popular sections they followed.

From this point on the process of classification and validation was very similar to what we
did when performing predictions based on the user’s usage event data. We trained random
forests with identical parameters to the forests in the previous classification task. These
forests were trained on the set of user interest vectors with alternating labels based on the
different engagement metrics. Identically to the usage event classification we performed
training on 75% of the data set and testing on the remaining 25%. Validation was also
performed in the same way by comparing the classification rate to that of a naive classifier.
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4 Results

4.1 Clustering

Figure 3 shows how the density which users were presented with differed between users.
Because of the way Flipboard’s algorithm for layout out items is implemented there is a
fairly large variation of densities. It is however fairly easy to see from visual inspection that
there are two clusters of densities. These two clusters form around two linear functions.
These functions are approximately y = x and y = 1.9x. These two functions represent the
low and high densities respectively. This proves that users were indeed receiving signifi-
cantly different densities. It also shows something else which we have mentioned, that the
data is very noisy.

Figure 4 shows the number of items a user choses to enter for every item they are presented
with. This statistic was of significant interest to us as we hoped to identify a clear boundary
between users who skim through articles and users who take the time to read the articles in
their feed. As seen in the graph though this is not the case. There is a large variety in the
user behavior indicated by the large spread on points without any clear patterns.

To further validate the point that there is no clear boundary we plotted a histogram of the
ratios between the number of items a user choses to enter and the number of items they have
been presented with. As seen in Figure 5 this is a fairly standard long tailed distribution with
the exception of a couple of outliers which are due to the way which measurements were
performed (high value of 0 and 90 degree angles). The angle axis in Figure 5 measures the
angle the point in Figure 4 exhibits if viewed as a vector. This is equal to the ratio of the
two axes.

In Figure 6 we see the results of performing a similar visualization as in Figure 4 but instead
of manually choosing features which we hoped to be interesting this plot shows the data set
after having been reduced to its most information dense dimensions by PCA. Because PCA
reduces the data set to a lower dimensionality by projecting the data set orthogonally to the
largest principal components which does not have to coincide with the directionality of the
initial dimensions the resulting plot looks very skewed. Even though the data points look
skewed it is fairly easy to see that the points are equally spread out in this plot as they were
in the Figure 4, which is to say that there is no clear indication of clusters here either.

Figure 7 and Figure 8 show the same plots as Figure 4 and Figure 6 respectively but of
the data set divided into two sets. The first of the subsets is the subset of users who show
above median engagement and the second subset is the remaining users who show less
than or equal to median engagement. These graphs show this engagement split based on
the days spent metric. Similar visualization were performed based on the other metrics of
engagement. All of the generated graphs looks very similar to the ones presented here.
None of them indicate any sort of clusters being present in the pre-experiment data set.

K-means clustering was performed on a number of subsets of the data. Figure 9 shows the
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Figure 3: This graph illustrates the different densities at which Flipboard was presented to
users.

Figure 4: This graph illustrates the number of items the user enters per item which is dis-
played to them.
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Figure 5: A histogram of different ratios between items the user has entered and items the
user has been shown.

Figure 6: This graph shows the two principal components of the data set plotted against
each other.
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(a) Item enters per items displayed for above
median engaged users.

(b) Item enters per items displayed for above
median engaged users.

Figure 7: These graphs show the number of items the users enters per item which is dis-
played to them for above and below median engaged users.

(a) Principal components for above median
engaged users.

(b) Principal components for below median
engaged users.

Figure 8: These graphs show the two principal components of the data set plotted against
each other for above and below median engaged users.
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(a) Results of k-means clustering performed
on the data set reduced to item enters per
items displayed.

(b) Results of k-means clustering performed
on the data set reduced by PCA.

Figure 9: Graphs showing the results of k-means clustering on different reductions of the
data set.

results of this clustering on both the PCA reduced data set as well as the data set consisting
of only the items displayed and items entered dimensions. As can be seen from the graphs
the k-means algorithm does find significantly different clusters. However the only informa-
tion the clusters give us is how many items the user has viewed. The clusters split the data
set into two groups where one of the groups is users who have been presented with many
items where as the other group consists of users who have seen a lot fewer items. This does
not provide us with any new information as we already know that some users use Flipboard
more than others.

4.2 Analysis of Variances

In Table 1 we present the results of performing a k sample Anderson-Darling test for same
distributions on the pre-experiment data set. Results are presented for every engagement
metric. The table shows the resulting Anderson-Darling test statistic for each metric as well
as the critical values for significance levels 25%, 10%, 5%, 2.5%, and 1%. As previously
mentioned we had chosen to reject H0 at a significance level of 5%. The results in Table 1
clearly indicate that we can reject H0 and that it is very likely that the two random variables
Lmi and Hmi are sampled from different underlying distributions for all mi.

4.3 Usage Based Classification

In this section we will present the results of the random forest classifier for classifying
density preference based on the users usage event data. Table 2 presents these results for all
the different engagement metrics which we tested. The percentage of users who increased
their engagement and the percentage of users who did not increase their engagement based
on the metric on each row and presented. Remember that it is the larger of these percentages
which the naive predictor will base its predictions off of. Furthermore the percentage of
correctly classified results for each engagement metric five presented in the last column.
From this data we can see that there were four metrics in which the random forest classifier
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Table 1 Results from performing an Anderson-Darling test for same distribution.

Metric Test Statistic 25% 10% 5% 2.5% 1%
Page flips 152.062 0.325 1.226 1.961 2.718 3.752
Items displayed 128.444 0.325 1.226 1.961 2.718 3.752
Time spent 169.931 0.325 1.226 1.961 2.718 3.752
Item enters 2.070 0.325 1.226 1.961 2.718 3.752
Days spent 167.134 0.325 1.226 1.961 2.718 3.752
Items liked 16.860 0.325 1.226 1.961 2.718 3.752
Items flipped 79.618 0.325 1.226 1.961 2.718 3.752
Items shared 58.048 0.325 1.226 1.961 2.718 3.752
Sections entered 173.611 0.325 1.226 1.961 2.718 3.752
Sections followed 14.440 0.325 1.226 1.961 2.718 3.752

performed better than the naive predictor. These five metrics are page flips, items displayed,
time spent, days spent, and sections entered. Not coincidentally these metrics correspond to
the metrics which received the largest test statistics in the Anderson-Darling test presented
in Table 1.

Table 2 Results from the usage based classification.

Metric Increased Not increased Correctly Classified
Page flips 43% 57% 65%
Items displayed 51% 49% 64%
Time spent 47% 53% 66%
Item enters 30% 70% 70%
Days spent 41% 59% 65%
Items liked 1% 99% 99%
Items flipped 1% 99% 99%
Items shared 2% 98% 98%
Sections entered 43% 57% 66%
Sections followed 9% 91% 91%
Combined metric 29% 71% 72%

4.4 Interest Based Classification

The results of the interest based classifier presented in Table 3 show that the interest based
classifier performed worse than the usage based classifier as it could not classify better than
the naive predictor on any of the metrics for engagement which were tested.
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Table 3 Results from the interest based classification.
Metric Increased Not increased Correctly Classified
Page flips 43% 57% 56%
Items displayed 51% 49% 51%
Time spent 47% 53% 53%
Item enters 30% 70% 70%
Days spent 41% 59% 59%
Items liked 1% 99% 99%
Items flipped 1% 99% 99%
Items shared 2% 98% 98%
Sections entered 43% 57% 57%
Sections followed 9% 91% 91%
Combined metric 29% 71% 71%



36(42)



37(42)

5 Conclusion

5.1 Results

The results presented in previous chapter should prove that the initial hypothesis was indeed
correct. There is a correlation between how a user has used Flipboard in the past and if they
prefer a higher density news stream or not. The Anderson-Darling test gave us a very high
measure of certainty that this was indeed the case. The results of the Anderson-Darling test
gave us very high hopes for the random forest based classifier. The usage based classifier
did indeed find these patterns which we had failed to observed through visualizations and
clustering. The signal from the usage based classifier was not very strong however. It was
strong enough to see that it had found some patterns but not strong enough to be put to use
just yet. We think a major reason for the poor classification performance was that we did not
have enough data on the users in the experiment. We will discuss that and other limitations
in Section 5.3. The interest based classifier did not find any patterns at all. One reason for
this might be that the section out of the top 100 most popular sections that people follow
are too homogeneous.

The data visualizations and clustering performed before the classification tasks provided us
with a lot of insight into the data which greatly increased the understanding we had of the
feature space. Neither of these methods gave us any direct information which help classify
users. We believe that the reason for this is that the signal for which users preferred a higher
density was very weak (as later indicated by the random forest methods) so any methods
of trying to cluster the data instead place much more emphasis on the features with higher
variance and a lot of random noise. In the end we think that performing this analysis while
not very fruitful for the final classification was worth is because of how it helped us get a
better understanding for the data.

As seen from both the Anderson-Darling test and the usage based classifier there are some
metrics for engagement where we saw a larger signal than others. This was fully expected
but we would like to shed some light on why certain metrics might have not given any
signal. Three metrics of specific interest to investigate with regards to this are the social
metrics. The count of liking, sharing, and flipping items. A large reason as to why these
metrics did not see any correlation with a preference for a higher density can be attributed
to the comparatively low volume of these events. Running the test for a longer time period
than three weeks could have help mitigate this problem and might have shown different
results for these engagement metrics.

5.2 Applicability

So what is the applicability of these classifiers? How far away are we from seeing systems
based on the work we have dome being used in production systems? What do we suggest
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you take into consideration when deploying such a system? These are all important ques-
tions. Currently the classifiers we have proposed in this thesis do not have a good enough
rate of classification to be of good use in a production system. There is a lot of work left
to do in identifying new data to use to power the classifiers as well as trying different ap-
proaches to solving the same problem. Future work is further discussed in Section 5.4.
Once such work has been performed and a more accurate model is discovered a system
using the model should be deployed using an A/B test similar to how we initially gathered
the data for this thesis. When using an A/B test one would be able to see the effect which a
personalized user experience has on the usage of the service as well as be able to gradually
deploy the solution to the whole user base if performance is positive.

5.3 Limitations

There are some limitations which we uncovered while performing the work detailed in
this thesis. They fall into two main categories. The first category is limitations with the
collections of data. Looking back at the data we wonder if letting the test run for a longer
period of time, perhaps double the length would have reduced the noise in the data by
giving people more time to adjust to the changes in their treatment group. Knowing this
now we would propose running a similar test on a larger user base and during a longer
period while continuously monitoring changes of behavior and not turn the experiment of
until the behavior of the treatment groups has stabilized. Another limitation that falls under
this category is possible bugs in the reporting of the analytics data from the clients. As
mentioned earlier there were some known issues which we had to work around, this could
have led to a small portion of the data being mislabeled. It is also possible that there were
bugs which we did not know about which had some effect on the outcome. Given that we
used metrics which have been tracked and analyzed for quite some time at Flipboard we
assume that any major issues have already been uncovered.

The second category of limitations are those pertaining to the design of the test. We tried
to choose an aspect of Flipboard to change which would have minimal unwanted conse-
quences and we are still very confident that choosing to alter density was a good choice
with regard to this. However, while we tried to limit the unwanted consequences there were
some inevitable consequences associated with altering the density. One thing which the
increased density effected was the number of items which showcased an image. Items with
images tend to require a larger screen real estate than pure text items. Because the higher
density layouts by necessity presented the user with smaller items there was a decrease
in the number of images displayed to the user. Images are very powerful and work well
for delivering a lot of information. As the saying goes, a picture tells a thousand words.
This could have had an involuntary effect on the performance of the users in that treatment
group. Another such consequence is the low amount of excerpt shown for each item in the
high density layout. We see this as having two possible effects. One effect it might have is
to increase the number of items which a user enters on average as they are not given enough
information from the excerpt. We also think the opposite effect is possible as well though
maybe the decreased excerpt does not provide users with enough information for them to
be interested in reading the whole article.

Another limitation with the design of the experiment is that Flipboard is not designed to
be viewed at a high density. While Flipboard has had support for it for a while the design
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is targeted at a lower density experience and that is where most of the work in improving
the design has gone into. By presenting certain users with a higher density experience we
will also be presenting them with a lower quality design as that is not where Flipboard has
focused their efforts. While the product still looked and worked fine in the higher density
this could have also had a negative effect on users engagement with the higher density
layouts.

5.4 Future Work

There is a lot left to be explored within this field. We would like to see future work which
includes not only usage data, which we have used in this thesis, but also include more
demographic information. We did include locale but information such as gender, age, and
education levels would be interesting to study if they would effect a users preference for
a certain density setting. Broadening the scope of experiment to include other operating
systems such as Apple’s iOS operating system and other form factors such as tablets and
desktop computers would also be an interesting alteration to the work presented here. We
hope that other services performing similar research will release their results like Flipboard
has let us do here. We are certain that other services will see different results and effects
than Flipboard.

Another dimension which would be interesting to explore would be if the preferred density
was dependent on the section being viewed. We have shown that there was no correlation
between the sections a user followed and the density which they had a preference for, we
did however not inspect if the preference for density changed depending on the section the
user was viewing. We have focused on the density of items in this thesis. But we would like
to see future research focus on other parts of the user interface which could be subject to a
personalized experience.

Lastly we are interested to see how well other classifiers or non-classification based methods
would work. Especially with the recent advent of deep learning it would be interesting
to see those techniques applied to this problem. One route which we briefly discussed
among ourselves before the start of this work was to use genetic algorithms or similar online
learning techniques locally on every client. These learning algorithms would slowly learn
from the user by experimenting with different settings and seeing the result and choosing to
show the layout at the density which resulted in the best engagement. We chose not to do
this mostly because it would have taken a long time for these learning algorithms to get fully
trained. Also we were not confident that we would find any large signals within the data and
thus performing the work the way we have described in this thesis was better suited. Now
that we know that there is some correlation though we look forward to exploring the use of
such algorithms for similar tasks.
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