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Abstract

Central Clearing Counterparties play a crucial role in financial markets, requir-
ing robust risk management practices to ensure operational stability. A growing
emphasis on risk analysis and stress testing from regulators has led to the need
for sophisticated tools that can model extreme but plausible market scenarios.
This thesis presents a method leveraging Wasserstein Generative Adversarial Net-
works with Gradient Penalty (WGAN-GP) to construct an independent scenario
generator capable of modeling and generating return distributions for financial
markets.

The developed method utilizes two primary components: the WGAN-GP model
and a novel scenario selection strategy. The WGAN-GP model approximates the
multivariate return distribution of stocks, generating plausible return scenarios.
The scenario selection strategy employs lower and upper bounds on Euclidean
distance calculated from the return vector to identify, and select, extreme scenar-
ios suitable for stress testing clearing members’ portfolios. This approach enables
the extraction of extreme yet plausible returns. This method was evaluated using
25 years of historical stock return data from the S&P 500.

Results demonstrate that the WGAN-GP model eledtively approximates the
multivariate return distribution of several stocks, facilitating the generation of
new plausible returns. However, the model requires extensive training to fully
capture the tails of the distribution. The Euclidean distance-based scenario se-
lection strategy shows promise in identifying extreme scenarios, with the gener-
ated scenarios demonstrating comparable portfolio impact to historical scenarios.
These results suggest that the proposed method o [erk valuable tools for Central
Clearing Counterparties to enhance their risk management.

Keywords: Machine Learning, Generative Adversarial Network (GAN),
Wasserstein Generative Adversarial Network (WGAN), Scenario Gener-
ation, Stress Testing, Central Counterparty Clearing



Sammanfattning

Centrala motparter spelar en avgdrande roll i dagens finansmarknad, vilket inne-
bar att robusta riskhanteringsrutiner &r nddvandiga for att sékerstélla operativ
stabilitet. Okande regulatoriskt tryck for riskanalys och stresstestning fran till-
synsmyndigheter har lett till behovet av avancerade verktyg som kan modellera
extrema men troliga marknadsscenarier. | denna uppsats presenteras en metod
som anvander Wasserstein Generative Adversarial Networks med Gradient Penal-
ty (WGAN-GP) for att skapa en oberoende scenariogenerator som kan modellera
och generera avkastningsfordelningar for finansmarknader.

Den framtagna metoden bestar av tvad huvudkomponenter: WGAN-GP-modellen
och en scenariourvalstrategi. WGAN-GP-modellen approximerar den multivaria-
ta avkastningsférdelningen for aktier och genererar méjliga avkastningsscenarier.
Urvalsstrategin for scenarier anvander nedre och dvre gréanser for euklidiskt av-
stand, beraknat fran avkastningsvektorn, for att identifiera och vélja extrema
scenarier som kan anvandas for att stresstesta clearingmedlemmars portfdljer.
Denna strategi gor det mojligt att erhalla nya extrema men troliga avkastningar.
Metoden utvarderas med 25 ars historisk aktieavkastningsdata fran S&P 500.

Resultaten visar att WGAN-GP-modellen e [eltivt kan approximera den multi-
variata avkastningsfordelningen for flera aktier och darmed generera nya méjliga
avkastningar. Modellen kan dock krava en omfattande méngd traningscykler
(epochs) for att fullt ut fanga fordelningens svansar. Scenariurvalet baserat pa
euklidiskt avstand visade lovande resultat som ett urvalskriterium for extrema
scenarier. De genererade scenarierna visar en jamforbar paverkan pa portfoljer i
forhallande till de historiska scenarierna. Dessa resultat tyder pa att den foreslag-
na metoden kan erbjuda vardefulla verktyg for centrala motparter att forbattra
sin riskhantering.
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1 INTRODUCTION

1 Introduction

This section provides a brief introduction to Nasdaq Inc. (Nasdaq) and o ers an overview of the research
conducted in relation to the covered topic. Additionally, it delves into the problem description, outlining the
purpose and objectives of the thesis and the motivation behind investigating the issue at hand. Finally, the
section acknowledges some potential limitations of the project and outlines the structure of the thesis.

1.1 About Nasdaq

Nasdaq is a leading nancial technology company that provides innovative trading solutions, data, and

technology services to clients around the world. With a history dating back to 1971, Nasdaq has grown
to become one of the largest and most recognizable names in the global nancial industry. The company
operates multiple stock exchanges, including the NASDAQ Stock Market, which is the largest electronic
equity securities market in the world. In addition to its exchange operations, Nasdaq provides technology
and data services, index services, and investment analytics to a wide range of clients, including nancial
institutions, corporations, and individual investors. [1]

This thesis was conducted in collaboration with the Nasdaq Risk Analytics Engineering team in Umea,
Sweden. They specialize in providing risk systems to Central Clearing Counterparties (CCPs, also known
as clearinghouses) through several di erent platforms at Nasdag. Among many other things, they help to
facilitate margin calculation, stress- and backtests, risk-level monitoring, etc.

1.2 Problem Description

Nasdag has several systems for clearing nancial transactions. These systems provide risk models that aid in
risk management for CCPs and other clients. These models include calculations regarding the legislatively
required capital, which ensures the solidity of the CCP. The current approaches for handling these calcu-
lations are largely based on stress tests done on historical market scenarios. However, since the available
historical data is limited and future crises are likely to di er from those in the past, relying solely on a few
historical scenarios for stress testing may yield unsatisfactory or uncertain resultsScenarios will henceforth

be referred to as 1-day returns.

In a CCP setting, so-called extreme but plausible scenariosefers to extraordinary situations which signi -
cantly impact the solidity and stability of a CCP. This could occur due to a severe economic downturn, a
nancial market crash, or other systemic events. Although these scenarios can be very extreme, they are
plausible. Therefore, a CCP must be prepared for such events to ensure nancial stability. Central Clearing
Counterparties are required to perform stress tests to evaluate their resilience to these scenarios, and in turn
make sure they have su cient capital. Each individual CCP is responsible for determining what constitutes
extreme but plausible

Therefore, the work of this thesis was motivated by developing better methods to nd suchextreme but
plausible scenarios and outcomes that do not exist directly in the historical data. These methods can then
be used to discover vulnerabilities in client portfolios and to better determine the resources needed to cover
internal capital requirements and regulatory demands for CCPs.

1.3 Aim of Thesis

The aim of this thesis can be formulated as the following; to investigate scenario generation for stress
testing. This was done by investigating how deep learning methods, specically Generative Adversarial
Networks (GANSs), can be used as a tool to generate new, extreme but plausible market scenarios.

The following research questions are studied:

RQ1 Can a GAN model be used to model the multivariate return distribution of a nancial market, and
in turn generate new extreme but plausible scenarios?

RQ2 What measure can be used to classify extreme but plausible scenarios from all scenarios?

RQ3 Will using many arti cial market scenarios improve the identi cation of unknown vulnerabilities in
portfolios, compared to the current approach of using a selected set of historical scenarios?

Scenario Generation for Stress Testing using Generative Adversarial Networks 1
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1 INTRODUCTION

The goal is to construct a method that can generate extreme but plausible stress test scenarios for a stock
market of a reasonable size. When the number of such scenarios is increased, it is expected that the
probability of nding vulnerabilities that could surface in a future crisis is also increased. To be more
speci ¢, the generated scenarios should ful Il the following conditions:

~ Each market scenario should be extreme yet still plausible.
" There should be su cient di erences between the generated scenarios.

" The generated data should keep the statistical properties of the training data to ensure plausibility
and explainability.

To achieve the goals, a long series of market data, 25 years for an entire market, was used as input data,
together with a set of portfolios to evaluate the model.

1.4 Related Work

Numerous articles have explored the topic of using Generative Adversarial Networks in nance with di erent
directions trying to answer questions relating to, for example, market prediction [2], optimizing trading mod-
els [3] and synthetic data generation [4]. For the interested, Eckerli and Osterrieder [5] can be recommended
as an overview of Generative Adversarial Networks in nance up until 2021.

There has been some, but limited, work relating to scenario generation for the purpose of stress testing
portfolios. Koshiyama et al. [3] studied the generation of market time series data where the authors identi ed
stress testing as a future development area. The same point was made by De Meer Pardbal. [6].

Nystedt [7] explores scenario creation for stress testing using a copula transformation approach, which leads
to an explicit solution. This work focuses on portfolios consisting of ve assets (as well as portfolios consisting

of options) and identifying scenarios leading to a certain loss. When this is done it is possible to observe
what the scenario, which leads to that loss, looks like, i.e. the generated scenario.

1.5 Delimitations

As this area of research is relatively new and unexplored, a few delimitations were made for the thesis
work. Firstly, a small-scale model of ve stocks and ve portfolios was made as gproof-of-concept This
approach was employed to ensure the applicability to the problem at hand. Selecting a smaller number of
stocks not only facilitates better visualization but also simpli es the modeling process due to the reduced
dimensionality. This model was then extended to cover a larger number of stocks, to then eventually be able
to properly model an entire market.

Further, the model was also limited to only covering stock market data. A future extension of the model
should include all asset types that typically are included in clearing-member portfolios. Lastly, the market
scenarios were de ned as 1-day returns as opposed to time-series data. This decision was made in collabo-
ration with the project owners and supervisors at Nasdag. This allowed for treating the model input and
output as distributions, which in turn makes for easier model evaluation, as well as making the results more

in line with what a future product based on this model might look like. The input data choice, limitations,

and speci cations are covered in greater detail in Section 4.1.

1.6 Disposition

The thesis is structured as follows. Section 2, gives an introduction and background to CCPs, why they
exist, regulatory framework, and some stress testing details. Section 3 presents the theory used in the
thesis, which includes concepts from mathematical nance, the basic background of the Arti cial Neural
Network, Generative Adversarial Network, Wasserstein GAN, Wasserstein GAN with Gradient Penalty, and
de nition of statistical measures used. Furthermore, in Section 4, the conducted methodology is presented,
with descriptions of the approach to the problem and decisions made as the project progressed. The section
thereby covers data collection, handling, and processing as well as gives a description of the model itself,
modeling objectives, and model architecture. Section 5 presents the results and discussion around the results
of the thesis. Lastly, in Section 6 conclusions about the project are made as well as suggestions for further
work. Additionally, see Appendix A for a full description of the data, Appendix B for complementary results,
and Appendix C for full model architectures.

Scenario Generation for Stress Testing using Generative Adversarial Networks 2
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2 BACKGROUND

2 Background

This section provides an overview and background information on the fundamental systems, topics, and
models addressed in this thesis. Initially, the concept of the Central Clearing Counterparty is explored,
discussing its roles and functions, the rationale for its existence, and relevant regulatory background. Sub-
sequently, an overview of stress testing is presented, encompassing both general aspects, as well as those
speci ¢ to the context of this research. Lastly, an introductory overview of the eld of generative modeling

is given.

2.1 Central Clearing Counterparty

In this section, an overview of the Central Clearing Counterparty is given, alongside its main ideas and
contributions. Furthermore, it covers CCP regulations relating to this thesis.

2.1.1 What is Clearing?

To begin with, it is essential to de ne and comprehend the concept ofclearing within the context of this
research. Clearing can be described as the time from a contractual obligation being made between two
parties, until that contractual obligation has been ful lled, and both parties have received their side of the
contract. An example would be exchanging money for corn in 3 months' time. During this time, both,
so-called counterparties, are exposed to a number of risks. One is counterparty risk, which is de ned as
the probability that one of the counterparties defaults. Defaulting refers to the failure of a counterparty

to meet its nancial obligations, such as repaying a loan or ful lling contractual terms. Due to this risk

of counterparty default, the central clearing counterparty has been introduced. Figure 2.1 shows a ctive
example of transactions between six parties with and without a CCP.

Figure 2.1 below illustrates the bene ts of a central counterparty in facilitating transactions between clearing
members. The CCP is represented in red, while the clearing members are depicted in blue and labeled A
through F. Arrows between the members represent transactions made between each of the respective clearing
members, with and without the involvement of the CCP. The gure on the left represents the transaction
process without a CCP, while the gure on the right shows the process with a CCP involved. The visualization
highlights the e ciency and risk reduction provided by the CCP in the transaction process among clearing
members. This is illustrated by the reduced number of transactions and the CCP assuming the counterparty
risk when moving from the left gure to the right. Central Clearing Counterparties are intermediaries that

Figure 2.1: lllustration of transaction-clearing between counterparties, A-F, without
and with a CCP.

perform a crucial function in the nancial markets by reducing the risks associated with clearing and settling
trades. They act as a neutral third party, standing between two counterparties in a transaction and becoming
the buyer to every seller and the seller to every buyer. This helps to ensure that trades are completed even
if one counterparty fails to meet its obligations.

Scenario Generation for Stress Testing using Generative Adversarial Networks 3
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2 BACKGROUND

2.1.2 History of CCPs

The rst CCPs started to emerge in some form in the late nineteenth century [8]. These CCPs were mainly
started to incentivize adherence to the rules on an exchange. This was later developed into a CCP which only
focused on reducing transaction costs and the number of transactions by netting. The nal developments
towards becoming a true CCP were completed in 1925 through the Chicago Board of Trade. With the CCP
becoming the counterparty to all transactions and also taking the responsibility of settling the defaulting
members' trades. Modern-day CCPs are di erent from the early days, with notable di erences coming from
technological advancements with electronic clearing as well as many new regulations, especially after the
nancial crisis in 2008 [9]. Moreover, a key change for CCPs erupting from the nancial crisis are regulations
regarding that all standardized derivatives should be cleared through CCPs [9]. Speci c regulations relating
to the thesis will be covered below.

2.1.3 Role of a CCP

As a baseline, a CCP serves as an intermediary between parties involved in nancial transactions, e ectively
reducing counterparty risk and enhancing market stability. However, CCPs also operates in a competitive
environment and has competitors of their own. Therefore, they must consider factors such as cost e ciency,
innovation, and customer service to maintain their market share and attract new participants. From the
regulators' and investors' point of view, a CCP is a highly important nancial institution and many times
vital to the nancial markets and the economy. The Great Financial Crisis can serve as a reminder and
example of what can occur when speci ¢ markets freeze, primarily due to a lack of trust in counterparties
trading in Over-the-Counter (OTC) derivatives (particularly Credit Default Swaps) [10, 11].

There can be a potential con ict of interest for a CCP seeking pro ts while maintaining system stability. This

con ict may arise if the pursuit of pro ts compromises risk management practices or transparency. Regulators
play a crucial role in managing this con ict by imposing strict regulations, guidelines, and oversight to ensure
CCPs prioritize system stability without sacri cing competitiveness. CCPs manage their exposure to the
risk of counterparty default by using a combination of margin requirements, di erent levels of equity, and
other risk management systems. The amount of margin required is based on the size and riskiness of
the participant's positions. The margin is used to cover any losses that may result from a participant's
default. The CCP also continuously monitors the risk of its participants' positions and adjusts the margin
requirements accordingly.

In conclusion, CCPs plays a vital role in ensuring the stability of nancial markets by managing the systemic
risk that arises from the connections between market participants. The regulatory frameworks for CCPs,
help to ensure that CCPs operates in a safe and robust manner, contributing to the stability of the nancial
system.

2.1.4 Benets of Using a CCP

There are di erent bene ts of a CCP and some are more di cult to quantify than others. One quanti able
benet of CCPs is that of multilateral netting and the fact that the number of transactions is reduced.
Figure 2.2 consists of two simpli ed sub- gures illustrating the bene ts of a CCP in facilitating transactions
between clearing members. The CCP is represented in red, and the clearing members are depicted in blue
and labeled A through D. Arrows between the members represent transactions made between them, and the
numbers on the arrows emphasize the transaction amounts, illustrating the netting process. The sub- gure
on the left represents the transaction process without a CCP, while the sub- gure on the right shows the
process with a CCP involved. In this example, the number of transactions is reduced from 11 to 3 with the
involvement of a CCP. It can be noted that clearing member "B" has a net position of 0 in this example.
The total transaction volume can be reduced from 330 to 150 in the 3 transactions.

Bilateral netting is an alternative process that consolidates multiple transactions betweerntwo counterparties
into a single netted amount, reducing the overall number of transactions and the associated costs. When
examining bilateral netting as an alternative, the total transaction volume can be decreased from 330 to 100,
encompassing 6 transactions. In this instance, bilateral netting proves to be more e cient than multilateral
netting, in terms of transaction volume. However, one notable risk of using bilateral netting is the presence
of counterparty risk, which is eliminated when a CCP guarantees all transactions.

Scenario Generation for Stress Testing using Generative Adversarial Networks 4
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2 BACKGROUND

CCP

Figure 2.2: Simpli ed illustration of transaction-clearing between four clearing mem-
bers A, B, C & D, with and without a CCP. With numbers to exemplify trades between
members.

2.1.5 Regulatory Framework

In the European Union, the regulation of CCPs is established under the European Market Infrastructure
Regulation (EMIR) [12]. EMIR came into force in 2012 and is designed to ensure the stability, resiliency,
and robustness of CCPs. The key objectives of EMIR are to reduce systemic risk, promote market integrity,
and increase transparency.

Under EMIR, CCPs are required to be authorized and supervised by a national competent authority and to
adhere to strict operational and risk management standards. The regulation also requires CCPs to maintain
su cient nancial resources, including own funds and default funds, to withstand severe stress scenarios.

There are di erent regulations, although similar, between the European market and the American market.
On the American market, there is the Dodd-Frank Act [13] and on the European market there is the
aforementioned European Market Infrastructure Regulation [12]. The regulations for the European markets
and more speci ¢ regulations regarding margins, the default fund, and stress testing, will be covered below.

The initial margin and default fund are crucial components in the risk management system of a CCP. A
CCP is mandated to call for and collect margins from its clearing members, ensuring coverage of potential
exposures in case of a clearing member default. The exposure should be covered during the liquidation of
relevant positions [12]. In this context, regulatory extension [14] to EMIR stipulates that a Value at Risk
(VaR) level of at least 99.5% should be employed for OTC derivatives, while a VaR level of at least 99%
should be applied for nancial instruments other than OTC derivatives. Additionally, the VaR calculations
should be based on market data encompassing a minimum of the latest 12 months [14].

In terms of the default fund, a CCP must establish one to account for losses exceeding the margin requirement
that may arise from a default [12]. Furthermore, the default fund should enable the CCP to withstand, under
extreme but plausiblemarket conditions, the default of its largest clearing member or the combined default

of its second and third largest clearing members, depending on which scenario incurs greater losses [12]. The
CCP is also required to devise scenarios that re ect extreme but plausible market conditions.

Stress testing is another essential aspect of CCP risk management. A CCP must regularly review the
models used for calculations, including those for the default fund, ensuring these models are stress tested
under extreme but plausible market conditions [12]. This review process contributes to the robustness and
reliability of the CCP's risk management infrastructure.

2.1.6 Default Waterfall

The default waterfall is a process that outlines the order in which resources are used to cover losses in the
event of a participant's default in a CCP. It is maintained to ensure that the clearinghouse can uphold all its
obligations, even under extreme circumstances. This process can di er between CCPs as well as regionally
in di erent parts of the world. The following description is a generalization of the process, this Section is
largely based on the information given by Domanskiet al. [9].

The objective of the default waterfall is to ensure that losses are covered in an orderly and e cient manner
and to minimize the impact of a default on the stability of the nancial system. The default waterfall typically

Scenario Generation for Stress Testing using Generative Adversarial Networks 5
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2 BACKGROUND

consists of several steps, including the use of margin (collateral), default funds, and the clearinghouse's own
capital, also known as clearing capital.

The rst step is to use the collateral, or margin, posted by the defaulting participant, including cash and
other eligible assets, to cover the losses. If the collateral is insu cient, the next step is to use the default
fund contributions from the defaulted participant. If the margin and default fund contributions are still
insu cient, the default waterfall then moves on to the use of some form of junior capital, also known as
CCP skin-in-the-game. If this is still insu cient to cover the losses, the rest of the default fund is used.
The default fund is a pool of resources, such as cash or other eligible assets, contributed by all participants
to cover losses in the event of a default. The use of the default fund is a last resort, and its resources
are depleted in a pre-determined order. In the extreme case that the default fund is drained, some CCPs
can have access to so-called unfunded resources, which are a portion of ring-fenced resources that are to be
available even if the contributors are in default. The last step is to use the remainder of the clearing capital
of the CCP (which in a vacuum results in the default of the clearinghouse).

In the European Union, the default waterfall is regulated under EMIR. The regulation requires CCPs to
maintain su cient nancial resources, including own funds and default funds, to be able to withstand severe
stress scenarios [12].

2.1.7 Can Central Clearing Counterparties Fail?

CCP failures are a very rare occurrence as there have only been three instances over the last 50 years,
excluding some close calls. These instances of failure are the following: Paris in 1974, Kuala Lumpur in
1983, and Hong Kong in 1987. Of these three, the clearinghouse failure in Hong Kong is the most severe. In
1987 in the wake of the global stock market crash of that year, the Hong Kong Futures Exchange clearinghouse
had to close. Huge market movements led to clearing member defaults due to not being able to post the
increased margin requirements of their positions. Subsequently, various parties including shareholders of the
exchange and the Hong Kong government agreed to fund BIK $2 billion bailout package to save the CCP.
The exchange could reopen and continue its operations without further market destabilization [15].

These are extreme cases with a very low probability of occurring, and there are plenty of examples where
the CCP served its purpose. This can be seen by the low number of failures throughout the years as well as
instances of extreme market events not leading to CCP defaults. The Lehman crash of 2008 and the Enron
collapse in 2001 are some examples of extreme market and world events that did not lead to any CCPs
failing. Note that one of many key factors contributing to the 2008 nancial crisis, was the unregulated
trading of OTC derivatives, which are high-risk nancial instruments that were not traded through a CCP.

As previously mentioned, this situation led to the implementation of regulations requiring OTC derivative
trading to be conducted through a CCP, aiming to mitigate such risks in the future [11].

These events highlight that even though CCPs exist to provide safety, and they usually do, they can still
fail. Which can have a devastating impact on the entire nancial system. But also, the key role that they
play to ensure the stability of the system and in reducing the counterparty risk in the markets of today [15].

2.2 Stress Testing

Stress testing is a risk management technique that evaluates the potential impact of extreme market events or
scenarios on a nancial institution's or a CCP's ability to absorb losses. In the context of CCPs, stress tests
are conducted to assess the adequacy of nancial resources, such as margin requirements and default fund
contributions, to cover potential losses that could result from the default of one or more clearing members
during extreme market conditions. During a stress test, various hypothetical scenarios are simulated to
estimate the potential losses that a CCP might face. These losses, help to determine if the CCP has
su cient resources to withstand potential shocks from market events or counterparty defaults.

2.2.1 Stress Testing in Regards to this Thesis

The following is a general description of a stress testing procedure for a CCP, it is used as the de nition of
stress testing throughout this thesis. Note, that this is a generalization and that this procedure may vary
among di erent CCPs, as well as between regions and markets, depending on both internal policies and
external regulatory requirements.
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One part of stress testing calculations is typically performed using a set of historically extreme but plausible
market scenarios. Each individual CCP is responsible for determining what constitutegxtreme but plausible
In each scenario, the Stress Test Value (STV) can be calculated for each counterparty (e.g., account or
portfolio). Furthermore, the Expected Uncollateralized Loss (EUL) can be calculated for each portfolio,p; ,
and scenario(i):

EUL) =STV ) Margin requirement,, ; (2.1)

such that if there are 100 scenarios and5 portfolios there will be 100 STVs for each portfolio and thus 100
EULs for each portfolio. The EULs for the di erent counterparties are then ranked such that the 1 is the
largest CCP exposure and a selection among the worst EULs can then be done.

Di erent selections are made for di erent purposes:

14 +2ng: This result determines the total size of the bu er (i.e. default fund plus clearing capital).
" max(ls; 2ng +31q): This result determines the size of the default fund.
" The clearing capital is thus (1st + 2ng) max(lst;2ng +31d).

In addition, default fund contributions per participant will be determined proportionally to the total initial
margin. Typically, there is also a minimum level that is used as a oor.

If a scenario where the EUL for a counterparty is greater than in any other scenario, it can potentially a ect
the size of the default fund and/or clearing capital. Clearly, scenarios with large EUL are more relevant
since they are more likely to be top-ranked.

2.3 Generative Methods

Generative models are techniques in machine learning and statistics that are designed to learn and generate
new examples of data that are similar to a given data set. Unlike discriminative models, which are focused
on learning the decision boundary between di erent classes of data, generative models learn the underlying
distribution of the data and use this knowledge to generate new examples. There are many di erent types
of generative models. Some examples are given below.

Autoencoders [16], a type of neural network that is trained to encode data into a low-dimensional repre-
sentation and then decode it back into the original format. This method is often used for dimensionality
reduction. Variational Autoencoder (VAE) [17], a type of autoencoder that is trained similarly to an au-
toencoder but includes the ability to generate new examples of data by sampling from a learned lowered
dimensional probability distribution. VAEs are often used for image and video generation [17].

Generative Adversarial Network [18], a type of generative model that consists of two neural networks, a
generator, and a discriminator. The generator is trained to generate new examples of data that are similar
to the input data, while the discriminator is trained to distinguish between real and fake examples. The
generator is then trained to fool the discriminator by generating examples that are indistinguishable from
real data.

Boltzmann Machines [19], a type of stochastic neural network that is used to model the joint probability
distribution of a set of input variables. By learning this joint distribution, Boltzmann Machines can generate
new examples of data that are similar to the input data.

Generative models have a wide range of applications in elds such as computer vision, natural language
processing, and music generation. Some common applications of generative models include image and video
generation, text generation and translation, music and sound generation, data augmentation, and synthesis
[20].

Generative models are a rapidly evolving area of research, and many new techniques and models are being
developed. Some notable recent developments include: StyleGAN [21], a type of GAN that is designed to
generate high-quality images with realistic and diverse styles. Transformers [22], a type of neural network
that is designed for sequence-to-sequence learning and has been used for text generation and translation.
GPT-3, a large-scale language model based on transformers has been used for a wide range of natural
language processing tasks. The well-knowehatGPT is built using this model [23].
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3 Theory

This section presents the di erent technical and theoretical components of the thesis. The rst subsection
covers some aspects of mathematical nance that are used in the project. The second covers machine
learning and the third subsection speci cally covers Arti cial Neural Networks. In the fourth subsection the
Generative Adversarial Networks is introduced, the fth section covers machine learning modeling principles,
the sixth subsection covers hyperparameter tuning, and the seventh and nal subsection covers evaluation
measures for Generative Adversarial Networks.

3.1 Mathematical Finance

This section will establish the background for the practical application of mathematics in the realm of nance
and speci cally within the context of the stock market.

3.1.1 Returns

When dealing with stock returns, and depending on the area of application, di erent types of returns can
be considered. This thesis coversimple returns and logarithmic returns.

simple return, which is the period percent di erence in stock price, from timet 1to t (de ned as period
t) can be de ned as

s_ St St
rs ;
S 1
wherer§ is the simple return for t 2 [1;2;:::;T] and s denotessimple. The logarithmic returns, r! where|
denoteslogarithmic, can be de ned using the same time series of stock prices antd? [1;2;:::;T] as
. <
St

ry = log 5 -09(S) log(St ):

From the equations above some characteristics of simple returns and logarithmic returns can be extracted.
Simple returns will theoretically belong to the interval [ 1;1 ), since a stock can at most lose all its value
in one time period but can theoretically increase in nitely much. The logarithmic returns on the other hand
will belong to the interval (1 ;1 ). When the objective is to model distributions the logarithmic returns
thus have an advantage since many distributions are de ned orR.

From above it can be seen that there exists a simple relationship between simple returns and logarithmic
returns as follows .

rf =€t 1
wherer! is the corresponding simple return ofr| logarithmic return.

Since time series are not handled, see limitations Section 1.5, the characteristics of simple and logarithmic
returns regarding the compounding of returns over multiple time periods are not of concern. In general
terms, however, the simple returns will, over multiple time periods, not be additive but logarithmic returns
will.

3.1.2 Prot & Loss

Consider a market consisting of N assets and denote those assets as the set fAigiN:l, consider also a

and thus its corresponding weight, would be negative.

When calculating the return of such a portfolio one desirable characteristic is that the sum of the individual
assets returns is equal to that of the portfolio return. The return of the portfolio for one time step would

then be de ned as "

— ol 1 N N _ i i T .

= Wi pfet T We pfe = Wi gyl = W gyt
i=1

re
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simple returns the equation above holds, but not for logarithmic returns. Furthermore, the Prot and Loss
(PnL) of the portfolio can then be de ned as

PnLy = VP ,rf:

3.1.3 Exposure

In nance, long and short positions refer to buying or selling a nancial asset, with the expectation of
pro ting from changes in its price. A long position is buying a security with the expectation that its price
will rise in the future. Shorting, or a short position, is created when selling an asset with the intention of
repurchasing it or covering it later at a lower price.

The net exposure of a portfolio is the di erence between the sum of the notional values of the long positions
and the sum of the notional values of the short positions. Mathematically, net exposure can be expressed as:

X
Net exposure= Wi ;
i=1

where w; is the weight of security i in the portfolio (i.e. the percentage of the total portfolio value invested
in security i). If w; is positive, the security is held long; ifw; is negative, the security is held short.

The gross exposure of a portfolio is the sum of the weights of all the positions in the portfolio, regardless of
whether they are long or short. Gross exposure can be mathematically expressed as:

X
Gross exposure= jwij:
i=1

Note that the absolute value of w; is taken to ensure that the contribution of each position to the gross
exposure is positive.

The di erence between net exposure and gross exposure gives the amount of leverage used in the portfolio.
If the net exposure is less than the gross exposure, then the portfolio is said to be leveraged. Leverage can
be expressed as:

Gross exposure

Leverage=
g Net exposure

3.1.4 Value at Risk

Value at Risk (VaR) is a well-known risk measure used in risk management and in the regulations for a CCP,
as speci ed above. As an example, the calculations for the initial margin should be based on this measure.
VaR can be conceptually understood as the threshold of loss that, under normal market conditions, one
should not expect to surpass with a given con dence level, denoted by the statistical probability, . This
measure of nancial risk is typically derived from a PnL distribution. For a real-valued random variable X
with monotone increasing Cumulative Distribution Function (CDF), Fx , the VaR for the con dence level
can be de ned as

VaR (X)= F, 1 );

where Fy 1 is the inverse CDF corresponding to the random variable X. In the empirical case with the
assumption that the random variables (X 1; X2;::: Xy) follow the common CDF, Fx, then the empirical
Cumulative Distribution Function (eCDF), Fx, can be de ned as

1 X
FX (X) = ﬁ 1Xi<x ) (31)
i=1
where 1 is the indicator function. Thus the VaR for the empirical case can be de ned as
VaR (X)= maxfx:Fx(x) 1 o;

for some con dence level . VaR in regards to this thesis, will be used to estimate the margin of portfolios.

Scenario Generation for Stress Testing using Generative Adversarial Networks 9
Deep Learning Approach to Generate Extreme but Plausible Scenarios



3 THEORY

3.2 Machine Learning

This section gives a general introduction to machine learning and introduces the Arti cial Neural Network
and Generative Adversarial Network on which the thesis is based. Furthermore, some common terminology
and principles in the machine learning domain are introduced.

3.2.1 Types of Machine Learning

This introductory section is largely based on Géron [24] which for the interested reader can give a thor-
ough and general introduction to machine learning. In this section, the most common types of machine
learning problems and models are covered. These include supervised, unsupervised, semi-supervised, and
reinforcement learning.

Supervised learningare problems in machine learning where the desired output for each observation in the
collected data is known. The desired outputs are called labels. The algorithm is then trained in the labeled
data set. The goal of supervised learning is to determine a mapping function that can predict the output for
new, unseen input data. Some examples of supervised learning include regression (predicting a continuous
output), classi cation (predicting a categorical output), and object detection (predicting the location and
class of objects in an image).

In unsupervised learningthe labels are unknown. Thus unsupervised learning has di erent types of goals in
comparison to supervised learning. The goal of unsupervised learning is to discover patterns and relationships
in the data without the need for explicit supervision. Unsupervised learning can be used for various tasks,
such as clustering, anomaly detection, and dimensionality reduction.

Note that unsupervised learning can also be used in conjunction with supervised learning, where the un-
supervised learning algorithm is rst used to discover useful patterns in the data, and then the supervised
learning algorithm is trained on the labeled data to predict the output labels. Or, used for problems that
include some labeled data and some unlabeled data. This is known aemi-supervised learning Overall,
semi-supervised learning can be useful in scenarios where labeled data is limited or expensive to obtain, and
the use of unsupervised learning techniques can help leverage the unlabeled data to improve the performance
of the model. It is most commonly used in text- and image classi cation, speech recognition, and anomaly
detection.

In reinforcement learning, an agent learns to make decisions by interacting with an environment and receiving
feedback in the form of rewards or penalties. The agent must then learn some policy that will maximize the
reward over time. The policy is a mapping from states to actions that maximize the reward. A great example

to see this approach in action is [25] where agents play hide and seek against each other. Reinforcement
learning can be used in various applications, such as robotics, autonomous driving, and playing di erent
kinds of games.

3.3 Arti cial Neural Networks

This section covers the basic theory behind the arti cial neuron, network structure, activation functions,
and backpropagation.

The Arti cial Neural Network (ANN), as it is called today, was rst introduced through the idea of replicating

a biological neuron in the brain as a logical function. This was done by McCulloch and Pitts [26] in 1943
and became known as the MuCulloch-Pitts neuron. This MuCulloch-Pitts neuron can only approximate
certain logical functions which are similar to the output of a biological neuron. A short description of how
biological neurons work, is that each neuron is connected to a large network of other neurons. They have
multiple input signals and an output signal. In order for a specic neuron to re and give an output, a
certain threshold in the number of input signals to that neuron must be reached. This can then be seen as
a logical function with each input to a neuron being either 1 or 0 and if the threshold is reached the neuron
will output a 1, otherwise 0. (There are obvious limitations with this approach, thus research continued).

Further developments of the MuCulloch-Pitts neuron were done in 1958 with Frank Rosenblatt's perceptron
algorithm [27]. This algorithm contains one arti cial neuron which usually is considered as the perceptron,
in the context of networks, and an algorithm, called the perceptron algorithm, which enables the perceptron
to learn from data.
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3.3.1 Arti cial Neuron

The building blocks of ANNs, are arti cial neurons. Putting this arti cial neuron into a mathematical
context, consider the following; the input vector x 2 R", a weight vector w 2 R" and a bias termb 2 R
with g() as the Heaviside step function, then the mathematical formulation of the arti cial neuron, f , is the
following I

X
f(x;w)=gw'x+b=g b+  wx;

i=1
The function f : R" I'f 0;1g then maps the input vector to the set {0,1}. The weights, w, of this arti cial
neuron have to be estimated, and if considered stand-alone together with the update rule for the weights
proposed by Rosenblatt [27], the perceptron algorithm is complete. One signi cant limitation of the percep-
tron is that it can only learn linearly separable problems. A rst step to combat this issue is to consider
di erent types of functions for g( ). These functions are called activation functions in the ANN domain.

In Figure 3.1, a visualization of the perceptron is presented. The perceptron consists of three gray input
nodes, labeledxs; X»; X3, which are connected to a light blue node representing the weighted sum. Arrows
between the input nodes and the weighted sum node indicate the weights, denoted as;;w,;ws. The
weighted sum is then connected to a light brown node, which represents the activation functiory. Connected
to the light brown node is also a red node, representing the bia®. The output of the activation function

is then depicted as the perceptron's nal output. This gure serves to illustrate the key components and
structure of a perceptron.

Bias
L ;
Wi Weighted Activation
sum function
me» X, W2 . g _ output |
W3

Figure 3.1: Visualization of a perceptron with inputs;; Xz; X3, weightswy; wy; ws,
biasb, weighted sum and activation functiong.

3.3.2 Activation Functions

Activation functions are a key component of an ANN and can be considered a mapping of the weighted
sum to a desirable range. In order to utilize numerical optimization techniques, which in later sections
will be presented for ANNs, one helpful characteristic of the activation function would also be that it is
di erentiable. Depending on the problem, one such function that could be considered is the simple linear
activation function de ned as

g(x) = x:
However, for the arti cial neuron to approximate non-linear functions a requirement is that the activation
function is non-linear. This also becomes more clear when considering networks later on. Considering
classi cation, it would be desirable to have activations functions that make the network able to create non-
linear decision boundaries (in the input space). One of the earliest commonly used families of activation
functions was the sigmoid functions, which include the logistic function as one of their members. The logistic
function is de ned as

g(x) = m3
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In classi cation tasks using one single neuron, using the logistic activation function leads to the same model
structure as used in logistic regression, commonly used in statistics, and therefore also leads directly to
logistic regression if the neuron weights and bias are estimated using the maximum likelihood method.
Further developments of ANNs discovered what is known as the vanishing gradient problem. This comes
from the fact that the derivative of sigmoid functions is zero far away from whenx = 0. There are a wide
variety of non-linear activation functions that can be considered to help in this issue. This has led to the
use of the so-called Recti ed Linear Unit (ReLU) [28] activation function which also has proved to give
state-of-the-art results [29]. The ReLU function can be de ned as

x; ifx O
g(x) = max(0;x) = .
0; otherwise

One issue with the ReLU function however is that the derivative is not de ned in x = 0. There are di erent
solutions to this problem with the most common suggestion being that the derivative atx = 0 is set to 0.
ReLU has become the most widely used activation function within ANNs [30]. There have been multiple
extensions and variants of the ReLU function with one being the Leaky Recti ed Linear Unit (Leaky RelLU)
[31] function which is de ned as

x; ifx O
g(x) =max( x;x )= .
X; otherwise

This activation function has proved helpful in certain areas as it will have a non-zero gradient everywhere,
either or 1 with examples of being set to 0:01 [31] or 0:3 [32].

If x is a vector, the convention is that the activation function would be applied to each entry in the vector.
In this thesis, the linear, ReLU, and Leaky RelU activation functions were utilized.

3.3.3 Neural Network Structure

With the building blocks described above, it is now possible to combine this to an ANN. Feedforward Arti cial
Neural Networks are constructed in the form of a sequence of neuron layers. The simplest type of ANN has
one input layer, which takes an input vector x 2 R", one hidden layer made up ofk arti cial neurons, and
one output neuron. The hidden layer usually consists of neurons with the same activation function. The
output neuron has its own activation function, which may di er from those used in the hidden layer. The
connections between these components are now the following: for each arti cial neuron in the hidden layer,
the weighted sum will be calculated with that arti cial neuron's weights and the input vector followed by
applying the activation function. This will be done for each arti cial neuron with each arti cial neuron's
unique weights, the output from each arti cial neuron in the hidden layer will then be seen as the input
vector to the last arti cial neuron in the output layer which will calculate its weighted sum with its own
weights and put through its activation function to give an output. This type of network can be represented
as a directed acyclic graph, see Figure 3.2 for an example. For an ANN with hidden layers the naming
convention is that it is an ANN with L layers, beyond that there is still the input layer called layer 0, and
the output layer called layer L +1.

In mathematical terms, each equation below can be seen as one layer in the ANN,

@ _ @) @Ty o D)
z7 = g7 (wi” x+ )

(L) — (L) (L)ToL 1 (L 1)
z7'=g (WJ- z +q )

y = g(L+1) (Wj(L+l)TZL + (L))

wherex 2 R" is the input vector, wj(k) .....
1g, q(k) is the bias for thejy, arti cial neuron in layer (k), g%) is the activation function of layer (k) and zj(k)
is the output of the jy arti cial neuron in layer (k) and thus input to the next layer in the next equation

with y being the predicted output. Putting the above into matrix formulation using linear algebra with the
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same activation in one layer it is possible to (vectorize) the computations,

20 = g WDy + b®)

2L = gLw L)z D4 L Dy
y= g(L+1) (W (L+1) Z(L) + b(L+1) )’

where x 2 R" is the input vector, W (¢) collects the weights of the arti cial neurons in the ky, layer (such
that each row represents one arti cial neuron), the vector b(k) collects the bias of each arti cial neuron in
the kq, layer and the activation function g®) is applied element-wise. The outputz(¥) is then the vector
input to the next layer. The above equations then represent the internal processing of the ANN with input

x and output y. If all the weights are arranged in a vector called , the ANN can be represented ad (x).
These weights however need to be estimated in some way and that will be what is covered next, namely the
backpropagation algorithm [33] used for optimizing the ANNs weights.

Figure 3.2 presents a visualization of an arti cial neural network with two hidden layers L, and L,. This
gure illustrates the structure and connections of a multi-layer ANN, providing a visual representation to
complement the theoretical key concepts of neural networks. The input layeL o consists of inputsx; through
Xm. These inputs are connected to the rst hidden layerL 1, which contains nodesh;.; to hy, along with a
bias nodeh;.o displayed in red. The rst hidden layer L, is connected to the second hidden layet ,, which
also includes a bias nodéh,.q and hidden layer nodesh,.; through hy.,. Finally, the second hidden layer
L, is connected to the output layer L 3 with an output node vy.

Input layer Hidden layer Hidden layer Output layer
(Lo) (L1) (L2) (Ls)

X1
hio 0
— X2 \
hi1 il \
—> X3 Y ——
[ ]
n /
| |
n
| |

h;
ho
| |
| |
| |
/ hl;k1 — h2;k2

Figure 3.2: An example of an ANN with two hidden layers.

3.3.4 Loss Functions

For a given problem there will be some desired outcome that the ANN constructed for that problem should
output, as in classi cation or regression. From the output of the ANN and the desired outcome, a cost
function can be constructed. The idea will then be to minimize this cost function such that the output of the
network gives the desired output. In regression problems, a common loss function is Mean Squared Error
(MSE) which can be de ned as follows

X
MSE= = (i W3
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wherey; is the true value for observationi and ¥; is the corresponding estimate of the regression model for
the value of observationi. Considering binary classi cation problems where they;s are eitherl or 0 the loss
function called binary cross-entropy, also called logarithmic loss, is commonly used and de ned as follows

1 X
L=~ yilog(y)+(@ yi)log(l ¥);

i=1

where theny; is the classi cation models output. There are other more specialized loss functions for speci ¢
problems, and some will be presented in the later subsections below.

3.3.5 Backpropagation

The variables which are possible to change in an ANN are the weights and the biases of the arti cial neurons
in the di erent layers. The question is then how these weights (and biases) should be changed to minimize
the cost function. One numerical approach to nding this minimum is to apply gradient descent to the cost
function, where the interest is how each weight (and bias) a ects the cost function. Thus taking the gradient
of the cost function with respect to each weight and bias. This is relatively straight forward but numerically
evaluating the resulting expressions can be computationally expensive [16]. The backpropagation algorithm
is then the algorithm speci cally used to e ciently calculate the derivatives coming from the gradient. The
following paragraphs, however, mainly describe the chain rule for a feedforward ANN.

In order to evaluate the gradient it is possible to start the gradient analysis with the output. The gradient
analysis then becomes a chain rule which can start from the loss function, look at the output, then look at the
L« layer, then L 14 layer, and so on until getting back to the inputs. This can be done for each training
example and then averaged over all training examples to actually get how the cost function is in uenced by
the weights (and biases), as this will be di erent for each training example.

De ning the cost function as C(x;y;W;B) the gradient of C becomes

2 @c ec
D’ @@

3

rwe C(x;y) = @C: @c
@vv)’ @)

@C . @c

@V(L+1) ’@(L+l)

Starting from the last layer looking at @V(@fi, can be expanded using the chain rule

@Cc _ @cC @’ _ @c gD (g (L+D)
@) - @) @D @f)

Then it is clear that both the cost function and the activation functions need to be di erentiable. For

example, % can be shown to be

Z(L) + b(L)) 1 Z(L)

_@c _ L)y -
e 2 U 900

when the cost function is based on the Mean Squared Error loss function. Furthermore, this partial derivative
was taken for the last output layer and all the values after one forward pass in the network exist to calculate
this derivative. Moving backward to

@cC

avin)’
it is easy to see that all values exist for this partial derivative as well and it is possible to continue like this
until the rst partial derivative

@C _ @c @f _ @c
a® @ a® @y

As can be seen, this is computed for one observatian, to compute the actual gradient all observations should
be considered, and then all the gradients should be averaged to getC. Thus a gradient step considering

g®w® x+b®) 1 x:
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some step size can be done in the opposite direction of the gradient (since the cost function is to be
minimized and the gradient gives the direction of where the function increases the most). The calculations
above are presented for the gradient with respect to the weights, similar calculations can be made for the
gradient with respect to the bias and are therefore left out.

The above expressions and explanations are aimed at describing the chain rule for calculating derivatives
associated with the cost function and the weights and biases of the considered network, and as mentioned
above this can introduce computational issues. Backpropagation is then an algorithm that is designed to
compute derivatives e ciently through computational graphs. Computational graphs can be described as
directed graphs consisting of operations, where an operation can be de ned as being a simple function. In
each node, these operations might be arithmetic operations (addition, subtraction, etc.), but also, possibly,
composed functions such as matrix multiplication. There would be a xed set of allowed operations, and
other more complicated operations may be described by composing these allowed operations together. One
bene t of using a computational graph is that it can avoid the issue of computing multiple subexpressions,
that can occur in the chain rule, multiple times [16]. For more speci cs regarding computational graphs and
the backpropagation algorithm see Goodfellowet al. [16].

3.3.6 Algorithms for Training ANNs

The error backpropagationalgorithm has been discovered several times, but its rst development goes back
to the work of Paul Werbos [34]. There are also other ideas that have led to improvements regarding the
optimization procedure regarding ANNs with some of the most prominent being Stochastic Gradient Descent
(SGD), Root Mean Squared propagation (RMSprop), and Adaptive moment estimation (Adam) which are
covered below. The algorithms are sometimes also referred to as optimizers in machine learning literature.
In this thesis, all of these algorithms were used at some point during development and training work.

Stochastic Gradient Descent

It is possible to argue that the original optimization algorithm of ANNs is Stochastic Gradient Descent. The
idea of "true" SGD is that only one sample is used to approximate the gradient of the loss function. The
reason behind this is that it is computationally heavy to compute the actual gradient of the loss function
based on all training data. The idea of only using one sample to approximate the gradient has however
been extended and SGD is commonly used with mini-batches of sizm [35]. In SGD, a mini-batch of size
m is randomly sampled from the training data to estimate the gradient, followed by a gradient step in the
opposite direction of the estimated gradient. The mini-batch size,m, is a hyperparameter that a ects the
optimization's convergence rate and accuracy. Hence, selecting an appropriate mini-batch size is crucial for
e ective model training. There have been indications that updating the weights using SGD leads to better
generalization as described by Ho eret al. [36]. There have been multiple papers recommending a batch
size 0f32 as a good default for mini-batch gradient descent algorithms [37, 38].

Algorithm 3.1 can serve as a general representation of the optimization procedures used in most ANNSs.

Algorithm 3.1 Mini-batch Stochastic Gradient Descent algorithm

Require: initial vector w, learning rate and di erentiable loss function L
1: while  w not convergeddo

2: Sample datax P(x) of of sizem . Where m is the mini-batch size
3 w=w rwb(x;w) . Calculate the gradient and update the weight vectorw
4. end while

RMSprop

Another popular optimization algorithm is called Root Mean Squared propagation. It was created by Tiele-
man, Hinton, et al. [39] in their lecture notes and unpublished paper. RMSprop can include a momentum
term but is mainly suggested and used without it [39]. The RMSprop builds on the Resilient propagation
(Rprop) algorithm which dynamically adapts the step size for each weight independently. This means that if
one weight is already close to its optimum but another weight is not Rprop handles this well. One issue how-
ever is that Rprop has di culties with mini-batch gradient descent updates. This is mainly what RMSprop
tries to solve. The main contribution of RMSprop is that it keeps a moving average of the squared gradient
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for each weight. This can then be used when updating the weights such that for adjacent mini-batches this
value will be very similar.

The optimization algorithm for RMSprop can be given below in Algorithm 3.2.

Algorithm 3.2 RMSprop optimization algorithm [39].g2 indicates the element-wise square. All operations on
vectors are element-wise.

Require: : step size

Require: 2 [0; 1): exponential decay rate for RMSprop cache

Require: L( ): stochastic objective function with parameters

Require: g initial parameter vector

Require: : small constant for numerical stability

1.9 O . Initialize cache
2t 0 . Initialize timestep
3. while { not convergeddo

4 t t+1

5; g r Li(¢ 1) . Get gradients w.r.t. stochastic objective at timestept
6: St sy 1+(1 ) & . Update RMSprop cache
7 t t o1 —(p§+ ) O . Update parameters
8: end while

9: return ¢

Adam

The currently most common and popular optimization algorithm is called Adaptive moment estimation [40].
This algorithm is another extension to SGD. It combines a couple of ideas introduced prior such as AdaGrad
and RMSprop. The idea is to combine momentum and track the exponential moving average of gradients
and squared gradients. Algorithm 3.3 gives the algorithm with comments on the steps.

Algorithm 3.3 The stochastic optimization algorithm Adam [40]g? indicates the element-wise square. All
operations on vectors are element-wise. and } denotes ; and , to the power oft.

Require: : learning rate

Require: 1; 2 2 [0;1): Exponential decay rates for the moment estimates
Require: L( ): stochastic objective function with parameters

Require:  ¢: Initial parameter vector

1. mg O . Initialize 15' moment vector
22vg O . Initialize 2" moment vector
3t 0 . Initialize timestep
4: while ¢ not convergeddo

5: t t+1

6: o r  Li(t 1) . Get gradients w.r.t. stochastic objective at timestept
7: m; 1 my 1+ (1 1) O . Update biased rst moment estimate
8: Vi 2 Vi 1+(1 2) o . Update biased second raw moment estimate
o: o m=1 ) . Compute bias-corrected rst moment estimate
10: o w=1 ) . Compute bias-corrected second raw moment estimate
11: ¢ ¢ 1 o= o+ ) . Update parameters
12: end while

13: return

3.3.7 Weight Initialization

With increasing depth in ANNs research, weight initialization has emerged as one solution to help with
the vanishing gradient problem and unit saturation. Historically ANNs' weights are initialized uniformly
random. More recently, the weight initialization procedure called Glorot Uniform Initialization [41] has been
developed and is now commonly used. The weights in laygr, denoted W;, are sampled from the uniform
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distribution as - p_ p_ ™
6 6
Wi U e P
Nj + Nj41 nj + Njs

where n; are the number of arti cial neurons in layer j and n;.; the number of arti cial neurons in layer
j+1.

3.4 Generative Adversarial Networks

Moving to this thesis's main tool, Generative Adversarial Networks [18]. The idea of GANs can be viewed
as that of the battle between a counterfeiter and an authenticator. The goal of the counterfeiter is to create
realistic samples and the goal of the authenticator is to learn and be able to determine which is an authentic
sample and which is not. These adversaries, or neural networks in this case, are pitted against each other in
a min-max game. In mathematical terms there will be a generative function denoted and a discriminate
function denoted D. There exist some training data distribution pgaa and the generative function will
generate the distribution py. In order for the generator to create the desired distribution, independent
noise samples from noise priop,(z) will serve as input, and the mapping is then performed byG(z) to the
distribution pgy. If the GAN has found its optimum, the discriminator D should return something close to
0:5 representing a50-50 chance of being a true or fake sample, and the generator will hopefully then generate
realistic-looking samples. Finding this optimum can be formulated as the following optimization problem

V(G;D):miGn mDax E log(D(x)) + E log(1 D(G(2)) : 3.2)

X Pdata (X) Z pz(z

where V(G; D) is the value function. From Equation 3.2, D is supposed to maximize the logarithmic
probability of correctly assigning the labels to training examplesx and samples fromG. The generatorG is
supposed to minimize the logarithmic of the discriminator's prediction of the generator's samples and. since
if the generator perfectly fools the discriminator, the discriminator will output 1 indicating a true sample.
The two functions D and G are modeled using ANNs. The generatoG can be denotedf :R™ ! R" where

collects the weights of the network andm is the dimension of the prior distribution. The discriminator
D can be denotedfy : R" ! f 0;1g where W collects the weights of the network. Thus there will be two
ANNSs trained simultaneously, where both the networks need a loss function in order to be optimized, with
SGD for example. The loss of discriminator can then be formulated as

h i h i
Lp = E log fw(x) + E log 1 fw f (2) ;
X Pdaa (X) z p(z)

where this loss function is intended to be maximized. Goodfellowet al. [18] rst present that the objective
of the generative network is to minimize the following:

Le = E [log(1 fw(f (2N];
z p(2)

but highlights the issue that early in training most likely G (the generative network) will be poor and the
discriminate network, D, will relatively easily identify the di erence between training data and that of the
generative network. This will lead to small (not su cient) gradients for G to learn from and therefore,
Goodfellow et al. [18] argues, that the generative network should maximize the following instead:

Le = E [log(fw (f (2D
z p(2)

which will give stronger gradients at the beginning of training. These nal loss functions can then also be
constructed using binary cross-entropy if the true labels are chosen akfor real output and 0 for fake output.
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Figure 3.3: An overview of the structure of a Generative Adversarial Network.

Figure 3.3 illustrates the fundamental structure of a Generative Adversarial Network. In the diagram, the
GAN system comprises two main components - the Generator (G) and the Discriminator (D). The Generator
takes as input a noise vector and outputs someenerated data Concurrently, training data, represented as
a gray cylinder, is sampled from and used as input into the Discriminator. Both thetraining data and the
generated dataare processed by the Discriminator, which aims to classify the data as eithereal or fake
The result of this classi cation process is represented by two rectangles, with the top colored green for real
and the bottom section colored red for fake. The process of updating the weights of both the Generator
and Discriminator through backpropagation during training is depicted by the dashed arrows leading from
the "real/fake" classi cation result back to the Generator and Discriminator. The weights are updated in
such a way as to improve the Generator's ability to create more convincing generated data and enhance the
Discriminator's capability to correctly classify the input data.

3.4.1 Wasserstein GAN

The rst GANs presented above saw numerous problems with so-called model collapse, one example of
this is that the gradients vanish if the generator's output is too far away from the data distribution [42].
Furthermore, another problem with the regular GAN is the fact that the loss function says very little about
the performance of the generative network. Instead one had to rely on domain-speci c measures such as
Fréchet Inception Distance (FID) for images [43] and visual judgment on the pictures created. This led to
the development of Wasserstein GAN (WGAN) [42]. The WGAN utilizes the so-called Wasserstein distance
which in simple terms is a distance between two probability distributions.

In order to fully understand and explain the Wasserstein distance a background in measure theory is required.
Explaining measure theory goes beyond the scope of this thesis. For the interested the recommendation is
to read the original Wasserstein GAN paper, see Arjovskyet al. [42]. The formal de nition however of the
p-Wasserstein distance is

’ CE]_—p

Wo(Pdata ;Pg) = @ inf E [kx ykj]
2 7 (pdata ;Pg) (Xy)

where inf stands for in mum, meaning the greatest element that is less than or equal to all elements in
a set, if such an element exists, this is also usually referred t@ as the greatest lower bound. This is done
over all transport plans [44] betweenpgaa and py denoted by ~ (Pgata ; Pg). Thus the idea is, with abuse
in mathematical formulation, to nd the minimum expected cost of moving from x to y over all possible
transport plans. Note that pgaa and py can be any distribution and that the choice of name is to connect
to the theory and notation above.

Explaining the Wasserstein distance and the optimal transportation plan more intuitively however could
be done in the way of thinking of the problem as moving a pile of dirt from one point to another. In the
one-dimensional empirical case, this pile of dirt can be thought of as normalized histograms. The cost then
becomes the cost of changing from one histogram to the other. If the cost is equal to the distance between
two points, it is referred to as the 1-Wasserstein distance.
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Arjovsky et al. [42] uses thel-Wasserstein distance, which the formula is easy to see from the above,
also called the Earth Mover's distance. For the 1-Wasserstein distance it is possible to use the so-called
Kantorovich-Rubinstein duality such that the 1-Wasserstein distance can be written as

W1 (Pdata ; Pg) = SUP E [F(X)] ,E [F W1

Lp 1X Pdata
where sup is the supremum, meaning the greatest element that is larger than or equal to all elements in
a set, if such an element exists, is supposed to be taken over all 1-Lipschitz-continuous functions [45]. A
function f : RY ! R is C-Lipschitz-continuous if jf (x) f(x9j Cjix xYj2; 8x;x°2 RY [45]. This
means, again with abuse in mathematical formulation, to nd the 1-Lipschitz-continuous function which
maximizes this di erence. The function f in the above equation is now taken as the discriminator network,
fw , which moving forward will be called the critic network as it does not discriminate anymore, i.e. predict

a probability of belonging to the true data or the generated. Thus with the above notation of the now critic
network asfy : R" ! R, and the generator network asf the WGAN value function can be formulated as

min max E [fw (X)] E [fw(f (2);
f fw2W X pgaa Z p:

where W is the set of 1-Lipschitz functions. The gradient can then be taken with respect to the weights of

the critic network, W, and the weights of the generator, , respectively, such that backpropagation can be

applied to each network. It can also be seen that given an empirical sample, the expectation operators of

the above equation are simple mean calculations

4 10
XEp[f(><)]= Fepgdx — F(xi):

i=1
The mean calculation is what has technically been implemented in the WGAN algorithm.

Arjovsky et al. [42] brings up the issue regarding the 1-Lipschitz continuity and "solves" it by forcing the
weights of the network to be within a certain interval, i.e. weight clipping. The interval however turns out to
be highly sensitive in training and the authors re ect that weight clipping is an unfavorable way to enforce
Lipschitz continuity. However, there is another way to combat this problem which is covered below.

3.4.2 Wasserstein GAN-GP

The Lipschitz continuity constraint presented above lead to yet another development of WGAN into Wasser-
stein GAN with Gradient Penalty (WGAN-GP). This GAN has proved to be stable and easy to train
compared to previous suggestions [46]. The development came from the described problem above of weight
clipping to enforce Lipschitz continuity. Gulrajani et al. [46] uses the fact that a function is1-Lipschitz if

the norm of the gradient of the function does not exceedl almost everywhere. Thus a solution is applying

a gradient penalty on the loss function of the critic function fy (which essentially is a regularization term

on the network). The penalty term is formulated as follows

E (kr ofw (R)k, 1)? ;
R pg

where k is created by interpolating linearly, using a random number drawn from the uniform distribution
U[0; 1], between an observation drawn from the data distribution and an observation drawn from the generator
distribution. The equation above can then be explained such that rst an observation of real data is sampled
and an observation of generated data is sampled. Thereafter the interpolation between these two data points
is made such that a new observation is created along the line between these using a random number is drawn
from the uniform distribution, U[O; 1]. Using this new interpolated data point the gradient of the critic with
respect to the interpolated observation can be calculated. The second to last step is then to calculate the
norm of this gradient and the squared distance between the norm and. Finally, the previous steps can
be done for a mini-batch of observations where the expectation (mean) can be applied to get the gradient
penalty to use. This gradient penalty is then scaled with a hyperparameter . The loss function of the critic

in WGAN-GP therefore becomes

Lc= E [fw(f (2))] E [fwX)]+ E (kr2fw®k, 1)°;
Z pz X p R px

data
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which is to be minimized. The loss function of the generator in WGAN-GP becomes
Le= E[ fw(f ()]
Z p;

which is to be minimized.

The proposed algorithm for training WGAN-GP from Gulrajani et al. [46] is presented as Algorithm 3.4.

Algorithm 3.4 WGAN-GP algorithm. Default values of = 10, niic =5, Optimizer: Adam; ¢ = ¢ =0:000},
1 =0, 5 =0:9are recommended from [46]. All operations on vectors are element-wise.

Require:  : the gradient penalty coe cient
Require: ngitc : the number of critic iterations per generator iteration
Require: m: batch size
Require: Optimizer and its hyperparamters
Require: W: initial parameters of the critic
Require:  : initial parameters of the generator
Require: p,: the latent noise distribution
1: while  not convergeddo
2: for i=1,..., N¢ritic  doO
Sample real datafxg.,  Pata
Sample latent variablesf zgi”l1 o8
Sample random numbersf gi”;l U [0;1]
r f (2
R prl ) R
L=2" 1 fw) fw(x)+ (kr , fw (Ri)k, 1)2
W  Optimizer(r wL, W, optimizer hyperparameters; ¢, c, 1, 2,€tc.)
10: end for
11: Sample (new) batch gf latent variablesf zgi”ll p(z)

© P NTR®

12: Optimizer(r % im:1 fw(f (z)), , optimizer hyperparameters; ¢ , ¢, 1, 2, etc.)
13: end while
14: return

3.5 Modeling Principles

This section is focused on details regarding modeling and training ANNs, and moving towards training more
speci cally GANSs.

In traditional machine learning, dividing the data into three parts is common. A training set, a validation
set, and a test set [24]. The training set is used by the algorithm during training, while the validation set is
used during the training process to tune the model's hyperparameters. After the model is trained the test
set is used to evaluate the nal performance of the nal model.

3.5.1 Overtting & Under tting

In machine learning and deep learning, concepts like over tting and under tting are relevant subjects to
describe. Over tting means that the machine learning model used on (training) data, does not generalize
well to new observations. This could, in the case of classi cation, be exemplied as where the machine
learning model correctly classies all training samples, and then only achieves a 50% accuracy on new
observations. Under tting is the opposite, meaning that the machine learning model cannot learn the
underlying structure of the data. This means that accuracy will be bad on both training examples and
new observations. As this thesis focuses on the use of neural networks, a more powerful model combating
under tting, can almost always be constructed by adding more hidden layers or arti cial neurons in each
layer. Dealing with over tting could on the other hand be a more di cult problem. [24, 47]

Over tting & Under tting in GANs

With classi cation as an example, the loss function to be minimized can be compared between the loss on
the training data and the validation data, during training. If the loss on the validation data starts to increase
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while the training loss keeps decreasing this most likely indicates over tting. In regards to GANs, this is
not that simple. With the original GANSs, the loss function of both the generator and the discriminator
essentially tells very little during training, i.e. it can be hard to measure if the generator is improving and
decreasing the gap between its output and the true distribution. From Section 3.4 the key concept that can
be concluded is that when the GAN has converged, the loss of the discriminator should b@5 [18]. The
WGAN-GP's loss on the other hand has been shown to correlate well with the generator's ability to create
samples similar to the data distribution trained on. Gulrajani et al. [46] also show that for images if the
validation loss and the training loss of the critic in WGAN-GP diverges this could indicate that the critic is
over tted.

3.5.2 Early Stopping

As discussed above, there can exist problems of over tting in neural networks, due to them being overly
parameterized compared to the problem and/or the number of observations. This could mean that if training

is allowed to continue until convergence the network could essentially memorize every observation and thereby
get zero loss on the training set. One possible way to handle this issue is through the above methods of
using a validation set which can be combined with so-called early stopping. This means that the training
procedure is halted prematurely (meaning before complete convergence, usually de ned as achieving zero
loss on the training data) when the validation performance diverges from the training performance. This
can also help training time since the model does not have to be run until convergence.

3.5.3 Regularization

Regularization is another technique used in machine learning and statistics to prevent over tting. The goal
of regularization is to encourage the learning algorithm to nd a simpler model that generalizes better to
unseen data. Regularization is a technique that can help improve the generalization performance of models,
especially when dealing with high-dimensional or noisy data. It does this by penalizing the loss function,
there are di erent ways of doing this and thereby di erent types of regularization. The most common forms
of regularization are L1- and L2-regularization, also known as Lasso and Ridge regularization. [48]

L1 regularization adds a penalty term proportional to the sum of the absolute values of the weights, while L2
regularization adds a penalty term proportional to the sum of weights squared. The regularization parameter,
denoted by , controls the strength of the penalty and balances the trade-o between tting the data and
having a simpler model. A larger value of could result in a simpler model, while a smaller value of could
result in a more complex model. The optimal value of is often determined by cross-validation. [48]

In WGAN-GP the gradient penalty term added to the loss function can be considered a regularization term
that penalizes the model if the norm of the gradient of the critic di ers from 1. This essentially means that
the network used to approximate the 1-Wasserstein distancef y , is restrained in some regard which is what
regularization intends to do.

3.6 Hyperparameter Tuning

Hyperparameter tuning is an essential step in the development of any machine learning model, including
Generative Adversarial Networks. Hyperparameters are values that are set before training and a ect the
behavior and performance of the model. In GANs, hyperparameters are particularly important because the
model is a two-part system that must be tuned together to achieve optimal performance.

Hyperparameters in GANs, and machine learning in general, can broadly be categorized into two types:
architectural hyperparameters and training hyperparameters. Architectural hyperparameters, also known as
model design, determine the structure of the GAN model while training hyperparameters control the training
process. Some important architectural hyperparameters include the number of layers in the generator and
discriminator, the size of the latent space, and the activation functions used in the network. Training
hyperparameters include the learning rate, batch size, and number of training epochs.

A short description of the mentioned hyperparameters

Learning rate: The learning rate controls the step size of the optimizer algorithm during training. It
is an important hyperparameter that can a ect the stability and convergence of the network. A high
learning rate may result in unstable training, while a low learning rate may result in slow convergence.
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Learning rate decay, part of what is known as learning rate scheduling, is a technique used in training
neural networks to adjust the learning rate during the optimization process. It aims to improve the
model's convergence by starting with a relatively high learning rate with large updates to the loss
function and then gradually reducing it to achieve ner optimization near the minimum.

Batch size: The batch size controls the number of examples that are processed at once during training.
A larger batch size can speed up training but may result in a higher memory requirement, while a
smaller batch size can lead to slower training but may help the model to converge to a better solution.

Number of epochs: The number of epochs is the number of times the entire data set is used during
training. A larger number of epochs can lead to better convergence but may result in over tting, while
a smaller number of epochs can lead to under tting.

Number of layers: The number of layers in the generator and discriminator networks can a ect the ca-
pacity of the model. A deeper network may have a higher capacity to model complex data distributions,
but it may also be prone to over tting.

Activation functions: The choice of activation functions used in the networks can a ect the performance
of the model. Common activation functions used in GANs include RelLU, Leaky RelLU, and hyperbolic
tangent function.

Noise dimension: The dimension of the input noise vector used in the generator can a ect the diversity
and quality of the generated samples. A larger noise dimension may allow the model to capture more
complex patterns, but it may also increase the di culty of training the model.

When tuning hyperparameters for GANs, or any other network, it is important to keep in mind that changes

to one hyperparameter may a ect the behavior of other hyperparameters. Therefore, it is recommended to
tune hyperparameters in a systematic way, starting with the most important ones and proceeding to less
important ones. The process of hyperparameter tuning for GANs typically involves exploring a range of
hyperparameter values and selecting the values that lead to the best performance. However, automated
methods can be computationally expensive, especially when dealing with large models [49]. Recent research
has focused on developing more e cient and e ective methods for hyperparameter tuning in ANNs and
GANs. One such method is the use of Bayesian optimization [50], which involves constructing a probabilistic
model of the performance as a function of the hyperparameters [50] and using this model to guide the search
for optimal hyperparameters.

3.7 Evaluation Measures for Generative Adversarial Networks

Model evaluation for GANs is in general quite di cult. The original GAN [18], which was mainly used
and tested to generate images, could visually be evaluated by a human to judge when the generator creates
realistic images. This approach can, for obvious reasons, not be used with the same ease for multivariate
nancial data.

Another common method for assessment involves examining a visualization of the network's loss function.
However, in the context of GANSs, interpreting the loss functions of both networks is quite challenging and
does not result in convergence, as a typical supervised task would. For instance, if the generator network
operates optimally and produces highly realistic images, the discriminator's optimal response would be to
randomly determine which images are real and which are fake, resulting in an accuracy of 50%. Identifying
an e ective evaluation metric is a crucial area of investigation. There have been suggestions for models
like WGAN and WGAN-GP (as previously mentioned) that aim to facilitate the development of more
interpretable loss functions.

The original GAN, and subsequent papers, have used images as a benchmark in studying them [18, 42,
46]. The bene ts of initially benchmarking against images are the possibility of manual human inspection
for determining the generator's performance through the quality of the generated images. Other more
guantitative approaches have also been suggested for GAN evaluation with two namely being Inception
Score (IS) [51] and Fréchet Inception Distance (FID) [43]. When applying GANs to di erent domains,
other types of evaluations may also need to be considered. The sections below contain suggestions for the
evaluation of GANSs in the domain of this thesis.
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3.7.1 Visualization

From the introduction above, the rst evaluation method that can be used for GANSs is visualization. For
images, evaluating the generator performance can be relatively easy but for other types of multivariate
distributions, it can be more di cult.

In the domain of stock returns, suggestions on visual evaluation could be joint scatter plots between pairs
of stock returns. Furthermore, with a set of portfolios available, the return distribution of the portfolio's
returns when exposed to stock returns could be visualized and evaluated. Other visual evaluations can be
domain speci ¢ such as volatility clustering in nancial time series which [4] looks at and veri es that it is
present in their GAN model.

3.7.2 Kolmogorov Smirnov Test

The Kolmogorov-Smirnov test (KS-test), is a statistical equality test of non-parametric one-dimensional
probability distributions. This test is named after Andrey Kolmogorov and Nikolai Smirnov. It can be used
as a measure to compare a sample with a known probability distribution (one-sample KS-test). Simply
put, answering the question of whether the distribution of this sample is the same as the known reference
probability distribution. It can also be used to compare if two samples are from the same distribution (two-
sample KS-test). In essence, trying to answer the question of whether the distribution of the rst observed
data sample is similar or not to the distribution of the second observed data sample.

Intuitively, the statistic takes the largest absolute di erence between the two distribution functions across
all values. The Kolmogorov-Smirnov statistic for a given CDF, F(x), is [52]:

Dn =supjFn(x) F(X)j;
X

where sup, is the supremum taken over the set of distances across ailvalues andn is the size of the sample.

As mentioned the KS-test can also be used to compare samples of two underlying probability distribution
functions. For this case the Kolmogorov-Smirnov statistic is [52]:

Dn;m = sup jFl;n (x) F2;m (x)is
X

whereF;., and F,.,, are the eCDFs of the rst and the second sample respectivelyn and m are the sizes of
the rst and second samples respectively, andsup, is the supremum taken over the set of distances across
all x values.

For the distribution of the Kolmogorov-Smirnov statistic and the calculation of the signi cance probability
Pr(D dJF]_ = Fz);

see [53].

3.7.3 Cramér-von Mises Criterion

The Cramér-von Mises (CvM) criterion is another criterion used to judge whether the individual observed
data samples come from a known probability distribution. There also exists a two-sample version, as with
the KS-test above. Another connection to note is that Cramér-von Mises criterion uses the_? norm, in
contrast to the L norm used by the KS-test. In statistical terms, the Cramér-von Mises criterion is also an
equality test on non-parametric one-dimensional probability distributions. The criterion [54] is de ned as

Z,

w? = (Fa(x)  F(x))*dF (x);
1

where F,, is the eCDF based onn observations andF is the known CDF, which the empirical CDF should
be compared against. For the two sample empirical test with sample$xgM; of sizeM and fx%\, of size
N the test statistic is de ned as

- U AMN 1.
NM(N+M) 6M+N)’
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where U is de ned as
X ol
U=N (rn )+M (5 })%
i=1 i1
wherer; are the ranks of thex's in the combined sample ofx and x° and s; are the ranks of thex%s in the
combined sample. For tabulated values of the test statistic,T, and the asymptotic distribution of T, see
[54].

3.7.4 Fréchet Inception Distance

The original GAN tested the framework for image creation [18] and since then GANs have been heavily
used for image generation with notable examples such as StyleGAN [55]. There has been vast research with
proposals for di erent GAN architectures and loss functions [56]. In order to be able to compare the images
created quantitatively rather than qualitatively (perhaps a researcher will always like their own generators
images more than another researcher with another GAN architecture) di erent measures have been proposed
in GAN research. One of the most popular ones which have emerged is Fréchet Inception Distance (FID)
[43]. This distance is actually derived from the 2-Wasserstein distance, also known as Fréchet distance [43].
From Section 3.4.1 on WGAN it is known that the Wasserstein distance is complicated to calculate. The
trick [43] uses in order to compute an exact value for the FID is that the two distributions to be compared
are assumed to be multivariate normal and then there exists an exact solution which is given by

& (Maata s data )3 (Mg; @) = kMaata mgk2+Tr( daa * g 2( dam g)");

where mgaa @and mg are the mean of the two distributions, g4aa and ¢ are the covariance of the two
distributions, jj jj is the L? norm, and Tr is the trace of a matrix. In the cases of working with empirical
samples, the mean and covariance must be estimated so that the true means and covariance will be replaced
by m and ".

3.7.5 Kullback-Leibler Divergence

The formulation of measures between probability distributions sometimes requires measure theory, which
go beyond the scope of this thesis. Therefore the following explanations will avoid measure-theory concepts
as much as possible but can be found in the cited articles for the interested reader. One measure between
probability distributions is, however, the Kullback-Leibler divergence (KL divergence) which calculates a
divergence between two probability distributions, Q and P, and is zero only if Q = P [57]. Using this
measure in the multivariate (vectorial) setting with no parametric assumption, Perez-Cruz [57] shows that
using the Euclidean distance to thek™ nearest-neighbor for all observations in each sample the KL divergence
can beestimated and converges almost surely, meaning that it converges with probability 1. Formally, given

n i.i.d. samples fromp(x), fx;g", , and m i.i.d. samples fromq(x), fy;g™, , both in RY, an estimate of the

KL divergence D is given by
d X re(Xi)
Be= = log -
“Tn L Tsa)

wherer(x;) is the Euclidean distance betweerx; and the k™" nearest-neighbor infx;g'.; (the sample from
p(x)) and sk (x;) is the Euclidean distance betweerx; and the k" nearest-neighbor offy,g™, (the sample
from q(x)). The number of neighbors used is a hyperparameter but Perez-Cruz [57] recommendsas a
starting point.

+lo m .
gn 1’

3.7.6 Maximum Mean Discrepancy

Another proposed measure of the distance between two probability distributions is the Maximum Mean
Discrepancy (MMD). This measure has also been proposed and used in GAN as the loss function [58]. Given
a kernel K , and samplesfx; g, and fy;g", , an unbiased estimate ofMMD 2 [59] is

Q 2 1 XX 2 XX 1 X
i=1 j6i i=1l j=1 i=1l i6]
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Esteban et al. [60] argues for opting for the Radial Basis Function (RBF) kernel where only the so called
bandwidth, , must be decided. The RBF kernel could be de ned as
Ciix i
K(x;y) =exp o2 ;
where exp stands for the exponential function andjj jj is the L2 norm. Esteban et al. [60] further suggests
that the estimate for the bandwidth can be taken from the median of the pairwise distances among the joint
data points.

3.7.7 Neural Network Classi er

Using an ANN as a classi er is common in supervised learning tasks and is essentially what the discriminator
is in the original version of GANs described above. Using the WGAN however, results in an estimated
distance between the distributions through the now so-called critic instead of a discriminator. Therefore,
establishing a classi er after a GAN has been trained and letting this classi er train on unseen test data and
an equal number of data points from the trained generator in the GAN should lead to an accuracy 00:5 as
in the original GAN discriminator, if the generator has learned the data distribution. This was inspired by
Rizzato et al. [61].
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4 Methodology

This section details the methodology employed. In particular, the section outlines the approach and tech-
nigues used for data collection, processing, analysis, and interpretation. Additionally, it includes a description
of the modeling strategies employed, using the theoretical framework covered in Section 3.

4.1 Data

In this section, the data used is presented, including assumptions made about the data, data collection,
preprocessing, and labeling. Additionally, the section describes the composition and construction of the
portfolios used.

4.1.1 Assumptions

It is essential to highlight that this research does not cover time series data, despite its emphasis on and
use of stock returns. Instead, the assumption is made thateturns over time are independent However, the
dependence of returns between stocks is considered, making it more geared toward studying multivariate
distributions. This was done speci cally to customize the method and model according to the requirements
of the project owners at Nasdag.

Furthermore, by assuming independence of returns over time, there are several important aspects of the
data that are not accounted for. Firstly, time-independent assumptions may miss important patterns in the
data, such as autocorrelation, where the return at timet is related to the return at time t 1. Secondly,
volatility clustering can be missed, where periods of high volatility tend to be followed by periods of high
volatility, and periods of low volatility tend to be followed by periods of low volatility. Thirdly, trends and
seasonality in the data may also be missed. Lastly, time-independent assumptions may also miss dynamic
relationships between stock returns and other variables, such as interest rates, in ation, or macroeconomic
indicators, which are important for forecasting future returns and risks. [62]

4.1.2 Data Collection

Stock market data was collected on 2023-01-28 of the current (2023-01-28) S&P 500 companies. The data
was collected fromYahoo! Finance utilizing the Python library y nance [63]. Note that this library has no
a liation with  Yahoo! Finance and is solely meant for data collection purposes.

Data was collected for a period of 25 years for the current stocks in the S&P 500. However, not all of the
stocks had data available for the entire time period, resulting in the removal of some stocks from the data
set, leaving a total of 344 stocks. The complete list of stock tickers can be found in Appendix A. The raw
data was collected, which included the open, high, low, close, and adjusted close price for each day. The
adjusted prices have been adjusted for any stock splits or reverse stock splits, dividends, or other corporate
actions that occurred during the period. Subsequently, the adjusted prices were consolidated into a single
data set, containing the adjusted close price data for the344 stocks over the last 25 years. An excerpt of
this data set is presented in Table 4.1, showcasing the rst ve adjusted close prices of the rst ve stocks,
sorted alphabetically.

Table 4.1: The adjusted returns for the rst 5 stocks and the rst 5 days. The
tickers from left to right correspond to the following stocks/companies: Apple Inc.,
AmerisourceBergen Corporation, Abbott Laboratories, Arch Capital Group Ltd., and
Adobe Inc.

Date AAPL ABC ABT ACGL ADBE

1998-01-02  0.123676  5.568776  8.625237 2.611111  4.997713
1998-01-05  0.120823  5.526635 8.673200 2.666667 5.067125
1998-01-06  0.144131  5.424290  8.529310  2.569444  5.236800
1998-01-07  0.133190 5.478474  8.585270  2.597222  5.159676
1998-01-08  0.138422 5.508575  8.697181 2.333333  5.205952
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Thus, the price data of all stocks have dimension6309 344, as there were 6309 (25 years) price points for
344 stocks.

4.1.3 Data Preprocessing

As previously described and discussed, the area of investigation in this thesis surrounds the goal of generating
multivariate data using GANs, which takes multivariate noise as input to the generator. The generator is an
ANN which can be denoted as a functionf :R™ ! R" wherem is the noise dimension anc is the number

of stocks. Therefore, the data was further preprocessed into logarithmic returns since from Section 3.1 it has
been presented that logarithmic returns, theoretically, belong toR. This means that the data matrix X has
dimension R®% 3% since calculating returns reduces the observations byl. In Figure 4.1 an example of
the logarithmic returns of Apple Inc. has been plotted as a histogram. The histogram has been normalized
and it can be noted that the x-axis extends to around 0:8 where the red rectangle points out the largest
negative return of Apple Inc. (notably from the dot-com era) during the considered time period.

Figure 4.1: Normalized histogram of logarithmic returns of AAPL (Apple Inc.) stock
over the last 25 years (1998-2023).

4.1.4 Data Sets

From the preprocessed data, di erent data sets was constructed. Firstly, three data sets of ve stocks. These
three data sets were therefore inR®3%® °. The three data sets were selected in the following way, the rst
data set consists of the ve rst stocks sorted alphabetically, the second data set was selected with AAPL as
a starting point, and then selecting the four most correlated stocks to AAPL over the 25-year time period.
The third set was selected by rst nding the least correlated pair of the 344 stocks and then iterating over
the next pair of least correlated stocks and adding these to the set if one of them did not exist in the set
prior. This led to the sets described in Table 4.2. Three more data sets were created by taking the rst

Table 4.2: In this table the stock tickers for the three data sets consistingpaftocks
are presented.

Data set nhame Stock tickers in data set

Five rst stocks AAPL, ABC, ABT, ACGL, ADBE
High correlated stocks  AAPL, INTC, CSCO, AMAT, MSFT
Low correlated stocks LUV, NEM, ALK, SCHW, DLTR
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50, rst 100, and nally all 344 stocks respectively in alphabetical order from the preprocessed full data set.
These data sets were therefore ifR8308 50 R8308 100 gnq RE308 344 " The gpecic stocks can be seen from
the alphabetically sorted ticker list in Appendix A.

Before applying the data to a model, the data was split into a training, validation, and test set. The partitions
were made such that approximately 70% of the observations were reserved for the training set, 15% were
used to create the validation set and 15% were used to create the test set. The observations selected for each
partition were randomly selected from the full data set. In Table 4.3 below the number of observations for
each data set is presented.

Table 4.3: Description of the number of observations assigned to the training set,
validation set, and test set respectively.

Category Observations

Training 4416
Validation 946
Testing 946
Total 6308

4.1.5 Standardizing

The logarithmic returns were also standardized. There are di erent reasons for standardizing the data. For

a deep dive, see LeCuret al. [64]. Since the models used in this thesis are mainly based on ANNSs, and these
networks theoretically should be exible enough to adjust to the original scales, standardization could be
deemed unnecessary. However, standardization can increase the convergence speed of ANN [64] (and based
on testing a standardized data set seemed to be more stable).

In order to not cause an information leak, where information regarding the entire data set is leaked into
the training set, the standardization procedure was based only on the training set. This means that the
mean and standard deviation was estimated only from the training set and further applied to the validation
and test set. Letting X5,, 2 RP " denote the standardized training set, the following equation shows the
connection with the original training set,

T
_ X train (Xtrain )1?)— .

thrain T

(xtrain )1?)—

where () and () denotes the estimators for the mean and standard deviation along each column of the
data matrix, then  (Xgan ) 2 R" %, (Xyan ) 2 R" *, 1] 2 R* P, and thus ( (Xyan )15)T 2 RP ", and

( (xtrain )1?)-)1- 2 Rp n.

From the perceptive of classic supervised classi cation or regression, both the validation and the test data
sets would need to undergo the same standardization as the training data set, meaning subtraction of
the training mean and dividing with the training standard deviation to avoid information leaks. From a
generative modeling perceptive on the other hand, the created model would be trained to generate the
underlying data distribution in the training data set. Since the data distribution of the training set has
been standardized, the model would generate this standardized data distribution. This would however not
be the nal goal of the generative model since the interest would be in generating data from the "real"
data distribution. Therefore, calling Y a data matrix generated from the model. The mean and standard
deviation (of the training data set) must then be added back to this output, Y, to get the original data
distribution back. Furthermore, these would be logarithmic returns and to get simple returns, in order to
be able to calculate portfolio returns, the conversion between logarithmic returns and simple returns would
need to be made as described in Section 3.1.

With that said, for both the validation and the test set a standardized equivalent was created, denoted

X Saidation  @Nd X &, which was used for model evaluation.
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4.1.6 Portfolios

Other than the market data, a set of portfolios was needed in order to evaluate the proposed method. In a
possible nal application, these portfolios (and their underlying stocks) would be the input to the proposed
method for generating and evaluating stressed scenarios on these portfolios.

The portfolios in the ve stock case have been de ned in Table 4.4. Since the main goal of this work is on
verifying proof of concept, the portfolios were constructed manually, drawing inspiration from Nystedt [7].
Note that since these portfolios were arbitrarily de ned using only weights, their characteristics could be
vastly di erent depending on which stocks are selected.

Table 4.4: The portfolio compositions considered in the ve stock cases wheye
to Ss indicates each stock and its corresponding weight and each row represents a
portfolio. See Section 3.1.3 for details on net- and gross exposure.

S1 S S3 Sy Ss Net exposure Gross exposure
Portfolio 1 1/5 1/5 1/5 1/5 1/5 100% 100%
Portfolio 2 217 a/7 417 1/7 -3/7 0% 200%
Portfolio 3 1/8 2/8 -1/8 3/8 2/8 87.5% 112.5%
Portfolio 4 -1/2 1/2 -1/2 1/2 -1/2 -50% 250%
Portfolio 5 1/3 1/3 -1/3 -1/3 0 0% 133%
Portfolio 6 1/20 -2/10 -2/10 -2/20 1/10 -40% 80%

Portfolios for the data sets consisting ofmore than ve stocks were not as easy to de ne as the portfolios in
Table 4.4. The approach was instead to create a new set of six portfolios (also named Portfolios 1 6) with
inspiration from the portfolios in Table 4.4. The aim was that the corresponding Portfolios (1 6) should
have the same net exposure and gross exposure as the portfolio with the same name in Table 4.4. Below the
second set of portfolios are described.

Extending Portfolio 1 to include more than 5 stocks can be easily achieved by assigning each stock the same
weight, which is calculated as1=n, where n is the total number of stocks in the portfolio. Furthermore,
Portfolio 1 then has a net exposure 0fl00% indicating that the portfolio is fully invested in the market.
The gross exposure is alsa00% indicating that there is no leverage involved in the portfolio construction.

Portfolio 2 was constructed by taking a long position in the rst 50% of stocks, with a position size ofl=n,
and a short position in the remaining 50% of stocks, with a position size of 1=n. This construction assumes
that the number of stocks in the portfolio is even. When the number of stocks is even, the long and short
positions cancel each other out, resulting in a net exposure d% and a gross exposure 0200%

Portfolio 3 was constructed by following a pattern of long and short positions described by the set {L, L,
L, L, S L LLLS, :::} where L denotes a long position and S a short position. This pattern ensures
that every fth position is a short position, while the rest are long positions. The long positions are sized at
5=4n, and the short positions are sized at 5=8n, where n is the number of stocks in the portfolio. When
the number of stocks in Portfolio 3 is a multiple of 5, these position sizes achieve a net exposure of 87.5%
and a gross exposure of 112.5%, which match the values in Table 4.4.

Portfolio 4 was constructed by following a pattern of long and short positions represented by the set {S, L,
S, L, S, L,::: }, where L represents a long position and S represents a short position. In this pattern, every
other position is long or short, with long positions having a size of2=n and short positions having a size of

3=n. As a result, Portfolio 4 has a short exposure of 150%and a long exposure ofL00% if the number
of stocks is even. This translates into a net exposure of 50% and a gross exposure 0250%

Portfolio 5 was constructed by using a pattern of long and short positions as follows: {L, L, S, S, L, L, S, S,
:::}, where L denotes a long position and S a short position. This pattern alternates between two long and
two short positions, with long positions sized at 1:2=n and short positions sized at 1:2=n, where n is the
number of stocks in the portfolio. When the number of stocks in Portfolio 5 is a multiple of 4 this results
in a short exposure of66:67% and a long exposure 0f66.67% achieving a net exposure 0f0% and a gross
exposure 0f133%
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Portfolio 6 was constructed to follow a pattern of long and short positions as follows: {L, S, S, S, L, L, S,
S, S, L,:::}, where L denotes a long position and S a short position. The long positions are sized dt=2n
and the short positions are sized at 1=n, resulting in a short exposure 0f60% and a long exposure 020%,
given that the number of stocks is a multiple of 5. This gives a net exposure of 40% and a gross exposure
of 80%

4.1.7 Data Filtering

A lter-based, stressed scenario extraction method based on the Euclidean distance of the daily returns for
the stocks was considered for lItering the historical data, see Section 4.3 for more details. Since there are
multiple data sets of dierent sizes this would lead to di erent dates being selected as stressed from the
historical returns. As an example of this the two Tables 4.5 and 4.6 can be observed. Table 4.5 shows the
dates and the simple returns for the ve stock data set when the extraction was made by taking the days
with the 200 largest Euclidean distances. The extraction has then been sorted on date. In Table 4.6 the
dates of the same extraction are presented except that the extraction was passed on the simple return vector
of the 50 stock data set. Noteworthy is that the dates are not the same. This approach is however more
directly comparable with selecting scenarios from the generator also based on Euclidean distance since the
generator has no notion of what "date" the observation is generated on.

Table 4.5: Five dates of the largesEuclidean distancesf the 5 stockreturn vector
in the last 25 years sorted chronologically.

Date AAPL ABC ABT ACGL ADBE

1998-01-06 0.192915  -0.018518  -0.016590  -0.036459 0.033486
1998-01-08 0.039283 0.005494 0.013035 -0.101604 0.008969
1998-07-27  -0.007207 0.137037  -0.001433  -0.005025 0.000000
1998-08-03 0.014440  -0.264368 0.018018  -0.005025  -0.040619
1998-08-12 0.027245  -0.015384 0.013782  -0.010000  -0.111562

Table 4.6: Five dates of the largesEuclidean distancesf the 50 stockreturn vector
in the last 25 years sorted chronologically.

Date

1998-08-27
1998-08-31
1998-09-01
1998-09-08
1998-09-23

4.2 Modeling

This section presents the modeling choices made and the models used. It gives a description of how testing
was conducted and how the results were produced.

4.2.1 Modeling Objectives

The general modeling objective was to develop a GAN which is able to generate newxtreme but plausible
scenarios As there is no established de nition of what extreme but plausible scenarios are, there does not
exist a labeled data set withnormal scenarios andextreme but plausible scenariasThis problem was dealt
with by creating a GAN model of a general market of some number of stocks.

This speci cally means that the GAN was used to model the multivariate return distribution of the market,
i.e. the returns of the underlying stocks. Theassumption then becomes that if the GAN would be able to
approximate this distribution well, then new returns can be generated from it. These samples can then be
considered plausible since it replicates theeal data and its distribution. As there are examples of extreme
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scenarios in the historical data, scenarios that can be seen as extreme, should also be present in the generated
data. Thereby, the newly generated data should include both plausible scenarios and extreme scenarios.

This means from a statistical perspective that the GAN would be able to represent the multidimensional
return distribution of the market. Further objectives were that either from a new "realization" of the market
data or directly with input to the GAN identify possible stressed market scenarios. These new stressed
market scenarios can then be tested on portfolios and as a comparison, the portfolios can also be tested with
historically stressed scenarios. This is where the model might be able to nchew stressed scenarios that
show weaknesses in portfolios. Thereby possibly giving more insight into the riskiness level of a clearing
member's portfolio for a CCP.

From the paragraphs above and Section 1.3, the modeling objectives can thus be presented as follows.

The rst modeling objective was to create and train a GAN which is able to approximate the mul-
tidimensional return distribution of a market of reasonable size and thereby be able to generate new
market data.

The second objective was that given that there is a GAN model which can generate arti cial market data
with the same characteristics as real market data, there should exist extreme but plausible scenarios
in this generated arti cial market data. The objective is then to extract these scenarios.

The third objective was that given that new extreme but plausible market data has been extracted,
calculate a stress test value of a set of portfolios and compare this to the same approach using historical
scenarios to calculate and compare a value for the Expected Uncollateralized Loss of the portfolios.

With these objectives, there are numerous steps that need to be outlined and detailed. These steps are
covered in the section below. These objectives were considered and evaluated for a di erent number of
stocks, starting with 5 and increasing in steps to then cover the entire market of 344 stocks.

4.2.2 Summary Modeling Approach

The following passage o ers a concise synopsis of the methodology employed, designed to provide the reader
with a comprehensive overview and facilitate the model's replication. Following this initial segment, there
is a more in-depth section explaining the modeling decisions made and the reasoning behind them.

The models were constructed as follows, consisting of a WGAN-GP, with RMSprop as the optimizer. The
input noise to the generator networks is from the Student's t-distribution, i.e. sampling from a multivariate
probability distribution. The noise dimension, or input size, is variable across models with di erent market
sizes or stock numbers, typically starting with a baseline of 100 dimensions. As a general guideline, the
noise dimension is often higher than the input size, which corresponds to the number of stocks or market
size, and determines the size of the rst layer in the generator network. The activation function used for the
models is the Leaky ReLU. The batch size was set to 32 for all models. See Table 4.7 for all hyperparameter
values and Appendix C for the model architectures. The models are then evaluated by examining the loss
functions of the WGAN-GP, it should go to zero and the loss values for training and validation should not
diverge clearly, this implies a well-trained model with limited over tting. The models are further evaluated
visually, as well as with di erent statistical measures to determine if the generator was able to generate
output similar to the multivariate distribution of the training (stock return) data. The same noise was used

to be able to "track" observations throughout training. The nal evaluation metric used was a classi er
neural network. All evaluation metrics are detailed in Section 4.2.4. Then the scenario Itering, described
in 4.3, was performed to extract the extreme but plausible scenarios from the generated data, by using the
Euclidean distance of the historical 1-day return vector and selecting the 200 highest as the baseline for the
stressed scenario. These scenarios were then applied to a set of test portfolios to evaluate the generative
model in a stress test environment. It was then investigated if the generated extreme but plausible scenarios
would impact portfolios similarly to historical ones and if increasing the number of generated extreme but
plausible scenarios would lead to increasing losses. Details can be found in Section 4.3.1.

4.2.3 Detailed Modeling Approach

As described above regarding the modeling objectives, the primary goal was to develop a GAN model capable
of replicating the multivariate return distribution for a set of stocks. A thorough review of existing literature
revealed limited studies that directly relate to the objectives. It should be noted that most GAN research
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it

focuses on visual or image generation. While some research has been conducted on nancial time series,
was found to be inapplicable to the current problem. As a result, an initial model featuring ve stocks was
chosen as a suitable starting point. Thisbase casanodel can then be gradually scaled up to include a larger
selection of stocks, ultimately aiming to cover the entire market.

The GAN version used was established after initial testing to be WGAN-GP. Due to the nature of GANs
being created through two networks trained simultaneously, and partly with the change to WGAN-GP, there
exists mainly heuristic recommendations and very little theory on setting up the model such that it would
give desirable results. From Gulrajani et al. [46] the recommendations were to use the Adam algorithm
as the optimizer for WGAN-GP, update the critic's parameters 5 times for every update of the generator,
Nt = 5, and to use = 10, see Algorithm 3.4. Testing the Adam algorithm however gave unstable
and volatile training, similar to what Goodfellow et al. [18] originally experienced for the original GAN.
Therefore, the RMSprop algorithm was tried instead which provided a smoother training evolution. It was
found that the dynamic between the learning rates, for updating the critic and the generator, was more
important than training the critic more times than the generator. By reducing the number of updates of the
critic from ngrie =5 to ngirie = 1, the computational time for the same amount of epochs for the generator,
and now also the critic, was signi cantly decreased and with no apparent degradation of the results. The
variable was left unchanged.

The standard in GAN research has been to usd00-dimensional multivariate (normally) distributed noise
as input to the generator. Since this type of input is capable of generating images of di erent resolutions,
for example, the resolution32 32 [65], which means going fromLOO-dimensional input to 1024dimensional
output, there should not be any reason to use higher dimension thari00as input (more so lower dimension)
to generate the return distribution of for example 5 stocks, as in thebase case For the base casea noise
dimension of much lower than 100 could be considered since the GAN is only a mapping from the input
noise dimension to the return distribution. However, from initial testing with a low dimensional input to
the generator, the quality of the trained generator was quite poor, and therefore for the5 stock case, a
100-dimensional input was considered and used.

There were also indications during development suggesting that using a high dimensional noise space can
increase the diversity of samples, as judged by qualitative evaluation. The main reason for this argument
is that during testing a reduction of the noise dimension, for a trained model, could lead to outputs that
were the same, using di erent input noise samples. This is an undesirable quality where it should be highly
unlikely that all returns of the considered stocks are the same for two observations.

For the larger models consisting of 50, 100, and 344 stocks the noise input was increased, with the same
argument as above for thebase case The same proportion between the noise input and generator output,
as for the base casginput 100 dimensional and output 5 dimensional, was not kept due to that it was not
deemed necessary and increased training time substantially. The input noise dimension was however always
kept larger than the output dimension.

Even though a neural network should be able to create the desired mapping from the normally distributed
noise to the return distribution, usage of multivariate normally distributed noise (regardless of dimension),
resulted in stable training but, also, gave quite poor results, especially in the tails of the generated data.
Furthermore, also increasing the variance in the multivariate normally distributed noise did not lead to well
enough generation of the tails. Therefore the Student's t-distribution was considered since stock returns
have fatter tails than the normal distribution and the Student's t-distribution can help with this. In all
models, the Student's t-distribution was therefore used with degrees of freedord:5 established from testing.
Initially, the degrees of freedom were set to3 as this was the average degree of freedom if one tted a
Student's t-distribution to the individual logarithmic return distributions of all stocks in the full data set.
This however produced too fat tails which when generating a lot of random numbers lead to extreme inputs
to the network and thus extreme outputs that the network could not handle in an e cient manner.

The WGAN-GP model was initiated with ReLU activations for both the generator and the critic. The
decision to switch to Leaky ReLU was however made since there were instances when all ReLU activations
in the network were activated to 0 and thus only the bias terms in the last layer determined the output.
This led to new "observations" which had the same return in all stocks, meaning two new days with exactly
the same return in each of the stocks, which, as mentioned before, is not a reasonable or desired outcome.

Furthermore, in the Leaky ReLU activation function there is an  that had to be decided. According to the
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original article [31] a recommended value i€:01. For the problem and data of this thesis, this value turned
out to sometimes lead to unstable training and poor results. Therefore it was decided to try = 0:1 instead
which worked better. Increasing further saw marginally worse results but also stable training.

A few di erent batch sizes were tested but did not seem to impact the results in a major way. Instead, the
dynamic between learning rates between the generator and critic in combination with batch size was more
important. Therefore a batch size of32 was xed and the learning rates were tuned.

Initially, the learning rates were xed for the training period. In order to improve training time a learning

rate schedule was however proposed and used. The schedule was created such that a speci c learning rate
was used for a number of epochs and then reduced, see Table 4.7 for the learning rates and the number of
epochs they were used.

4.2.4 Model Evaluation

Model evaluation was an important part of this thesis. The rst evaluation step was to analyze and interpret
the WGAN-GP loss function. This step involved studying the loss value during training in order to evaluate
the performance of the GAN. From Section 3.4.1 it has been theoretically described that if the distribution
of the generator output would come from the same distribution as the training data, the WGAN-GP loss
function should go towards zero. Therefore the loss should be able to be used to monitor the quality of
the generator and the stability in training. To discover over tting in the critic, the validation set was used

to calculate the loss value between the validation data and generated data. If the validation loss and the
training loss divergeg it indicates over tting in the critic [46].

The general idea for evaluating the WGAN-GP was rst to use the above loss function to determine con-
vergence. In order to study and verify that the loss value actually corresponds to some improvement of the
model, the model was saved every 25 epochs, the models could then be used after training to study the
generator's development. This was done through visual gures such as histogram plots of the Euclidean
distance distribution of the return vector, histogram plots of the portfolio return distribution, scatter plots,

and plots of the values at quantile levels,0:1; 0:05; 0:01; and 0:001 of the portfolio return distribution.

For further details on certain tail aspects of the studied problem, gures of the following were also created.
A selection of the 300 highest Euclidean distances of the logarithmicreturn vectors from the training set
was made. This selection would then satisfy a lower boundl.B, such that the following equation holds

X
300=" Ljxj, LB
i=1
where x; is the return vector of historical observationi and n is the number of observations in the training
set. This lower bound was then used to select all Euclidean distances,
& = Jigiliz;
of the generatedreturn vector, g;, that was above this lower bound and was collected in the seE,
E=fe:e LBgl;

where m was the number of generated observations.

Another selection was based on a portion of the tail of the portfolio returns for Portfolio 1, de ned in Section
4.1.6. In a similar way, the 150largest and 150 smallest portfolio returns, created from the training data set,
were selected, and collected in the set denoted. The distances were then calculated from these returns to
the mean of the portfolio return and collected in setD

D=fir ~pjgi%;

P
where *, = % 1 P, pi is the portfolio return of historical observation i, and ris are the portfolio returns
in the set T. Then the minimum of this set was calculated

LBp = min( D):
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For the generated data, the distance from each data point to the mean,*, of the portfolio return was
calculated,
i

di = jr(g) "ol

)

where ri(g were the portfolio returns created from the generated data, and then the seDgy can be created,

Dg:fdi 1 di LBDgimzl:

where d; is the distance of interest andm was the number of generated observations.

Secondly an investigation into the di erent measures described in Section 3.7 was done to understand if the
measures can be used to help judge the performance of the generator and possibly detect over tting as the
data used for this was the validation sets.

Since FID is one of the most common evaluation metrics in GAN literature [56], this metric was studied
and used to evaluate the performance of the GAN. As has been described in Section 3.7.4, the FID metric
is essentially the 2-Wasserstein metric under the assumption of multivariate normal samples. Clearly, this is
not true for the data distribution of stock market returns (but it is also not true for pixel distributions, to
which the FID metric is usually applied and created for [43]). Some investigation was therefore made to see
if the value of the FID correlates with the performance of the generator. One can for example note that the
FID metric incorporates the covariance matrix, which should be similar between historical and generated
data. In order to get a benchmark value of the FID score the FID score between thealidation set and the
test setwas calculated. This type of benchmark value was calculated for the other measures as well.

The second measure used for evaluation was the Kullback-Leibler divergence score, described in Section
3.7.5, which is based on a nearest neighbor approach. This test does not make any parametric assumption
and therefore could complement FID. Theoretically, this measure should be zero if the two data samples
compared are from the same distribution but that is virtually almost impossible and therefore the estimated
value was compared to a benchmark calculated as described above.

The third measure used for evaluation was the Maximum Mean Discrepancy, see Section 3.7.6. This measure
has been used in the GAN context before [58] and is another non-parametric measure between probability
distributions. Theoretically, this measure should also be zero if the two data samples compared are from

the same distribution. Similarly, as for the other two measures, the estimated value was compared to a

benchmark calculated as described above.

Since the data was a multivariate probability distribution with marginal distributions for each stock, evalu-
ating these between the real data and the generated data was also done. The evaluation was made through
KS-tests and CvM tests. These tests were not supposed to give clear con dence if one could reject some gen-
eral hypothesis about the multivariate data, but more as an aid in judging the quality of the generator. The
evaluation was made such that for each marginal distribution (stock) a test at signi cance level5% for both
the KS-test and the CvM test was made. The number of non-rejected null hypotheses (the null hypothesis
is that the two data samples come from the same probability distribution) was counted and reported as a
result. Given the 5% con dence level, the expectation is that even if the two distributions are the same,

in 5% of the situations the null hypothesis will be rejected. Therefore, in the best of circumstances, the
expectation is that the number of non-rejected null hypotheses should equa®5% of the number of stocks in
the model.

One problem with doing evaluations between the test set and data generated from the model was that the
input to the generator was a noise vector sampled from some distribution. Depending on these samples the
above tests can give di erent results. One way to handle this problem was that during training a validation
noise sample was created at the beginning of training and then the generator output was compared to using
this noise in order to track progress. In the original GANs this was usually done such that for exampled
noise samples were sampled and then pushed through the generator during training. Thereafter the pictures
that were created from these noise inputs were plotted and then judged if the pictures were improving or
not [18]. This was done in this thesis by using the saved models from training and generating samples from
each model with the same noise input and studying the results.

As a nal step for evaluating the GANs, an ANN, for each GAN model, with 3 hidden layers with 100
neurons in each layer, ReLU activation in all hidden layers, and with a sigmoid activation function in the
output layer, was used. The data for these ANNs used thdest data setand equally many generated data
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points, created using the trained generator network. The data was further preprocessed such that the test
set received labelone and the generated data received labetero. These data sets were then combined into
one data set. From this combined labeled data set, a validation set was used to identify the best model and
to evaluate the performance. If the generator can generate similar samples to the test data the validation
accuracy should stay around0:5.

4.2.5 GAN Description

This section describes the GAN models used in the thesis for modeling the problem. From Section 3 three
di erent versions of GAN have been presented. This research has focused on the use of WGAN-GP.

Since the modeling was done in steps, rst considering onl\b stocks and furthermore 50, 100, and all 344
stocks, the model architecture for the WGANs-GP was di erent. There were however some hyperparameters
common for all models presented in Table 4.7. The architecture for the di erent generators and critics of
the di erent models can be seen in Appendix C where they have been visualized.

Table 4.7: Hyperparameters common for all the di erent WGAN-GP models.

Hyperparameter Value
Optimizer RMSprop
Critic learning rates [Be 4,2e 4,5¢ 5]
Critic learning rate schedule [5000, 5000, inf]
Generator learning rates le 6,5 7]
Generator learning rate schedule [10 000, inf]
Noise type Student's t-distribution
Degrees of freedom 35
Batch size 32

10
Neritic 1
Nr. epochs 20 000

The di erences in hyperparameters between the di erent models can thus be seen to be the input noise
dimension and the network architectures. For the5 stock model, the noise dimension has been described to
be 100dimensional. For the 50 stock model, the input noise dimension was decided t800, for the 100 stock
model it was decided to400 dimensional and for the 344 stock model it was decided to600.

4.3 Scenario Filtering

With the main objective of the thesis being extreme but plausible scenario generatigrthis section describes
the next step which was to extract the stressed scenarios from all scenarios.

Given that a model was trained to generate new 1-day return scenarios from the same distribution as
historical returns, the next step would be to extract the stressed scenarios in some way. The decision was
then made to describe stressed scenarios as scenarios with overall large movements. These large movements
can then, for example, be captured through the use of calculating theEuclidean distance of the scenario
return vector. In order to have something to compare the generated stressed scenarios, the Iter approach
was rst applied to the historical data.

A common way is to select around200 stressed historical scenarios based on well-known turbulent periods

or use a committee that selects the stressed scenarios. Due to these scenarios usually being aroR0d the

Iter approach used was to calculate the Euclidean distance of the historical 1-day return vector and then
select the200 highest as the baseline for stressed scenarios. See Tables 4.5 and 4.6 in Section 4.1.7 for a slice
of the historically stressed dates.

Writing the above more mathematically it can be said that rst a lower bound, LB, needs to be found such
that the lower bound satis es: 0
200=" ljxj, 18 (4.1)
i=1
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where the x;s are the return vectors of historical observationi and n is the number of observations(6308).
This lower bound is then larger than or equal to 200 of the historical observations.

Now, given that a model was trained to generate new 1-day return scenarios, one addition was made to
the lter in two similar ways. The rst thing to note however is that given a trained generative model
approximating the true multivariate return distribution, the choice of the number of stressed scenarios to

be generated is free. Therefore the number of stressed scenarios drawn from the generative model was
investigated. With that said, the two approaches used to lter the generated scenarios were based on the
lower bound de ned above, and then an upper bound de ned in two ways. The upper bound was used to
enforce the notion of plausibility. For the upper bound the two versions were one where the upper bound is
the maximum Euclidean distance that has been observed in history,

UB = max(jjXiji»:i=1;:::;n); (4.2)

and one where the upper bound i$50% above the maximum Euclidean distance that has been observed in
history,

UB = max( jjXijj2 :i =1;:::;n) 1L5; (4.3)
where the x; is the return vector of observationi and n is the number of historical observations (6308).

The steps to generate new stressed scenarios can then be described as follows. First noise is sampled from
the multivariate Student-t distribution (T),

ni T( =0m; =Ilp;df =3:5);

where |, is the identity matrix and m is the noise dimension. Then the noise is applied to the trained
generator networkf to generate new market scenarios,

gi =f (ni):
Furthermore, the Euclidean distance must be calculated for each scenario,
& = jjgiliz;
and then each scenario would be accepted as extreme but plausible if it is within the de ned lower and upper

bound of Euclidean distance
Ris.us = fg;: if LB <e; < UBg:

Note that this is by no means a guarantee that the observation will be extreme but plausible, and the exact
notion of extreme but plausible would have to be investigated and de ned by for example the CCPs.

4.3.1 Portfolio Study

With the stressed scenarios selected of both historical and generated nature, these were then applied to the
two sets of six portfolios described in Section 4.1.6, depending on the data set used. To also better re ect
the potential loss for a CCP, a margin requirement was estimated using a con dence level d9:2% and a
look-back period of 1000days. This was then used to calculate the EUL for each scenario since the margin
would be used rst to cover a potential loss, and therefore it is the EUL that the CCP might lose.

Since working with portfolios returns and EULs which can easily be visualized through histograms, his-
tograms were therefore used as a tool to validate the process. For a solution closer to a live version many
more portfolios (clearing members) would be used. This means that comparing the historical approach
and the generated approach can not be done through histogram visualization. An investigation was there-
fore done to summarize the worst EULs of all portfolios into a single number. This number can then be
investigated as more and more stressed scenarios are generated.

Summarizing, this was done in the following way. For a set number of extreme but plausible scenarios
generated, the worst EUL of each portfolio was identi ed. These values were then summed into one value
representing a type of default fund requirement. This could be written as,

xP
EULsym = mSaX(EUL sp) (4.4)
i=1
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where EUL ¢, represents a matrix with s-scenarios andp-portfolios. Since these numbers can vary due to the
random input to the GAN, calculating this number was done 30 times to get 30 observations. Furthermore,
the number of extreme but plausible scenarios generated was then increased to study the behavior of this
value.

4.4 Software

For this thesis, several software tools were employed for data collection, preprocessing, visualization, and
model development. The primary programming language used was Python, which o ered exibility and an
extensive set of libraries for scienti c computing.

As mentioned before, the Python library y nance [63] was used for data collection, which provided a conve-
nient interface to access nancial market data from Yahoo Finance.

The Python library Pandas [66] was used for handling data matrices, which enabled e cient data prepro-
cessing and manipulation.

For the development and training of neural networks, the Python library TensorFlow [67] and Keras were
the main tools employed. These libraries provide powerful tools for deep learning model development and
training. Furthermore, the library TensorFlow Probability [68] was also used, which is built on top of
TensorFlow.

For mathematical computations, outside of the neural networks, the Python library NumPy [69] was used
extensively. This library provides e cient numerical operations on multi-dimensional arrays and matrices.
Also, for the statistical measure portion of the thesis the libraries Statsmodels [70] and Scipy [71] were used.

For visualization purposes, the Python library Matplotlib [72] was used to create high-quality plots and
charts.
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5 Results and Discussion

In this section, the results obtained using the methodology in Section 4 are presented. Firstly, the results of
the models in the ve stock cases are covered. The ve stock results will be discussed thoroughly and in the
most detail as it is used as éase casdo be able to explain and interpret the results of the larger models in a
better way. The results of the models based on 50, 100, and 344 stocks are then presented in a more compact
way. Every section of the results incorporates a combination of explanation, analysis, interpretation, and
discussion, o ering an understanding of the ndings. Supplementary illustrations for all cases and models,
see Appendix B.

5.1 Five Stocks

In this section, the results of the GAN models based on the three data sets consisting of ve stocks are
presented. The results are obtained by training a GAN model using the hyperparameters and model param-
eters described in Section 4.2.5, where details and motivation for these parameters can be found in Sections
4.2.2 and 4.2.3. The network architectures can be found in Appendix C.1 for the 5 stock cases. Firstly, the
loss function is discussed, then a discussion regarding if the loss value corresponds to some improvement of
the model is made, and after that, a presentation and discussion regarding the measures for the rst ve
alphabetical stocks are covered. Furthermore, more in-depth visual results are presented such as scatter
plots, histogram plots, and bar plots. Finally, the classi cation result of the neural network classier is
presented.

5.1.1 Loss Function

In the following paragraph, the WGAN-GP framework and loss function for the training of the model is
reviewed. From Section 3.4.1 this means that the loss function should be able to give information on the
progress and state of the model during training, and in turn the quality of the generator output.

Below in Figure 5.1, three sub gures with the three di erent data sets of 5 stocks are presented. In Figure
5.1a, 5.1b, and 5.1c the negative critic loss from the training set and the negative critic validation loss from
the validation set, both calculated during training, are given in blue and orange respectively. The three
di erent sets of stocks used for these models are the following: in Figure 5.1a the rst ve stocks of the
alphabetically sorted data, in Figure 5.1b and 5.1c the ve stocks with the highest and lowest correlation
respectively. These data sets are described in detail in Section 4.1.4. On the y-axis, the negative critic loss
is plotted, and on the x-axis the number of epochs trained, which for all models is 20 000.

(a) Five rst stocks. (b) High correlated stocks. (c) Low correlated stocks.

Figure 5.1: The negative critic loss of the ve stock models trained on 3 di erent sets
of 5 stocks. The model is trained for 20 000 epochs and the training and validation
losses are respectively plotted over the training.

From Figure 5.1 it can be observed that the loss function of the three data sets trained using the same model
architecture and hyperparameters behave very similarly. The validation loss does not diverge in a major
way for any of the data sets. This means that the GAN models are not over tting, see Section 3.4.1. The
loss function also stabilizes and becomes constant for all three data sets which would indicate convergence,
see Section 3.4.1. In Figure 5.1a the loss function is decreasing for almost all epochs even though Figure
5.1b indicates convergence almost already at 5 000 epochs. This would indicate that the training could
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possibly be stopped early. Comparing the three Figures 5.1a, 5.1b, and 5.1b it can be seen that the loss
function mainly behaves in a similar fashion which could imply that the model is performing consistently
and generalizing well across di erent data sets.

For the rst ve stocks, corresponding to the loss in Figure 5.1a, an investigation of the quality of the output
over the training period is made and presented in Figure 5.2. The rst row in Figure 5.2 presents normalized
histograms of the Euclidean distance of the training set and equally many generated data points from the
generator. The second row in Figure 5.2 presents normalized histograms of Portfolio 1 in Table 4.4 based
on the same points as for calculating the Euclidean distance. The third row in Figure 5.2 presents a joint
scatter plot between the stocks Apple Inc. (AAPL) and Amerisource Bergen Corporation (ABC) with the
same data as the other two plots described above. Note that the data points used above generated from the
generator are generated with the samexed noise input for all plots in Figure 5.2. This makes it possible to
track speci ¢ generated points over training, which the red and black rectangle in the plots of the third row

in Figure 5.2 highlights.
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Figure 5.2: Three rows with a di erent type of plot for each row showing the development of the generator output during training.
The three plots for each row are Euclidean distance based on the stock return vectors, Portfolio 1 in Table 4.4 returns, and the scatter
plot/joint distribution between the stocks Apple Inc. (AAPL) and Amerisource Bergen Corporation (ABC). The red and black rectangle
in the scatter plots each highlights one generated point of the generator through training.
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In examining Figure 5.2, it is evident that the normalized histogram plots of Euclidean distance and portfolio
returns visually demonstrate limited improvement after approximately 5 000 10 000 epochs. As previously
discussed in the context of Figure 5.1, this suggests that early stopping of training could be bene cial.
However, the scatter plot in row 3 of Figure 5.2 reveals ongoing movement for speci ¢ generated observations,
as emphasized by the red and black rectangles. These observations appear to continue changing and shifting
slightly towards more extreme or higher/lower returns, potentially indicating that the tails or extreme
observations are still being generated in the later epochs. This is perhaps a key di erence to other GAN
models which for example work with image generation and the major interest is not in generating rare images
to the same extent. Since the loss function also treats all observations as equal, the rare extreme observations
have little impact compared to the center of the distribution. However, for the application considered the
tails are highly important which motivates why training is done over many epochs. Overall, Figure 5.2
demonstrates that the GAN model e ectively generates returns similar to those found in the data. Upon
analyzing Figure 5.1 and Figure 5.2 collectively, it is possible to extrapolate that the diminishing loss values
have a correlation with the improvement in the quality of the model's output.

5.1.2 Measures

In addition to evaluating the generator's quality using the loss function, this thesis also considers the FID
value, KL divergence, and MMD as measures of performance, as described in Section 3.7. The following
investigation explores how these metrics can be used to assess the generator's quality.

Figure 5.3 presents plots for values of the measures Fréchet Inception Distance, Kullback-Leibler divergence,
and Maximum Mean Discrepancy together with a benchmark value for each metric. The benchmark value is
calculated between thevalidation and test set and is presented as the orange line in each of the subplots in
Figure 5.3, while the other values are calculated with axed noise input the same size as thevalidation set,
calculated every 25 epoch. These values are presented as the blue line in each of the plots for the respective
measure. For all three subplots in Figure 5.3 the x-axis describes which epoch the model used is taken from
to calculate the speci ¢ measure which is presented on each subplot's y-axis.

(a) Fréchet Inception Distance. (b) Kullback-Leibler divergence. (c) Maximum Mean Discrepancy.

Figure 5.3: Statistical measures for the rst ve stocks. The data used for the
label validation in each plot are the validation set and the value for the benchmark
is calculated by comparing thgalidation setand test set The values are calculated
every 25 epochs.

The three measures displayed in Figure 5.3 exhibit slightly di erent behavior, but seem to indicate the same
as the loss function plots in Figure 5.1 and the development in Figure 5.2. The FID and the MMD seem to
have essentially converged at around 2 500 3 000 epochs while the KL divergence in this case continues to
decrease. For all the measures, however, they get very close to the benchmark value. From Section 3.7, this
would mean that the model is improving and that the generator is generating a distribution similar to the
data. It can be noted that since the objective of this thesis is not to develop or compare which type of which
statistical measure is the "best", the three measures are qualitatively judged as above. One can also note
that since the benchmark value and the generated values can depend on random sampling it is not given
that they are exactly the same.

One-dimensional statistical tests are presented in Figure 5.4. Each point is calculated similarly to the
statistical measures above. The tests are calculated every 25 epochs and use the same noise input to the
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generator as for the statistical measures for comparing with thevalidation set. Since Kolmogorov-Smirnov
test and Cramér-von Mises test are done in one dimension, comparing for example real data of AAPL with
generated data for AAPL, there will be k tests performed wherek is the number of stocks in the model.
Figures 5.4a and 5.4b then shows on the y-axis the number of the non-rejected null hypothesis for the
respective type of test where each test is performed at 5% con dence level. The benchmark is calculated in
the same two sample settings between thealidation and test set

(a) Kolmogorov-Smirnov tests. (b) Cramér-von Mises tests.

Figure 5.4: KS-tests and CvM tests for the rst ve stocks. For Figure 5.4a and 5.4b
the number of non-rejected null hypotheses between the validation data and the same
number of generated data points are plotted on the y-axis. For the benchmark, the
samples tested are thealidation setand the test set

The decision to use multiple measures and tests was motivated by the desire to have a stronger foundation
for subsequent analysis. In the case in Figure 5.4 it can be seen that the tests give di erent results in certain
cases. For both tests, however, they achieve the same benchmark of not being able to reject any of the null
hypotheses that the two samples come from the same distribution. Again this would indicate that the model
approximates the desired distribution well at the marginal distribution level.

5.1.3 Visual Results

For the rst ve stock data sets further visual results are presented below. For the other two 5 stock data
sets, see Appendix B.2 and B.3. For these visual results, theest setis used. The rst visual tool presented
for further investigation is made through scatter plotting pairwise returns for the ve stocks.

The data set of the rst ve alphabetical stocks pairwise scatter plots is presented below in Figure 5.5 where
the blue dots are real historical returns of thetest set and the orange are generated returns of the trained
generator. The number of points for each label is the same. The dots are plotted in random order such that
if the points overlap they overlap on average the same amount of times. Both the x and y-axis are simple
returns for each stock.
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Figure 5.5: Pairwise scatter plot of the ve rst stocks. Real points are created from
the test setand the same number of generated data points from the trained generator.
Points are plotted in a random order such that overlapping points of each label will
on average appear equally often.

In Figure 5.5 the pairwise scatter plots of real and generated data points are presented. From a qualitative
standpoint, it would be hard to tell the two distributions apart. The interpretation could therefore be that

the pairwise distribution of the generated stock returns is well-matched to the corresponding distribution of
the test set. A scatter plot can be used as a visual check, particularly when considering a small number of
stocks such as 5. However, creating pairwise scatter plots for more than 5 stocks can be considerably more
challenging and time-consuming due to the increased size of the plot.

Another plot that can be studied is a histogram of Euclidean distancesfor the real returns and the generated
returns. This investigates the distribution of the magnitude between the real data and the generated data,
which given that the generator gives desired outputs should be the same.

Figure 5.6 presents a normalized histogram of Euclidean distances of the returns of thest setand the same
number of generated returns of the trained generator. For both the real returns and the generated returns
the number of bins for creating the histograms is100. The blue bars are then the histogram for the real
returns and the orange bars are that of the generated returns. On the x-axis, it is the Euclidean distance
and since the histograms are normalized it is the frequency density on the y-axis.
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Figure 5.6: Normalized histogram of Euclidean distances based ont#st setand
the same number of generated data points of the trained generator.

From Figure 5.6 it can again be seen that the normalized histogram of the real data and that of the
generated data are very similar, which would mean that the magnitude of the returns are similar for the real
and generated data. One bene t of using a histogram of the Euclidean distances is that it can also be scaled
to a larger number of stocks as it summarizes the magnitude of the return into one value and then re ects
the distribution of the return magnitudes in the data. One drawback of using this type of judgment however

is that information can be lost when reducing the dimensions from the number of stocks considered, down

to 1.

The main concern of this project is the returns of di erent portfolios, i.e. in the real world extension the
CCPs clearing members portfolios. This can be visually investigated throughhistogram plots of portfolio
returns based on returns from real scenarios and generated scenarios.

In Figure 5.7 below, the normalized histogram plots of the real and generated returns applied to the six
portfolios given in Table 4.4 are presented. These plots are again based on the data set of the rst ve
alphabetical stocks, and the returns used are that of thdest setand equally many generated returns from the
generator. The number of bins in the histograms used is equal for all portfolios and i400. For each subplot
of a portfolio the blue bars are created from real returns and the orange bars are created from generated
returns. The x-axis gives the nominal return of the portfolio and since the histograms are normalized it is
the frequency density on the y-axis.
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Figure 5.7: Normalized histograms of the 1-day portfolio return distribution based
on the corresponding portfolio in Table 4.4 using the ve rst alphabetical stockst
setand equally many generated returns from the trained generator.

Since the application of this thesis is that of portfolio returns, and furthermore stress testing of portfolios,
Figure 5.7 shows real and generated return distributions which visually look very similar. From Figure 5.2,
which displayed one portfolio return distribution during training, it could also be seen that the generated
return distributions for portfolios seem to imitate the real portfolio return distribution perhaps before the
scatter plots and the Euclidean distance plots. Figure 5.2 was only conducted for one portfolio. Therefore,
Figure 5.7 complements it by showing that the real and generated returns applied to other portfolios also
behave similarly.

Furthermore, it is also important that the tails of the portfolio distributions are similar between the real
and the generated. For that reason, theportfolio returns at quantile levels 0:1; 0:05; 0:01; and 0:001 for the
ve rst alphabetical stocks are presented below in Figure 5.8. A comparison is made between the portfolio
guantiles based on the test set, and equally many generated returns from the trained generator. This means
that these are the quantiles of the histograms in Figure 5.7. The portfolio return is given on the y-axis in
each plot.
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Figure 5.8: Bar plots of the portfolio returns for Portfolios 1-6 in Table 4.4 at quantile
levelsO:1; 0:05; 0:01; and 0:001 The portfolio returns are based on the stock returns
of the test setand the stock returns of equally many generated returns.

Since the goals of this thesis relate to stressed scenarios which mainly a ect the tails of the portfolio return
distributions, and even more speci cally the potential portfolio losses (i.e. the left side of the mean of the
portfolio return distribution), Figure 5.8 is crucial because it highlights the portfolio returns (losses) at
increasingly more extreme quantile levels.

From a visual inspection of the quantiles in Figure 5.8 it can then be seen that the real and generated
guantiles are very similar, which further motivates that the portfolio return distributions in Figure 5.7 are
similar and that the GAN model seems to generate plausible returns. There are some di erences between
certain real and generated quantile returns but it can be noted that this can depend on the sample of the
generated returns.

5.1.4 Classi cation Result

Visual tools can be helpful, but quantitative investigations should also be presented. Since the goal of the
model would be to generate data that is indistinguishable from the real market data a classi er approach
has been presented in Section 3.7.7. This section presents the results of the classi er approach for the ve
rst alphabetical stock data sets.

As a nal test with inspiration from the original GAN idea and Rizzato et al. [61], a nal test can be
conducted by tting a classier to try to classify real data samples from fake data samples of the trained
generator. The results are presented below. The data used are thest setand equally many generated data
points of the trained generator. In Figure 5.9 the accuracy and validation accuracy is plotted for each epoch
of training.
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Figure 5.9: Training statistics of the neural network classi er. The training accuracy
and validation accuracy of the classi er for the training set and the validation set are
displayed over the 200-epoch training period.

Based on the results presented in Figure 5.9, it appears that the classi er was unable to clearly di erentiate
between the test data and the generated data since the validation accuracy is aroun@:5 and only moving

to around 0:55. It can be discussed if training should have been continued, but to better be able to compare
with the results of the models for the 50, 100, and 344 stocks data sets (see Figure 5.15) this was left at
200. From this, the main conclusion from the experiment seems to be that the two sets of samples are
basically indistinguishable from each other using the current classi er which motivates that the generator is
generating the same distribution as the data.

To summarize the results so far it could be said that the GAN models learn the central and majority part
of the return distribution quicker than the tails of the distribution. Since the tails of the return distribution,
and in extension the tails of the portfolio return distributions, this has motivated the rather high amount of
epochs used for training. With that said the following section shows the results for extending the model to
more stocks.

5.2 50, 100, and 344 Stocks

In this section, the results of the WGAN-GP models for the data sets of 50, 100, and 344 stocks are
presented. The same methodology for producing the results as for the ve stock cases above is used for this
section as well. The hyperparameters and model parameters are described in Section 4.2.5, where details
and motivation for these parameters can be found in Sections 4.2.2 and 4.2.3. Important to note is that the
underlying neural networks in the models are not exactly the same for each data set. The architectures can
be found in Appendix C.2, C.3, and C.4. For supplementary results of the 50, 100, and 344 stock models
and data sets, see Appendix B.4, B.5, and B.6, respectively.

5.2.1 Loss Function

Below in Figure 5.10, three plots for the data sets of50 and 100 rst alphabetical stocks and for the full
344 stock data set is presented. In the sub Figures 5.10a, 5.10b and 5.10c the negative critic loss and the
negative critic validation loss calculated during training are given in blue and orange respectively for the 50,
100 and 344 stocks data sets respectively.

Scenario Generation for Stress Testing using Generative Adversarial Networks 47
Deep Learning Approach to Generate Extreme but Plausible Scenarios



5 RESULTS AND DISCUSSION

(a) Loss 50 stocks. (b) Loss 100 stocks. (c) Loss 344 stocks.

Figure 5.10: The negative critic loss of th&0, 100 and 344 stock data sets. The
models are trained for 20 000 epochs and the training and validation loss are respec-
tively plotted over the training/epochs.

From Figure 5.10 it can be seen that the loss functions for all three data sets, and their corresponding model,
exhibit similar behavior with a steady decline and that the validation and training loss do separate at one
point, but that they stay parallel after around 2 5005 000 epochs. Noteworthy is that from testing this
separable behavior seems sometimes to be a ected by which observations are included in the training versus
validation sets. From Section 3.4.1 it has been presented that the critic could be over tted if the losses
diverge, but nothing is said about if they are just separated, and from the results below and from testing it
seems that the GAN model does not deteriorate because of this loss function behavior. In general, for the
three loss functions, it would be hard to argue when training should be stopped since they are continuously
decreasing.

Furthermore, one can note that the negative loss values are higher for models with more stocks, where then
the models are also bigger. This could then be explained possibly due to that with higher dimensions the
distance between the distributions, which the loss function is supposed to replicate, become larger. Another
explanation that was observed in testing is that keeping the number of stocks constant but increasing the

critic capacity leads to higher losses and the loss value can thus have a connection to the critic network size.

In Figure 5.11 a more in-depth investigation of the development of the tail of the return distribution is done
on the 344 stock data set over the course of training. The rst row represents the Euclidean distance talil
distribution of the historical return vectors and the generated return vectors, see Section 4.2.4 for more
details. On the x-axis it is thus the Euclidean distance displayed and on the y-axis, due to the plots being
normalized histograms, it is the frequency density.

The second row in Figure 5.11 is based on a portion of the tail of the portfolio returns for Portfolio 1, see
Section 4.2.4 for more details. On the x-axis it is thus a distance displayed and on the y-axis, due to the
plots being normalized histograms, it is the frequency density.

The third row in Figure 5.11 shows the empirical Cumulative Distribution Function, see Equation 3.1, of the
plot in the second row (note the same x-axis between the second and third row of plots). On the x-axis it is
thus a distance displayed and on the y-axis it is the eCDF. For all plots, the same number of points as in
the training data set is generated. This does not necessarily mean that there are the same amount of points
in each of the sub- gures in Figure 5.11, since the selection of the generated points is based on the bounds
described in Section 4.2.4.
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Figure 5.11: Three rows with a di erent type of plot for each row showing the development of speci c tail features of the generator
output during training. The rst row shows normalized histogram plots of Euclidean distance based on the stock return vectors. The
second row shows normalized histogram plots of the distance between the tail of the return distribution of Portfolio 1 in Section 4.1.6
and the mean return of Portfolio 1. The third row shows the eCDF of the normalized histogram on row 2. This plot is based 844he
stock data set.
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In Figure 5.11 the results show more clearly that the tails of the Euclidean distance distribution, and the
Portfolio return distribution take a long time (many epochs) to approximate for the 344 stock case. Similar
behavior can be observed for the other data sets in Appendix B. From Figure 5.11 it can furthermore be seen
that the model demonstrates several positive aspects. Firstly, it e ectively captures not only the central part
of the distribution, as evidenced by the base caseabove, but also seems to accurately represent the tails.
The aspect of tail representation holds signi cant value for the speci ¢ application under consideration. This
also emphasizes that a large number of epochs are needed to model and learn these tails.

5.2.2 Visual Results

In this section, the qualitative visual results of Euclidean distance, portfolio returns, and portfolio quantiles
are presented for the three data sets of 50, 100, and 344 stocks.

Below in Figure 5.12 theEuclidean distancesof the test setsand equally many generated data points of each
model's trained generator are presented. They are made in the same way, with similar descriptions, as the
one in Section 5.1.3.

(a) Euclidean distance 50 stocks. (b) Euclidean distance 100 stocks. (c) Euclidean distance 344 stocks.

Figure 5.12: Normalized histograms of Euclidean distances based ontéisé setand
the same number of generated data points of the trained generator for the 50, 100,
and 344 stocks data sets in each respective sub- gure.

Comparing the Figures 5.12a, 5.12b, and 5.12c it is not clear which generated data would be more similar
to its respective real data. Again this can be aected by which samples are generated. It can be noted
that the histograms are normalized histograms and that the scales on the y-axis are decreasing while the
Euclidean distance is increasing for more stocks. This perhaps further motivates the method and the fact
that the models can generate plausible returns for di erent dimensions (number of stocks) of data sets. In

general, for the three data sets, Figure 5.12 indicates that the GAN model replicates the desired distribution

reasonably well.

Moving to the portfolio plots in Figure 5.13, three normalized histograms of the portfolio returns for Portfolio
1 (equally weighted in the stocks considered, see Section 4.1.6) are plotted for each model's real and generated
returns. See Appendix B for the results of all portfolios.
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(@) Portfolio 1 returns with 50 (b) Portfolio 1 returns with 100 (c) Portfolio 1 returns with 344
stocks. stocks. stocks.

Figure 5.13: Normalized histograms of Portfolio 1 (equally weighted in all stocks, see
Section 4.1.6) for the 50, 100, and 344 stocks data sets and models. The real data is
based on thetest setsand the generated data are equally many generated data points
from the trained generator.

For the three Figures in Figure 5.13 the real and generated portfolio returns clearly overlap for the majority.
Also, this gure would motivate that GAN models works well for an increasing number of stocks. The
important part here is that the application the study concerns is around portfolio returns and therefore this
is a key result. The portfolios in Appendix B generally show the same result.

In Figure 5.14 the portfolio returns are presented at the quantile levelsO:1; 0:05; 0:01;, and 0:001 for the
portfolios in Figure 5.13. See Appendix B for the results of all portfolios.

(a) Portfolio quantiles with 50 (b) Portfolio quantiles with 100 (c) Portfolio quantiles with 344
stocks. stocks. stocks.

Figure 5.14: The portfolio returns for the quantile level®1; 0:05; 0:01; and 0:001

for the 50, 100, and 344 stocks data sets and models based on Portfolio 1 (equally
weighted portfolios). Meaning the corresponding quantiles of the histograms in Figure
5.13a, 5.13b, and 5.13c.

In Figure 5.14 it can again be seen that the portfolio return at the di erent quantile levels, for the di erent
numbers of stocks, are relatively similar. Therefore this also indicates that the real and generated portfolio
returns are modeled well by the GAN models. This is an important gure in combination with the portfolio
plots in Figure 5.13. The reason is that it is speci cally the tails of the portfolio return distributions that
are important for the application.

5.2.3 Classi er Results

In this section, the neural network classi er results are presented for the three models and three data sets
with 50, 100, and 344 stocks. The neural networks are all trained for 200 epochs with the same learning
rate. In Figure 5.15 the training evolution for each data set is displayed. For each Figure in Figure 5.15 the

accuracy and the validation accuracy are calculated on the training and validation set respectively.
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(a) Classi er with 50 stocks. (b) Classi er with 100 stocks. (c) Classier with 344 stocks.

Figure 5.15: Three Figures with the training accuracy (accuracy), and validation
accuracy displayed for an ANN classi er trained on the 50, 100, and 344 stock test
data sets and equally many generated data points from the trained generator.

Firstly from the gures in Figure 5.15 it is interesting to note that the classi er seems to converge faster
when more stocks are included. One explanation for this could be that there is more information in the
data with more dimensions and therefore the neural network can nd more patterns or relationships. More
interestingly it can be seen that all three classi ers seem to reach a validation accuracy of around 60%,
compared to 50% which would be the goal. It can be said that this validation accuracy can depend, and
vary, on the validation split as well as the generated sample of returns from the trained generator. Therefore
it seems that the GAN models perform similarly when increasing the number of stocks (and also increasing
the model capacity), but not as well compared to the 5 stocks case in Figure 5.9. In the case of the ve
stocks, however, it can be argued that the results (the classi er) do not show complete convergence. From
experiments, however, the results of the classi er presented for the ve stocks case are as representative as if
the classi er would have been trained until convergence. With the above results, it can be seen that the ve
stock GAN models seems to perform the best but that has also been the model which was spent the most
time on studying and optimizing. This means that the models for more stocks are slightly less trustworthy
than the ve stock case but that from the above more qualitative results the GAN models for 50, 100, and
344 stocks simulates many of the important characteristics the application considered needs and can thus be
used moving forward.

To summarize the results for the 5, 50, 100, and 344 stock data sets and corresponding models it can be said
that the multivariate return distribution can be approximated relatively well for all data sets and all models.
Furthermore, the tails of the distributions also seem to be modeled well which is even more important for
the considered application.

5.3 Stressed Scenario Creation and Comparison

This section of the results will be divided into two sub-sections. The rst look at the EUL distribution for

the portfolios described in Section 4.1.6 when exposed to extreme but plausible scenarios and the second look
at a summarized value for the impact of the extreme but plausible scenarios, also studying what happens
when increasing the number of generated extreme but plausible scenarios. This section will show the results
for the 5 and 344 stock models and data sets. For the results of the 50 and 100 stock models and data sets,
see Appendix B.4 and B.5. As a reminder of the de nition of extreme but plausible in this thesis, it can be
seen to be de ned as; that a scenario will be accepted as extreme but plausible if it is within the de ned
lower and upper bound of Euclidean distance,

Rig.ug = fry: if LB <e; < UBg;
where r; is the scenario return vector,e = jjrijjo and R collects the extreme but plausible scenarios. For
more details see the de nition of EUL in Section 2.2.1 and the methodology in Sections 4.3 and 4.3.1.
5.3.1 Portfolio Characteristics

This section presents the results of an investigation into the EULs, see Equation 2.1, of the portfolios
described in Section 4.1.6, using real and generated stressed scenarios from both the ve rst stocks and the
344 stock data sets.
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Figure 5.16 shows normalized histograms of EULs for the 5 stock data set and its corresponding six portfolios
described in Table 4.4. The EULs are created with a margin estimation based on th&000 latest historical
returns. The blue bars are created from the scenarios ltered from the historical data consisting 0200
scenarios out of6308 observations. The orange bars in the normalized histograms are generated fro200
generated stressed scenarios ltered from generated scenarios, from the trained generator, using the upper
bound de ned in Equation 4.2.

Figure 5.16: Normalized histogram plots of EULs of the portfolios described in Sec-
tion 4.1.6 comparing the200 historical stressed scenarios wig)0 generated stressed
scenarios with upper bound as de ned in Equation 4.2 fostocks

Figure 5.16 shows the normalized histograms of EULs for both the real historical stressed scenarios and
the generated stressed scenarios. It can be observed that there is a signi cant overlap between the two
histograms, suggesting that theimpact of the generated stressed scenarios is comparable to that of the
actual historical stressed scenarios at a high-level view. The conclusion can be drawn that the generated
scenarios may provide a reasonable approximation of the behavior of the portfolio under stressed conditions.

Figure 5.17 shows the EULs using the same method as for the ve stocks data set but now using the fui844
stock data set and the extended portfolios. In the same way200 real and 200 generated stressed scenarios
are generated and selected and then applied to the portfolios described in Section 4.1.6 to calculate their
EUL for each scenario.
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Figure 5.17: Normalized histogram plots of EUL of the portfolios described in Sec-
tion 4.1.6 comparing the200 historical stressed scenarios wigd0 generated stressed
scenarios with upper bound as de ned in Equation 4.2 8%4 stocks.

Similarly, for the 344 stock data set, its corresponding portfolios, and model, it can be seen from Figure
5.17 that the real stressed and the generated stressed scenarios seem to visuathpact the portfolios in
similar ways as the distribution of their EUL for both the real and the generated looks similar. In ways, this
was not given since possibly new scenarios could be di erent from historical ones and therefore it would be
interesting to nd ways to study if/by how much the generated stressed scenarios di er from the historical
ones on the stock level rather than on portfolio level, as can be seen in Figure 5.17.

Furthermore, it is interesting to observe that Figure 5.16 and Figure 5.17 demonstrate that the underlying
objective of generating stressed scenarios with similar impacts on portfolios is achieved, despite the di erences
in data sets, portfolios, and models.

5.3.2 EUL Evaluation

In this section the results are presented after calculating the sum of the EULS, using the method described
in Section 4.3.1 and Equation 4.4, for all portfolios using a set number of generated stressed scenarios. This
is done for both the 5 stock case and for the344 stock case using the two upper bounds for the Euclidean
distance described in Section 4.1.7. For the results of the 50 and 100 stock data sets and models see Appendix
B.4 and B.5 respectively.

In Figure 5.18 the values of the summed EULs created using Equation 4.4 are presented for tHe stocks
case. Figure 5.18a shows the results for when the upper bound used in the Itering was set using Equation
4.2 and Figure 5.18b shows the results for when the upper bound was set using Equation 4.3. On the x-axis,
it is the number of generated stressed scenarios on a log scale, and on the y-axis, it is the summed EUL
values. Each box plot represents30 values with the boxes representing the rst and third quartile and end
points being minimum and maximum. The orange line represents the median. The red dot represents the
historical value and is the same for both plots.
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(a) EUL sum with upper bound set using Equation 4.2. (b) EUL sum with upper bound set using Equation 4.3.

Figure 5.18: Two subplots displaying box plots of the summed EULs using the 5
stocks data set and model, the method in Section 4.3.1 genera&@8dimes with
endpoints being min and max with Figure 5.18a using the rst de ned upper bound

in Equation 4.2 and Figure 5.18b using the second de ned upper bound in Equation
4.3, both described in Section 4.3.1. For both Figures 5.18a and 5.18b the number
of generated stressed scenarios (100, 200, 400, 800, 1600, 3200, 6400, 12800, 25600)
are presented using a log-scale on the x-axis. The red dot represents the value for the
summed EUL based on th200 historical stressed scenarios and is the same for both
plots and is plotted at x=200.

First, by comparing Figures 5.18a and 5.18b and examining the di erence between allowing a higher Eu-
clidean distance versus setting the limit at the historical level, it is clear that the summed EUL values
are lower when a higher Euclidean value is permitted. This is particularly noticeable for many generated
stressed scenarios. This observation implies that the generator also produces values above the maximum
historical Euclidean distance value, which could be considered a desirable property because it allows for the
consideration of potential crises that could surpass historical crises. Secondly looking at when the number
of generated stressed scenarios is increased it is clear that for both Figures 5.18a and 5.18b (and thus the
selected upper bounds) that the summed EUL values lead to increasing "losses".

In Figure 5.19 the summed EUL values are based on the data set consisting 814 stocksand its corresponding
model and portfolios but otherwise created in the same way.

(a) EUL sum with upper bound set using Equation 4.2. (b) EUL sum with upper bound set using Equation 4.3.

Figure 5.19: Two subplots displaying box plots of the summed EULSs using the 344
stocks data set and model, the method in Section 4.3.1 genera&@8dimes with
endpoints being min and max with Figure 5.18a using the rst de ned upper bound

in Equation 4.2 and Figure 5.18b using the second de ned upper bound in Equation
4.3, both described in Section 4.3.1. For both Figures 5.18a and 5.18b the number
of generated stressed scenarios (100, 200, 400, 800, 1600, 3200, 6400, 12800, 25600)
are presented using a log-scale on the x-axis. The red dot represents the value for the
summed EUL based on th200 historical stressed scenarios and is the same for both
plots and is plotted at x=200.

Figure 5.19 demonstrates a similar pattern to the case of 5 stocks in Figure 5.18, as can be seen by the
decreasing values of the summed EULs when the number of stressed scenarios is increased, and when the
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upper bound is raised. In the case o844 stocks the historical estimated value seems to be di erent from
the model's median value when200 stressed scenarios are generated and the upper bound is determined
using Equation 4.2, as can be seen in Figure 5.19a. In Figure 5.19b, when the upper bound is set using
Equation 4.3, the historical value seems to be closer to the median of the model. This would indicate that the
model needs the possibility to generate more extreme scenarios than observed in history in order to (on the
median) generate a similar impact. Another possibility could be that the observed most extreme scenarios
that generated the historical value are quite extreme. From Figure 5.19a it can be seen that the generated
summed EULs does include the historical value which could mean (if the GAN model is perfect) that the
historically observed value is a relatively extreme outcome out of many, from a probabilistic standpoint.

It can be noted that the summed EUL values di er between the 5 and 344 stock models. This is expected
since they are based on di erent portfolios which will exhibit di erent levels of loss. Furthermore, from
Figure 5.18 and 5.19 it can be observed that they exhibit similar behavior both when increasing the number
of stressed scenarios and when increasing the upper bound.

There was also a small test using 1 000 and 10 000 random portfolios using the same methodology to create
gures such as Figure 5.18 and Figure 5.19. The result of this is not shown but could be concluded to show
the same behavior as Figures 5.18 and 5.19 when increasing the upper bound and increasing the number of
extreme but plausible scenarios.
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6 Conclusions

This section will summarize the results and discussion, restate and answer the research questions, and give
suggestions for future developments.

6.1 Summary

The general aim of this thesis has been to develop a method using GANs which can generate extreme but
plausible scenarios. The structure of the study was to look at 25 years of historical data of the current stocks
in the S&P 500, dividing it into a study of 5, 50, 100, and 344 stocks. The method involved training WGAN-
GP models on all return data such that the generator could generate new plausible return data. With the
assumption that the characteristics of extreme scenarios exist in the training data and thus the generated
data. The second employed step was to lter out the extreme scenarios from all generated scenarios such
that one ascertains extreme but plausible scenarios.

From Section 5.1 above it could be seen that the GAN model for theve stock case generated plausible
returns using the trained generator. The results in Section 5.3 also showed that the ltered extreme but
plausible scenarios from the historical and generated data lead to a similar impact on the tested portfolios.
This would then indicate that the method developed would also work for a model consisting of more stocks.

The results in Section 5.2, when more stocks are used, show similar behavior in many ways. Thereby, the
model can be concluded to work relatively well, with a slight decrease in plausibility, compared with the ve
stock cases. This would mainly be attributed to the classi er results.

The emphasis of this research has not primarily been on the various measures employed, rather these were
utilized mainly as guiding tools during the development process. This is partly why they have been presented
only in the results and discussion section for the ve-stock case, with other cases shown in Appendix B. A
focus has instead been to show the results of the neural network classi er on test data, an approach that
could arguably be easier to interpret than statistical measures.

Still, regarding the results of the measures, there are some indications that training could be stopped early,
most clearly for the larger models. It was however not clear in experiments that even though some mea-
sures indicated declining performance both the qualitative results and the classi er results would not show
signi cant declining performance. Especially the tails of the generated distribution seemed to need a large
number of epochs to form, see Figure 5.11. As the tails are the most important part of the application, a
large number of epochs was thus favorable.

In summary, the key attributes of the GAN models, in this setting, lie in the portfolio returns and the

e ective modeling of their tail distributions. Despite the aforementioned weaknesses, the characteristics of
the portfolios appear consistent across all models, as evidenced by the results in Section 5.1 and Section 5.2.
Therefore, the use of GANs demonstrates signi cant promise for practical application.

Touching more on the stressed results of Section 5.3. The fact that the median of thEUL ,y, values was
closer to the historical value when the upper bound was higher, could indicate that the model still lacks
important characteristics. On the other hand, one point that can be reiterated is the fact that the historical
value is only based onone historical realization of the market, whereas, for example, each new generation of
200 stressed scenarios could be seen as a new realization of arou2fslyears of the market. This means that
the real historical realization could be a very extreme realization of the market, which could be a possible
explanation for why the historical value is only within the min/max bounds and not around the median
when using Equation 4.3.

The research questions of this thesis are reiterated and answered below.

RQ1 Can a GAN model be used to model the multivariate return distribution of a nancial market, and
in turn generate new extreme but plausible scenarios?

The GAN models can reasonably well model the multivariate return distribution of a nancial market
consisting of stocks. Therefore, it would implicate that the GAN models can generate extreme but
plausible scenarios.

RQ2 What measure can be used to classify extreme but plausible scenarios from all scenarios?
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The Euclidean distance measure appears to be reasonably e ective when used with upper, see Equation
4.2 and 4.3, and lower bounds, see Equation 4.1, for distinguishing extreme yet plausible scenarios
from the full range of possibilities.

RQ3 Will using many arti cial market scenarios improve the identi cation of unknown vulnerabilities in
portfolios, compared to the current approach of using a selected set of historical scenarios?

The results show that increasing the number of stressed scenarios can lead to larger losses in the
portfolios considered than the historical scenarios. In other words, using the generated scenarios may
add some security to a stress test calculation.

The conclusion, therefore, is that the proof-of-concept idea of leveraging GANs, and more speci cally
WGANSs-GP, to generate extreme but plausible scenarios, is possible.

6.2 Future Work

A rst suggestion in future extensions for the presented methods would be to include other types of assets
that can be found in clearing member portfolios. These portfolios can contain a wide variety of nancial
securities such as bonds and options. An important rst step, for this model to be deployed as a product,
would therefore be to include this in the input data and be able to generate plausible scenarios for all assets
in a clearing member's portfolio.

Future work should also investigate which measure, or classi cation tool, that should be used to identify
extreme but plausible scenarios. The Euclidean distance was mainly chosen due to its simplicity. Moreover,
the di erent bounds used on the Euclidean distance were chosen based on testing. Therefore, an isolated
study regarding which measure, or what type of measure, should be used could be considered. For example,
a suggestion could be the Mahalanobis distance which is a measure that also takes into consideration the
covariance structure between assets.

This research was focused on providing a proof-of-concept for the idea to use GANs to generate new extreme
but plausible scenarios. Thereby, some optimization and testing of model hyperparameters and model
architecture was done. However, this could, and should, be expanded for a ngbroduct-ready model.

Future work regarding the tails should be emphasized. This is because the considered application is highly
focused on the tails of the distributions being approximated well. This notion of plausibility can for example

be described as that it should on average generate observations around even the most extreme observation
observed in history.

Furthermore, regarding the statistical measures, other additional types of statistical measures could be

considered. One motive for this could be that di erent measures cover di erent aspects and could thus

complement each other. Therefore, a more thorough investigation is needed of what statistical measures
are best suited for comparing the distribution of stock returns, or other types of returns. Are the measures

currently presented the best, or are there other alternatives?

Additionally, in order to improve the evaluation process, other types of classi ers could be considered such

as Random Forest or Support Vector Machines. These additional classi ers could further complement the

statistical measures used. The idea is to raise the question of whether the neural net classier is a good
choice, or if there are superior alternatives.

Some weaknesses that should be considered in the current model could in part be attributed to the data.
Since the method picks out the stocks that have complete return information for25 years, the data has a

survivorship bias. For example, the most risk is probably in the stocks and companies that went bankrupt in

history, which thus does not exist in the data. Furthermore, using the full length of 25 years, the dependence
between di erent stocks can vary over time but over a long period this can become indistinct. Therefore, a
suggestion would be to use for exampl&-year rolling windows to train the GAN models.

Another limitation with the current model, relating to the data, is that the output of the GAN model is
based on the number of stocks considered, and therefore a new model would have to be constructed and
trained for a new number of stocks, or a di erent order of the stocks. A suggestion to handle this could be to
use some type of dimensionality reduction technique such as Principal Component Analysis or Autoencoders,
such that the output of the generator can be kept constant.
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Given that the models can be considered plausible and trustworthy, other possible applications which use
portfolio return distributions could be considered. Examples of this could be in VaR and stressed VaR
calculations. Another example could be Expected Shortfall, which is a risk measure that can su er from a
lack of data, and where individual observations can have a lot of impact on the measure. Using the proposed
method to generate new scenarios could thus possibly increase the number of plausible scenarios used to
calculate the Expected Shortfall, and therefore possibly limit this weakness. Other applications could also
be considered and the above is not meant to be an exhaustive list of suggestions.

As a nal suggestion for future development would be to consider time series, which considerably increases
the complexity of the problem, but could also capture time dependence between observations which could
increase plausibility.
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Table A.1: The tickers of the full 344 stock data set used.
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Appendix B Complementary Results

B.1 First Five Stocks

Figure B.1: Three rows with a di erent type of plot for each row showing the development of speci c tail features of the generator
output during training. The rst row shows normalized histogram plots of Euclidean distance based on the stock return vectors. The
second row shows normalized histogram plots of the distance between the tail of the return distribution of Portfolio 1 in Table 4.4 and
the mean return of Portfolio 1. The third row shows the eCDF of the normalized histogram on row 2.
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B.2 Five High Correlated Stocks

Figure B.2: Three rows with a di erent type of plot for each row showing the development of the generator output during training.
The three plots for each row are Euclidean distance based on the stock return vectors, Portfolio 1 in Table 4.4 returns, and the scatter
plot/joint distribution between the stocks Apple Inc. (AAPL) and Intel Inc. (INTC). The red and black rectangle in the scatter plots
each highlights one generated point of the generator through training.
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Figure B.3: Three rows with a di erent type of plot for each row showing the development of speci c tail features of the generator
output during training. The rst row shows normalized histogram plots of Euclidean distance based on the stock return vectors. The
second row shows normalized histogram plots of the distance between the tail of the return distribution of Portfolio 1 in Table 4.4 and
the mean return of Portfolio 1. The third row shows the eCDF of the normalized histogram on row 2.
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APPENDIX B COMPLEMENTARY RESULTS

B.2.1 Measures

(a) Fréchet Inception Distance. (b) Kullback-Leibler divergence. (c) Maximum Mean Discrepancy.

Figure B.4: Statistical measures for the ve high correlated stocks. The data used for
the label validation in each plot are the validation set and the value for the benchmark
is calculated by comparing thealidation setand test set The values are calculated
every 25 epochs.

(a) Kolmogorov-Smirnov test. (b) Cramér-von Mises tests.

Figure B.5: KS-tests and CvM tests for the ve high correlated stocks. For Figure
B.5a and B.5b the number of non-rejected null hypotheses between the validation
data and the same number of generated data points are plotted on the y-axis. For the
benchmark, the samples tested are thalidation setand the test set
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B.2.2 Visual results

Figure B.6: Pairwise scatter plot of the high correlation stocks. Real points are
created from thetest setand the same number of generated data points from the
trained generator. Points are plotted in a random order such that overlapping points

of each label will on average appear equally often.
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Figure B.7: Normalized histogram of Euclidean distances based onttst setand
the same number of generated data points of the trained generator.

Figure B.8: Normalized histograms of the 1-day portfolio return distribution based
on the corresponding portfolio in Table 4.4 using the ve rst alphabetical stodkst
setand equally many generated returns from the trained generator.
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Figure B.9: Bar plots of the portfolio returns for Portfolios 1-6 in Table 4.4 at quantile
levelsO:1; 0:05; 0:01; and 0:001 The portfolio returns are based on the stock returns
of the test setand the stock returns of equally many generated returns.

B.2.3 Classi cation Result

Figure B.10: Training statistics of the neural network classi er. The training accuracy
and validation accuracy of the classi er for the training set and the validation set are
displayed over the 200-epoch training period.
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B.2.4 Stressed results

Figure B.11: Normalized histogram plots of EULs of the portfolios described in
Table 4.4 comparing the&00 historical stressed scenarios wig®0 generated stressed
scenarios with upper bound as de ned in Equation 4.2 fohigh correlation stocks

(@) EUL sum with upper bound set using Equation 4.2. (b) EUL sum with upper bound set using Equation 4.3.

Figure B.12: Two subplots displaying box plots of the summed EULs using the 5
high correlation stocks data set and model, the method in Section 4.3.1 generated
30 times with endpoints being min and max with Figure B.12a using the rst de ned
upper bound in Equation 4.2 and Figure B.12b using the second de ned upper bound
in Equation 4.3, both described in Section 4.3.1. For both Figures B.12a and B.12b
the number of generated stressed scenarios (100, 200, 400, 800, 1600, 3200, 6400,
12800, 25600) are presented using a log-scale on the x-axis. The red dot represents
the value for the summed EUL based on tR60 historical stressed scenarios and is
the same for both plots and is plotted at X200,
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B.3 Five Low Correlated Stocks

Figure B.13: Three rows with a di erent type of plot for each row showing the development of the generator output during training.
The three plots for each row are Euclidean distance based on the stock return vectors, Portfolio 1 in Table 4.4 returns and the scatter
plot/joint distribution between the stocks Southwest Airlines (LUV) and Newmont Corporation (NEM). The red and black rectangle in
the scatter plots each highlights one generated point of the generator through training.
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Figure B.14: Three rows with a di erent type of plot for each row showing the development of speci c tail features of the generator
output during training. The rst row shows normalized histogram plots of Euclidean distance based on the stock return vectors. The
second row shows normalized histogram plots of the distance between the tail of the return distribution of Portfolio 1 in Table 4.4 and
the mean return of Portfolio 1. The third row shows the eCDF of the normalized histogram on row 2.
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B.3.1 Measures

(a) Fréchet Inception Distance. (b) Kullback-Leibler divergence. (c) Maximum Mean Discrepancy.

Figure B.15: Statistical measures for the 5 low correlated stocks. The data used for
the label validation in each plot are the validation set and the value for the benchmark
is calculated by comparing thgalidation setand test set The values are calculated

every 25 epochs.

(a) Kolmogorov-Smirnov test. (b) Cramér-von Mises tests.
Figure B.16: KS-tests and CvM tests for the rst ve stocks. For Figure B.16a and
B.16b the number of non-rejected null hypotheses between the validation data and the
same number of generated data points are plotted on the y-axis. For the benchmark,
the samples tested are thealidation setand the test set
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B.3.2 Visual Results

Figure B.17: Pairwise scatter plot of the 5 low correlation stocks. Real points are
created from thetest setand the same number of generated data points from the
trained generator. Points are plotted in a random order such that overlapping points

of each label will on average appear equally often.
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Figure B.18: Normalized histogram of Euclidean distances based onté#st setand
the same number of generated data points of the trained generator.

Figure B.19: Normalized histograms of the 1-day portfolio return distribution based
on the corresponding portfolio in Table 4.4 using the 5 low correlation stotelst set
and equally many generated returns from the trained generator.
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Figure B.20: Bar plots of the portfolio returns for Portfolios 1-6 in Table 4.4 at
guantile levels0:1; 0:05; 0:01; and0:00L The portfolio returns are based on the
stock returns of thetest setand the stock returns of equally many generated returns.

B.3.3 Classi er Results

Figure B.21: Training statistics of the neural network classi er. The training accuracy
and validation accuracy of the classi er for the training set and the validation set are
displayed over the 200-epoch training period.
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B.3.4 Stressed results

Figure B.22: Normalized histogram plots of EULs of the portfolios described in Sec-
tion 4.1.6 comparing the200 historical stressed scenarios w00 generated stressed
scenarios with upper bound as de ned in Equation 4.2 fotow correlation stocks

(@) EUL sum with upper bound set using Equation 4.2. (b) EUL sum with upper bound set using Equation 4.3.

Figure B.23: Two subplots displaying box plots of the summed EULs using the 5
low correlation stocks data set and model, the method in Section 4.3.1 generafed
times with endpoints being min and max with Figure B.23a using the rst de ned
upper bound in Equation 4.2 and Figure B.23b using the second de ned upper bound
in Equation 4.3, both described in Section 4.3.1. For both Figures B.23a and B.23b
the number of generated stressed scenarios (100, 200, 400, 800, 1600, 3200, 6400,
12800, 25600) are presented using a log-scale on the x-axis. The red dot represents
the value for the summed EUL based on tB80 historical stressed scenarios and is
the same for both plots and is plotted at X200,
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B.4 50 Stocks Model

Figure B.24: Three rows with a di erent type of plot for each row showing the development of the generator output during training.
The three plots for each row are Euclidean distance based on the stock return vectors, Portfolio 1 in Section 4.1.6 returns, and the scatter
plot/joint distribution between the stocks Apple Inc. (AAPL) and Amerisource Bergen (ABC). The red and black rectangle in the scatter
plots each highlights one generated point of the generator through training.
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