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Abstract

Nowadays, atomistic simulations are an essential part during
the discovery and design of new materials. Reactive inter-
atomic potentials, or force fields, capable of modeling bond
forming and breaking are an excellent alternative between
highly accurate, but demanding, ab initio simulations and
highly efficient Molecular Dynamics (MD) methods. How-
ever, these force fields are system specific and needs to be
parametrized. In this work a detailed theoretical background
provides the reader with an understanding of the parametriza-
tion process and why it is necessary. A program capable
of parametrizing a reactive force field, ReaxFF, with respect
to energies and charges using the Metropolis Monte Carlo
(MMC) algorithm is presented. The program offers several
features which are analyzed and discussed along with a trial
parametrization of 237 out of 675 parameters based on a train-
ing set consisting of density functional theory data from 43
structures. The results show that the program successfully
parametrizes a force field, fulfilling the goal of the thesis.
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1. INTRODUCTION August 8, 2019

1 Introduction

Nowadays atomistic simulations are widely used to investigate the electronic, mechanical, and chemical
properties of a wide range of materials with relatively high accuracy, giving the opportunity to predict
properties of new materials. In this case, state-of-the-art ab initio simulations, like Density Functional
Theory (DFT), are highly accurate but computationally expensive, meaning that the system size is
severely limited. An alternative approach involves the use of Molecular Dynamics which allows the
study of large molecular systems containing thousands of atoms, but with a significant compromise.
Molecular Dynamics disregards nuclei and electrons, and thus the atomic interactions must be described
explicitly in the form of interatomic potentials, force fields. Unfortunately, force fields are system
specific and are only valid under certain conditions. Only a few force fields are capable of describing
chemical reactions, called reactive force fields. One such force field is the ReaxFF, created by Duin et al.
[1]. However ReaxFF is a very complex force field, using over 100 parameters for each atom, some
of which are purely empirical with no physical foundation. Parametrizing a force field is non-trivial
and involves finding a minimum in a high-dimensional parameter space. Traditionally this has been
done using a brute force method, called single-parameter parabolic-search optimization scheme [2], in
which the parameters are optimized one by one iteratively until the error compared to DFT is below
a set threshold. Besides being a slow method, it is also highly dependent on initial conditions since
the force field might be trapped in local minimum instead of the true, global minimum. An alternative
scheme is presented by Iype et al. [2] using Metropolis Monte Carlo, showing both faster convergence
and more robustness, i.e. less dependence on initial conditions.

The goal of this thesis was to create a program capable of parametrizing a reactive force field
(ReaxFF) using the Metropolis Monte Carlo algorithm from provided reference data. The program
was to be based entirely on open source software and capable of taking reference data from any source
(experimental or DFT) as the basis of parametrization, giving future users the freedom to customize
and develop the program according to their specific needs.
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2 Theory

The theory section introduces the concepts of Density Functional Theory, Molecular Dynamics,
Metropolis Monte Carlo, and pseudo random number generation. The section aims to provide the
reader with a theoretical understanding of the tools used in this thesis, while also highlighting the
challenges of atomistic simulations and why parametrizing a reactive force field is necessary.

2.1 Density functional theory

If nothing else is stated, the theory in this section is based on the book Density Functional Theory: A
Practical Introduction by Sholl and Steckel [3].

Density Functional Theory, or DFT, is a way of performing atomic and molecular simulations based
on quantum mechanics and has the capability of calculating electronic and magnetic properties and is
often very accurate. The downside of DFT is that it is very computationally expensive and can only
model up to 1000 atoms at a time [4]. The theory is based on finding the ground-state energy by solving
the Schrödinger equation using an iterative algorithm described in Section 2.1.4.

2.1.1 The Schrödinger equation

The Schrödinger equation is one of the most famous equations of all time and it can describe the time
independent electronic Hamiltonian of a quantum system. In the case when we have multiple electrons
interacting with multiple nuclei, as in molecules, it is formulated as[

− h̄2

2m

N

∑
i=1

∇
2
i +

N

∑
i=1

U(ri)+
N

∑
i=1

∑
j<i

U(ri,rj)

]
Ψ = EΨ (1)

where m is the electron mass, h̄ is the reduced Planck’s constant, U denotes a potential, and ri is the
spatial coordinates of electron i. The first term in the square brackets represents the kinetic energy
of each electron, the second the external potential between the electrons and the collection of atomic
nuclei, and the third is the interaction potential between the electrons. Ψ is the electronic wave function
of the spatial coordinates of all the N electrons in the structure. E is the energy of the system in the
state |Ψ〉.

2.1.2 The Kohn and Hohenberg theorems

Solving Eq. 1 for the electronic wave function is a problem in 3N dimensions. This quickly makes
the problem unsolvable as the number of electrons increases rapidly even for small molecules. The
problem can be overcome by introducing the electron density:

n(r) = 2∑
i

ψ
∗
i (r)ψi(r) (2)

where ψi is the single particle wave function of electron i in the system, r is the coordinate vector, and
the ∗ denotes the complex conjugate. The factor 2 appears due to the Pauli exclusion principle, stating
that each electron wave function can be occupied by two electrons, one with spin up and the other with
spin down. The motivation why we can use the electron density to solve the Schrödinger equation
comes from two theorems derived by Kohn and Hohenberg in 1964 [5]:

2
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1. The ground state energy from the Schrödinger equation is a unique functional of the electron
density and

2. The electron density that minimizes the energy of the overall functional is the true electron density
corresponding to the full solution of the Schrödinger equation.

where a functional is a function of another function.
The theorems state that if we are able to find the electron density that gives the lowest energy of the

system, we have found the correct electron density to describe our system. Using the electron density
instead of the individual wave functions has a huge computational benefit: it reduces the problem from
3N dimensions to only 3, which makes a many times unsolvable problem solvable!

2.1.3 The Kohn Sham equations

Based on the theorems, Kohn and Sham [6] developed a set of equations to describe the Schrödinger
equation in a different way. They divided the right hand side of Eq. 1 into two parts:

E[{Ψi}] = Eknown[{Ψi}]+EXC[{Ψi}] (3)

As the name suggests, Eknown is the resulting energy from known terms, such as the non-interacting
kinetic energy, the external potential, the Hartree potential, and nuclei-nuclei interactions. The Hartree
potential describes the electron’s interaction with the electron density, which introduces an unphysical
self-interaction since the electron itself is a part of the electron density. EXC is the energy from
everything that we do not know, including corrections for the interactions between electrons affecting
the kinetic energy and the unphysical self-interaction introduced by the Hartree potential. This let Kohn
and Sham write the Hamiltonian[

− h̄2

m
∇

2 +V (r)+VH(r)+VXC(r)
]

ψi(r) = εiψi(r) (4)

where the first term inside the square brackets is the non-interacting kinetic energy of the electron; the
second is the external potential energy, i.e. the electron - nuclei interactions; the third is the Hartree
potential, which is a functional of the electron density; and VXC is called the exchange-correlation
functional, which also is a functional of the electron density. The quality of the equation, i.e. how well
it describes the actual energy of the state, depends on the quality of the exchange-correlation functional.
If the true functional was known, the energy would truly be the ground state energy. This is part of
the brilliance of the Kohn and Hohenberg theorems: they tell us that there exists an exact solution, but
nothing about what that solution may be. Eq. 4 is what is known as the Kohn Sham equations.

2.1.4 The DFT algorithm

With the Kohn Sham equations in place, we can now define the DFT algorithm which follows these
steps:

1. Define an initial, trial electron density, n(r).

2. Solve the Kohn-Sham equations with the defined electron density to find the single-particle wave
functions, ψi.

3. Calculate the electron density with the calculated wave functions as in Eq. 2.

3
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4. Compare the trial electron density (step 1) and the calculated electron density (step 3), if they are
the same then the trial electron density is the ground-state electron density of the system and
describes our system correctly. If not, the trial electron density is updated and the process starts
over.

The DFT algorithm is self-consistent: it corrects itself until it reaches a specified tolerance. If the VXC

is good, the resulting electron density will describe the system well, otherwise the algorithm may fail
to converge within the wanted tolerance. DFT is a powerful tool, capable of calculating both electronic
and magnetic properties, but it is also time and resource consuming.

2.2 Molecular dynamics

rm
Interatomic distance

0
Co

he
siv

e 
en

er
gy

VLJ = ε

[(rm

r

)12
−2
(rm

r

)6
]

(5)

Figure 1 The Lennard Jones potential. The po-
tential energy is depends on two parameters: rm
which is the distance between the atoms where the
energy is at its lowest and ε which is the depth of
the potential well at the distance rm. VLJ is the co-
hesive energy of the atoms and r is the interatomic
distance.

Molecular dynamics (MD) uses classical mechanics to
simulate the movement of atoms and is capable of han-
dling systems of up to hundreds of billions of atoms [4].
Atoms are governed by four forces: electromagnetic,
weak nuclear force, strong nuclear force, and gravity.
When studying the dynamics particles and materials,
the most prominent of these forces are the electromag-
netic forces and these are the only forces considered
in MD. MD reduces the complexity of atomic inter-
actions by approximating the atoms as spheres with
a point mass at the center, neglecting the effect of
the electrons [4], and therefore the interatomic forces
are calculated using empirical potentials, called force
fields. These can be as simple and elegant as the well
known Lennard-Jones potential [7], Figure 1 and Eq.
5, or a complex function with many parameters. As
described in Figure 1, the parameters in the Lennard-
Jones potential has an intuitive and physical meaning.
This is not the case for more complex force fields
which may consist of many parameters that lack physi-
cal meaning and are purely empirical, included only to
make the force field represent the physics. While this
might seem strange at first it does make some sense
when given some thought to: MD uses classical me-
chanics to describe the quantum world, which it is simply not capable of! Thus the need for the
empirical parameters.

In order for the force fields to describe the interactions in a meaningful way they have to be
fitted, parametrized, to some data. The data may come from experimental observations or some other
computational method, such as DFT, which was introduced in Section 2.1. Once a force field is properly
parametrized and represents the physics in a way that agrees with experimental or DFT data, the
interatomic forces, the energy of the structure and other quantities may be calculated.

MD simulations can be carried out in many different ways and there are multiple software available.
In this work the LAMMPS program [8, 9] has been used for performing the MD simulations.

4
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2.2.1 Reactive force fields

While the Lennard Jones potential is useful for modeling noble gases and neutral atoms or molecules,
it fails to describe more complex systems. One feature that is often of interest when studying more
complex systems is the possibility of atomic bonds breaking and forming. Reactive force fields is a
type of potentials that are capable of dynamically breaking and forming bonds between atoms during a
simulation. It is usually made out of tens of parameters or more that needs to be fitted, and is roughly
ten times slower than other potentials that are not capable of breaking and forming bonds [4]. The
reactive force fields sit in the middle of DFT and MD, as it is slower than MD but still faster than DFT,
while bringing the more advanced feature of bond breaking and forming into MD.

One of the reactive force fields is ReaxFF [1], which uses bond distance, bond order, and bond
energy to determine whether a bond will be disassociated or not. It also includes the well known
electromagnetic Coulomb and van der Waals forces and as a result the energy in ReaxFF consists of
several terms, and is defined as:

Esystem = Ebond +El p +Eover +Eunder +Eval +Epen +E3con j +Etors +E4con j

+EH−bond +EvdW +EColoumb ,
(6)

where Ebond represents the bond energy, El p is the energy due to the presence of a lone pair, Eover and
Eunder are energies from over and under coordination the atoms valency, Eval is the valence angle energy,
Etors is the torsion angle energy, Epen is a penalty energy to stabilize a three body system, E3con j and
E4con j are correction terms to stabilize conjugated chemical bonds, EH−bond represents hydrogen bond
interactions, EvdW represents the van der Waals interactions, and EColoumb the couloumbic interaction.
Each of these terms are then calculated by their own expressions with diverse parameters, with the
EvdW given as an example in Eq. 7.

EvdW = Di j ·

{
exp
[

αi j ·
(

1−
f13(ri j)

rvdW

)]
−2 · exp

[
1
2
·αi j ·

(
1−

f13(ri j)

rvdW

)]}
,

f13(ri j) =

[
rλ29

i j +

(
1

λW

)λ28
] 1

λ28

(7)

where Di j is the interaction energy, rvdW is the van der Waals radius and the rest of the parameters are
empirical [2]. Due to the number of parameters involved and the in the manner they appear; as powers,
in exponentials, in denominators, etc; it is an impossible task for a human being to grasp the effect of
each parameter and visualizing the force field in the same way as with the Lennard Jones potential.

In this work, a ReaxFF force field describing the interaction of hydrogen, sulfur, molybdenum, and
vanadium (H-S-Mo-V), starting from H-S-Mo force field [10], has been the subject of parametrization.

2.3 Markov chain Monte Carlo

If nothing else is stated, the theory in the Monte Carlo sections is based on the book Monte Carlo
Methods in Statistical Physics by Newman and Barkema [11].

Monte Carlo methods are algorithms based on some stochastic process using randomness to generate
numerical results. One group of such algorithms is Markov Chain Monte Carlo, which can be used to
sample configurations, states, from a distribution in a high-dimensional space. This can be useful in a
number of situations, including performing Monte Carlo MD and as an optimization algorithm. The

5
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general idea is to start in one state µ and then, through a Markov process, generate a new state ν with
the transition probability P(µ → ν). For the process to be a true Markov process two conditions has to
be met: (1) the probability P(µ → ν) should not vary over time, and (2) the probability should only
depend on the two states in question, µ and ν , and not on any previous state. Also, the sum over the
probabilities of all transitions must be equal to one, i.e.

∑
ν

P(µ → ν) = 1

Note that this does not exclude that no transition takes place, i.e. P(µ → µ) can be non-zero.
Repeating the transition algorithm of generating a new state using a Markov process generates a

Markov chain of states. Letting the Markov chain run for a long time will generate a series of states
that appears with probabilities that follow the Boltzmann distribution, if two more conditions are met:

1. Ergodicity: States that all states must be accessible within a finite number of iterations. That is,
after sufficient amount of time (iterations), if the system starts in the state µ it must be able to
reach the state ν for every possible ν in the system. This does not mean that every state must be
accessible within one iteration, just within a finite number of iterations.

2. Detailed balance: States that the probability of the transition from µ to ν to occur must be the
same as the probability of the reversed transition, from ν to µ , occuring. This is the same as
saying that there should not be any state where the probability to leave the state is less than
the probability to go to that state, otherwise limit cycles might exist. Limit cycles are dynamic
equilibriums which the Markov chain may get stuck in.

2.3.1 Acceptance ratio

So far only the probability of a transition has been considered, not considering whether the new state is
more favorable than the previous state. If we assume that all states have the same probability of being
suggested, there is no guarantee that we will move towards a more beneficial state at all but instead
there is a risk that we will just sample a number of states from the distribution at complete random.
Therefore we introduce an acceptance ratio, A(µ → ν), as part of our transition probability. From the
statement of detailed balance we have that P(µ → ν) = P(ν → µ), we now rewrite that as

1 =
P(µ → ν)

P(ν → µ)
=

g(µ → ν)A(µ → ν)

g(ν → µ)A(ν → µ)
(8)

where g is the probability of a transition to be suggested, and A is again the acceptance ratio. This
lets us affect whether a transition will be accepted or not, and by setting the probability of acceptance
from a less beneficial to a more beneficial state to one and regulate the acceptance ratio of the reversed
transition, we can assure that beneficial states are more likely to be accepted.

Note that the acceptance ratio in this section should not be confused with the acceptance ratio of a
Monte Carlo run, which is the number of accepted states over the number of proposed states during an
MC run.

6
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2.4 Metropolis Monte Carlo

Initial state Propose
new state

Measure
quantity

Compare with
previous state

Accept/reject
state

N iterations

Minimized state

Figure 2 Metropolis Monte Carlo minimization flow chart.
The algorithm starts with an initial state, generates a new state,
measures the desired quantity to be minimized, compares the
quantity with the previous state, accepts or rejects the new
state with probability Pa. This is repeated N times.

The Metropolis Monte Carlo (MMC) algo-
rithm is a Markov Chain Monte Carlo algo-
rithm in which all states accessible from the
current states are equally probable to be sug-
gested, i.e. the probability of a state to be
suggested, g(µ→ ν), is 1/N where N is the
number of accessible states. A typical MMC
minimization process is shown in Figure 2.

The probability of acceptance is chosen
to be

A(µ → ν) = e−β (Qν−Qµ ) (9)

where Q is the quantity that is being mini-
mized in each iteration. This guarantees that
the Markov chain will be ergodic since there
are no states that doesn’t have a probability of being suggested and all states have a probability of
acceptance, even though it might be vanishingly small for large values of Qν −Qµ . It also fulfills the
detailed balance criteria as

1 =
P(µ → ν)

P(ν → µ)
=

g(µ → ν)A(µ → ν)

g(ν → µ)A(ν → µ)
=

Ne−β (Qν−Qµ )

Ne−β (Qµ−Qν )
= 1 (10)

To allow the system to not only accept states with a lower value of the measured quantity, the new
state is accepted if Aa ≥ u, where u is a random number between 0 and 1, i.e. u ∈ [0,1). This gives the
acceptance probability, Pa, as

Pa =

{
1 if Qν < Qµ

e−β (Qν−Qµ ) otherwise
(11)

2.4.1 Simulated annealing

The parameter β in Eq. 9, 11 affects the probability of acceptance as a larger value of β decreases the
probability of acceptance while a smaller increases the probability. In Monte Carlo MD, β has the units
of 1/energy and is defined as

β =
1

kBT
(12)

where kB is the Boltzmann constant and T is the temperature. So if the temperature increases, β

decreases, and the acceptance ratio increases. This simulates how atoms and molecules behave in
reality when the temperature increases, the probability of states with higher energy increases. If β

is varied during the MMC run, it can simulate annealing as the system starts at a high temperature,
capable of moving around the energy surface (in case of MC MD) accepting states with higher energies.
As the temperature decreases, and β increases fewer states with higher energy will be accepted. This

7
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allows the system to escape its initial state, move around the surface, and finally settle in a minimum
far from the initial state. The method is called simulated annealing [2].

When using MMC for optimization of a function, the definition of β as in Eq. 12 might not make
sense depending on the quantity to be minimized. The idea of a high temperature is still valid, the
system will be able to reach more unlikely states, but the quantity being minimized may not have the
correct dimensions for β to have the dimension 1/energy. In this case it may be more suitable to define
β as a way to regulate the acceptance ratio, not relating to temperature.

2.4.2 MMC compared to parabolic search

The parabolic search algortihm optimizes functions one variable at a time by varying one parameter
and making a parabolic fit to find the minimum of the function with respect to the current variable. The
method has previously been used in force field optimizations [2]. MMC, which has the ability to vary
multiple variables at a time has been shown to be much more effective in optimizing ReaxFF, which is
a function with many variables [2].

In addition to being slow, parabolic search is highly dependent on initial conditions since it will
only go to states with a lower error (in the case of force field minimization) compared with the current
state, and is thus being likely to get stuck in the closest minimum or maximum to the initial guess [2].
MMC on the other hand is a random process which may accept states with higher error, making it
capable of moving around the high dimensional error surface in order to find a different minimum or
maximum. This makes the MMC less dependent on the initial guess compared to the parabolic search
algorithm.

2.5 Random number generation

When dealing with Monte Carlo simulations on a computer the random element will always be an issue.
Computers are inherently deterministic and there is no way to simulate actual randomness. The most
common implementation of generating random numbers is called pseudo-random number generators
(PRNGs), which generates a sequence of numbers based on some seed. After the sequence is generated
it is not random at all but determined. However, by using a good seeding algorithm and if the PRNG
has a long period of re-occurrence the sequence can be random to the intents and purposes of a MC
simulation.

One such PRNG is the open source Mersenne Twister Engine which is currently the most frequently
used PRNG in computer simulations, including in MS Excel, Python, R, and C++ [12]. The Mersenne
Twister Engine was selected as the PRNG for all random number generations in this work due to its
status as the most used PRNG and its accessibility in C++.

8
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3 Method

In the method section the program, called FFMMC, that performs the force field parametrization is
introduced along with its most prominent features. The parametrization procedure is explained with an
emphasis on the implementation of the MMC algorithm. Finally a trial parametrization of a force field
for testing the performance of the program is presented.

3.1 Training set

When parametrizing a force field, a set of reference data containing some quantities that are measurable
with MD is necessary to compare the values produced by the MD simulation with the reference. The
data can come from either experimental results or computational sources, such as DFT simulations.
The collection of the structures and the quantities is referred to as a training set. In this report the
reference data comes from DFT simulations and the quantities used for parametrizing the force field
are energy and charges. In theory, any quantity that can be measured in the reference data as well as in
MD could be used for parametrization. The data in the training set is then used to calculate the error
between the training set, εT S, and the MD simulation, εMD.

3.2 FFMMC program

To facilitate the force field parametrization a program performing Metropolis Monte Carlo was written.
The program, called FFMMC (Force Field Metropolis Monte Carlo), is written in C++ with its core
functionality to decrease the error, caused by the force field, of MD simulations in LAMMPS compared
to the training set data. As mentioned, the training set in this work comes from DFT, but the program
has a defined file format for the training set that enables any source to be used as reference data provided
it is supplied in the correct format. The program is based entirely on open source software and consists
of about 3000 lines of code. In addition to the C++ program, several Python script have been written to
reduce the amount of manual work required to prepare and analyze the MMC runs.

3.2.1 Features

The program has several features that allow the user to customize the MMC run and analyze the results.
The features can be divided into two subgroups: input features, which affect how the run will be
performed, and output features, which are what the program is capable of outputting for analysis of the
results. In this section the features are listed to give the reader an understanding of the program and its
capabilities before introducing how it performs the MMC in the subsequent chapters.

Input

The program takes an input file containing several parameters that allows customizing the MMC the
run. The input parameters that affect the MMC run are listed below:

• Quantity modules: The program is built around modules calculating the error of a quantity of
the structure/s in the training set. In the current version of the program there are two modules,
one for relative energy calculation and one for atom net charge. Both modules can be included or
excluded individually at the beginning of the MMC run.

9



3. METHOD August 8, 2019

• Variable force field: An input boolean force field which specifies which parameters will be
updated during the MMC run. The parameters to be updated are referred to as variables. Instead
of containing the actual values of each parameter, the force field consists of a series of ones and
zeros that are used to identify variables (ones) and fixed parameters (zeros).

• Percent to update: Allows the user to select how many percent of the variables that should be
updated in each iteration of the MMC.

• Min/max force fields: Provided at the beginning of each run as two force field files which gives
the user control over each parameters minimum and maximum value. The min/max force fields
used in this report are based on the previous force fields that ships with the current version of
Lammps [9].

• Beta: The β parameter in MMC is described in Section 2.4.1. In FFMMC the user can specify a
starting and ending β to perform simulated annealing.

• Sigma: Each module has a corresponding sigma (σ ) value which can be used to scale the
different errors. The error of the energy is usually orders of magnitude greater than that of
charges which will induce a bias to systems that lower the energy error but may increase the
charges error. Whenever an error is calculated using σ it is called a “sigma error”.

• Target acceptance ratio: The target acceptance ratio lets the user specify a desired acceptance
ratio. The program then varies the step size of the variables in every n:th iteration (specified by
the user) between a user set min and max step size. The update is based on a local acceptance
ratio over the last n iterations and increasing the step size lets the force field change more between
iterations, which decreases the acceptance ratio, and vice versa.

Output

The program has the capability to output several files containing both data useful for analyzing the
development of the force field and the quality of the parametrization, but also for analyzing the quality
of the MC run.

• Summary: Contains information about the MC run, including: input parameters, acceptance
ratio, final errors, number of times the force field produces an invalid energy, i.e. Not a Number
(NaN).

• Force fields: The program outputs a series of force fields: best, last, and variable index. The
best force field is the best achieved force field during the MMC run, the last is the last force field
during the MMC run, and the variable index contains the index of each variable as specified in
the input by the variable force field.

• Error history: Contains iteration, beta at each step, the sigma error, the sigma error per structure,
the true energy error, the true charges error, local acceptance ratio, variable step size, and number
of accepted force fields.

• Variable history: In this file the value of each variable in each time step is stored. This can be
used to analyze the force fields development over the iterations as well as for visualiztion of the
development.
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• Energy equations: Contains the energy equations with labels, as seen in Section 3.3.3, and all
the data read by the program before making the calculation, as well as the final value of the
calculation.

3.3 Parametrization of a reactive force field using FFMMC

When the training set has been established the parametrization can be started. The different steps in the
MMC algorithm as implemented in the FFMMC can be seen in Figure 3 and is described in detail in
the following subsections.

3.3.1 Initial force field

Initial FF Update FF

Run Lammps

Read quantities

Calculate error

Accept/reject
FF

Compare error

N iterations

Parametrized
FF

Figure 3 Force field Metropolis Monte Carlo. The program
takes an initial force field, updates the force field, runs Lammps
(MD), reads the quantities to be minimized, calculates the
error, compares the error with the previous step, and repeats
for N iterations. Finally a parametrized force field is achieved.

As described in Section 2.4.2, MMC is capa-
ble of starting from a poor initial guess and
still converging to a good minimum. Actu-
ally FFMMC is so flexible when it comes
to the starting guess that you could even
provide a force field that does not produce
any valid number of the structure energy
and still carry on with the MMC run. How-
ever a good initial guess is likely to reduce
the simulation time and reduce the number
of iterations wasted producing invalid force
fields.

3.3.2 Updating the force field

The MMC run starts with updating a spec-
ified number of the parameters in the force
field. These parameters are then referred
to as variables during the run and are spec-
ified by the variable force field, where a 1
specifies a variable and 0 a fixed parameter.
Additionally, not all variables are updated in each iteration but instead a percentage of the variables,
percent to update, is updated in each iteration. Which variables are to be updated in each iteration is
selected by random in each step.

All the parameters in the force field have a parameter range, a minimum and maximum value,
which are defined by the user before the MMC run through the min and max force fields, containing the
min and max value of each parameter. In each update of the force field, the variables are assigned a new
value, vnew, within the parameter range and a specified step length δ , which is defined by a percentage
of the parameter range. The process, also described in Eq. 13, consists of (a) defining δ at the beginning
of the MMC run and then in each step (b) calculating the minimum and maximum parameter value for
that step,vmin/max step, and then (c) selecting a random value within the range [vmin step, vmax step). The
exclusion of vmax step from the range comes from the implementation of the used random distribution in
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C++ [13].

(a) δ = p · range(v),

(b) vmin/max step = vold∓δ ,

(c) vnew = rand([vmin step, vmax step)),

(13)

where rand generates a random number in the specified range and p is the percentage of the variable
range that makes out the maximum step size. In case vold∓δ would lie outside the parameter range,
the min/max of the range is selected instead.

As the parameters are updated one at a time with different random values within the step range, the
condition of ergodicity is fulfilled as all variables are capable of assuming all values within their range,
regardless of each other, within a finite number of steps.

3.3.3 Calculating errors

After the variables of the current step are updated and the MD simulation is performed, “Run Lammps”
in Figure 3, the new values of the quantities are read for each structure.

The energy is defined differently in MD and DFT: MD does not consider the internal energy of each
atom, but only the energy from the forces between the atoms, while DFT on the other hand includes the
internal energy. This makes comparing absolute energies between MD and DFT structure by structure
irrelevant and therefore the relative energies between structures are used. Which structures to compare
are specified by the user before the MMC run as a set of equations, called energy equations, consisting of
the labels of the structures in the training set, real numbers, and the four basic mathematical operations
(+, −, ∗, /). An example of an equation used in the training set, with the label names replaced, used
for testing the program follows:

Labe l1 − Labe l2 * 14 / 54 − Labe l3 * 1 / 54

The equations are then used for calculating the relative energies using values from the training set and
MD, which are compared to generate the energy equations error, εenergy:

εenergy = ∑
i
(ET S

i −EMD
i )2 (14)

where the sum goes over the energy equations, and Ei is the energy of the equation i, for DFT and MD
respectively. εenergy is referred to as the true energy error.

The charges on the other hand are compared atom by atom, structure by structure as:

εcharges = ∑
s

∑
i
(qT S

i −qMD
i )2 (15)

where the right most sum goes over the atoms and the left most over the structures, εcharges is the error
of the charges squared, and qi is the charge of atom i. εcharges is referred to as the true charges error.

The errors of the different quantities are bound to differ in magnitude. The error of one charge of
one atom is typically below 1 while the error of an energy equation is typically in the order of 102 -
103. This induces bias towards favoring the force fields which lower the energy error while the charges
error becomes almost irrelevant. To compensate this a scaling factor of each error is used, σ , when
summing the total error:

εsigma = ∑
q

σqεq (16)

where the sum is taken over all the quantities (energies and charges). The error in Eq. 16 is referred to
as the sigma error.
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3.3.4 Accepting or rejecting the new state

The error is compared with the previous state’s error and the new state is either accepted or rejected
according to the MMC acceptance ratio, also described in Section 2.3.1:

Pa =

{
1 if εnew < εold

e−β (εnew−εold) otherwise
(17)

In case the force field is rejected, all the updated variables are reverted to their previous value, and the
next iteration starts from the same state as the previous. In case the force field is accepted it represents
the starting position for the next iteration and in case the new error, εnew, is the lowest acquired during
the current run the force field will be saved as the current best force field.

In the case the MD simulation fails to compute a valid energy but instead outputs Not a Number for
one of the systems, the force field is automatically rejected.

3.3.5 Controlling the acceptance ratio

In order to control the acceptance ratio over time, the parameter β can be given a starting and ending
value, effectively performing simulated annealing, Section 2.4.1. To further control the acceptance
ratio, it is possible to specify a target acceptance ratio. The program will then adjust the step size, δ

in Section 3.3.2, of the parameters depending on a local acceptance ratio. The local acceptance ratio
is taken over the last n steps, which is specified by the user. If the acceptance ratio is higher than the
target, the step size will increase, making it more unlikely that the next step will be accepted, or in the
opposite case the step size will be decreased, letting the force field assume configurations closer to the
last accepted one. The user specifies the starting and ending value of β , the target acceptance ratio, the
minimum and maximum allowed step size, and a starting step size at the beginning of each MMC run.

3.3.6 The parametrized force field

The previous steps of the MMC cycle then iterates the set number of iterations, specified by the user
before the run, before terminating the MMC run. Whenever the accepted force field is the force field
with the lowest error during the MMC run, it will be stored as the best force field and at the end of the
run this will be the resulting parametrized force field. The parametrized force field can now either be
used for testing against some validation set, similar to the training set but with different structures, or
as a starting point for further MMC parametrizations.

3.4 Trial parametrization

When the program was finished both the core functionality, i.e. the reduction of the error, and the
features was tested. The training set used in the testing consisted of 43 structures made up of sulfur,
molybdenum, and vanadium. The quantities used for the parametrization was energy, with 40 energy
equations and σenergy = 1, and charges with σcharges = 30. The force field consisted of 675 parameters
out of which 237 where variables and had an initial sigma error εsigma = 1.3e6. The same initial guess
was used for all the test with the motivation that the error suggested that the force field was a quite
poor initial guess and challenged the program. Also starting from the same guess makes sense when
comparing different input parameter values, such as β , since it enables isolating the input parameter as
the only variable between runs.
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Table 1 Default input parameters
for MMC run.

Parameter Value
MC Iterations 1000
Beta start 1e-4
Beta end 1
Variable step false
Percent to update 5
Sigma energy 1
Sigma charges 30

The σcharges was quite small considering that the initial error
energy of the force field was 1.3e6 and the initial charges error
was 60.5. However this gave a very large emphasis to the energy
at the beginning of the run and as the energy error decreased, the
importance of the charges increased.

The error reduction was tested with a set of default parameters
which were decided through testing. The default run used 1000
iterations; simulated annealing, Section 2.4.1; and a constant vari-
able step, δ Section 3.3.2. The input parameters of the default run
are shown in Table 1 and the tests of the features were based on
the default input, with the changes specified in each section of the
results.
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4 Results and discussion

The results section focuses on two parts: the reduction of the total error as a result of the force field and
the effect of the program features on the error reduction and the acceptance ratio.

4.1 Reduction of error

Table 2 Final errors and acceptance ratio of three MMC
runs using the default input parameters and the same initial
force field.

Quantity Run 1 Run 2 Run 3
Initial εsigma 1.3e6 1.3e6 1.3e6
Best εsigma 11476.1 10961.2 11500.1
Initial εenergy (eV) 1.3e6 1.3e6 1.3e6
Best εenergy (eV) 9795.4 9150.5 9824.0
Initial εcharges (e−) 60.5 60.5 60.5
Best εcharges (e−) 56.0 60.4 55.9
Acc. Ratio 0.41 0.45 0.59

The core functionality of the program was
tested by performing multiple runs with dif-
ferent input parameters over the course of the
project. In this section, three runs with the
default input parameters, Section 3.4, starting
from the same initial force field are analyzed.
The final errors and acceptance ratios of the
three runs are summarized in Table 2.

In Figure 4a the development of the sigma
error, Section 3.3.3, during the three MMC
runs is shown. All three runs successfully
decrease the error by two orders of magnitude
within the first two hundred iterations (errors
on iteration 200: 3.8e4, 2.6e4, and 2.4e4) but
it is evident by looking at the first 50-100 steps that the runs do not follow the exact same path, although
the error is reduced in a similar fashion. It is not surprising that the runs take a similar path since they
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Figure 4 Results from three MMC runs
(Run 1, 2, and 3) with the default input pa-
rameters and the same initial force field. (a)
Sigma error (εsigma) of the three MMC runs.
(b) Comparison of a selection of the energy
equations between the training set (TS) data
and the MD data using the initial force field.
(c) Comparison of a selection of the energy
equations between the training set data and
the MD data using the final force field from
Run 1. (d) Comparison of a selection of the
energy equations between the training set
and the three MMC runs.
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started from the same initial guess with the same run parameters. The force fields also represent the
energy equations in very similar ways, as seen in Figure 4d. This could be down to the fact that the
training set used was relatively small and it is possible that some parameters did not affect the structures
in the training set, effectively reducing the numbers of parameters that are actually fitted. Another
reason could be that there are several configurations of the parameters resulting in similar energies.
Further studies of the actual parameter values would be able to tell more about the similarities of the
force fields.

Figure 4b shows how the initial force field describes the energy equations and Figure 4c shows
how the final force field of Run 1 describes the energy equations. Evident from the two figures is that
FFMMC manages to parametrize the force field with great success. The initial force field had a very
large sigma error, 1.3e6, compared to the final force fields, ∼1e4, which shows FFMMC’s capability of
starting from a poor initial guess and still reducing the error effectively.

4.2 Program features

The aim of the program features is to give the user the ability to customize the MMC runs in order to
achieve different results. As an example: in the beginning of a run it might be beneficial to have a high
acceptance ratio in order to move away from the initial configuration to enable finding new minimums
that are far away from the initial guess. At a later stage however, it is probably wise to reduce the
acceptance ratio in order to speed up convergence to a minimum.

The features that are discussed in this section are β , percent to update, and target acceptance ratio
with a variable step size, δ .

4.2.1 The effect of beta

Table 3 Final errors and acceptance ratio of four MMC runs with fixed
β values starting from the same initial force field.

Quantity β = 1e-6 β = 1e-3 β = 1 β = 1e3
Initial εsigma 1.3e6 1.3e6 1.3e6 1.3e6
Best εsigma 1.2e5 15360.5 11522.5 13060.2
Initial εenergy (eV) 1.3e6 1.3e6 1.3e6 1.3e6
Best εenergy (eV) 1.2e5 14542.3 9854.9 11407.5
Initial εcharges (e−) 60.5 60.5 60.5 60.5
Best εcharges (e−) 67.9 60.6 55.9 55.1
Acc. Ratio 0.99 0.80 0.54 0.33

The effect of β , Eq. 9 and 17,
was studied by using the default
input parameters but with a fixed
β at 1e−6, 1e−3, 1, and 1e3, with
the same initial force field used
in all four runs. The errors and
acceptance ratio of each run are
shown in Table 3.

As expected from Eq. 9, a
low value of β gives a high accep-
tance ratio while a high value of
β gives a low acceptance ratio, as
seen in Figure 5c, which confirms
the correct β behavior in the program.

For the training set used in these runs, β = 1 gives the best result out of the four runs with the
lowest error, Table 3 and Figure 5b. Increasing β does not seem to generate a more favorable run,
as suggested by the β = 1e3 run and the same goes for decreasing β . As discussed in the beginning
of this section, a low β , and thus a high acceptance ratio, is useful for moving away from the initial
configuration, and β = 1e−6 certainly achieves that with an acceptance ratio of 0.99.

In Figure 5a it is worth noting that the lowest β goes quickly to a low error, faster than all the other
runs. However, after the initial fast decrease, the error is not reduced significantly and the run does not
exhibit the same progressive decrease of the error as the other runs, especially notable in Figure 5b

16



4. RESULTS AND DISCUSSION August 8, 2019

where the error does not seem to be converging during the final 220 steps. Looking at Figure 5b and
the best error in Table 3, it is evident that β = 1e−6 is not feasible for generating a force field with
a low error. Instead one might suggest a combination, like the simulated annealing in Section 2.4.1,
going from β = 1e−6 to β = 1, for a quick error reduction in the beginning of the run and a more
progressive decreased as displayed by the higher β runs. In fact these are the values used for β start
and end in the default run.
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Figure 5 Results from four MMC runs with different fixed values for β , starting from the same initial force field.
(a) Sigma error (εsigma) of four MMC runs. (b) εsigma for the last 220 steps of four MMC runs. (c) Acceptance
ratio of four MMC runs.

4.2.2 Percent to update

Table 4 Final errors and acceptance ratio of four MMC runs with
different percent to update, starting from the same initial force field.

Quantity % = 1 % = 10 % = 25 % = 50
Initial εsigma 1.3e6 1.3e6 1.3e6 1.3e6
Best εsigma 43461.4 14728.7 7971.9 10062.4
Initial εenergy (eV) 1.3e6 1.3e6 1.3e6 1.3e6
Best εenergy (eV) 41552.8 13143.0 6243.6 8389.2
Initial εcharges (e−) 60.5 60.5 60.5 60.5
Best εcharges (e−) 63.6 52.9 57.6 55.8
Acc. Ratio 0.87 0.32 0.08 0.05

The effect of changing the num-
ber of variables that are updated in
each step, the percent to update fea-
ture, was studied by using the de-
fault input parameters but with the
percent to update set to 1, 10, 25,
and 50 %, starting from the same
initial force field. The errors and
acceptance ratio from the runs are
shown in Table 4.

Figures 6a and 6b indicates
that updating very few parameters,
1 %, is not beneficial for reducing
the error. The reduction is both slow and does not produce an error as low as in other runs after 1000
iterations. The acceptance ratio is however very high, which is to be expected since the change between
one configuration and the next is not very big due to the small number of parameters being updated.

In the other extreme of the test, with 50 % of the variables being updated in each step, the error
decreases quite fast and the final error is also quite low. The acceptance ratio is however very low,
Figure 6c, which is also to be expected since updating 50 % of the variables will always produce a
quite dramatic change to the force field in each single step. When starting from an initial guess with
very high error, the benefit of updating such a large number of variables is that it is likely to quickly
move away from the initial, poor configuration. If the run then comes across a “lucky guess” early it
may be very effective to update a large number of parameters but when the error has been reduced and

17



4. RESULTS AND DISCUSSION August 8, 2019

the force field is approaching a minimum it seems to be more efficient updating fewer parameters, as
seen during the last 220 steps of the runs in Figure 6b. It might be that the relative small size of the
training set used in these runs increases the likeliness that a beneficial configuration is found quickly by
updating many variables at a time, as all variables might not affect all structures in the training set.

The optimal percent to update for this training set seems to be around 25 % based on these tests,
as this run shows the fastest error decrease and also the lowest final error. For a larger training set
however, it might be more beneficial with a percentage that has a higher acceptance ratio to be able
to move around the parameter space more compared to just sampling a lot of configurations without
accepting them, as in the case with a high number of percent to update.
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Figure 6 Results from four MMC runs with different percent to update, starting from the same initial force field.
(a) Sigma error (εsigma) of four MMC runs. (b) εsigma for the last 220 steps of four MMC runs. (c) Acceptance
ratio of four MMC runs.

4.2.3 Target acceptance ratio

Table 5 Final errors and acceptance ratio of three MMC runs with
different target acceptance ratios and one with constant variable step
size, starting from the same initial force field.

Quantity t = 0.2 t = 0.4 t = 0.6 CSS avg
Initial εsigma 1.3e6 1.3e6 1.3e6 1.3e6
Best εsigma 11533 4910.4 10652.2 11162.8
Initial εenergy (eV) 1.3e6 1.3e6 1.3e6 1.3e6
Best εenergy (eV) 9895.8 3340.9 9045.1 9489.6
Initial εcharges (e−) 60.5 60.5 60.5 60.5
Best εcharges (e−) 54.6 52.3 53.6 55.8
Acc. Ratio 0.33 0.35 0.52 0.44

The target acceptance ratio feature,
described in Section 3.2.1 and 3.3.5,
was tested using the default input pa-
rameters with variable step size, δ ,
active for three different target accep-
tance ratios, t = 0.2, 0.4, and 0.6. The
minimum step size, δmin, was set at 2
% of the variable range and the maxi-
mum, δmax, set at 15 %, with starting
step size being 5 %. The runs are
compared with an average run over
100 runs with constant step size, la-
belled CSS avg, and the errors and
acceptance ratio from the runs are
shown in Table 5.

Figure 7a shows that all four runs seem to follow the same pattern when reducing the error, with the
t = 0.6 run performing best initially. However, Figure 7b and Table 5 shows that the run that performed
the best out of all the MMC runs analyzed in this report is the one with t = 0.4. This run also performs
best in trying to achieve the target acceptance ratio, ending the run with an acceptance ratio of 0.35.
When analyzing how well the target acceptance ratio is maintained throughout the run, it is relevant
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to remember how the target acceptance ratio works, described in Section 3.3.5. The program keeps
track of a local acceptance ratio and tries to keep it at the set target by increasing or decreasing the
variable step size, δ . Comparing the runs with variable step size with the CSS avg, the t = 0.4 run
is closest to the acceptance ratio of the CSS avg. Naturally, if the target acceptance ratio is closer to
the CS ratio the program would have an easier time to achieve the target acceptance ratio since the
local acceptance ratio would be more likely to be correct without the variable step, still the t = 0.4 run
overshoots compared to the CS run. More detailed studies, that are beyond the scope of this work,
would be required to validate the quality of the target acceptance ratio. Looking at Figure 7c, tells us
that the variable step size at least has the wanted effect, pushing the acceptance ratio towards its target.

These runs also performed simulated annealing, which of course affects the result of the target
acceptance ratio, but was included since the program is planned to be used with simulated annealing.
Further the parameters of the target acceptance ratio, δmin and δmax, and the number of iterations the
local acceptance ratio is based on, n, enables more customization which may improve the results.
Alternatively, another implementation based on varying β or the percent to update instead of the step
size could be considered.
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Figure 7 Results from three MMC runs with different target acceptance ratios, all starting from the same initial
force field. (a) Sigma error (εsigma) of three MMC runs. (b) εsigma for the last 220 steps of three MMC runs. (c)
Acceptance ratio of three MMC runs.
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5 Conclusion

The results in Section 4.1 and especially Figure 4 shows that the program effectively parametrizes
the force field according to the given training set, confirming the core functionality of the program
and also achieving the goal of this thesis. Further the program uses a defined format for reading the
reference data, enabling the usage of any data as the basis of parametrization, and is based entirely on
open source software which gives future users the opportunity to further develop the program as they
see fit, without the limitations of licensed software.

The program offers several features which enables the user to tailor their own MMC runs. The
features are analyzed to some extent in this report while further analyses may give more insight in
how the features may be used and also how they may be improved. The implementation of the target
acceptance ratio, which offers an interesting way of making the program more flexible, was discussed
in the previous section with a two alternative implementations suggested.

The task of parametrizing a H-S-Mo-V force field for usage in simulations still remains. To achieve
this, a larger training set has to be used in the parametrization and the process of generating such a
training set, parametrizing the force field, and validating it would in itself qualify as a project on the
scale of a master thesis and would be an excellent continuation of this work. FFMMC can hopefully aid
in such a quest, and in the parametrization of other force fields as well. It also serves as a confirmation
of the work done by Iype et al. [2], again proving that Metropolis Monte Carlo can be used effectively
to parametrize a reactive force field.
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