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Abstract

In this paper, several ways to handle missing data, e.g. removing cases, mean imputation, and
multiple imputation, are described and discussed. The Pima-Indians-Diabetes data set is used as
a case study. This particular data set is interesting to use since it has not been obvious to all users
that it actually contains a substantial amount of missing data. The data set is described in detail
and the methods for coping with missing data mentioned in the text is applied on the data set.

The preprocessing perceptron is used to train decision support systems on the data sets. A
sketch of a way to impute missing data using the preprocessing perceptron is also proposed and
discussed. The accuracy of the trained decision support systems, at the optimal efficiency point,
lied in the interval 76-82% for the different methods. The highest values were obtained when all
missing data cases were removed both from the test and the training set. This is, however, not a
good way to handle missing data since the resulting decision support system is biased. Furthermore
it will not be able to handle missing data when used on real data in the future. The results of
the remaining methods were surprisingly similar, a reason for this might be that the data set used
is rather large. Differences between methods would probably be larger in a smaller data set with
larger amount of missing data.
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Chapter 1

Introduction

When a model of the real-world is sought by collecting data for later analysis, missing data will
occur. Within in the field of medical informatics, if a large data set is collected from journals
in order to build a decision support system, missing data will almost always occur in some way.
Reasons for this can be that when making diagnoses, some tests that are costly and/or risky are
omitted if they do not contribute significantly to the understanding of the diagnosis for the patient.
In other cases, the patient might die before all test has been performed. In the first example, the
fact that the data is missing has nothing to do with the diagnosis at hand. However, in the second
case the missingness of the data might be closely connected to the diagnosis of the patient.

In earlier experiments with the preprocessing perceptron, the problem with missing data has
not occurred, e.g. [Anttila et al., 1996, Kallin et al., 1998]. In another, more recent, experiment
the missing data problem was solved in a perhaps naive way [Eklund and Kallin Westin, 2003].
The missing observations was filled with values in the middle of the interval for all values of that
input, i.e. with no regard of the class of the specific case. This paper will explore different ways to
handle missing data and how the discriminance effects of the preprocessing perceptron is affected
by these different methods.

The paper is organised as follows: In the rest of this section, a description of the data set used
in the examples and an introduction to the term missing data are given. In Chapter 2 different
ways to handle missing data will be described and different data sets used in the experiments will
be defined. The background to the preprocessing perceptron will be given, in Chapter 3, together
with a discussion of different ways to use the preprocessing perceptron on data sets with missing
data. The last two chapters presents and discusses the the results of the different ways to handle
missing data. There are also several appendices containing more detailed information regarding
the data sets used.

1.1 Diabetes data set

The data set used in this paper is the Pima-Indians-Diabetes data set. The data were originally
collected by the National Institute of Diabetes and Digestive and Kidney Diseases. It can be found
in the UCI Repository of machine learning databases [Blake and Merz, 1998]. The eight inputs are;
number of times pregnant, plasma glucose concentration a 2 hours in an oral glucose tolerance test,
diastolic blood pressure(mm Hg), triceps skin fold thickness (mm), 2-Hour serum insulin (¢U/ml),
body mass index (kg/m?), diabetes pedigree function, and age (years). Output is the possible
diagnose of diabetes.

The set consists of 768 cases where 268 have the diagnosis diabetes and 500 have the diagnose
non-diabetes. In the text file accompanying the data set, it is claimed that there is no missing
data in the set. However, if the set is examined more closely, zeros will be found in six out of
eight columns that are clearly markers of missing data. For example there are zeros in the column
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"body mass index" and in the column "triceps skin fold thickness". There are also a substantial
amount of zeros in the column representing "number of times pregnant". In that column, it is
impossible to decide if the zeros are missing data or not. In Table 1.1, information regarding the
inputs such as minimum, maximum and mean values together with the number of zeros present is
shown. Information regarding the new minimum and mean values when zeros have been removed
are also shown in the table. More information regarding the data set, e.g. information regarding
the sets when dividing the set into diabetes and non-diabetes sets together with graphs, is shown
in Appendix A.1.

Table 1.1: Information regarding the complete data set. For each input, the number of zeros,
minimum, maximum and mean values are given. Furthermore, the new minimum and mean values,
given when zeros are excluded from the set, are also shown.

Without zeros
Input Zeros | Min Max | Mean | Min | Mean
1. Times pregnant 111 0 17 3.85 1 4.49
2. Plasma glucose conc. 5 0 199 | 120.89 | 44 121.69
3. Diastolic blood press. 35 0 122 | 69.11 24 72.41
4. Triceps skin fold thickness | 227 0 99 2054 |7 29.15
5. 2-hour serum insulin 374 0 846 | 79.8 14 155.55
6. Body Mass Index (BMI) 11 0 67.1 | 32 18.2 | 32.46
7. Diabetes pedigree function | 0 0.078 | 2.42 | 047
8. Age 0 21 81 33.24

1.1.1 Training and test data sets

An 8-fold cross validation has been used. The data set has been divided into eight smaller sets
with 96 cases in each. It is assumed that the original data set has its rows (i.e, cases) in a random
order and the division in sets has been done in a linearly fashion. After this division, training is
performed eight times. The first training uses the first 96 cases as a test set and the rest of the set
as training set. The second training uses the second set of 96 cases as test set and the other cases
as training set and so on.

After the split into training and test set, the input values was transformed to the unit interval
with the use of maximum and minimum values from the training set. When applying the normal-
isation to the test set, values outside the boundaries are truncated to fit into the unit interval.

The same eight data sets has been used in all examples. This means that in some examples,
where cases and/or inputs are removed, the number of cases might differ between the eight data
sets. In Appendix B, information regarding the eight different data sets are shown together with
information regarding the different versions of the data sets.

1.2 Missing data

Missing data are usually divided into three categories [Little and Rubin, 1987|. The first category
is MCAR or Missing Completely at Random. MCAR occurs when cases with complete data are in-
distinguishable from cases with incomplete data, i.e., the missingness is not related to the variables
in the system. The input representing the BMI value is used as an example. When collecting a
data set from a large data pool of medical journals created over time the missingness of this value
is more connected to the routines at different hospitals than to the other data in the collection of
the diagnosis. Therefore the missingness is MCAR.
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MAR or Missing at Random occurs when cases with missing data are different from complete
data cases but the pattern of data missingness is traceable or predictable from other variables in
the database rather than being due to the specific variable on which the data are missing. In other
words, the cause of the missing data is due to external influence and not to the variable itself.

Missing data is monignorable when the missingness is explainable - and only explainable - by
the very variables on which the data are missing. If the BMI value mentioned earlier would be
missing for only obese persons, i.e. with a large BMI, the missing data is nonignorable.

It will be assumed that the missing data is MAR in this paper. Since the reason for missingness
in the Diabetes data set is unknown for users of the data set, one can not be sure that the MAR
assumption holds. The problem is that there is no way to test the MAR hypothesis since that
would require knowledge of the missing data themselves. However, the use of MAR methods is
common and [Schafer and Olsen, 1998| recommends that usage until more available methods for
nonignorable data are present. Furthermore, they state that MAR methods will perform better
than ad hoc methods such as listwise deletions or imputation of means.



Chapter 2

Different ways to handle missing data

One method to handle missing data is to simply ignore it. In the original data bank where the
Diabetes data is collected from [Blake and Merz, 1998], there is a claim that the files contains no
missing data and several tests have been done without considering the missing data. One example
of this can be found in [Webb, 1996]. In that paper, decision trees were used on eleven data sets
where the Pima Indians data set was one of them. The highest accuracy among the methods in
the article was 72.8%. The original data set will be denoted ORIG in our tests.

2.1 Removing the missing data

If the missing data is noticed and not ignored, it must be handled in some way. A common way
to do that is to remove the problem, i.e. the missing data. This might work if there is a very
small amount of missing data and if the missingness itself does not have meaning, i.e., the data is
MCAR. The method is easy and the data used is the data given and nothing else. However, the
resulting data set is often biased and it is bad to throw away information when building a decision
support system. Furthermore, the problem resides, since nothing is done to handle missing data
in the future use of the decision support system either. Removing missing data can be done in
several ways:

Removing cases from the data set If the proportion of missing data is not too large, one might
consider to remove all cases containing missing data from the set. As mentioned before the
original data set consists of 768 cases. If all cases containing missing data are removed in
column 2 to 6 (i.e. not the zeros in the column “number of times pregnant”) 376 cases have
to be removed and there are 392 cases left (this data set is denoted RC1). If the zeros in the
“number of times pregnant’-column are removed as well, the resulting data set will consist
of 336 cases (this data set is denoted RC2). In these cases the proportion of missing data is
50% and it is really a bad way to handle missing data but is included as a comparison.

To get an overview of the spread of the missing cases in the eight different data sets see
Appendix B. The data sets have been normalised after the missing cases have been removed
in order to get correct min-values for the inputs.

Removing inputs from the data set If a specific input has a large proportion of missing data
one might consider to remove it from the data set. The problem with that is that in some
cases this input is a very clear sign. For example, in the case of myocardial infarction, four
blood samples are collected at four different times. If all four samples are collected it means
that the patient has survived 24 hours after the possible infarction. On the other hand, if
data are missing this is probably due to the fact that the patient has deceased, and thereby
the missing data might be a very clear sign of myocardial infarction.
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Zhou |Zhou, 2002] concluded on his web page that regarding the Pima Indians Diabetes data
set, the best set of data to use is number of times pregnant, plasma glucose concentration,
body mass index and diabetes pedigree function. The missing data seems to be otherwise
ignored. This set is denoted RII.

Removing inputs and cases from the data set In [Ripley, 1996], a number of methods are
applied to a data set where the input 5, 2-hour serum insulin, is removed and then all cases
with missing data in inputs 2-4 and 6 are removed. This data set is denoted RIC1. Nothing
is mentioned in the book regarding the problem with zeros in the column “number of times
pregnant”. In the book the remaining 532 cases are split into a training set of 200 and a test
set of 332. Ripley’s own data set is also used and is denoted RIC1 R.

In some of the methods, used in the book by Ripley, 100 of the missing data cases are
added to the training set. The data set formed by this action is denoted RIC2 R and is
Ripley’s own data set. The data sets Ripley used can be downloaded from the web page
http://www.stats.ox.ac.uk/” ripley/PRbook/ and these have been used in this article to-
gether with the others. The results in the book vary between 77.7-79.8% accuracy depending
on the method used [Ripley, 1996].

2.2 Imputation

Another way to handle missing data is to try to replace the missing values with a plausible value. In
the data bank where the data is collected from, there is a reference to an article [Smith et al., 1988]
where the data has been used with some consideration of missing data. They have marked the
zeros in inputs 2-6 as “blank”. However, the zeros is column one is not marked in any way. They
used categories for the values of their inputs. First, in inputs 3-5 the blanks form a category on
their own below all other values. This will be interpreted as zero in our data set. Next, in input
number two the blanks are placed between 107.1 and 107.2 and will be replaced by the value
107.15. Finally, the blanks in input number six is placed between the values 26.84 and 26.841 and
are replaced by 26.8405. The resulting data set will be denoted SI. They used a training set with
576 cases and a test set with 192 cases and the result of their training was that sensitivity and
specificity was 76% when set equal [Smith et al., 1988].

Two major methods for imputations are used in this article but there are more approaches
available, e.g., hot deck imputation and regression imputation. For a description of these methods
and more examples, see [Little and Rubin, 1987].

Mean imputation When mean imputation is used, missing values are replaced by the means of
the set of observed data. This method is known to lead to biased variances which gets worse
as the number of missing data rises [Little and Rubin, 1987]. In our data set the first input,
number of times pregnant, is left unaffected while all other missing data are replaced by the
mean value. This gives the data set Mell, the sets Mel2 and Mel3 are created from Mell by
removing input 5 in the first case and four inputs (3-5 and 8) in the second case.

A variant of mean imputation is also tested. In this case two mean values are calculated, one
for the non-diabetes cases and one for the diabetes cases. These two means are then used to
fill in the missing values in the training set. If the value is missing for a non-diabetes case,
the non-diabetes mean of that input is imputed and the diabetes mean is imputed otherwise.
The test set is imputed with the total mean of the training set since it is not possible to use
information in the test set to see if a specific case is diabetes or non-diabetes. This way to
perform mean imputation gives the data sets Mel4 to Mel6.

Multiple imputation Multiple imputation [Rubin, 1987, Schafer, 1997] is a procedure where
each missing value is replaced by not only one but m different values. The values are drawn
from an implicit model of the posterior predictive distribution of the missing values. The
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m imputations form m different data sets. Each of these data sets are analysed as if there
were no missing data and finally the results from these experiments are combined into a
single result. Multiple imputation usually requires only a small m, i.e, 3 to 5 to get good
results. This is due to the fact that uncertainty due to missing data is incorporated in the
model. In order to generate imputations for the missing values, one must impose a probability
model on the complete data (observed and missing values). Details of these models are given
by [Schafer, 1997].

The program NORM has been used to create the imputed data sets. NORM can be down-
loaded from J. L. Schafer’s web page http://www.stat.psu.edu/~ jls/misoftwa.html. Multiple
imputation will be used in three settings. In our case, since almost 50% of the cases are miss-
ing in input five, the value m = 10 is used. Three sets of data sets are created as usual;
one containing all eight inputs (MI1), one with input five removed (MI2), and one with four
inputs removed (MI3). Since input five is among the inputs that are removed in MI3, m =5
will be used there.

2.3 Summary of data sets

In this section, different ways to handle missing data have been presented. Specific data sets for
each of the ways to handle missing data have been introduced and will be used to build decision
support systems. In Table 2.1, a summary of the different data sets is shown together with the
documented results for the data sets that has been tested by others. The original data set consists,
as mentioned before, of 768 cases where 268 cases are diagnosed diabetes and 500 are diagnosed
non-diabetes. If there was a decision support system that stated that every case is non-diabetes,
its accuracy would be 500/768 = 65%. This means that to be useful at all the accuracy should lie
above that limit.

Table 2.1: The different data sets, corresponding to different ways to handle missing data, that
will be compared. Descriptions of the data sets are found in the text. The data sets with names
ended with “ R” consists of only one test and training set. All others consists of eight different
sets.

Name Inputs | Cases | Non-diabetes/ | Inputs Accuracy achieved
diabetes removed by others

ORIG 8 768 500/268 - 72.8%  using  decision  trees
[Webb, 1996]

RC1 8 392 262/130 - -

RC2 8 336 225/111 - -

RI1 4 768 500/268 3-5, and 8 | [Zhou, 2002] 73.7% mean accuracy
for the two classes

RIC1 7 532 355/177 5 -

RIC1_R 7 532 355/177 5 77.7-79.8% [Ripley, 1996

RIC2_ R 7 632 417/215 5 77.7-79.8% [Ripley, 1996

Mell/Mel4 8 768 500/268 - -

Mel2/Melb 7 768 500/268 5 -

Mel3/Mel6 4 768 500/268 3-5,and 8 | -

MI1 8 768 500/268 - -

MI2 7 768 500/268 5 -

MI3 4 768 500/268 3-5,and 8 | -

SI1 8 768 500/268 - 76% when sensitivity = specificity

[Smith et al., 1988]
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The main purpose of this article is to investigate how the preprocessing perceptron handles
missing data sets and a number of data sets has been created for that purpose. Due to the aim
of this paper, no test runs with e.g. Bayesian nets, decisions trees or Bolzman learning have been
done. In [Bylander, 2002], an instructor on a course in data mining has used naive Bayes, Decision
Trees and two types of belief networks on the Diabetes data set. He makes a note that there must
be some missing data but it seems as if he ignores it in his tests. The results are given as accuracy
values as the following: Belief network (Laplace), 72.5%, Belief Network, 72.3%, Decision Trees,
72% and Naive Bayes 71.5%.
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The preprocessing perceptron

Simply described, the preprocessing perceptron is the perceptron well-known from the neural
network literature [McCulloch and Pitts, 1943] with a preprocessing layer. The preprocessing
perceptron has been described in earlier papers [Kallin, 1998, Eklund and Kallin Westin, 2003,
Kallin Westin, 2004]. Usually, sigmoids are used both as preprocessing functions and as activation
function. The output y for a preprocessing perceptron with n inputs is given by the following
equation:

y=o <Z wiQi[%ﬂi](%)) ; (3.1)

i=1
where the sigmoid is given by the function

1

1T ePim—ar)’ (3.2)

giloi, Bil(z) =
and o is the sigmoid obtained with o = 0 and 5 = 1.
The inputs to the preprocessing perceptron is normalised according to the equation

z;‘—mi
€T; =

Mi—mi

where m; is the minimum value among the inputs z; in the training set and M; is the maximum
value. When normalising the test set, the same minimum and maximum values are used. After
normalising, values outside the [0, 1]-interval are truncated into it.

3.1 Training a preprocessing perceptron

The training of the preprocessing perceptron [Kallin Westin, 2004] is done in a back-propagation
like manner. There are several parameters that need starting values. The weights in the network
are set to random values close to zero. The value of a and (3 is set to 0.5 and 10 respectively. Since
the value of « is connected to the border between the two classes, different starting values might
be suggested. For example, when training with mean imputation, set o to the mean value of the
input instead. However, experiments have shown that since the mean value often lies close to 0.5
after normalisation there is no improved performance of the training by changing the start value of
the parameter. The parameter 3 corresponds to the slope of the sigmoid. In a simplified way, the
slope corresponds to how sharp the limit between the two classes are. If low values corresponds to
class 0 (healthy) f is set to 10, otherwise the value is set to -10.

10
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3.1.1 Can a preprocessing perceptron be used to impute missing data?

The idea of using the preprocessing perceptron as a way to impute missing data, is worth exploring’
and the case of missing data in one input is a good starting-point. The preprocessing perceptron
can be described by Equation 3.1. Now, assume that the network has been trained on a set with no
missing data and therefore all parameters in the preprocessing perceptron are known. Furthermore,
assume that there is a case with missing data present in input k. If the missing data is denoted
X, we have the following equation:

y = 0(Z;2pwigi(z;) + wrgr(X)) (3.3)

Assuming that both ¢ and gj, have inverses, which e.g. the sigmoid has, we get

X =gt (0_1(3/) — iijkwigi(xi)> (3.4)

An artificial data set with a total of 1000 cases was used to illuminate the method. Two inputs
were used, both were generated from a normal distribution with mean 0.4 and 0.6 respectively.
Both had standard deviation 0.1. The preprocessing perceptron was trained on a set of 800 cases
with no missing data. The equations above were applied on the test set with 200 cases pretending
one input missing. The difference between the estimated value and the given value of an input
began in the fifth or the sixth decimal and this is mostly due to the fact that all numbers and
parameters were given with only six significant numbers.

This seems to work very well, however in this case, the actual output of the preprocessing
perceptron for the given point was given. Usually the output is shown in a file as a binary number.
If this binary number is used as y in the equations above bad approximations of the missing data
will occur due to the nature of the inverse function. This can be avoided to some extent by
introducing transformations from one to the largest output and from zero to the smallest value in
the training set. However, all the necessary modifications leads to the conclusion that using the
preprocessing perceptron in this way to impute data is nice in theory but not in practise.

In [Yoon and Lee, 1999, the TEST (Training - EStimation - Training) algorithm is proposed
as a way of using feed-forward networks to impute missing data. The algorithm consists of three
steps. Firstly, train a network with all known cases. Secondly, use the parameters from that
network to estimate the missing data in all missing cases. Thirdly, train the parameters of the
network again using the whole data set, i.e., known and imputed cases. The authors of that article
have also used the Pima Indians Diabetes data set and the misclassification rate decreased to only
8.3% with this algorithm. However, there were no missing data used in the test set. According
to [Yoon and Lee, 1999] the main advantage of this method is that it does not assume a data
distribution model which might be inappropriate for small training data sets.

1Thank you, Fredrik! He read an earlier version of this manuscript and came up with the idea.
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Results

As have been seen in earlier sections, authors choose to present results in different ways. Some
presents values of sensitivity and specificity (with no reference to quality measurements) while
some presents values of accuracies.

In Table 4.1, the results for all data sets used in this paper are presented as the accuracy,
sensitivity and specificity when optimal efficiency is achieved. For a description of the optimal effi-
ciency see [Kraemer, 1992] or for a short introduction see Section 4.1. In Table 4.2, the sensitivity,
specificity and accuracy at the level where sensitivity and specificity is as equal as possible are
shown. In all cases where more than one data set have been used, the mean values are presented.

Table 4.1: The results for all data sets at the point where the efficiency is optimal.

Data set | Sensitivity | Specificity | Accuracy | £(0.5,0)
ORIG 70.6 84.0 78.9 53.6
RC1 63.6 85.4 79.1 49.2
RC2 77.3 82.3 80.4 57.3
RI1 70.1 84.1 79.3 54.0
RIC1 68.6 88.0 81.5 57.2
RIC1 R | 63.3 91.0 81.9 57.0
RIC2 R | 67.9 88.8 81.9 58.0
Mell 66.8 86.0 79.0 52.7
Mel2 60.7 7.7 71.0 37.2
Mel3 67.3 84.5 78.4 51.9
Mel4 63.7 82.8 76.4 47.0
Melb 73.2 77.4 76.2 48.9
Mel6 71.2 82.5 78.8 53.1
MI1 70.3 82.7 78.4 52.2
MI2 69.7 83.3 78.5 52.3
MI3 71.8 81.7 78.5 52.6
SI 70.3 84.4 79.2 54.0

Another way to present the results from Table 4.1 are shown in Figure 4.1. In the figure, the
minimum and maximum values of the accuracies are plotted together with the mean values of the
accuracy. As can be seen there is almost no difference between the different ways to handle missing
data. This was a bit surprising, since it was believed that a difference between mean imputation
and multiple imputation would be spotted. Furthermore the drawback of removing cases and/or

12
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Table 4.2: The results for all data sets at the point where sensitivity and specificity is as equal as

possible.
Data set | Accuracy | Sensitivity = Specificity | (0.5, 0)
ORIG 4.7 74.7 | 4.7 46.7
RC1 68.7 69.6 | 69.3 36.7
RC2 76.0 76.3 | 76.1 49.2
RI1 75.1 74.8 | 74.9 47.1
RIC1 74.8 74.3 | 74.5 46.0
RIC1_R | 76.2 76.2 | 76.2 49.3
RIC2 R | 77.1 771|771 51.1
Mell 73.5 73.6 | 73.6 44.4
Mel2 64.3 64.5 | 64.5 26.9
Mel3 74.4 74.4 | 744 46.0
Mel4 71.1 70.8 | 70.8 39.1
Melb5 74.1 73.5 | 73.7 44.7
Mel6 73.6 73.5 | 73.6 44.4
MI1 73.1 73.0 | 73.0 43.3
MI2 73.3 73.2 | 73.2 43.7
MI3 73.7 73.8 | 73.8 44.8
SI 74.0 74.1 | 74.1 45.4

inputs from the data set was believed to be more evident.

4.1 The optimal efficiency

Table 4.3 illuminates the possible outcomes of comparing a test result with a target value (i.e a
previously made diagnosis). If both target and test are positive, it is called a true positive (TP).
The probability of a TP to occur is estimated by counting the true positives in the test set and
divide by the size of the test set. If the target is positive and the test is negative it is called a false

negative (FN). False positive (FP) and true negative (TN) are defined similarly.

Table 4.3: Relations between the measurement probabilities of the outcome, prevalence, and level

of a test defined in the text.

Test result

Target  Positive  Negative
Positive TP FN P
Negative FP TN P’
Q Q' 1

Sensitivity, SE, is the probability of having a positive test among the cases who have a positive

target.

SE = TP/(TP + FN) = TP/P.

(4.1)
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Figure 4.1: The minimum, maximum and mean values of the accuracies among the eight different
data sets at the point of optimal efficiency.

Specificity, SP, is the probability of having a negative test among the cases who have a negative
target.
SP = TN/(FP + TN) = TN/P’. (4.2)

Since sensitivity and specificity both are related to the level @ of the test, their ideal value
of 100% might not be achievable. Two quality measurements are derived in [Kraemer, 1992] and
their values lies in the interval [0,1].

5(1,0) = (SE-Q)/Q'
5(0,0) = (SP—@Q)/Q (43)

Furthermore, these quality measurements are weighted together and efficiency are considered
in a third measurement, the optimal efficiency as given by [Kraemer, 1992].

PQ'x(1,0) + P'Qx(0,0)

%(0.5,0) = PO T PO

(4.4)
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Conclusions

In this paper, the concept of missing data has been described and a handful of different methods
to handle missing data is described. The Pima Indians Diabetes data set has been described in
detail and the different was to handle missing data has been applied to this data set.

The data sets have then been used to train a preprocessing perceptron using 8-fold cross vali-
dation. It was a bit of a surprise to realise that there were small differences in the results between
the different methods to handle missing data. This discovery has been made by others as well,
e.g. [Zhou et al., 2001] and can, at least in part, be explained by a reasonable large number of ob-
servations. In smaller data sets or data sets with a higher percentage of missing data the differences
in results would probably be larger.

The accuracies varied in the interval 76-82% where the two highest accuracies was obtained
on data sets that were constructed in a special way without 8-fold cross validation. Apart from
those, the best result (81.5%) was achieved by the data set RIC1 where input five is removed from
the data set altogether and then all remaining cases with missing data are deleted and the data
set contained only 532 cases as compared to 768. The reason for the high accuracy was that the
missing data methods was applied to the test data set in the same way as the training data set.
If a test set containing missing data was used, and the missingness was handled without removing
the cases, the accuracy would probably drop.

The paper also contains several references to other researchers and their results when running
tests on the Pima Indians data set. It has become clear that it is difficult to compare tests since
each author handles the data set differently and presents the data in different and sometimes not
conclusive ways. One conclusion that can be drawn from the experiences is that the preprocessing
perceptron has, once again, shown to produce results that are comparable to other model while
being easier to explain and use.

Missing data occurs in almost every data set collected from real-world applications and it must
be handled in a adequate way. The easiest way, to remove all missing cases, are often the worst
way. Multiple imputation has proven to be easy to perform with the help of existing software and
should be considered and evaluated.
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Appendix A

Information regarding the data sets
used in the experiments

A.1 The Pima indians diabetes data set

In this appendix a more detailed description of the Pima Indians diabetes data set is done. For an
overview of the complete data set see Table 1.1 in Section 1.1. The names of the inputs are also
shown in that table. In Table A.1 and Table A.2, information is shown regarding the data sets that
is a result of dividing the set into non-diabetes and diabetes subsets. The total number of missing
data is larger in the diabetes data set than in the non-diabetes data set. This is remarkable since
the total number of diabetes and non-diabetes cases are 268 and 500 respectively.

Table A.1: Information regarding the non-diabetes data set. For each input, the number of zeros,
minimum, maximum and mean values are given. Furthermore, the new minimum and mean values,
given when zeros are excluded from the set, are also shown.

No. All data Without zeros
Input | zeros | Min ‘ Max ’ Mean | Min ’ Mean
1. 73 0 13 3.3 1 3.86
2. 3 0 197 | 110.0 | 44 110.64
3. 19 0 122 | 68.18 | 24 70.88
4. 139 0 60 19.66 | 7 27.24
5. 236 0 744 | 68.79 | 15 130.29
6. 9 0 57.3 | 30.30 | 18.2 | 30.86
7. 0 0.078 | 2.33 | 0.43 0.078 | 0.43
8. 0 21 81 31.19 | 21 31.19

In Figure A.1, the original data is plotted. Fach subplot corresponds to an input and the data
has been sorted so that the first part of a subplot is the non-diabetes cases and the second part the
diabetes cases. The vertical solid line is the mean value for the non-diabetes cases and the dashed
line is the mean for the diabetes cases. The axes shows the number of cases and the minimum and
maximum values for each input, these values can also be found in the earlier tables.

If all zeros are removed from each of the inputs a new set of plots appears, see Figure A.2. Note
that the number of cases are much smaller for some inputs, e.g. input number five, 2-hour serum
insulin. Note also that in both figures, for each of the inputs, the mean value for the diabetes cases
are larger than the mean value for the non-diabetes cases.
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Table A.2: Information regarding the diabetes data set. For each input, the number of zeros,
minimum, maximum and mean values are given. Furthermore, the new minimum and mean values,
given when zeros are excluded from the set, are also shown.

No. All data Without zeros
Input | zeros | Min | Max | Mean | Min | Mean
1. 38 0 17 4.87 1 5.67
2. 2 0 199 141.3 | 78 142.32
3. 16 0 114 | 70.82 | 30 75.32
4. 88 0 99 22.16 | 7 33
5. 138 0 846 | 100.3 | 14 206.85
6. 2 0 67.1 | 35.14 | 22.9 35.41
7. 0 0.088 | 2.42 | 0.55 0.088 | 0.55
8. 0 21 70 37.07 | 21 37.07
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Figure A.1: The original data. Each subplot corresponds to an input. Data is sorted so non-
diabetes cases are shown first, followed by diabetes cases.
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Figure A.2: The data with all zeros removed from each of the inputs. Each subplot corresponds
to an input. Data is sorted so non-diabetes cases are shown first, followed by diabetes cases.



Appendix B

The eight sets used in the
experiments

The original data set was divided into eight pairs of training and test sets where the test set consists
of 96 cases and the training set of the remaining 672 cases. The first pair of data sets uses the first
96 cases as a test set and the rest of the data as training set. The second pair of data sets uses the
second set of 96 cases as test set and the other cases as training set and so on.

B.1 Number of zeros in the original eight data sets

In all eight data sets all cases with missing data can be removed in two ways. The first way is to
remove all missing data except the zeros in column one (number of times pregnant). The other
way is to remove this data as well. This will result in data sets with different sizes as shown in
Table B.1.

Table B.1: The number of cases left in the data set when all cases containing missing data has
been removed. To the left, the result when all missing data except in column one is removed. To
the right, the result when all missing data is removed.

Training set Test set Training set Test set
Set || Non-D | D Non-D | D Set || Non-D | D Non-D | D
1 236 114 || 26 16 1 201 97 24 14
2 231 110 | 31 20 2 198 94 27 17
3 234 114 || 28 16 3 200 97 25 14
4 224 110 || 38 20 4 195 93 30 18
5 226 116 || 36 14 5 197 100 || 28 11
6 221 116 || 41 14 6 189 101 || 36 10
7 231 114 || 31 16 7 198 97 27 14
8 231 116 || 31 14 8 197 98 28 13

If cases are not removed the missing data must be handled in some way. Therefore, the
proportion of zeros in the different sets might be of interest. The number of zeros for each input
and data set are shown Table B.2 (the first input) and Table B.3 (the rest of the inputs).

In Table B.4, the resulting sizes of the data sets if input five is first removed from the data set
and then all missing data cases are removed is shown. This was used in the data set RIC1.

22



B.1. NUMBER OF ZEROS IN THE ORIGINAL EIGHT DATA SETS

Table B.2: The first input and the number of zeros among the eight different data sets.

Input 1 - Number of times pregnant

1 12 (3 |4 |5 |6 |7 |8
Non-diabetes | Train | 69 | 66 | 63 | 60 | 60 | 62 | 64 | 67
Test |4 |7 |10 13|13 |11]9 |6
Diabetes Train | 33 | 32 [ 33 34|32 (33|34 | 35
Test |5 |6 |5 |4 |6 |5 |4 |3

Table B.3: Inputs 2-6 and their number of zeros among the eight different data sets.

Input 2 - Plasma glucose concentration

1 2 3 4 5 6 7 8

Non-diabetes | Train | 2 2 3 2 3 3 3 3
Test 1 1 0 1 0 0 0 0

Diabetes Train | 2 2 2 1 2 1 2 2
Test 0 0 0 1 0 1 0 0

Input 3 - Diastolic blood pressure
2 3 4 5 6 7 8
Non-diabetes | Train | 15 18 18 17 16 16 16 17
Test | 4 1 1 2 3 3 3 2
Diabetes Train | 14 |16 |12 |13 |14 |14 |14 |15
Test | 2 0 4 3 2 2 2 1

Input 4 - Triceps skin fold thickness
1 2 3 4 5 6 7 8
Non-diabetes | Train | 120 | 120 | 126 | 126 | 124 | 116 | 118 | 123
Test |19 |19 |13 |13 |15 |23 |21 |16
Diabetes Train | 76 |77 |73 |77 |78 |8 |79 |73
Test 13 11 15 11 10 4 9 15

Input 5 - 2-Hour serum insulin

1 2 3 4 5 6 7 8
Non-diabetes | Train | 202 | 205 | 208 | 215 | 208 | 202 | 204 | 208
Test |34 |31 |28 |21 |28 |34 |32 |28
Diabetes Train | 118 | 125 | 114 | 122 | 120 | 131 | 121 | 115
Test |20 |13 |24 |16 |18 |7 17 | 23

Input 6 - BMI
1 2 3 4 5 6 7 8
Non-diabetes | Train | 6 8 9 8 8 7 9 8
Test 3 1 0 1 1 2 0 1
Diabetes Train | 1 2 2 2 2 2 2 1
Test 1 0 0 0 0 0 0 1
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Table B.4: The number of data cases left when input five and then all missing data cases have
been removed.

Training set Test set
Set || Non-D | D Non-D | D
1 315 154 || 40 23
2 314 155 || 41 22
3 312 152 || 43 25
4 310 154 || 45 23
5 306 155 || 49 22
6 303 161 || 52 16
7 313 153 || 42 24
8 312 155 || 43 22

B.1.1 Mean values used in the mean imputation data sets

The mean values are calculated from the non-missing values in the training set for each input.
Then the missing values, for each input, in both training and test set are replaced by this mean
value. The mean value obtained for the different data sets are shown in Table B.5.

Table B.5: The mean values that has been imputed in each of the data sets. The numbers are
rounded to one decimal, more decimals are used in the files.

Set || Input 2 | Input 3 | Input 4 | Input 5 | Input 6 ||

1 121.9 72.3 29.2 154.0 32.5
2 122.1 72.5 29.0 158.1 324
3 120.9 72.5 29.3 150.5 324
4 121.4 72.4 29.3 159.1 324
5 121.7 72.4 29.2 156.9 32.6
6 122.6 72.4 29.2 157.8 32.5
7 121.5 72.5 29.0 154.6 32.6
8 121.4 72.2 29.1 153.8 32.3

Another way to perform mean imputation is to calculate two means. One mean value for the
non-diabetes cases and one for the diabetes cases. In the test set the missing values are replaced
with the same means as in the first case. The mean values for the training set are shown in
Table B.6
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Table B.6: The mean values for the non-diabetes and diabetes cases that has been imputed in each
of the training data sets. The numbers are rounded to one decimal, more decimals are used in the

files.

Mean values for non-diabetes

Mean values for diabetes

Set || 2 |3 |4 |5 | 6 2 |3 |4 |5 | 6

1 110.8 [ 70.8 | 27.3 | 131.2 [ 30.9 143.0 [ 75.3 [ 32.9 | 201.6 | 35.4
2 111.1 [ 711 | 27.2 | 132.0 | 30.8 142.7 | 75.2 | 32.8 | 213.2 | 35.2
3 109.8 | 70.8 | 27.2 | 124.1 | 30.8 142.6 | 75.7 | 33.6 | 205.1 | 35.4
4 110.5 | 70.9 | 27.4 | 134.6 | 30.8 142.2 | 75.4 | 33.2 [ 209.1 | 35.5
5 110.6 | 70.9 | 27.4 | 132.2 | 31.0 142.1 | 75.4 | 32.7 | 205.4 | 35.4
6 111.1 [ 70.8 | 27.1 | 131.1 [ 30.8 1423 | 75.3 [ 33.1 [ 209.1 | 35.4
7 110.6 | 71.0 | 27.2 | 129.9 | 31.0 141.9 | 75.2 | 32.7 [ 205.1 | 35.5
8 110.7 [ 70.7 | 27.2 | 127.6 | 30.6 141.8 | 75.0 | 32.9 | 206.4 | 35.4
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