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background fields. We review here the advances made during the last decade, with
a focus on theory and phenomenology. As ever higher intensities are reached, it
becomes necessary to consider processes at higher orders in both the number of
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1. Introduction

In high-intensity laser pulses, electrons can be accelerated to relativistic velocities over a single laser wavelength.
Such lasers, made possible by chirped pulse amplification [1] for which the 2018 Nobel prize was awarded [2], have
great potential not only for applications in the sciences, industry and medicine, but also as a tool to probe fundamental
quantum physics. Pulses of light in which the photon density surpasses one photon per Compton wavelength cubed are
now routinely produced at modern laser facilities. They provide a means of experimental investigation complementary
to accelerator searches for probing the ‘intensity frontier’ [3] of the Standard Model.

Laser light is well described by a coherent state, in which the interaction of laser photons with charged matter adds
coherently. In high intensity laser pulses, the charge-field coupling becomes large enough that the perturbative hierarchy
is disrupted and the interaction between the charge and the laser must be accounted for to all orders in perturbation
theory, or non-perturbatively. This is an example of ‘non-perturbativity at weak coupling’; while the fine structure
constant  remains small, the photon density in a laser scales as ~ 2= in which the dimensionless intensity
parameter, , defined below, nowadays easily exceeds unity, and the effective charge-field couplingis ./~ ~ > 1.

This situation is in contrast to existing high-precision tests of quantum electrodynamics (QED), where electromagnetic
fields are low intensity and calculations can be performed perturbatively. For example, the electron anomalous magnetic
moment and fine-structure constant have been measured to agree with theory up to order O( ), or better than one part
in a billion! [8,9]. Other recent high-profile tests of QED in ultra-peripheral heavy ion collisions, where light-by-light
scattering (ATLAS [10,11] and CMS [12]) and linear Breit-Wheeler pair-creation (STAR [13]) have been measured for the
first time, are found to be consistent with perturbative QED calculations [14,15].

An intense, or strong, electromagnetic field (characterised more precisely below) can be regarded as a coherent state
of high occupation number or, by the correspondence principle, an essentially classical field. For high occupation number,
one can also neglect back-reaction on the field and consider it as fixed. (Again, this approximation eventually breaks

Ta precise measurement of the electron magnetic moment in highly charged ions allows precise tests of bound state QED [4,5], for instance on
the reliability of perturbative expansions in Z [6,7]. Also note the electric fields probed by the ground state of high-Z atoms can be of the order
of the critical, or ‘Schwinger’, field of QED, see below Eq. (1).
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Fig. 1. Indicative bibliometric search using NASA-ADS, for at least one of the following terms occurring in the abstract: “strong field QED”, “nonlinear
QED”, “nonlinear Compton”, “nonlinear Breit-Wheeler”, “locally constant field”, “Schwinger effect”, “Schwinger pair”. The shaded region is the last
decade, on which the current review is focussed.

down, as will be discussed.) The appropriate theory for studying e.g. high-intensity laser-matter interactions is therefore
quantum field theory (QFT) in an external, or background, field (sometimes the term ‘strong-field QED’ (SFQED) is used).

This is a subject as old as QFT itself [16-18], and within it lies, to illustrate, the topic of Schwinger pair-production
from an external field (also called the Sauter-Schwinger effect) [17,19]. This is perhaps the most familiar, and ‘prototype’,
example of a non-perturbative QFT effect which can admit an analytic treatment. Significant progress has been made in
understanding the theory and phenomenology of the Schwinger effect in more realistic backgrounds, with a particular
focus on models of colliding laser pulses, which offer one route toward eventual experimental measurement [20]. Despite
this progress, there remain many unanswered questions about the time-resolved Schwinger effect; when are the pairs
produced (or ‘become real’), what can one say about the behaviour of the system at non-asymptotic times, and what can
be measured [21-23]? These are questions which go to the heart of quantum mechanics and which arise also in tunnelling
ionisation [24] and in cosmological scenarios [25,26]. We return to the Schwinger effect below.

Much of the work on which this review builds, began in the 1960s [27-32], shortly after, and inspired by, the invention
of the laser itself. In most of these early papers [28,29], laser fields were modelled as monochromatic plane waves, or
their low frequency limit, constant crossed fields. This setup allowed for analytic progress in the calculation of scattering
observables while, crucially, treating the strong background exactly. However, the model neglects the finite duration of
a real laser pulse as well as the structure transverse to its propagation direction, focusing effects, which go hand in hand
with shorter pulses and higher intensities. (Notable exceptions are the prescient early papers [30,31].) As such, much of
the work in subsequent decades has concentrated on the incorporation of more realistic structure in the modelling of
laser pulses (“finite size effects”) in tandem with experimental developments.

Considering more realistic descriptions of laser fields (even by introducing only e.g. a finite pulse duration) has allowed
for progress in many areas. For example, at the time of the E144 experiment on pair production in the collision of a laser
and a high-energy electron beam [33], there was no complete theory of the process being investigated, namely ‘nonlinear
trident pair production’, as even the tree level amplitude had not been calculated exactly in strong backgrounds. This
illustrates the extreme complexity of amplitudes in strong fields, even for low numbers of scattered particles (four in
the case of trident). This situation has now changed; by going beyond the simplest models, and doing so from a QFT
perspective, we now have a fairly complete understanding of the nonlinear trident process [34-36].

Indeed, it has been found in many cases that the simple constant and monochromatic backgrounds originally studied
can often obscure the physics rather than exemplify it. Going beyond this has allowed the resolution of long-standing
problems, such as the nature of the much discussed ‘effective mass’ in a laser pulse [37], and the refinement of models
and approximation schemes needed to plan and analyse experiments in the high intensity regime, the advent of which
(see Section 1.1 below) has been a significant driving factor for the field. Predictions for signals of vacuum birefringence
have, for example, been made more precise and refined in preparation for upcoming experiments which aim to measure
this subtle consequence of light-by-light scattering [38-40], see Section 7.

Experimental developments have also renewed interest in the behaviour of QED in extremely strong fields, far beyond
what we can realise today. This has lead to a great deal of activity surrounding the Ritus-Narozhny conjecture, which
suggests that at sufficiently high intensities, not only is the charge-field coupling large, but the fine structure constant
itself becomes enhanced by intensity effects [41,42]. The implication is that QED becomes ‘fully non-perturbative’ in
such a regime, requiring all loop orders to be resummed in order to yield reliable results. This conjecture, as well as
the application of resurgence in QFT [43,44], has inspired new interest in the behaviour of higher loop processes in strong
fields, and their resummation.

This review has been written now because of both technological progress and increasing research activity; see Fig. 1
for some estimate of the increase in papers published in recent years. QED in intense fields has also begun to attract
attention from the high energy physics community, and experiments colliding conventionally-accelerated electron beams

4
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with intense laser pulses will be performed in E320 [45] at SLAC and LUXE [46-49] at DESY in the near future. At the same
time, a new generation of laser facilities have recently come online (CoRELS [50]), are being commissioned (ELI [51]), are
being built (SEL [52]) or are in the process of consultation (MP3 [53]). Therefore, a review of recent theory developments
is timely for experts and newcomers alike.

1.1. Experimental landscape

QED in intense background fields can be tested in a number of ways. We give here an overview of the region of
parameter space that has been, and will be, probed in experiment. This section also introduces some standard parameters
for quantifying total particle yields that will be used throughout the review.

The intensity of a background field is often quantified using the dimensionless and gauge-invariant ‘classical nonlinear-
ity parameter’, (also ‘intensity parameter’ despite being proportional to the square-root of intensity), , (in the literature
also ‘ap’ or occasionally ‘ ’). This parameter occurs naturally in scattering calculations as the dimensionless charge-field
coupling, and can be written in a more physical way as = eE .=h!, where —e < 0 is the electron charge, . = h=mc
is the Compton wavelength for the electron, with mass m and E > 0 is electric field strength. In this form, is the
work done by the background, over the Compton wavelength of the electron in units of the background photon energy.
The probability of leading-order perturbative calculations of tree-level processes is proportional to 2, and so 2 can be
understood as an approximate measure of the number of photons interacting with an electron. It can be defined for a
plane wave in a manifestly gauge-invariant way [54] as = e((—p - F)?)=[mk-p]> ", where F is the classical field
strength tensor, p is the momentum of a probe particle, k is the wavevector of the background and (-) indicates a phase
cycle average over the phase * =k - x.

The energy of the collision between probe and plane wave background, can be quantified using a dimensionless linear
quantum parameter, (in the literature also ‘bo’), which for a plane-wave background takes the form = hk-p=m?c*. The
parameter is therefore equal to the laser frequency in the rest frame of an accelerated charge. If the particle is a photon,

is half the centre of mass energy when in a collision with a single laser photon; the threshold for linear Breit-Wheeler
is >2.

The ‘quantum nonlinear parameter’, (occasionally or in the literature) can be written as

eh[—(p - F ]

= 5a (1)
and applied to a general background field. It can be interpreted in many ways: for an electron or positron, it can be phrased
as the work done by the background, over the Compton wavelength in the particle’s rest frame, in units of the particle’s
rest energy; as the ratio of the electric field to the Schwinger limit Es = m?c3=(eh) in the rest frame of an accelerated
charge; as the proper acceleration; as the world line curvature of a particle moving under the Lorentz forces times the
Compton wavelength [55]. Therefore when ~ O(1), quantum nonlinear processes such as pair creation, should become
probable. These three parameters, , and |, are related in a plane wave background via =

Several important experimental tests of QED in intense background fields have been performed by colliding proton
beams with amorphous media and oriented crystals, where the high energy of the proton beams and the strong static
inter-planar crystalline fields combine to give a quantum nonlinearity parameter of the order of = 0:1:::7 [56].
The NA63 experiment collides electrons and protons with energies O(100) GeV provided by Cern’s SPS (Super Proton
Synchrotron) with fixed targets of different proton numbers, Z. It has had widespread success in measuring strong-field
QED effects in the crystal’s background field which can vary, depending on the transverse momentum variation [57], from
undulator-like to synchrotron-like. In the last decade, NA63 has measured the quantum suppression of synchrotron radia-
tion in the range = 0:05:::0:7 [58], measured the Landau-Pomeranchuk-Migdal (LPM) effect of radiation suppression
due to multiple Compton scattering within the photon formation length [59,60], measured radiation reaction [61] in the
classical limit (verifying the Landau-Lifshitz equation [56]) and has also observed quantum effects [57,62].

Although they have seen much success reaching intensity parameters as large as ~ 0(10?) [63], a possible future
limitation of using oriented crystals is the maximum intensity parameter that can be produced. In contrast, intensities
reachable at the next generation of multi-PW lasers can in principle soon exceed ~ 0(102), and at multi-PW lasers,
could exceed ~ 0(10%). For example, if a laser of wavelength 800 nm is focussed with linear polarisation to an intensity
of 1022 W cm™2, the intensity parameter corresponds to = 150. Therefore, in the near future, lasers will push further
into the > 1 parameter region allowing the ‘quantum nonlinear’ region of ~ O(1) to be probed with lasers for the
first time. This region can also be probed by using currently available lasers and instead making the probe energy higher.
A summary of laser—particle experiments? and facilities with their target parameters are given in Fig. 2. (A comprehensive
review of high power laser systems can be found in [64], which also contains laser landscape plots, as does the recent
review [65].)

The experiments in Fig. 2 can be divided into two groups: those with an electron beam produced by a conventional
accelerator (E144, E320, LUXE), and the rest using an electron beam produced by laser wakefield acceleration. Whilst

2 Fixed-target experiments colliding particle beams with crystals have achieved =~ O(1), but due to the difficulty of defining an ‘intensity
parameter’, have not been included on the parameter plot, which is for laser-particle experiments only.

5
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Fig. 2. Laser-particle experiments. Solid lines and markers indicate reported experimental results; dashed lines and empty markers indicate planned
experiments. The specific experimental values plotted, in ( ; ) co-ordinates, are: Apollon [66]; ATLAS-MPQ (0:9;5:::6 x 10~%) [67]; BNL-ATF
(0:6;7:5 x 107%) [68]; CALA [69]; CoReLS [50]; DIOCLES' (0:4;0:0029) [70]; DIOCLES? (2:::12;0:0036) [71]; DRACO (0:6; 0:0027 [230 MeV]) [72];
E144 (0:36; 0:83) [73]; E320 (2;0:15) [45]; E320" (proposed upgrade) (16;0:15) [74]; ELI [51]; EP-OPAL [75]; Gemini' (1:::2;0:006) [76]; Gemini?
(24:7;0:003 :::0:02) [77,78]; LUXE 0 (0:1:::5;0:13:::0:19) [49]; LUXE 1 (5:::20;0:10:::0:19) [49]; VULCAN [79]; SEL [52]; SULF [80]; XCELS [81];
ZEUS [82]. The grey ‘Multi-PW Class’ and ‘Multi-10PW Class’ regions correspond to typical values of that can be produced at these laser facilities,
and values of correspond to 1:::5GeV particle beams colliding at 20 degrees with the laser pulse, naively assuming the electron reaches the peak
intensity at the focus of the laser pulse.

the former allow for higher precision measurements due to the lower emittance of the electron beam, the latter will be
employed at high intensity laser facilities that will probe higher values of . One set of QED laser experiments that do
not appear on Fig. 2 are the tests of light-by-light scattering using real photons. Since these experiments typically employ
optical or x-ray photons, the energy parameter is rather low. Furthermore, since they are probing the perturbative, weak-
field limit (four-photon scattering: 2 — 2 scattering at one loop), the physics being tested is somewhat different to that
in intense backgrounds. Examples here include HIBEF (Helmholtz International Beamline for Extreme Fields) which will
collide 12:9 keV x-ray photons from the European XFEL with 1:55 eV photons from a PW-class intense optical laser [83];
an experiment at the SACLA [84] x-ray free electron laser which tested light-by-light scattering cross-section at a centre-
of-mass energy of 6:5 keV [85] and laser-cavity experiments using quasi-constant magnetic fields such as PVLAS [86] and
BMV [87].

Typical signatures of QED effects in e.g. nonlinear Compton scattering (photon emission from an electron in a
background field) include the influence of the electron’s effective mass on the harmonics in radiation spectra [67] and
transverse momentum [68] (if <« 1, these effects can also be described using nonlinear classical electrodynamics);
the ellipticity of the transverse momentum distribution of photons [71] and the correlation of the scattered electron and
photon energies [77].

Upcoming lasers will access much higher values of , and so the phenomenological aspects of radiation reaction in laser
fields have been a topic of much research in recent years. Progress in this area has recently been reviewed in [65], which
covers radiation reaction approaches in PIC codes, kinetic equations [88,89], and novel effects in particle dynamics due
to radiation reaction such as trapping [90], straggling [91] and quenching [92]. Another important development has been
planned experiments that combine lasers with conventional accelerators, such as LUXE [49] and E320 [93], which can
probe how strong-field QED processes behave as is increased from below to above = 1. This has led to a development
of approximation frameworks [94,95] that are valid at intermediate values of and hence beyond the locally constant
field approximation (LCFA).

1.2. Outline and scope of the review

This review will cover the fundamental theory of QED in intense background fields. The focus is on progress made
during, roughly, the past 10 years. We will not review work in the decades before this, which is covered by previous
reviews [96-101], although we will naturally refer to original papers when introducing basic concepts. The review covers
material published/arXived before 28th February 2022.
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Section 2 provides an introduction to relevant theory concepts (other recent pedagogical overviews are given in
[40,102] ). We review the by-now well established methods of strong-field QED, in particular the Furry picture expansion
of scattering amplitudes, and the primary solvable cases of the Schwinger effect in constant fields, and scattering in plane
wave backgrounds.

In Section 3 we review progress in studying the simplest ‘first order’ (three-point tree level) processes of strong-field
QED in plane wave backgrounds. Despite this being a long-studied topic, several important advances have been made
in the last decade: the consequences of including a physical finite pulse rather than assuming an unphysical infinitely
long wave, how single or multiple finite pulses affect particle spectra through interference effects, the control of particle
polarisation, and higher-precision calculations. These advances have an impact on the material in later sections.

In Section 4 we review second-order processes including e.g. four point scattering amplitudes. Typically challenging to
calculate, progress has centred around: computation in finite pulses; the separation of on-shell/off-shell contributions,
or two-step/one-step contributions, where a finite pulse duration can play an important role; polarisation sums and
calculation of various limiting cases. In Section 5 approximation schemes employed in numerical simulation are reviewed.
Advances in the last decade include a better understanding of the validity range of common approximations; development
of new approximations that are more accurate for specific applications and further development of the phase space
distribution formalism centred on the equal-time Wigner function. Some of these approximations are used to calculate
higher-point, and higher-loop order, amplitudes, which are reviewed in Section 6. This section includes recent results
from all-orders and resummed perturbation theory, in particular their application to the topics of radiation reaction and
polarisation in higher-order processes.

Section 7 covers light-by-light scattering and its observable effects. Recent progress includes the calculation of higher-
order and all-orders results in strong magnetic fields, the discovery that one-particle-reducible processes are in fact
non-zero, and an improvement in the modelling of collisions involving focussed backgrounds. Strong electric fields are
the focus of Section 8, in which we review the non-perturbative creation of electron-positron pairs, or Schwinger effect.
Advances in this area include fields with spacetime inhomogeneities leading to dynamical-assistance and quantum-
interference effects; radiative corrections beyond one-loop; and pair creation at non-asymptotic times, relating to the
Stokes phenomenon in mathematics. We also mention connection to condensed-matter phenomena and highlight some
experimental results made there over the decade. In Section 9 we review the Ritus-Narozhny conjecture on the breakdown
of the Furry expansion. Although dating from the 1980s, this conjecture has received renewed attention in the last decade,
and recent developments in understanding higher-order effects and finite pulses are being used to better understand the
nature and possible resolution of the conjecture. In Section 10 we review progress made in going beyond the case of
constant and plane wave backgrounds. This includes both exact solutions and approximate methods such as reduction
of order and WKB (Wentzel-Kramers-Brillouin), as well as improvements in the understanding of back-reaction and
depletion.

Section 11 covers progress made in applying the methods of strong-field QED to electroweak physics, Yang-Mills
theory, quantum chromodynamics (QCD), gravity, and physics beyond the Standard Model, including the possibilities
of new particle searches using intense laser fields. We conclude in Section 12 with some open questions and possible
directions for future research. For the convenience of the reader we summarise our conventions and key notation in
Section 13.

There are several topics which naturally connect to studies of QED in intense background fields. Here, our focus is on
advances in fundamental theory and its calculation; we direct the reader to the following reviews and articles of adjacent
fields.

Some advances detailed in the current review are routinely employed in numerical simulation of high-power laser-
plasma physics, recent reviews of which can be found in [65,103]. The link to plasma physics can be established via
e.g. kinetic theory with more information to be found in the recent reviews [103,104], also [105] and references therein.
Intense background fields occur in many contexts. Reviews of strong-field atomic physics can be found in [106,107].
For strong fields in astrophysics see e.g. [108], for lab-based astrophysics see [109,110], and for magnetar environments
see [111-113]. The physics of ultra-relativistic particles in strong magnetic fields is very similar to that in constant crossed
fields, which will recur throughout this review, see [114] for a discussion of both fields in astroparticle physics. The
properties of QCD in strong magnetic fields is a broad topic which lies beyond the scope of this review, but for which
see [115,116].

2. Theoretical preliminaries
We set h = ¢ = ¢ = 1 throughout this review, although h may occasionally be reinstated when needed.
2.1. The Furry expansion

Our starting point is the QED Lagrangian for electrons and positrons (Dirac fermion ) interacting with photons, (gauge
field A ), all in the presence of a background, or external, electromagnetic field with gauge potential A ,

1 - _
LZ_ZF F + (i#—m —e A+A ; (2)



A. Fedotov, A. Ilderton, F. Karbstein et al. Physics Reports 1010 (2023) 1-138

S(z,y) —iey” Du(z ~y)

——— F)-: WVaAVAVAY
Yy x Yy z

Fig. 3. In a background field, the Feynman rules are formulated in position space, due to the general loss of overall momentum conservation. The
fermion propagator S(x;y) (left) is the inverse of the Dirac operator in the background, i.e. obeys (4), and is represented by a double line. The lack of
translation invariance means that the propagator is a function of both the spacetime coordinates which it connects. The vertex (middle) and photon
propagator (right) are as in QED without background.

e = >» + + + -

Fig. 4. The diagrammatic expansion of the Furry picture propagator in terms of ordinary (position space) Feynman diagrams in vaccum; each external
photon line represents an interaction with the external field via the usual vertex —ieA

in which F is the field strength of A , and we suppress both gauge fixing terms and counterterms. The absence of a
kinetic term for A reflects the assumption that either the background obeys Maxwell’s equations in vacuum,® or that
its source (which is easily added, see e.g. [117] in the context of plasma physics) is not relevant to the processes being
considered; this will be case for us, as we will mostly be interested in changes to quantum processes due to the presence
of strong backgrounds, rather than quantum-induced changes on the dynamics of the background. Exceptions to this are
the focus of Section 7, see also [118], and related issues appear in Section 9.

The question is how to deal with the new term in (2) and so calculate scattering amplitudes (and from them spectra,
etc.). Note that because A is a prescribed field, it defines (with explicit examples given below) a dimensionless effective
coupling ~ eA=m. A field with coupling > 1is strong, and its interaction with matter cannot be treated by perturbation

theory in . Let us then rewrite (2) in terms of the background covariant derivative D =@ + ieA , as
1 - _
L= _ZF F + (iIB—m — eA : (3)

This trivial reorganisation of terms implicitly defines the ‘Furry picture’ expansion of scattering amplitudes [119]. The first
two terms in (3) are still quadratic in the dynamical fields and in this sense represent a “free theory”. They contain all
dependence on , and so must be treated exactly. The third term in (3) is the original cubic interaction, controlled by the
usual small coupling e or, at the level of cross-sections and probabilities,* ; it is to be treated in perturbation theory as
normal. Treating the terms as such, we immediately obtain the position space Feynman rules shown in Fig. 3; propagators
are given by inverting the quadratic terms, interactions by the cubic term. The only difference to the usual position space
rules of QED is therefore that the “dressed” fermion propagator S is the inverse of the Dirac operator in the background
A,

iB—mSxy)=i*x—y); (4)

and is in general a complicated function of two spacetime arguments (momentum not being conserved in the presence
of a background). The propagator S has an expansion in powers of the background, or strictly in powers of eA, which
corresponds directly to Feynman diagram expansion shown in Fig. 4. We will return to properties of this expansion in
Section 2.3. Correlation functions generated by the Feynman rules are converted into S-matrix elements by applying the
Lehmann-Symanzik-Zimmermann (LSZ) reduction formula to the external propagators, turning them into asymptotic
particle wavefunctions (which are solutions of the Dirac equation in the background A).

To investigate the Furry expansion and the implied physics in more detail, we next need to consider the background
field invariants

1 1, 1
S=—F F =—(E°—B); P=—-——-F F =E-B; (5)
4 2 4
inwhich F =@ A —@A .IfP =0and S > 0 we can go to a frame where there is only an electric field. f P # 0

we can go to a frame in which there are both electric and magnetic fields, and they are parallel. In both cases there is a
nonzero probability for the field to spontaneously produce (with or without the presence of any other probe particles)
electron-positron pairs; in the case of a constant, or slowly varying, electric field for which it was originally studied, this
is the Schwinger effect [17,120], to which we turn now.

3 Scattering in an on-shell background is equivalent to scattering in vacuum but with the same coherent state of photons in the initial and final
asymptotic states, which is a more complete way of introducing the background. The fact that these coherent pieces are the same is the statement
that we neglect depletion of the field, see Section 10.7.

4 We write as shorthand for (m?), renormalised at the electron mass scale.
5 Note that a common alternative notation is to write these invariants as F and G respectively.

8
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2.2. The Schwinger effect

The Feynman rules receive additional contributions when the field is capable of Schwinger pair production. To illustrate
(for details see the book [121,122]), consider the three-point correlation function of the fieldsA , and |, starting from
the path integral and the Lagrangian (3):

VA Z

DAD D exp i d*xL = A : (6)

This correlation function contributes to the amplitudes for e.g. — e™e™ in the presence of a background field (‘nonlinear
Breit Wheeler’) and e — e (‘nonlinear Compton scattering’), both to be discussed in Section 3. Consider the leading order
Furry picture expansion of this correlator; we expand (6) to first order in e, which means expanding in powers of the final,
interaction, term in (3), containing the dynamical photon field A (while the strong field coupling eA ~ is treated exactly).
This gives
z 1 z
(6)= DAD D exp i d% —ZFZ + (iB—m) —ie dx A A 4+ 0

As for QED in vacuum, we perform the Gaussian integral, with replaces all possible pairs of fields with the propagators
in Fig. 3 (Wick contraction), interacting via the three-point vertex. The same integral also generates determinants of the
(gauge fixed) wave operator for A , and of the Dirac operator in the background; the former gives the same irrelevant
prefactor as in vacuum, the latter requires further discussion so will be explicitly retained. Schematically, we have:

W/\< W/\@ < d(‘t (iP—m) +0(e?): )

Along with the (expected) connected three-point diagram, we have a nonzero disconnected diagram; the right hand part
describes an interaction between the external field and the fermions (which may contribute to scattering without emission
or, see below, Schwinger pair creation), while the left hand ‘tadpole’ part cannot (despite old claims to the contrary) in
general be normal-ordered away as in vacuum, since it describes the physical process of photon absorption or vacuum
emission by the background [123-126], see Section 7.

A second difference compared to vacuum calculations is the contribution of the determinant of the Dirac operator in
the background, which multiplies all diagrams. This is the bubble diagram

Indet(iB —m) = @ (8)

which defines the famous one-loop Heisenberg-Euler effective action iz°° via det(iB —m) = exp i 4:°" , see below

and Section 7. This diagram, along with other bubbles generated at higher orders in e, no longer contributes simply a
phase which can be divided out, as happens in the absence of background fields. Rather the bubble diagrams contain
nontrivial physics, and the determinant is the leading order probability amplitude for the process in which one begins
in vacuum in the asymptotic past, turns on the field (without any probe photon or other particle), turns it off, and asks
whether the system is sZtill inzvacuum in the asymptotic future. This is the so-called vacuum persistence amplitude

R
(0;out|0;in)= DA D D™ e L — det(iB — m)+ O(e?) : (9)

Mod-squared, it gives a vacuum persistence probability® which is in general less than one precisely because pairs may be
produced. The possibility of pair creation was first pointed out by Sauter in 1931 [19] as a resolution to the Klein paradox
in relativistic quantum mechanics [127]. Sauter’s idea was extended to QED by Schwinger in 1951 [17]. Using the proper
time method, Schwinger explicitly computed the vacuum persistence probability in a constant electric field in terms of
the one-loop Heisenberg-Euler effective action as |(0; out|0; in)|> = exp{—2Im HEIOOP} with the imaginary part given by

z
X 1 X m? + p2 g2 X 1 2
1-loop __ 3 pL _ (e ) m .
2Im HE =V d p(z )3 E exp —n T = 2VI (2 )3 ﬁ exp —n eiE' , (10)
r n=1

n=1

P

where | indicates a spin sum and VT is the spacetime volume. The vacuum persistence probability is precisely equal to
one minus the total probability of creating pairs. The corresponding ‘vacuum decay rate’ is 2 Im P;él"("’:T. The Schwinger
effect is of particular interest because it exhibits non-perturbative physics — this is made explicit by (10), where expanding

the exponential in powers of e yields zero to every and all orders of perturbation theory.

6 The terms ‘vacuum persistence’ and ‘vacuum decay’ are very commonly used, but perhaps not the most accurate, as there is a field present, so
we are not in vacuum.
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The number of created pairs was first computed by Nikishov [128]. By solving the Dirac equation in a constant electric
field and using the Green function technique, the number of pairs N in the final (asymptotic) state was found to be
> 1 m? + p? (eE)? m’
N=V d? exp — ———= =2VT exp — —
r Py &P oF 2 PP T e

(11)

The number N is exponentially suppressed for weak fields E below the Schwinger field E . Es = m?=e, while it grows
quadratically in the formal limit of E=Es — oco. The number of created pairs (11) admits a simple physical interpretation
that the Schwinger effect is driven by quantum tunnelling. This mechanism is analogous to the Landau-Zener effect in
materials (see Section 8.6 for more about the condensed-matter analogue of the Schwinger effect). Namely, in the presence
of strong electric fields, there occurs a level crossing between the Dirac sea and the positive energy continuum. An electron
in the Dirac sea can then tunnel into the positive energy continuum, leaving behind a ‘hole’ in the Dirac sea, which is
a positron, and thereby a pair creation occurs. The tunnelling probability can be estimated via WKB as an exponential
of an integral of the potential barrier over the classically forbidden region. This roughly equals to a product between
height (~2m) and length (~2m=eE) of the barrier, which reproduces the exponent (11). The formulas (10) and (11) can
be extended to charged particles with general spin statistics, other than electrons; see [129-131], and see [132] for the
Schwinger effect in de Sitter space as a model for false vacuum decay.

In the strong-field limit, a sizeable amount of pairs are created, and backreaction on the external field, as well as
interactions among created pairs, becomes important; such effects have not been taken into account here or in the vacuum
decay rate (10), but will be discussed in Sections 8 and 10. Note that the rate of pair creation in a constant field is given
by N=T, which is not the same as the rate of vacuum decay 2Im I_};OO":T — these are different quantities [133]. One
origin of this difference is the contribution of quantum correlations between created pairs [134,135]. These correlations
can be neglected in the weak field limit, where only the n = 1 term dominates the vacuum decay probability; in this
approximation the vacuum decay rate and the pair creation rate coincide.

It can be challenging to derive exact results analogous to (10) and (11) in more realistic background fields. Here
the worldline instanton method, within the ‘first quantised’ approach to field theory, has proven particularly useful in
the calculation of effective actions and related quantities, see Sections 8 and 10, as well as the reviews [97,136] and
references therein. However, using the ‘locally constant field approximation’ (Sections 5 and 8) one can generate a simple
formula which extends the constant-field result (11) to arbitrary (but sufficiently slowly varying) background fields. It
has been argued that this is sufficient for estimating the pair yield in the Schwinger effect for all-optical setups involving
multiple, colliding laser pulses [20,137,138]. In such scenarios pre-exponential factors (essentially volumetric effects) in
the Schwinger formula can compensate for the extreme smallness of the exponential factor, suggesting the possibility of
observing the Schwinger effect even with fields of strength below the Schwinger field [20,137].

Returning now to (7), a general scattering process in a background may be accompanied by the spontaneous or
stimulated production of any number of pairs. We observe that in such processes, the presence of nontrivial disconnected
diagrams invalidates the equivalence between counting numbers of loops and counting powers of , see [118] and
Section 7. In (7), for example, there are both one-loop and tree-level contributions at leading order. Due to such the
contributions the number of diagrams contributing to any process will grow rapidly as one goes to higher orders in the
Furry expansion, making calculations of exclusive processes daunting’; as we will review in Section 8 it is simpler, and
physically motivated, to consider inclusive observables. However, for the backgrounds to be discussed in the initial part
of this review, we can neglect the Schwinger effect, either because no such process is possible, or because it is extremely
unlikely. In this case, the only contribution to (7) is the expected connected diagram, and the vacuum persistence factor
is well-approximated by unity.

2.3. Plane wave backgrounds

The practical use of the Furry expansion rests on being able to invert the Dirac operator either exactly, or approximately
but without treating perturbatively. We review here an important case for which this is possible, namely plane waves.
Other cases, both exact and approximate, are discussed in Section 10.

Let n be a lightlike vector, n*> = 0, and / (j = 1;2) the two independent spacelike vectors transverse to n , so

i.J=_—Wandn- / =0. A general plane wave, obeying Maxwell’s equations in vacuum, is then

F =Emn-x)n 1 —Jn ; (12)

in which the two arbitrary functions E; are the electric field components of the wave. The electric and magnetic fields
are of equal magnitude and orthogonal, hence the invariants (5) vanish, which defines a ‘null’ field. We say that F is
a function of ‘lightfront time’ n - x [139]. Unless otherwise stated, our focus is on the physical situation that the E; are
‘sandwich’ fields that vanish asymptotically, either through adiabatic switching or compact support; such ‘sandwich’ fields
then admit good scattering boundary conditions.

7 We mention, to avoid confusion, that it is common to define ‘relative’ correlation functions as those in which the vacuum persistence
amplitude/determinant factor is divided out, see e.g. [122]. This may help to simplify expressions, but it is important to remember that this factor
is part of physical probabilities, and must ultimately be retained.

10
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Fig. 5. A pulse of light moving in the negative z-direction, modelled as a plane wave of finite duration, is shown as the red region. The plane wave
is homogeneous and infinitely extended in the transverse directions (not shown). All massive particles, see the blue tracks, enter and leave the wave
at the same lightfront times xf and xz+ respectively, though these can correspond to different t and z.

Source: Figure taken from [102].

Starting from (12), a given plane wave is more conveniently represented as follows. Let ! be a characteristic frequency
scale of the wave,® and define k = 'n and * = k- x. Writing a prime for a ” derivative, we package the fields and the
electron charge into the four-vector a defined by

d(’)=eE(*)); and a (—o00)=0: (13)

As such a (”) has the interpretation of the work done by the field on a particle of charge e, up to lightfront time [140].
Then we have

eF X)=k d()—d (?)k : (14)

2.3.1. A primer on lightfront coordinates

It may help to visualise the physical setup by choosing explicit coordinates, which we can always do such that
n = (1;0;0;1)and son x = t + z, while ( 'x ; 2x ) = (x;y). The field (12) is then a pulse of light of finite
extent moving down the z-axis. The electric and magnetic fields polarisations lie in the x — y plane. It is quite natural to
parameterise physical processes in plane wave backgrounds by lightfront time because, as illustrated in Fig. 5, ‘sandwich’
fields then admit good scattering boundary conditions and all massive particles enter and leave the background at (the
same) finite lightfront times. From the above choice, we define the “lightfront coordinates” which are used throughout
this review and for all four-vectors v (including position and momentum) by:

vE=v0+Vv3; vi:%ﬁ:%(voiw); vi=hv3) v = vt (15)
in which all the signs are dictated by our ‘mostly-minus’ metric. x* are referred to as the transverse coordinates while x~
is the longitudinal position. The momentum component p™ = 2p_ is referred to as the longitudinal lightfront momentum,
with either ‘longitudinal’ or ‘lightfront’ frequently dropped when the context is clear. As will be discussed below, total
p* is conserved in any scattering process on a plane wave background; p? is not conserved, nor is it a natural variable in
plane wave or lightfront contexts, hence it never appears (and should not be confused with the longitudinal momentum,
even though the plane wave, seen as a pulse of light, travels in the negative z-direction).

It is also common to use the ‘1’ label in summation convention, so that a repeated _L is an instruction to sum over the
transverse indices, i.e. p-q* = p'q' + p?q*. Using this, the scalar product of two vectors is x-y = 3x*y~ + 2x"y™ —xty*
and the mass-shell condition is thus p> = pTp~ — ptpt = m?. The transverse coordinates are sometimes set in bold as
2-vectors, so p-q = p-q- = p'q" + p*q*. For more on lightfront coordinates and lightfront field theory see [139,141,142].

2.3.2. Classical dynamics
It is useful to consider the classical dynamics of a charged particle incident on (14); the orbit x of the particle is
determined by the Lorentz force equation,

T()=F k) () (16)

m

8 The reader is encouraged to check that all observables are formally independent of this arbitrary choice, as follows from the scale invariance of
plane waves. Of course, any particular plane wave will come with some characteristic frequency/length scale which can appear in observables. It is
then natural to use this scale to define ! in order to e.g. estimate the size of relevant parameters and effects.

11
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in which  is proper time and = mx is the kinetic (i.e. on-shell, physical) momentum. The solution may be
parametrised in terms of lightfront time as
2m-al’) — a?(’
,Cr=p —a ()4 200, (17)
k-p

in which p is the initial momentum before entering the background. Integrating with respect to d”=(k - p) yields the
orbit itself, for an analysis of which using Frenet-Serret theory see [55]. To illustrate the benefit of lightfront coordinates
the reader is invited to attempt to explicitly parameterise the momentum and orbit in terms of t rather than x*.

We note from (17) that only one component of kinematic momentum, n- , =n-p = p* is conserved. However, both
this longitudinal component and the transverse components of canonical momentum P = ,(”)+a , are conserved;
these three conserved quantities make particle motion in plane waves integrable (see also Section 10). The momentum
(17) obeys a ‘velocity memory effect’ [140,143,144]; that is, the final momentum , (oo) can differ from the initial
momentum , (—o0) = p , and the particle retains a memory of its interaction with the wave: this is due simply to
the fact that even when the electromagnetic fields turn off, a becomes an, in general nonzero, constant a* :=a (oo). It
is therefore limiting to impose that a (co) = 0 from the outset, as is sometimes done. Whether or not ‘real’ laser fields
have a (00) # 0 (sometimes called a DC component) is long-debated but irrelevant here; real lasers are not plane waves.
Including a (o0) allows one to access simple models of vacuum acceleration and velocity memory effects which are of
interest beyond strong field QED: the analogous gravitational memory effect has, for example, received attention as a
possible detection mechanism for gravitational waves [145], there is a related colour-memory effect in Yang-Mills [146],
and the connection between the memory effect, infra-red behaviour and gauge dependence in QED is explored in [147].
Memory effects are one corner of the ‘infra-red triangle’, which in recent years has revealed deep and fundamental
structures in gauge theory and gravity [148].

2.3.3. Quantum dynamics

With this we turn to the quantum theory. Observe that the classical ‘work done’ a () is a candidate gauge potential
for the plane wave. We adopt this choice of potential from here on. It has the benefit of making the physics manifest, as
(i) it relates the potential to a known classical quantity, the integral of the electric field, and (ii) it leads to the explicit
presence of the classical momentum in scattering amplitudes, which aids interpretation.’

We now writeZ down the fermion propagator in a background plane wave:

Soeyy—i S g Rk pam Ak YR ipayiia R0 (1)
2 ¢ 2k-p  p?—m?+i0 2k -p

From this “Volkov” [150] wavefunctions representing external legs in scattering amplitudes are handed out unambigu-
ously by LSZ reduction of (18). The wavefunction for an incoming electron of initial momentum p is, with u, the usual
free electron spinor,

£ . R ol )p—a?
ka( ) upeflp'x—z —ood 2q( )Zliop () , (19)
2k-p

and that for a positron is

X)= 1+

Ra(”)  _ipasit g =2a0)p—a®()
+ Zk('; e ipx—i _,d z,fp : (20)

-+ _
;(; )(X):Vp

with v, the free positron spinor. For outgoing states we should account for the memory effect. Define a =a —a (o0),
then an outgoing electron with momentum p is described by'? (note the integral limits) [31,140]

- _ a(’ )R aitq 2a0p-a()
b =Ty 14 e et L 2L (21)
2k -p
For fields such that a (co) = 0 there is no memory effect, a = a , and so incoming and outgoing wavefunctions are

related simply by conjugation (up to an irrelevant phase).

Note that LSZ automatically generates the correct scattering boundary conditions; the in/out wavefunctions reduce to
free wavefunctions in the > — —oo and > — 400 limits respectively. The Volkov wavefunctions are, as is easily checked,
solutions of the Dirac equation in the background plane wave, which is how they are usually introduced. They are trivially
normalised at equal lightfront time [151]. Despite claims in the literature, there are no non-Volkov solutions to the Dirac
equation in a plane wave background; they are a complete set, which is again trivial to show at any lightfront time. (The
distinction between x* and t becomes more acute in the quantum theory; as is clear from Fig. 5 there is no sense in

9 For the special case of 1 to 1 scattering of a particle of momentum p , the gauge A -p = 0 also presents simplifications [149].

10y is possible to rewrite the outgoing solutions, expressing them in terms of the kinematic momentum in the asymptotic future, for a particle
of momentum p in the asymptotic past. In this representation, which is used for some of the formulae in Section 4, the explicit dependence on
(s is absorbed into
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which states at fixed t can be set up as free states, as they always interact with the background.) Wavepackets of Volkov
states are easily constructed and analysed in scattering processes, see [102,151-153].

Being null, a plane wave background is not capable of Schwinger pair production, and the Volkov wavefunctions are
single particle wavefunctions. The exponents appearing therein are the classical Hamilton-Jacobi action, and reproduce
the time-dependent classical momentum  via "D e~ = | in which the exponentials are those in (19)-(21). While
the background can clearly change the momentum of a particle, the situation with spin is different. The spin structure in
the Volkov solutions (and observables calculated from them) is often approached from a semi-classical perspective, which
leads to discussions of e.g. the appropriate spin operator, the behaviour of the classical spin vector, and so on. A quantum
approach, on the other hand, shows directly that the physics can be made very simple in a plane wave.

Given the central dependence of quantities on lightfront time, a natural basis of fermion states is that of definite
lightfront helicity. These states have the property that the helicity is equal to the expectation value of the spin in the
z-direction (so £1), in all Lorentz frames, so that we may talk of spin and helicity interchangeably [154]. With this choice
of free spinors, the spinor structure in (19) can be shown to obey

ka(”)

1
+2k-p

Up=1u ) ; (22)

which is not notation — the Volkov spinor (22) is identically equal to a free spinor carrying the on-shell, time-dependent
momentum , so =u = mu . In particular, the (suppressed) spin/helicity label is unaffected and a basis of Volkov
spinors (22) is obtained simply by replacing p with ~ component-wise in the free spinor basis (for the construction of
which see e.g. [155]). What this means physically is that propagation through a plane wave cannot change the quantum
spin state of an electron [155]. (See also [156] for a demonstration of this in SUSY theories, using the spinor-helicity
formalism.) The emission or absorption of photons, and loop effects, can all however flip the spin, as will be discussed in
Sections 3 and 4.

The field-dependent structure in (22) therefore accounts simply for the fact that the covariant spin vector must
rotate to maintain orthogonality with the time-dependent particle momentum'!' ,so - = 0. This, together with the
fact that the Volkov exponent is the classical Hamilton-Jacobi action, underlines the result that the Volkov wavefunctions
are semiclassical-exact. For representations of the Volkov solutions designed to make this explicit, including investigation
of other spin bases, see [158,159].

In the next section of this review we will consider S-matrix elements of Volkov solutions, photons, and their associated
propagators in detail, analysing both their formal properties and the phenomenology they lead to. We will see that, just
like in the classical theory, three components of canonical momentum are conserved at each interaction vertex. The loss
of just one momentum conservation law is enough, however, to lead to significant increases in complexity even in, say,
three and four point tree level amplitudes.

Before moving on, though, we comment briefly on large-distance, infra-red, behaviour of scattering in plane wave
backgrounds, as it is related to ideas we have already met. Consider a situation in which the background electromagnetic
fields F do not switch off asymptotically. In some such cases, observables can be defined as limits of those in sandwich
waves, but in other cases not. Amplitudes in a monochromatic (hence exactly periodic) background, for example, can be
recovered from those in ‘wavetrain’ backgrounds containing a finite number of cycles, in the limit where the number
of cycles is taken to infinity [160-162]. (Working directly in the monochromatic limit allows for alternative physical
interpretations, see e.g. [ 163-167] for continuing investigations.) On the other hand, amplitudes in ‘constant crossed fields’
(CCF), meaning E; constant in (12), are not recovered as the long-pulse limit of fields which are nonzero and constant for
a finite time [140]; the latter exhibit the well-known logarithmic infra-red behaviour of QED, whereas the CCF misses all
such effects and incorrectly implies that there is only an integrable singularity in the IR.

3. First-order processes

We now consider the first specific class of quantum electrodynamical interactions of particles in a strong plane-wave
background field: those that are of first order in the Furry expansion, Eq. (3), in a plane-wave background. By ‘first
order’, in this section, we specifically refer to tree-level processes with a single (dressed) interaction vertex, where all
asymptotic in and out states are on their respective mass shells, i.e. they describe real incoming and outgoing particles.
Their S-matrix elements can be given as S = (out|S("V[A]|in), where SW[A] = —ie d*x: A :and all operators are
in the Furry picture, as described in Section 2.1, and normal ordered (as indicated by ::). (For applications of worldline
methods to scattering in plane wave backgrounds see [ 168-170].) For a discussion of first order processes in other ‘simple’
backgrounds (such as constant magnetic fields relevant for astrophysics) we refer to [114] and references therein.

Staying within proper QED in a plane-wave background, there is a total for four distinct first-order processes, consisting
of the interaction of two ‘dressed’ fermion lines, represented by the Volkov states, Egs. (19)-(21) and one ordinary photon
line. Nonlinear Compton scattering (NLC, e — e , Section 3.2) and nonlinear Breit-Wheeler pair production (NBW,

1 Compare with a semi-classical approach using the Bargmann-Michel-Telegdi (BMT) equation [157] without contribution from the anomalous
magnetic moment; the solution of this equation in a plane wave describes exactly the precession of needed to maintain - =0, though the
spin state is in fact not changing.
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Fig. 6. Feynman diagrams for the four first-order processes (left to right): Nonlinear Compton, nonlinear Breit-Wheeler, photon absorption, and
one-photon pair annihilation.

— eTe™, Section 3.3) are both 1 — 2 first-order strong-field QED processes; pair annihilation (efe~ — ) and
photon absorption (e — e, see Section 3.4) are their time-inverse 2 — 1 processes, see Fig. 6. The S-matrix elements for
those processes are related by crossing symmetry. All those processes have in common that they are field induced in the
sense that their probabilities vanish in the absence of the background field A — 0, i.e. as — 0. This is because in QED
without a background field the single vertex Feynman diagrams are kinematically forbidden for all particles on-shell.

The (formally calculated) probabilities P for the first order processes are not bounded. For instance, for > 1 the
nonlinear Compton scattering rates, R, have the well-known scaling behaviour [28,96]

; <15
R~ 23 . . (23)
; > 1:

Hence, the probability, which can be written as P ~ R for pulse phase length scale , exceeds unity for sufficiently
long pulses > 1 and/or high intensity >> 1since oc . This does not imply some inconsistency in strong-field QED,
but rather is one of its central features: P > 1 indicates that higher-order O( ™) (n-vertex) processes become important
in these cases. This means one has to calculate processes with higher multiplicity final states, as well as loop corrections.
However, the complete and exact evaluation of all higher-order terms of the Furry expansion within QED is not feasible
for most cases. Therefore, one has to find suitable approximations to calculate those terms. This will be the subject of
later sections in this review, see e.g. Sections 4-6.

In this section we aim at discussing experimentally observable signals for the most fundamental first-order processes.
In order to circumvent the issue of higher orders for now, we introduce the notion of a ‘thin target’, where the conditions
of the scattering are such that multi-vertex processes are strongly suppressed. This places a restriction on the background
field pulses being not too strong and/or not too long. In this case, the scattering probabilities one calculates by squaring the
first-order S-matrix are much smaller than unity and hence the corresponding spectra can—to a good approximation—be in
principle be directly observed in an experiment. If the target is not thin, the probability for higher-order n-vertex processes
are non-negligible. Nonetheless, the first order processes can often serve as building blocks to construct approximations
for higher order processes, as is discussed in detail for instance in Sections 4 and 6 of this review, or used as ingredients
for simulations (see Section 5 or the recent Review [65]). In this section the focus will be on observables, such as the
differential spectra for the final particles and their polarisation properties in the thin target regime.

3.1. General characterisation of 1 — 2 first order processes

As mentioned above, the one-vertex processes for all particles on-shell are forbidden kinematically due to four-
momentum conservation in vacuum. In the presence of a background plane wave these processes are allowed since
the particles can exchange momentum with the background. For nonlinear Compton scattering and nonlinear Breit—
Wheeler pair-creation the particles absorb momentum from the background, while for the 2 — 1 processes momentum
is deposited into the plane wave mode. Here we briefly discuss the general kinematics and properties of the 1 — 2
first order processes while maximally exploiting the lightfront symmetry of the problem. The discussion of the inverse
2 — 1 processes is deferred to Section 3.4. We write for the four-wavevector of the plane wave k = 1(1;0;0; 1),
ie. k= = 2k, = 21! is its only non-vanishing lightfront component, and the plane wave phase reads > = k-x = 1x"
(cf. Eq. (15) for the adopted conventions for light-front variables). Lightfront momentum conservation at the vertex thus
provides three constraints

. 1 i 1.
Pn=P{ +P3; Pn=Pi+Py; (24)
with pt = (p*; p*).

It is convenient to introduce dimensionless and normalised momentum variables. By singling out ‘particle 1’ as the
one to be measured, we define the lightfront momentum transfer fraction s and normalised transverse momentum r+ as
follows:

s P _kepr P

= = ; r-=—: (25)
Pl kP ms
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Fig. 7. Sketch of integration window defined by the interference phase around the average phase position for a probe charge propagating
through a laser pulse.

The other particle ‘2’ will be integrated out as will become apparent below. The physical ranges of those dimensionless
variables are s € (0;1) and r* € R?. The exchange of P~-momentum between the particles and the background field
during the interaction does not yield a fourth conservation law.

In a plane-wave background, one can formally write the S-matrix element for a first-order process using the
four-dimensional lightfront delta function @tk — P) = 2 (tk= — P~) (P*) @(PY) = 2 (k- — P7) JAP) as
follows: 7

S=—ie2 ) ar @(tk — P) M ; (26)
where P = p, + p, — p;,, and the integral over t takes into account the non-conservation of P~-momentum. After
performing the integration over dt, the amount of lightfront momentum exchange between the background field and the
particles is fixed by the kinematics,t — = (s;rt) = P~=k". For fixed , one can formally write down four-momentum
conservation as pi, + k = p; + p,. The amplitude M = M,_ is an integral over the laser phase * and contains all
dependence on the properties of the laser pulse such as its pulse duration, shape and polarisation etc., as well as the spin
and polarisation properties of the involved particles in the in and out states. The specific form of M for each of the first
order processes will be discussed below. The phase-space integrated probability for the process under consideration is
then given by

P=——dpdp, ISI*; (27)
2p
where the Lorentz-invariant on-shell phase space element in lightfront coordinates is
B d +d2 €
(2 yP2p*

The conservation of three lightfront momentum components in Eq. (24) allows one to completely integrate out the
momentum p,.'? Employing (25), the triple differential probability for the 1 — 2 processes can be expressed as

o VI (29)
dsd?r, ~ 16 2m?2 21—s ’
with fine structure constant = e?=4 , and quantum energy parametef = pin -k=m?. The squared amplitude is a double
integral over the phases of M and the complex conjugate, |[M|*> = d” d>’M(”)M*(*’), which is often conveniently
expressed in terms of:
’ + ?/
— ’ — ’ 1/; 30
— (30)

where is the average phase and the phase difference is also called the ‘interference phase’. The relations between
these variables are sketched in Fig. 7.

In order to make contact between strong-field QED and perturbative QED calculations a cross sectipn can be defined by
dividing the probability by the flux of laser photons per transverse area, = P=N,, where N, = 172 fooo d” T%(”) where
T is the energy momentum tensor of the plane-wave background field. For an infinitely long plane wave N, contains
an infinite phase length (‘volume factor’) that cancels the corresponding factor in P, rendering finite. For instance, one
can show that one obtains the Klein-Nishina cross section in the limit — 0 of the nonlinear Compton scattering cross
section. However, due to the nonlinearity of the strong-field QED interaction, this ‘cross section’ still depends explicitly
on the value of in general. Hence, this concept is of limited utility in strong fields.

12 yolume factors can be formally treated by the normalisation ,‘3,3(0) = 1=(2 ). Alternatively this can be done introducing wavepackets for the
initial states [152].
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3.2. Nonlinear Compton scattering

Nonlinear Compton scattering (NLC) is given by the reaction e(p) — e(q) (), where the particles’ four-momenta are
given in bra%kets, see Fig. 6. The corresponding scattering amplitude reads

M= d”a =u, e (31)
where the dynamic phase = ,'0 d”’ (") with
2 !23
c ’ 172
r - () S ! () 5.
= = 1 — : 32
) k-q 2 (1—y5) tor m (32)

The emitted photon frequency !’ = “° can be expressed as
k-p
(p+ k-

with = ¢ =<0, :‘-p=k~q:ﬁ(l+ 2)Yand | =r, —p,=m, thuss =

re)= ; (33)

2
142 + 2
momentum is a function of the emission angles (#;$): (r*;rY) = %(cos$;sin$)tan %, which is approximated for
# <« landp™ > masr/ ~ # [171], where is the initial electron Lorentz factor.

The differential photon emission probability follows by evaluating Eq. (29), which is the completely polarisation
resolved probability (see also Section 3.2.7). In order to acquire the unpolarised probability one has to sum over all
polarisation states of the final particles and average over the initial electron polarisation as usual in scattering calculations
in QFT. (However, the laser polarisation cannot be treated in a similar manner since the interaction with the background
is nonlinear.)

The total NLC probability can be calculated analytically by performing the momentum integrals before the phase
integrals [172]. This is based on the observation that the transverse momentum integrals d°r, are Gaussian and hence
may be performed immediately. Specifying e.g. linear polarisation of the background, a- = m (f(”);0), using the form
presented in Ref. [173], one obtains

VA Z

. The normalised transverse

d>d’’ 28(s) 5.2 iu
P= — JR— 1-— / . 4
2 i) o ;7 e o= (34)
where f' = df=d”, u = s=(1 —s), and g(s) = 1 + su=2. The normalised Kibble mass is defined as
Z =2
( p)? (@)  (a)? 1
= —l- =1 A - (== f0dr (35)

with the floating phase average (f) [30,37,174]. Note that the term with the ‘1’ in (34) needs to be regularised before
the phase integrals can be evaluated numerically [173]. The integral over lightfront momentum transfer fraction s can
also be performed analytically, such that the total probability is expressed just as a double phase integral, with the
integrand containing trigonometric integrals with the argument =2 [173]. The calculation of the expectation value
of the emitted photon four momentum (“ ) = “ dP gives rise to the definition of the so-called Gaunt factor as the
ratio of emitted power in the quantum case of NLC compared to the classical emission. The Gaunt factor is often used
to phenomenologically introduce some quantum effects in classical radiation reaction calculations [175,176], see also
Section 6.3.

3.2.1. Regularisation

For the numerical evaluation of Compton scattering spectigoone often directly performs the phase integrals on the
amplitude level, for which it is convenient to expand M = ; Tjl;, with constant coefficients T; = uy jup, where ;
are products of Dirac-matrices qu I; are scalar phase integrals, see e.g. Refs. [177-180]. One of the phase integrals is an
integral over a pure phase, Iy = ¢’ d”, which requires a careful treatment. By explicitly writing out convergence factors
e~ 01"l and integrating by parts [140,179,181-184] it is possible to separate field-free and field-dependent terms, and to
make the amplitudes manifestly gauge invariant with no ambiguous boundary terms [147]. For Compton scattering we
specifically have 7

Ip=2 — 4’ (M) ; =1 —E 36

0=2 O+ — (") (") = (36)

The second term is the regularised, explicitly background-field dependent part of integral Iy, where it can be seen that
— 0as — 0. The first term, o« ( ), is associated to the background-field independent part of the amplitude [147].
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Here it has support at vanishing lightfront momentum exchange with the background and is thus kinematically forbidden.
Hence, this term has no physical significance for calculations of the spectrum of NLC (it would correspond to the emission
of zero-frequency photons) [181,185]. Nonetheless, such terms are relevant for higher-order processes [ 147]. For instance,
it was pointed out in Ref. [186] that those terms are significant for obtaining the correct weak-field (perturbative QED)
limit of trident pair production.

3.2.2. Infinite monochromatic plane waves

The majority of recent developments in NLC have been investigating laser pulses with finite duration. However, in
order to better understand short pulse effects, let us briefly consider, for later comparison, the case of infinitely long
(monochromatic) plane waves, see for instance Refs. [96,99,100,187] for details. The essential quantity to analyse is
‘. p(7) o ’inthe phase of M, which contains both oscillating and constant terms. The oscillating parts of the dynamic
phase can be treated by means of the Jacobi-Anger expansion [188],

et = T (e ™ (37)
n=—o00
which is used to separate the Fourier components of the amplitude. This turns M into a sum over harmonics M = | M.
The nth Fourier component of the amplitude is often referred to in the literature as the net absorption of n photons from
the background field. The constant term in ’—its Fourier zero-mode—can be understood in terms of the cycle-averaged
electron momentum, also called the quasi-momentum,

z

=5 > ,(*)=p +Uk ; (38)

where!? U = 2=4 . The transfer of P~-lightfront momentum between the particles and the background field becomes

« 2
discrete, — ,=n— with =U q—ﬁ = 4—“ and u = s=(1—s), but , is not integer. The 2-dependent term stemming
from the ‘ponderomotive potential’ U is responsible for an intensity-dependent red-shift of the discrete photon frequencies

1= 1/(,)[28,187].

3.2.3. Pulse shape and interference effects

We now consider the case of pulsed plane waves with an envelope () of finite duration. For instance the vector
potential at =m  (”)(cos *; 0) specifies a linearly polarised background. It is convenient to demand that max| | = 1.
Often used pulse envelopes include hyperbolic secants, (”) = 1=cosh(”= ) [181-183,189], Gaussians [162,181,182],
sin® envelopes with compact support [153,160,161,190], multi-parameter profiles [182,191,192], and simple flat-top
profiles with constant amplitude [161,162]. For pulses with a non-constant amplitude the differential NLC probability
acquires rich structures due to interference effects [179,181-183,189,193-199], see for instance Fig. 9(a). Most of the
interesting features due to finite pulses have been found in the intermediate intensity regime ~ 1 as will be described
in the following.

From the stationary phase condition of the scattering amplitude, ’(?») =0, we get(r, — |(’»)=m)?> = —1.This shows
that the location of the stationary points is determined by the classical transverse kinetic momentum + = p-—a". The
stationary points ”, have an imaginary part, and if this is large, the amplitude becomes exponentially suppressed [ 183]. For
an oscillatory background field, one usually finds more than one relevant stationary point, which implies that photons with
the same momentum can be emitted at different laser phases. Hence, the observed spectra can be seen as the interference
pattern due to the interference of multiple paths with the same final state.

For multi-cycle pulses, > 1, one can separate the contributions to the phase due to the fast carrier-wave
oscillation and the slow change of the pulse envelope by discarding small terms O(1= ) [193]. To this end, one defines the
cycle average as in (38) over the floating interval [ — ;” + ][193]. Now the quasimomentum and the ponderomotive
potential are not constant (as the were for infinitely long plane waves) but instead change on the slow time scale of
the pulse envelope (*)by U — U 2(”). This has profound consequences for the spectra as we discuss below. For the
oscillating parts of one can employ the slowly varying envelope approximation, by performing an integration by parts,

e.g.
VA z d ()
d> ()cos” = (?)sin” — d’ -
d
and dropping the second term, since derivatives of the pulse envelope are O(1= ) < 1. It is now possible to apply the
Jacobi-Anger expansion, Eq. (37), to the fast oscillating parts of the non-linear phase e' . This amounts to a Fourier series
expansion over the floating interval [ — ;” + ][193]. The Fourier coefficients here depend on ” on the slow timescale

sin ” (39)

13 Note that the explicit result of the cycle average is z = m? 2=2 for linearly polarised pulses at = m (cos ”;0). For circular polarisation,
al =m (cos”;sin”), one has to make the replacement 2=2 — 2,
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Fig. 8. Nonlinear Compton spectrum for = 1 and r- = (0:5;0). The coloured shaded regions depict the spectral range due to ponderomotive
broadening (ii), which are overlapping here for n > 3. The harmonic peaks itself exceed the coloured regions due to the laser bandwidth (i), and
the substructure is due to interference effects (iii).

of the envelope, e.g. — (7) in Eq. (37). Thus, the arguments of the Bessel functions become phase dependent,
Jol (7)), but only on the slow envelope time scale. The Jacobi-Anger expansion again transforms the amplitude into
a sum over ‘harmonics’, but in contrast to the infinite plane waves case those harmonics are much more complex in a
pulse due to an interplay between the frequency bandwidth associated to the finite duration and nonlinear effects. The
three main contributions to the harmonic line shape can be identified in the case of multi-cycle pulses as (i) the laser
bandwidth, (ii) ponderomotive broadening and (iii) interference effects, as will be discussed in the following, see also
Fig. 8.

(i) The laser bandwidth contributes to the linewidth of the harmonics. Its contribution is inversely proportional to
the pulse duration o« 1= and hence becomes dominant for very short pulses. For weak fields 2 <« 1 this is the main
contribution to the harmonic bandwidth. The shape of the nth harmonic line in the perturbative limit is given by the
Fourier transform of the nth power of the laser pulse envelope . If this were the only effect, one would expect the
harmonics in a pulse to converge to narrow lines for long pulses also for & 1. But this is not the case due to a another
effect: ponderomotive broadening.

(ii) The ponderomotive broadening effect occurs because the ponderomotive potential U is not constant in a pulse,
but instead continuously shifgs as the electron travels through the pulse with envelope (7). This yields a contribution
to the phase according to d” 2(7), where was defined below Eq. (38). The harmonics in a pulsed plane wave
have spectral support not only on a delta-comb as they have in the infinite plane wave case. Barring the bandwidth, their
spectral support is determined by the existence of real stationary points of the phases of the nth harmonic amplitude

0 273 S 1 2 > 22 . 40

=n (V=n-5q=p 1T 13 O (40)

Thus, in a pulse the nth harmonic has support between the nonlinearly red-shifted nth infinite plane wave harmonic and

the linear nth harmonic since the envelope (”) — 0as > — +o0, see the coloured ranges in Fig. 8. As was pointed

out in Ref. [200], ponderomotive broadening is a nonlinear effect that does not necessarily require strong fields & 1.
The effect could be observed also for <« 1 if the laser bandwidth is small enough such that 2 & 1=

(iii) The interference of emission from different parts of the pulse evokes an oscillatory structure in each harmonic
with multiple sub-peaks. For a simple pulse with a single peak, the same ponderomotive red-shift occurs twice: once
at the rising slope of the pulse and again ﬁ] the falling slope.zThe sub-peak multiplicity is determined by the value of
the total ponderomotive phase shift, ~ _Ooood’ 2(7) ~ P divided by 2 . It also remains an open question to

investigate under which circumstances the fine structures in the stectra can be observed experimentally. For instance, by
considering the scattering of electron wavepackets [152,153] (i.e. including electron momentum spread), it was shown
that these features are partly or even completely washed out [153], see also [185,201] for similar effects due to laser
focusing. Note that in the local monochromatic approximation (LMA, see Section 5.2) only the ponderomotive broadening
effect (ii) is described properly, the other two can be considered to be effects that are non-local over length scales longer
than the wavelength of the central carrier frequency.

Due to the ponderomotive broadening in a pulsed field, the individual NLC harmonics are usually distinguishable
only for relatively small . For >> 1 the ponderomotive broadening typically becomes larger than the inter-harmonic
separation, m > 1. In case the harm'g;lics overlap, the differential NLC spectrum appears as a broad continuum with

complex peak structure, where |M|?> = nw MMy contains interference between different harmonics [94,202]. While
contributions from n’ # n can be important for differential spectra, they cease to be important for very long pulses and do
not affect the total probabilities because the interference averages out by virtue of a finite detector resolution [193,202].

18



A. Fedotov, A. Ilderton, F. Karbstein et al. Physics Reports 1010 (2023) 1-138

While for infinite plane waves analytic results for the NLC probability are well known [96,187], for finite duration
laser pulses completely analytical expressions are rare. Explicit expressions for circularly polarised flat-top pulses were
discussed recently in [161]. Finite duration pulses with non-flat-top break the symmetry in the longitudinal direction,
making the phase integration more difficult. In that case closed form analytic results can only be expected in a few rare
cases in terms of special functions. Using classical electrodynamics, Ref. [203] found an analytic expression for the on-
axis spectrum for a circularly polarised hyperbolic secant pulse g = 1=cosh(’= ) in terms of degenerate (confluent)
hypergeometric functions. More general analytic results for arbitrary scattering angles and a wider range of pulse envelope
functions  were obtained in Ref. [189].

Interference effects also play an important role in the scattering of multiple laser pulses or pulse trains [197,198,204-
206]. The differential NLC probability in two identical pulses is dP=dsdr |5 puises = 2(1 + cos f)dP=dsdr | |; puise, Were the
interference phase ; = + const. depends linearly on the pulse separation and lightfront momentum exchange

, hence on s and r; [206]. A possible experimental signal was proposed as an oscillation of the detected number of
photons in a fixed narrow energy range as a function of varying the pulse separation. For a train of Ny¢, pulses the photon
energy distribution shows a comb of equally spaced peaks with maxima scaling as erep, indicating temporal coherence.
The distance between the peaks can be controlled by the delay of the pulses in the train [197,205]. A generalised
(kinematic) Klein-Nishina formula predicting the locations of the teeth of the frequency comb was derived in [198]. It
was demonstrated that the broad bandwidth structures of the scattered radiation are temporally coherent, thus form a
supercontinuum, which could be synthesised into zeptosecond (or even shorter) MeV radiation pulses [204].

Interference effects in NLC for pulses with several colours were also studied [207,208]. It was demonstrated that the
two-colour spectra noticeably differ from the ‘incoherent sum’ of the spectra of two infinite plane waves, which results
from the nonlinearity of the NLC scattering process.

Partially integrated cross sections were investigated in [191,209,210] as a sensitive tool to study the dependence on
laser pulse properties. They show a step-like dependence as a function of !/, where the smoothness of the steps depend
on the pulse shape and duration. By introducing a low-momentum cutoff as ¢ < s=(1 — s), the partially integrated cross
section, summed over all harmonics behaves as . o« 32f(c)e™%* forc > [211,212]. A similar exponential behaviour
as a function of had been found for the emission of hard photons using a saddle-point approximation [213,214].
Similarly, the differential cross section for fixed photon frequency !’ first increases as function of , but eventually drops
with increasing the value of [215].

So far the discussion of NLC was based on a single-incident-particle approximation, where the radiation of N particles
is incoherently added. From classical electrodynamics it is known, however, that the emitted power of N particles should
scale proportional to N instead of N if the wavelength of the emitted radiation is larger than the inter-particle distance.
In Ref. [216], using two-electron wave packets, it was found that quantum effects can partly or even completely suppress
the coherence of emission, even if <« 1. This result was explained by means of an additional quantum parameter which
relates coherence to the quantum electron recoil during emission.

3.2.4. Ultrashort pulses and carrier envelope phase effects

The angular distribution of the emitted photons shows some symmetries in infinite plane waves or long pulses. For
instance, for a circularly polarised laser, the vector potential rotates in the transverse plane with constant amplitude in
an infinite plane wave. Consequently, the photon distribution has azimuthal symmetry around the beam axis for circular
laser polarisation in head-on collisions. But for ultra-short (subcycle) pulses, it does not rotate in the transverse plane with
full length, which distinguishes one particular direction where a'(”) is maximised. Hence, an ultra-short pulse duration
can introduce pronounced asymmetries of angular distributions, which gradually disappear with increasing number of
laser field oscillations [178,179].

The emission pattern in ultra-short pulses also depends on the carrier-envelope-phase (CEP)—the relative phase *cg
between the pulse envelope and the carrier wave. For a linearly polarised pulse, e.g. a*(>)=m  (”)cos(” + ” ). Focusing
for simplicity on head-on collisions, the relevant term in the dynamic phase is oca™-r+ o« (”)cos(” + ”cg). Thus, the
CEP affects the angular emission range in the laser polarisation plane [178,217]. It was also discussed how that angular
shift of emitted photons could be employed to detect the CEP of intense two-cycle pulses Ref. [217].

The specific effect of CEP also strongly depends on the laser polarisation. For a circularly polarised laser for instance
the relevant term in the dynamic phase is cc m  (”)sin# cos(” + *cg — $). Since the photon azimuthal angle $ only
appears in the combination $ — ”¢¢ the case of circular laser polarisation contains an interesting symmetry: A change
in the CEP rotates the azimuthal angle spectrum by ” ¢ [178,180,191,209]. The general case of elliptical polarisation was
discussed e.g. in Ref. [178].

3.2.5. Chirped pulses

The Compton scattering of high-energy electrons can be employed as a source of bright and ultrashort femtosecond
x- and gamma-ray pulses [218-220]. However, as discussed above, the ponderomotive broadening effect increases the
bandwidth of the scattered photons. For narrow-bandwidth sources this limits the allowed laser intensity and thus the
achievable photon yield. It was proposed first in Ref. [221] to employ optimally chirped laser pulses for a compensation
of the nonlinear spectral broadening. The basic idea is to use pulses with a non-constant frequency !(”) # const., where

19



A. Fedotov, A. Ilderton, F. Karbstein et al. Physics Reports 1010 (2023) 1-138

| 1072
1.5 == == unchirped 3.6
L4l e Chirped 3.2

2.8
§ - 2.4
2 2.0
T2 1.6
1.2
1.14 0.8
0.4
1.0 4 0.0
1.0 4
0.4
0.5 1

" 0.3

£ 001

- 0.2

—0.5 A
0.1
~1.0-

Fig. 9. Left panels: Unchirped and chirped laser pulse and non-constant frequency. Right panels reproduced from Ref. [196]: Differential NLC photon
emission probability as function of normalised frequency y = 1'=4 21, and normalised scattering angle # for = 2. The case of an unchirped
pulse (a) vs. optimum chirp to compensate ponderomotive broadening at scattering angle 1= (b), 0:5= (c) and 0 (d).

” = Voxt with a constant reference frequency !g, such that the ponderomotive red-shift in the high-intensity parts of
the pulse is compensated by a higher laser frequency at the peak compared to the pulse edges.

Nonlinear Compton scattering with chirped laser pulses was discussed in Ref. [196]. Since tReJrlaser pulse has a non-
constant frequency !(”), the phase of the carrier wave is now given by an integral *(x*) = * dy* I(y%), such that
1 = d”=dx*. Despite having a nonconstant frequency, chirped plane waves are just plane waves. Therefore, the Volkov
states are the same and the S-matrix elements can be evaluated just as for the unchirped case. In order to identify the
individual harmonics, here we also have tqapply a ‘slowly varying fll'equency approximation’, in addition to the slowly
varying envelope approximation, such that d” (7)cos” ~ (xﬂﬁ‘lr) sin 7 [196]. With this, one can apply the Jacobi-
Anger expansion, Eq. (37), as before. The stationarity of the phase of the amplitude M, together with the requirement
V'(x1) = const. allows one to find the form of the optimal laser pulse chirping as

1y 14 ) .

I7)="1 +2(]+ 7y (41)
Surprisingly, the optimised laser chirping is capable of removing the ponderomotive broadening from all harmonics
simultaneously, but only for one particular scattering angle, see also Fig. 9. Moreover, the optimal form of !(x") found
from the NLC amplitude including quantum recoil effects is exactly the same as previously predicted from classical
electrodynamics [222].

Several further studies of chirped pulses and other techniques to narrow the harmonic bandwidth at large were
performed using classical electrodynamics (i.e. nonlinear Thomson scattering) [223-228]. An application of these results
to the quantum regime of NLC seems straightforward, either by direct calculation or application of a scaling law that
allows one to approximately obtain the NLC spectra by rescaling the classical spectra !" = (1 —s)¥/_ . [182,195]. A
different approach for generating narrowband emission for > 1 was based on finding higher-order stationary points,
so-called catastrophes. For a linearly chirped pulse the catastrophe is of cusp-type, evoking an off-axis spectral focusing,
with the location of the cusp being controllable by the amount of linear chirp [229].

3.2.6. Infrared behaviour

In addition to the usual n > 1-photon harmonics, a mid-IR peak in the photon spectrum far below the first harmonic
results from the equivalence with optical rectification [230]. The nonlinear mixing of different frequency components of
a pulse results in the emission of low-frequency radiation. The effect can also be considered as a long-range interference
effect associated with the pulse envelope [161], hence this feature is not seen in infinite plane waves. The location of the
mid-IR peak was found approximately at s = TINGT o= for a sine-squared N-cycle pulse. The mid-IR peak is essentially a
classical phenomenon, since the photon quantum parameter =5 < 1. As the laser strength increases above =~ 1,
the mid-IR peak in the lightfront spectrum increases as dP=ds oc 3, faster than the first harmonic peak which grows as
dP=ds o« 2.

Nonlinear Compton scattering shows a low-frequency (infrared) divergence for the case of unipolar fields that contain
a Fourier zero mode, i.e. fields where a (0c0) — a (—00) = ax # 0 [140,152]. Physically that means the plane wave
field with a zero mode is capable of accelerating the particle such that [ (400) # p . (This is the memory effect as
discussed in Section 2.3.) In the Furry expansion, a constant gauge field a,, appears in the phase of the outgoing Volkov
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wave function, which eventually appears as a contribution to the momentum conservation law. For soft photon emission,
g+ adx —p— k = ° — 0.In the limit I — 0, the NLC probability is proportional to the square of the current

J = —ie( '1’;‘(’2) — Lp), where is the direction of the emitted soft photon, times an IR divergent factor &« % [140].

Hence, the NLC probability is IR divergent if and only if the field is unipolar with J # 0.
For non-unipolar fields the infrared limit for small s is given by the simple finite result [94,231]

lim — d” a%(”): (42)

s>ods 2 m?

It should be noted though that the limit s — 0 in the angularly integrated probabilities is in general not equivalent
to the limit 1" — 0 [231,232]; the large angle limit (forward scattering with respect to the background plane wave
propagation direction, large values of ) at finite 1’ also results in s — 0.

For higher-order processes, such as double Compton scattering, the scattering probabilities show infrared divergences
also for non-unipolar fields [152,177], see also Section 4. This divergence occurs when one of the two emitted photons is
soft and one is hard. The infrared behaviour of photon emission in classical electrodynamics was studied in [233], taking
radiation reaction effects into account.

3.2.7. Spin and polarisation effects
The investigation of spin and polarisation effects in QED in strong background fields has seen major progress in recent
years. A convenient basis for transverse photon polarisation vectors is given in [234,235] as

. i
W= T ko

(43)

where ~, = ; for j = 1;2 are two space-like unit vectors in the transverse plane, ~; - k = 0. The vectors ;) are not
only mutually orthogonal, but also fulfil k- ;; = “- ;) = 0. If the laser is linearly polarised along the x-axis one calls
j = 1( = 2) the E (B) polarisation [236]. For a circularly polarised laser one conveniently also defines the complex
left/right-handed basis vectors () = ( (1) % i (2))=v/2.

The emission of polarised photons (by unpolarised electrons) in NLC for = O(1) in multi-GeV electron collisions was
considered in Refs. [236,237]. In the limit s — 0 the emitted photons are unpolarised for a linearly polarised laser, but
completely polarised for a circular laser [236,237]. A relationship between angular harmonics and photon polarisation
degree was investigated, and found to be absent in the locally constant field approximation (constant crossed field case).
Note that in [238] the circular polarisation degree for " — 0 depends on the pulse model and the angular collimation of
the emitted photons. For larger s the emitted photons are predominantly E-polarised, and it was found that E-polarised
photons are much more tightly collimated than B-polarised photons, which also show a different emission pattern. Since
photons close to the edge of the first harmonic are polarised to a very high degree this could serve as a bright source of
polarised GeV photons [237].

The spin 4-vector of an electron in a pure state is related to the spinors

uu

%(p+m)(1+ °2); (44)

where  refers to the asymptotic spin state of the particle (with 2 = —1,p- = 0). A convenient spin-basis was given
by [213,239-241]
p m

(12) = T1;2 Dk

G- () = — i where (3)is called the lightfront helicity vector [155]. If the laser is linearly polarised along the x-axis,
the vector (y) points along the rest frame electric field, and () is along the direction of the magnetic field in the particle
rest frame and is non-precessing. However, in general for an arbitrary polarisation one may not even be able to define
a locally-constant polarisation direction. This does not pose a serious problem because it is not necessary to choose the
vectors ~; in (45) to be along the electric and magnetic field, they just have to be mutually orthogonal and perpendicular
to k . The evolution of the spin basis vectors as the electron propagates in a plane wave is given by U)(p — ), which
ensures that the spin vector remains orthogonal to the kinetic momentum for all times [155,242].

The polarisation vector of a partially polarised electron in a mixed state, —1 < 2 < 0 can be expanded in the
basis (45) as
= n; ) (46)
1
which defines the Stokes vector n [213,240,241]. For an electron at rest, n points in the spin direction,
Ty

n= -u

3 up=20); (47)
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Fig. 10. Left: Transverse momentum distribution of the scattered electrons (for =25, =2 , = 5000) and the polarisation of the scattered
electrons transverse to the beam axis (green arrows). The length of the arrows indicates the magnitude of the polarisation for given p’, = q,. Right:
Scattered electron polarisation parameter /(= n;) for an ultra-short linearly polarised laser pulse.

Source: Reproduced from Ref. [239].

where = i{ 2 3; 3 1. 1 2} |t is convenient to put this into a 4D Stokes vector'* [240,241], N = {1;n}. A fully
polarised electron has n? = 1, an unpolarised has n = 0, and 0 < n? < 1 represents a partially polarised state. The Stokes
vectors are used for instance in Section 4.3 in conjunction with strong-field QED Mueller matrices for treating spin sums
in higher order processes.

An alternative way to describe an arbitrary polarisation state of an electron employs the spin density matrix =

%(1 + - ), where are the Pauli matrices, and = tr( ). The polarisation vector  (sometimes called a Bloch
vector) determines the polarisation state on the Bloch sphere, with its poles corresponding to pure spin states along an
arbitrarily chosen spin quantisation axis. By choosing e.g. 2) a5 the spin quantisation axis, = (n3; nq; ny). The density

matrix of the final state particles is related to the initial state density matrix formally as ; =S i( i)ST, where S is the
S-matrix [239,243]. The final-state density matrix f contains the complete information on all particles in the final state.
Tracing out unobserved quantities allows to calculate the (reduced) spin density matrix of the scattered electrons [239].
The probability and polarisation vector of the final electrons are given by P( ;) =tr[ ¢( ;)land ;=tr[ ( ;)I=P( ;)
respectively.

For circularly polarised pulses, the scattered electrons show a radial polarisation pattern with a strong correlation
between the momenta of the scattered electrons and their polarisation [239], see Fig. 10 (left). For a linearly polarised sub-
cycle pulse with a large asymmetry of the magnetic field a small transverse polarisation of the final electrons was found
for initially unpolarised electrons after just a single photon emission, see Fig. 10 (right). Simulations of multiple photon
emissions show that larger polarisation degrees can be achieved by using asymmetric bichromatic laser pulses [244,245].
The spin-flip and non-flip rates were calculated for an arbitrary direction of the initial spin [239], generalising results
of [246]. In particular it should be noted that radiative spin flips in the lightfront helicity basis have a different rate than
in the transverse basis ,, [155,239].

The general probabilities for the emission of a polarised photon off a spin-polarised electron, with the final electron
spin taken into account have been calculated for the specific transverse spin-basis () in Ref. [242], and for arbitrary
spin orientation in Ref. [241]. (The results in the Locally constant field approximation (LCFA) and Locally monochromatic
approximation (LMA) in [241] were obtained by approximating the general results in [240], see Section 5 for details
on these approximation frameworks). The asymptotic scalings of the completely polarised NLC rates for small and large

were presented in [242]. The rates for polarised photon emission from polarised electrons have been independently
derived in the quasiclassical method of Baier, Katkov and Strakhovenko (BKS) [172] in [247-250]. As far as we can tell
the first complete results for all particles polarised were presented just very recently in Ref. [249], where the results were
obtained using the BKS. For an infinite monochromatic plane wave the completely spin-and polarisation dependent cross
sections had been obtained already in [251] (see Ref. [242] for earlier references). A numerical method for calculating
spin and polarisation dependent NLC rates was presented in Ref. [238] based on BKS, where the numerical results were
in good agreement with the Volkov state approach. Radiative positron polarisation in a bent crystal was calculated [238],
and NLC was proposed as a method for electron beam polarimetry [252]. The spin dynamics in Kapitza-Dirac scattering
has also attracted some interest recently [253].

Ordinary Volkov wavefunctions represent electrons without an anomalous magnetic moment. The latter can be taken
into account by introducing an explicit Pauli interaction term as an effective field theory, which yields both a modification
to the Volkov states as well as an additional Pauli-vertex in the NLC S-matrix [254]. In a constant crossed field the Pauli
term has a different high-intensity scaling o« 2 43, where is the Pauli coupling, compared to e?> 273 for the ordinary
QED contribution [254]. The Pauli-term shows the same high-intensity scaling for >> 1 as the one-loop vertex correction
in QED. For a detailed discussion of the behaviour of strong-field QED when 273 ~ 1 we refer to Section 9 of this review.

14 Note that the 4D Stokes vector—despite having four components—is not a Minkowski-space four-vector; N is not
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3.3. Nonlinear Breit—-Wheeler pair production

Nonlinear Breit-Wheeler (NBW) pair production is characterised by the reaction (“) — e™(p)e~(q), see Fig. 6, second
diagram from the left. The amplitude for this process is given by crossing symmetry from the NLC amplitude, Eq. (31), by
means of the reElacements Mnsw(p; “; ) = Mnc(—p; =*; ). Explicitly the amplitude reads

Mnpw = d’ u q:VApei (’); (48)
where the NBW dynamic phase = i d>” /. 7 = *. ")k - q, with the kinetic momentum of the positron
()= — —p(7). Moreover, the outgoing positron spinor v-, = u _, fulfils (3p + m)v-, = 0, see also Section 2.3.
For pair production, the normalised lightfront variables of the produced positron are s = k - p=k - * and r* = pt=ms,
and the momentum absorbed from the background is = (* - p)=(k-q) = ﬁ(l + i) with | = s(r, — “;=m)
and = °.k=m?. For a numerical evaluation of the spectra one once again expands the amplitude into a sum of Dirac
structures not dependent on the laser phase, and scalar integrals over the laser phase, see for instance [255,256] The
appearing pure phase integral d” e' can be regularised [255] analogously to NLC (discussed in Section 3.2.1).

In comparison to NLC, the NBW process has a threshold energy, which has profound consequences for the probabilities.
From momentum conservation in a plane wave background, “ + k = p-+q, one can derive that the lightfront momentum
absorbed from the field has a lower limit > 2= , in contrast to > 0 for NLC. For pair production to be efficient in a
strong field, the quantum parameter of the incident gamma photon = must not be small. If <« 1, the total pair
production probability is exponentially suppressed P ~ e~f( = |

One can distinguish three main regimes of NBW pair production: (i) the perturbative linear regime ( — 0) where the
energy threshold is already satisfied by a single laser photon colliding with the probe. This situation was first discussed
within perturbative QED by Breit and Wheeler [257] as the collision of two gamma quanta; (ii) the multi-photon regime
(- 1,with sufficiently large) where n > 1 photons from the laser may contribute to meeting the threshold condition;
and (iii) the non-perturbative quasi-static strong-field regime (> 1) where typically a very large number of laser
photons are required to overcome the threshold. For <« 1 the NBW pair production rate in a plane wave scales as
~ 32783 with an exponential suppression akin to a tunnelling process. For > 1 the rate scales as ~ 23 which
resembles over-the-barrier ionisation [28,96]. These scalings are obtained after integrating the pair production rates in a
constant crossed field

e 83 «1;

R~ _
3, > 1;

(49)
over the oscillating field amplitude in a plane wave [28,96]. The same scalings are found for gamma photons in a constant
electric or magnetic field, see e.g. [258] and references therein. Several studies have investigated the prospects of using
Bremsstrahlung -rays for an experimental observation of NBW pair production providing scaling laws for the expected
positron yield [69,259,260]. The NBW pair production rates in a plane wave background have also been calculated in
QEDy1 [261]. The reduced dimensionality manifests itself in a different dependence of the rate at >> 1, which scales
~ %3 for «l,and~ Pfor > 1.

The NBW pair production in linearly or circularly polarised infinite plane waves and constant crossed fields was studied
for a long time and details can be found in reviews, e.g. [96]. A more recent derivation for generally elliptically polarised
plane waves can be found in [262]. In the multi-photon regime . 1 it is possible to identify n-photon channels by
applying the Jacobi-Anger identity, Eq. (37). In a linearly-polarised'® infinite monochromatic plane wave, the squared
cycle-averaged momentum yields the intensity dependent effective mass m2 = (7 )2 = m?(14+ 2=2). Pairs are produced
with this effective mass (encompassing the average quiver momentum), which affects the effective threshold and hence
the open n-photon channels, n > n, = [(2+ 2)= 1.Forsmall the pair production probability of the n-photon channel
scales as oc 2", hence the overall probability scales as o< 2™ in the multi-photon regime for infinite plane waves. The
production probability exactly at the threshold always vanishes, which is a pure final particle phase space effect. This is
different in QED,., where the pair production rate at the threshold can be non-zero for even multi-photons channels,
but not for odd ones [261].

3.3.1. Short pulses and threshold effects
The total pair production probability is related to the imaginary part of photon polarisation tensor according to
P(‘) = Im( - (%) *)=(k- “). Using this cutting rule, it was found that the total pair production probability in a
short pulse grows approximately proportional to intherange 1 < < 10for = 1 [263]. Moreover, for = 10 the
probability increases roughly linearly with pulse length for ~ 1. The influence of a finite temporal and spatial extent of
the laser field on the NBW for >> 1 was determined in [264] using the scaling relations (49) and computer simulations.
However, in a pulsed background field, in general if )% 1, there arise novel effects near threshold:

15 As usual, for circular polarisation 2=2 — 2.
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Fig. 11. Double differential positron probability dzP:drxdry for (a) all the harmonic channels open in the flat-top pulse; (b) only the harmonics
accessible in a local monochromatic approach i.e. ignoring the bandwidth effects; and (c) harmonics inaccessible to the local approach. Note that r;
in this Figure corresponds to ; in the general notation of this Review.

Source: Reproduced from Ref. [162].

(i) A short pulse laser has a finite bandwidth o« 1= , and this ‘softens’ the threshold. Pair production can be possible
from the high-frequency components of the laser spectrum, even if the central frequency would suggest that pair
production should not be allowed. This has been called ‘sub-threshold’ pair production [256,265] and can lead to orders-
of-magnitude increase of the pair production probability especially for small . 1. In the perturbative limit this effect can
be understood for the first few harmonics as a convolution of the pair production cross section with an appropriate power
of the laser spectrum. The softening of the pair production threshold means that pair production depends less strongly
on the photon energy in a short pulse compared to infinite plane waves. In a delta pulse which contains all frequency
modes with equal amplitude, the NBW probability is even completely independent of the probe photon energy [266].

(ii) In a pulse the ponderomotive potential experienced by the produced pair is not constant, but proportional to the
pulse intensity oc 2 2(”). This implies that in a pulse with ~ >> 1 that is long enough for a meaningful separation of fast
and slow timescales the effective mass m3 = m*(1+ 2 2(”)=2) changes with the pulse envelope . Thus, the effective
thresholds for the different n-photon channels are variable in a pulse. This makes the analysis of the pair production rate
near threshold quite intricate: on the one hand, the pair production probability is higher in the high-intensity parts of
the pulse, but on the other hand fewer n-photon channels are open in the high-intensity parts due to the increased mass
threshold. A recent discussion of harmonic channel opening in a pulse can be found in Ref. [162], see also Fig. 11.

A semiclassical picture on the amplitude level was established in Ref. [190]. It is based on the observation that for > 1
the ”-integrals are highly oscillatory and hence can be evaluated using stationary phase approximation. The dominant
contributions come from coalescing pairs of complex conjugate stationary points with imaginary part ~ 1= . This allows
one to understand many features of the momentum distribution of the produced pair in terms of the classical evolution
of the created particles in the background field.

The ultimate limit of an ultra-short pulse, a delta pulse of the electric field, was studied in [266]. In this case, all final
state integrals can be performed analytically, and closed form expressions for the total scattering probabilities can be
derived, which are a function of alone. The probability is in particular completely independent of the incident photon
energy and hence its corresponding parameter. In the large intensity limit >> 1, the pair production probability in
a delta pulse has a logarithmic dependence on , not a power-law one as in a constant crossed field [266] (see also the
discussion on the Ritus-Narozhny conjecture in Section 9).

The energy-angular distributions of produced positrons have been calculated numerically for pulses of various duration
and = 1 [255]. For fixed angles, the positron energy spectra shows distinct harmonic peaks (i.e. the multi-photon
channels) with substructure as discussed for NLC. The peaks broaden and merge for decreasing pulse duration, i.e. the
bandwidth effect becomes more important than the ponderomotive broadening effect. The typical line broadening with
substructures was also found in transverse momentum spectra [160]. The positron spectra for short pulses with various
shape functions have been investigated in [267] over a wide range of , where special emphasis was given to
asymmetries in the angular spectra.

3.3.2. Interference effects

Further quantum interference effects occur during the NBW process when the initial photon interacts with several
laser pulses. The interfering quantum paths can be most clearly identified in double delta-pulses [266,268], see Fig. 12. The
interference pattern in the differential probability is controlled by both the separation of the delta pulses ” and initial

photon energy in the dimensionless combination *= .Inthelarge limit, interference effects drop out of the integrated
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Fig. 12. Coherent quantum interference in the positron spectrum produced in two delta-pulses of opposite sign (left), with coherently interfering
quantum paths illustrated on the right. In this plot, q;., refers to the transverse momentum components of the produced positron.
Source: Reproduced from Ref. [268].

probability, which becomes approximately equal to twice that in a single delta pulse [266]. A similar phenomenon has
been observed for Schwinger pair production in time dependent electric fields [269], see also Section 8.

The production of scalar particles via the NBW process in few-cycle double pulses was considered in [270] in
multiphoton regime _ 1. Here, the time delay strongly influences not only the energy spectrum of created particles but
also the total production probability, which is an oscillating function of the gap distance [270]. In the case of non-identical
pulses (different ! and ) the total probability oscillation depends not only on the pulse distance, but also on the temporal
order of the pulse arrival [270]. (Similar effects have been seen also for the non-perturbative pair production in oscillating
electric fields [271].)

Pair production in double pulses with circular polarisation and same frequency was studied in [272] for < 1. The
interplay between pulse separation and carrier envelope phase has a strong impact on the azimuthal positron distribution,
especially for very short pulse duration. An enhancement of the pair production cross section was found for very small
pulse separation such that the two pulses started to overlap, effectively increasing peak

For trains composed of Ny, identical pulses without delay, the appearance of comb-like structures in the energy
spectra of produced positrons were found [273]. The pair production amplitude for a pulse train equals, up to a phase,

NoscNr . . o .
Myrain ~ W Misingle,» Where Nosc is the number of carrier wave oscillations per single pulse. When mod-squared,

the ratio of sines defines the locations of comb’s teeth, while the single-pulse amplitude yields the relative height of the
teeth. In cases where the teeth are equidistant in energy it was suggested that their coherent superposition would form
ultra-short (anti-)matter wave packets [273].

3.3.3. Multi-colour laser fields

If pair production takes place in background fields with multiple distinct frequency modes, further interference and
enhancement effects occur, which had been first investigated in Ref. [207]. An enhanced production probability in two-
colour fields was found for the combination of a weak high-frequency mode (!; ~ m, | <« 1) and a strong low-frequency
mode (¥, <« m, , ~ 1) [274] of linear polarisation interacting with the gamma-ray photon with frequency ! . The
threshold condition in this case turns into (nq ¥{+n,1,)! > m%, where the dominant channels have n; = 1 and n, > 1.
A strong enhancement of the pair production is found if !; alone is below threshold for perturbative pair production by
agap = 1-— 1 =2, which is then overcome by absorption of a large number of !, photons if ; > 1 such that the
interaction with the low-frequency field commences in the quasi-static tunnelling regime. This picture is quite similar
to the dynamically assisted Schwinger effect [275,276], see also Section 8. The modification of the positron spectrum
in a similar set-up, but when the perturbative one-photon channel of the high-frequency field is open was investigated
in [277,278]. Features in the spectra could be explained in terms of spectral caustics due to the classical dynamics of the
produced particles with the strong low-frequency field.

The production of scalar particles by high-energy photons interacting with bichromatic fields is studied in [279] for
commensurate frequencies, ', = h14, with integer h. For multiple commensurati:frequencies interference exists in the
multiphoton regime if there are several channels with the same value of = imY [280], where n; is the number
of absorbed laser photons form mode j. For the particular case of two frequency components the interference affects
the angular distributions, and in some cases also total pair yield. For the perturbative regime <« 1 it was shown that
the magnitude of interference effects is maximised if the intensities of the two waves are balanced ; = J [279]. This
opens the possibility of coherent phase control of quantum interferences between different multiphoton pathways in pair
production in strong fields. The idea was advanced further in Ref. [281], where phase-of-the-phase spectroscopy [282]
was discussed for non-perturbative Schwinger electron-positron pair production in strong two-colour oscillating electric
fields (cf. also [283]).
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3.3.4. Spin and polarisation effects

Pair production from linearly polarised photons in ultrashort linearly polarised laser pulses was studied numerically in
Ref. [255]. The oscillation patterns in the angular positron distributions are much more pronounced in the case of collinear
polarisations. The coupling of polarisation to laser pulse shape effects was studied in Ref. [162].

The influence of the incident photon polarisation being parallel or perpendicular to the linear background field
polarisation was investigated in Ref. [284] in terms of the asymmetry of cross sections A = ( | — )=( L + ). In
the quasi-static regime for > 1, the asymmetry behaves, according to the asymptotic scaling [96], as A = 1=3 for

<« 1and as A = 1=5 for > 1. In the multiphoton regime, ~ 1, the asymmetry A has sharp features at integer
values of the threshold parameter = 2=  which are more pronounced for smaller , and the asymmetry parameter
gets smoother for shorter pulse duration.

The relevance of spin effects in NBW pair production in few-cycle laser pulses is investigated by comparing the
production of spinor and scalar particles for unpolarised incident photons [285,286]. In the spinor case, for linear laser
polarisation and for small , the leading contribution to the pair production rate near threshold has a total spin of S = 1
(§ = 0), depending on whether the leading multi-photon channel is even (odd). The rate for scalar particle production
is about half that of the spinor rate for odd multiphoton channels. For even multiphoton channels the scalar rate is
subleading, which can be understood by angular momentum balance. In short pulses, the broad laser spectrum can either
enhance or reduce the spin effect depending on the specific conditions [286]. In circularly polarised pulse at large > 1,
the spinor rate is always larger than the scalar one. Specifically, for <« 1 this ratio is 6 and for > 1 the ratio is
5 [285].

General expressions for the probabilities of the production of a spin-polarised pair from a polarised photon have been
calculated for the non-precessing transverse spin-basis (), see Eq. (45), in Ref. [242], and for arbitrary spin orientation
in Ref. [241]. The asymptotic scalings of the completely polarised NBW rates for small and large  were given in [242].
The pair production rates from the quasiclassical method of Baier, Katkov and Strakhovenko (BKS) [172], with all particles
polarised were given in Ref. [250,287]. For an infinite monochromatic plane wave the completely spin-and polarisation
dependent cross sections had been obtained already in [288] (cf. also Ref. [242] for earlier references). A numerical method
for calculating polarised pair production probabilities from polarised photons has been presented in Ref. [289] using the
BKS method. For plane waves, the numerical results agree well with the Volkov state approach.

3.3.5. Carrier envelope phase effects and chirped pulses

CEP effects. For ultra-short pulse duration the background field has asymmetries that can be controlled by the carrier
envelope phase. Thus, the latter plays an important role for the differential positron spectra for ultra-short pulses. For
linearly polarised two-cycle pulses the CEP was shown to shift the transverse momentum spectra [190] or the angular
positron distribution [255]. These shifts occur both for parallel and perpendicular linear polarisation of the gamma
photon [255].

In the quasi-static regime for > 1, large CEP effects have been found for <« 1 where the pair-creation probability is
exponentially suppressed and thus depends sensitively on the maximum field strength, see Fig. 13. In the regime ~ 1,
the CEP effect for the total pair-creation probability is very small [263]. For circularly polarised pulses the azimuthal
positron spectra become highly asymmetric for single-cycle or sub-cycle pulses over a wide range of [209]. Similar to
NLC, the spectra are invariant when considered as a function of the difference $ — ” ¢ between azimuthal angle and CEP.

For multichromatic laser fields, the relative phases between the different frequency components can be related to the
spectral phase [280], where the CEP is associated to a constant spectral phase. (Higher order spectral phase terms are in
fact related to the chirp of the pulse [290].) In the numerical results the CEP modifies the particle spectra locally, while
their general multiphoton peak structure is preserved [280].

Chirped pulses. NBW pair production in chirped pulses was investigated in Ref. [291] with the goal to produce quasi-
monoenergetic positron beams. The underlying idea is to find a tailored chirping prescription that compensates the
ponderomotive broadening of the multi-photon channels, similar to what was discussed for NLC in Section 3.2.5. The
stationary phase condition for the n-photon channel amplitudes,

2 4 m3(xt)=m? 1(xt)

7 si—s ", 0 (50)

shows that s changes with )6 for a pulse with constant frequency by means of the shift of the effective mass (for circular
polarisation) ms(x*) = m 14 2 2(x*), where (xT) is the pulse envelope. The optimum chirping prescription is
then derived by requiring that all positrons are produced with the same s throughout the pulse, yielding I(x™)=1, =
1+ 2 2(xN)=(1+ i), which clearly depends on the transverse momentum. By optimally chirping also NLC scattering
to produce quasi-monoenergetic gamma-rays, the energy spread of a positron beam produced in the two-step NLC+NBW
process can controlled to be less than 5 % at = 1[291].
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Fig. 13. The relative pair-creation probability W) as a function of and the CEP , for = 10 and N = 3 cycle pulses. The dependence on the
CEP is quite pronounced for < 1 where the total probability is strongly suppressed.
Source: Reproduced from Ref. [263].

3.4. Inverse processes

In vacuum, momentum conservation implies that an electron-positron pair must annihilate to (at least) two photons.
A photon can only be absorbed by an electron (positron) if some other particle, e.g. a nucleus, is involved absorbing some
of the momentum. In the presence of a plane wave background, the 2 — 1 channels of one-photon annihilation and
photon absorption are open, where the background field plays the role of the nucleus or additional photon absorbing
excess momentum. Contrary to the 1 — 2 processes discussed so far, light-front momentum conservation for the 2 — 1
processes reads

PY +D5 =Diws  PT+Pr =Pouc: (51)

The normalised light-front momentum transfer from one arbitrarily chosen initial particle to the final particle is
s = pjut=p]+ > 1, i.e. exceeds unity. This is because the final particle has to take up the light-front momentum of both
incident particles. Moreover, P~-momentum is deposited into the background field during the interaction, thus < 0.
The 2 — 1 processes have a rather peculiar kinematics: since there is only one particle in the final state, momentum
conservation (51) alone determines the scattering products, hence, the values of s and are completely determined by
the initial state.

3.4.1. Photon absorption

Due to crossing symmetry, the S-matrix element of photon absorption (“)e(p) — e(q) is related to that for NLC by
Sabsorption(“; ) = Snic(—="°; *), see Fig. 6, second diagram from right. The fact that there is only one outgoing particle has
a significant impact on the regularisation of the amplitude as has been detailed in [184]. A perturbative expansion of the
absorption S-matrix element for <« 1 explicitly demonstrated that the lowest-order contribution to the probability
is indeed coming from a negative frequency components of the background field, i.,e. = < 0, which means that the
perturbative expression is equivalent to absorbing the probe photon and emitting a photon into the laser field. The
relevance for the one-photon absorption process in laser-plasma interactions was studied in detail in [292], where it
was demonstrated that a consistent description of photon absorption processes in laser-plasma simulations also requires
the inclusion of stimulated emission.

3.4.2. One-photon pair annihilation

For pair annihilation into a single photon, e*(p) e~ (q) — (“) as in the right hand diagram of Fig. 6, the strong field
S-matrix is related to NBW by time inversion. Due to the restricted 2 — 1 kinematics, the photons are emitted into a very
narrow angular region, yet with rich oscillating substructure reminiscent of the NLC and NBW spectra. Similar to NBW,
one-photon pair annihilation has a lower bound on the harmonic number which increases with intensity [293]. However,
for increasing the possible angular range widens since multiple photons can be emitted into the laser mode.

An initial momentum distribution was included by treating the incoming positron as a wavepacket in Ref. [293]. The
optimal conditions for pair annihilation are such that the particles should have similar energy, and their kinetic momenta

should be parallel. For large incident collision angles the process is strongly suppressed, unless is large enough to make

the local momenta of the pair particles parallel to one another. One-photon pair annihilation has the largest probability if
the quantum nonlinearity parameter = 4=3 [293]. It was concluded that one-photon annihilation will have a negligible
effect on QED cascades [293], as the number of annihilation events was estimated at less than six orders of magnitude
smaller than the positron number at the relativistic critical density.
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Discussion

In conclusion, in this section we have given an overview of new insights into first-order (one-vertex) processes in plane
waves, which are the simplest processes in SFQED. While lots of work had already been completed before the last decade,
this early work was mainly focused on monochromatic and constant crossed fields. In contrast, the research in the last
decade has brought a significant refinement of the predictions by considering more realistic finite pulse configurations,
and by investigating more detailed observables for laser-particle experiments. This included the identification of novel
spectral signatures due to different properties of the laser pulses such as their short duration, chirp, carrier envelope phase,
interference of multiple pulses or different frequency components, as well as the study of the behaviour and control of
particle polarisation.

At this point we emphasise again that all observables calculated from one-vertex processes are strictly meaningful
only for ‘thin’ targets, for which all probabilities P < 1. In the general case one has to extend the studies to multi-vertex
processes, see Sections 4 and 6, which can under certain conditions be approximated by using one-vertex diagrams
as building blocks. Despite the considerable progress in multi-vertex processes in recent years, much less detailed
calculations have been performed than for single-vertex processes. One might therefore expect a similar richness of
phenomena at higher orders as found already at first order.

This section focused on plane waves, where lightfront momentum is conserved. In case one is not dealing with plane
waves, explicit calculations become much harder. Some of the known results beyond plane waves are presented in
Section 10. Approximation frameworks that can serve as basis for simulations are discussed in Section 5.

4. Second-order processes

Even in QED without a background field, it can be difficult to calculate at higher orders in , e.g. for higher point
amplitudes and/or when including many loops. For example, the complete cross-section for ordinary Compton scattering
at O( 3) was calculated only recently [294]. By adding a background field one may expect the calculations to become
even more difficult. For processes in plane-wave backgrounds, already the second-order processes are challenging to
calculate, which is why we devote an entire section to this. Most studies in the last 10 years have focused on two specific
O( 2) processes: the nonlinear trident process e~ — e"e~e* and double nonlinear Compton scattering e~ — e~ . We
will therefore focus on these processes, both of which only have one particle in the initial state. We note though that
historically there have been a larger number of papers on 2 — 2 processes, e" e~ — e e~ and e~ — e~ , following
the seminal papers [295,296] which showed that these processes have resonances at the pole of the propagator of the
intermediate particle, which gives another example where one has to take higher-order-in- corrections into account. The
literature on these processes is reviewed in [297]. For more recent papers on 2 — 2 processes see [298] and references
therein.

Before we turn to 1 — 3 processes, we will briefly mention some further studies of other O( 2) processes. As for
2 — 1 processes (see Section 3), 2 — 2 processes are conceptually quite different from 1 — 3. For example, the 2 — 2
processes are nonzero even in the limit — 0. Pair annihilation e" et — was studied in [299], which explained the
more nontrivial role that particle wave packets play in such processes, as the two initial particles have to meet while a
process with only one initial particle can happen anywhere in the field.

The opposite process, — e~ e™, have been studied recently in electric fields [300,301]. Pair production in an electric
field at finite temperature (with thermal fermions and/or thermal photons) has a long history with many conflicting
papers. Recently [302,303] the exponential part of the pair-production probability was calculated as a function of 1 :=
2mT=eE ~ 1, where T is the temperature in the imaginary time formalism. In [301] it was shown that this can be studied
by treating the thermal photons perturbatively, and that the dominant contribution comes from the absorption of two
thermal photons, i.e. — e~et. This approach also allowed the pre-exponential factor to be calculated. The process

— e~ e" has also been studied for a weak plane wave, where the process only involves one photon from the laser
at each vertex [304], with focus on resonance where the intermediate photon goes on shell. Pair production by thermal
photons in a constant-crossed field was studied in [305].

We now turn to 1 — 3 processes. We will consider plane-wave background fields, since these are simple and
experimentally relevant. In this section we use lightfront notation as in Section 2.3.1, which in some places is slightly
different from 3.

As we will explain below, for fields that are sufficiently strong (large ) or are sufficiently long (i.e. have pulse length
characterised by some large, dimensionless T ), one can in general expect important contributions from higher-order
processes, since the nth order scales (to leading order in > 1 andfor T > 1) as (T)", which can exceed unity for
modern laser pulses. While large and/or long pulse length makes higher orders in (in the Furry expansion) important, it
also allows us to calculate them in a certain approximation, as the dominant contribution comes from incoherent products
of first-order processes.!® This is still not trivial, and in the last couple of years much progress has been made in how

16 How large or T has to be for the corrections to be negligible depends of course on the other parameters. If one keeps the expansion parameter
(' and/or T in this case) large but fixed then one can in general not expect the approximation to be valid if one makes some of the other parameters
very small or large. One example, see below, where this approximation breaks down is in the very-high-energy limit.
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to actually construct this approximation and include general spin and polarisation, what to do when is not very large,
and how to take loops into account. These problems occur already at O( 2), so we will review them in this section. (In
Section 6 we will review some methods for what to do with the series obtained with this approximation.) At O( 2) one
can, at least for simple cases such as constant-crossed fields or more general plane waves, and with considerable effort,
calculate the exact results. This means that one can check that any corrections to the incoherent-product approximation
are small, or determine in which parameter regime corrections are important.

We are mainly reviewing studies where is not small and where the fields are produced by high-intensity lasers, but
we note that trident in a weak field has recently been studied in [186,306,307], and the two-step/one-step separation (see
below) has also been studied in double Compton scattering by an electron in the field of a crystal [308]. As many ideas
are similar for these two O( 2) processes, we will initially focus on trident. (The two-step part alone has been studied in
a CCF in [235] and in a pulse using the LMA in [309].)

4.1. On-shell/off-shell vs. one-step/two-step separation

In the standard covariant formalism the Feynman diagram for trident contains an intermediate photon that can be
both on or off shell. The amplitude is given by M = M'2 — M?!, where M?! is obtained from M'? by swapping the two
electrons in the final state, and 7

1

@ APt ps—plMP =€t dixkdly () 0D =X 500 ) (52)
N

where the states are given by (19), (21) and (21) but without the a., term (i.e. we label also the outgoing states with
the initial momentum that the particle would need to have in order for  (c0) to be the final momentum) and with the
photon propagator
d4l e—il~(y—x)
D —X)=—i ——L ——:
=x) 2 ¥ B+i0
Rather than e.g. the Feynman gauge L — g , when dealing with plane-wave backgrounds it is convenient to use the
lightfront gauge
k1l +1k
L =g - L (54)
k-1
A first idea of how to split this process into two parts is to split the photon propagator in the amplitude into an on-shell
and off-shell part by applying the Sokhotsky-Plemelj formula [310,311]

1 1
=—i (r)+PV-; 55
r+i0 ") r (55)

where PV is the principal value and r some appropriate combination of momenta with r = 0 corresponding to the
intermediate photon going on-shell. However, this is not a unique separation [312], as one can e.g. perform a partial
integration in the principal value part to subtract some arbitrary term with r = 0. As noted in [312], a causal step
functio; can be obtained by instead performing the r integral with

(53)

e—ir’2="1)

dr———=-21i (7, -" 56

—— (C2—"1) (56)

which only receives contribution from the on-shell pole. Also, if one applies the lightfront-time Hamiltonian (Hif)

formalism [141,142] to trident [34] then all particles, in particular intermediate photons, are on shell from the start and

instead of an off-shell intermediate photon one has an instantaneous term in the lightfront-Hamiltonian with 4-fermion

direct interaction. The lightfront-Hamiltonian approach suggests a split which, in the standard approach, corresponds to
a separation of the photon propagator in (54) as [34]

2

[
_ (g0
L =L (k-l)2kk =10 +10); (57)
14=0"

where L, in the first term has been replaced by its on-shell value I3 = 112(41,). Performing the I, integral in the photon
propagator, with this decomposition, gives a step function (”, — *;) for the L ) term and a delta function (”;— ;) for
the L) term. We emphasise that this lightfront separation is just one separation that happens to be convenient. Different
separations on the amplitude level can be useful in various contexts. The separation used in [36], for example, was chosen
to explicitly separate direct and cascade channels in such a way that gauge invariance was manifest.

The closely related separation in [147] (applied to 2 — 2 scattering) exposed underlying analytic structures, and
related these to factorisation of the amplitude into hard/soft contributions.

What we are actually interested in is having a separation on the probability level, because the dominant contribution
to higher-order processes comes from (sums of) incoherent products. Any separation on the amplitude level (such as
between on-shell and off-shell) will give cross terms on the probability level [312,313]. For trident the dominant part of
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Fig. 14. Overview of the one-step/two-step separation for trident, and diagrams corresponding to direct and exchange parts.

the total probability scales quadratically with the pulse length (at O( 2), i.e. neglecting higher-order radiative corrections
and assuming that T or are not too large). The quadratic scaling comes from the fact that the initial electron can
emit a real intermediate photon anywhere in the field, and then the photon can decay into a pair anywhere in the field,
i.e. the intermediate photon can propagate an arbitrary macroscopic distance before it decays. This is called the ‘two-step’
part. Its contribution to the total probability can be obtained from the incoherent product of the probabilities of (real)
Compton scattering and pair production. The rest of the trident probability is referred to as the ‘one-step’ part. This is
illustrated in Fig. 14. While only real particles contribute to the two-step, both real and off-shell particles contribute to
the one-step [312].

However, even this separation is not completely unique, because there is still a possibility to choose different step
functions to ensure that the intermediate photon is emitted before it decays into a pair. The reason this is not unique is
because for each O( ) process there are two ” variables for the probability. Let *¢ and (. be the lightfront time variable
for the Compton-scattering amplitude and its complex conjugate, and ”gw and ”},, likewise for the pair-production step,
i.e. ’c=k-xand gy =k -y in (52) (cf. (30) in Section 3). The simplest choice is then

(Bw— o) (58)

where ¢ = ("¢ + "¢)=2 and pw = ("jy + “sw)=2. However, having lightfront time ordering on the amplitude level
means a factor of (’gw — *¢), which gives on the probability level [34] (this has also been used in [36])

Cew—"c) Cpw—"0)= (w— ¢) 1— HWZ;C'—[ Bw— ¢l (59)

?/

where cpw = "cpw — CBW- While the two choices (58) and (59) give different separations, they give the same two-step
to leading order in > 1 or the pulse length. One reason to choose (58) is because then the ¢ and gw integrals are
independent, which makes the calculation much simpler. Indeed, in the locally-constant-field (LCF) approximation (LCFA)
and the locally-monochromatic-field approximation (LMA) one can perform the integrals in terms of Airy or Bessel
functions, see Section 5.

The choice (58) is also natural for the following reason. The one-step/two-step separation is mostly useful if the two-
step dominates, which it does for either a long pulse or large . For large (and with  considered an independent
variable) one can expand the probability for a general inhomogeneous plane wave as a series in 1= . The leading term
scales as 2 (so this is a Laurent series) and can be obtained from the two-step by treating the field as locally constant, i.e. it
has one constant value at the Compton step and another constant value at the pair-production step. The one-step scales
to leading order as . With the choice in (58), the next term in the expansion of the two-step is O( °), i.e. the one-step
includes the entire next-to-leading order (O( )) correction. In contrast, with the choice in (59), both the two-step and the
one-step contribute to O( ). Note that with the definition we have considered, both the two-step and the one-step also
include higher-order terms in the 1= expansion. However, in the LCF regime it is common to use two-step to refer to the
leading order O( 2) and the one-step for the next-to-leading order O( ). Hence, to leading and next-to-leading order, the
choice in (58) corresponds to the separation that was considered in the first papers [310,314] on trident from the 1970s
(which only considered a constant field).

Thus, the separation that is the most useful for generalisation to higher orders in is based on having terms that scale
differently with respect to the pulse length and/or 1= . Moreover, the two-step part of an O( 2) process and in general
the N-step part of O( M) processes are ingredients that one can implement in PIC codes, as will be discussed in Section 6.

Before we discuss in detail how to obtain the dominant two-step terms, let us briefly discuss another important way
to separate the probability, which is related to the fact that the process has more than one Feynman diagram.
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Fig. 15. Plot adapted from [34] showing the exchange and direct parts of trident. The different lines show the different terms that (57) leads to on
the probability level. The black (solid, dashed, dot-dashed) lines give the (direct, exchange, total) one-step. (The other lines are not discussed in this
review.).

4.2. Direct vs. exchange terms

Apart from the one-step/two-step separation, there is another separation that is useful, perhaps mostly because it
separates out a rather complicated term. This separation is due to the fact that the final state has two identical particles,
in the trident case two identical electrons. The amplitude therefore has two terms, M = M, — M1, where M, is obtained
from My, by swapping the momenta and spins of the two final-state electrons. On the probability level this gives a cross-
term 2Re Mj,M,; which is referred to as the exchange part of the probability. The rest of the probability is called the
direct part. This is illustrated in Fig. 14. It turns out that the exchange part only contributes to the one-step, while the
direct part contributes to both the one-step and to the two-step, i.e.

Piwo = P?\j\;o Pone = nge + Pg)I(IE : (60)

The reason it is relevant to talk about the exchange term is because it is much harder to calculate than the direct term.
In fact, the exchange term was neglected for decades until very recently when it was finally calculated in [34,35]. Of
course, studies where the amplitude is computed numerically [36,177,311,315-317] include everything, since then there
is not much motivation for neglecting the exchange term. One can expect the exchange term to be negligible at very high
energies, although this was only proven recently [240,318,319]. However, in general, the exchange term is not negligible
compared to the direct part of the one-step; see Fig. 15 and similar plots in [34,35] and the analytical approximations
below, cf. also [34]. Of course, in a regime where the two-step dominates one can neglect the exchange term to leading
order, but then one should for consistency also neglect the direct part of the one-step. One of the main reasons for
calculating the one-step in such a regime is to determine how good the two-step approximation is, which is important
also for estimating the size of corrections to the N-step approximation of higher-order processes. Thus, the exchange term
is important in order to answer this fundamental question.

This discussion also applies to nonlinear double Compton scattering (e~ — e~ ) [213,313,320] and photon trident
( — e“e' )[321,322] (resonance conditions for photon trident have been studied for weak fields in [323]). For double
Compton scattering there are two diagrams because the two emitted photons are identical, and for photon trident there
are two diagrams because the final photon can be emitted by either the electron or the positron. It turns out that, from an
analytical point of view, the exchange term is very similar in these three processes. In double Compton scattering it turns
out to be even more important. First, the two individual diagrams for this process are not separately gauge invariant [213].
Second, in the low energy regime the exchange term even cancels the direct part of the one-step to leading order [213].
In other words, the exchange term changes the order of magnitude of the one-step, and so considering only the direct
part of the one-step would give a wrong estimate on the size of the corrections to the two-step approximation.

4.3. Intermediate particle polarisation sums in the two-step

While the momentum of the intermediate photon is determined by energy-momentum conservation, there is nothing
that determines its polarisation, i.e. there is a sum over its polarisation on the amplitude level. Hence, the two-step part is
given by a sum of incoherent products. On the amplitude level one can sum over the two orthogonal polarisation vectors
from any basis. Some bases might be simpler, but there is always just a single sum. However, on the probability level this
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Fig. 16. Definition of the Compton Mueller matrix and how it is used to construct the two-step part of double Compton scattering [240].
Source: Figure adapted from [325].

gives a double sum, because the modulus square of the amplitude receives also contributions from off-diagonal terms
characterised by different polarisations. It has been known since [310] that for a constant field there is a certain simple
basis ( (¥ and @) for which this double polarisation sum reduces to a single sum, where the two vectors correspond to
photons polarised parallel or perpendicular to the field, i.e (j) = {1, 0} and ) — {0; 1} with = I,=(2]_) (sum over
1 components implied) and _ = 0 (cf. (43)). In other words, the two-step part of the trident probability is then given
by the probability to emit a photon with (! times the probability for such a photon to decay into a pair, plus the same
quantity but with ). This also works for a general inhomogeneous plane wave field with linear polarisation [34], and
there is another basis that works in a similar way for a circularly polarised field [241]. However, in general there is no
such simple basis for which the off-diagonal terms in the double sum vanish.

There is though another way of treating these double spin/polarisation sums which is simple and works for any field
and spin [213,240,241]. In this approach both fermion spin and photon polarisation are treated in the same way. The spin
dependence in this approach is expressed in terms of Stokes vectors (see Section 3.2.7) and “strong-field QED Mueller
matrices”. This approach resembles the formalism used to describe changes in the Stokes vector of a light beam when it
passes an optical element. (Similar matrix representations have been used in QED without a background field in [324].)
In the optics analogy the Stokes vector of a beam that has passed several optical elements is obtained by multiplying a
sequence of Mueller matrices. Something similar happens in QED.

For linear polarisation we could choose the two vectors ., to be along the electric and magnetic field, but for a
generally polarised field we just choose some fixed orthogonal vectors (1:2)-

Consider for example the probability of nonlinear Compton scattering. The initial electron has a spin described by
Np. The probability that the electron emerges with a Stokes vector N; after emitting a photon can then be expressed as
(illustrated in Fig. 16)

1 VA Z

P=-Nop- d ds MC.N;; (61)

2 0
where s = k- I=k - p is the ratio of the longitudinal momentum of the emitted photon and the initial electron, and MC is
independent of the electron spin. Given the comparison with Mueller matrices in optics (see e.g. [326]), it is natural to call
MC a strong-field-QED Mueller matrix. It might be more common to choose a spin basis and only consider spin up and
down in that basis, but considering general spin in terms of Stokes vectors has been done in e.g. [172,248,251,288,327,328].
Such treatments of the spin and polarisation have also become popular in recent PIC codes [248], see Section 6. The
two-step part of double nonlinear Compton scattering is given by

[e'9) [es] z 1
1 C C
tho=5N0' d dy dsqds oM( ;s q; 1) M- ( [1—51];s 2; 2)-Ng; (62)
—00 1 0
where = k- p=m?, see Fig. 16. Note that the two Mueller matrices are lightfront-time ordered and the second step

depends on how much longitudinal momentum was emitted in the first step, while the transverse momentum integrals
l(j) and I(f) (I2) being the photon momenta) can be performed for each Mueller matrix separately. This continues to higher
orders: The N-step part of the probability of emitting N photons is obtained from a lightfront-time and longitudinal-
momentum ordered product of N Mueller matrices. There is another Mueller matrix for a pair-production step, MBY,
which can be used e.g. for trident and photon trident as illustrated in Fig. 17. The advantage of this approach is that it
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Fig. 17. One-step/two-step separation for trident, double Compton and photon trident, with the two-step expressed in terms of Mueller matrices.
Source: Figure taken from [325].

works for any plane-wave field, of arbitrary polarisation and pulse profile, and for arbitrary initial and final particle spin.
If is large then one can use an LCF approximation of the Mueller matrices. However, does not have to be large as long
as the pulse is sufficiently long so that the incoherent product is still dominant.
If one is also interested in the polarisation of the emitted photon then the probability of emitting one photon is given
schematically by (with integrals left implicit)
() pg(esin) pp(e;out)y ,C .
P = Ni Njem Nke ou Mijk . (63)
where M,yck are the components of a 4 x 4 x 4 matrix, N; are the components of N, N{ ) is the Stokes vector for the photon,
which can be defined from the polarisation vector  as follows [240]. In the lightfront gauge we have . =1, ;=(2I_),

for a photon with momentum [ , and the transverse components are given in terms of two real constants, and , by
n (0]
= cos — ;sin — e 64
* 2 2 (64)

The Stokes vector N = {1; n} is given by!’
n={cos sin ;sin sin ;cos }: (65)

This vector is similar to the Stokes vector of a light beam, but for a single photon, so N = {1; 0; =1; 0} would for example
correspond to circular polarisation. One can also obtain Mueller matrices for the other O( ) processes. For nonlinear
Breit-Wheeler pair production one has the same structure as in (63), but with a Stokes vector for the positron instead of
NN (and obviously, the same is true for photon emission by a positron.)

However, one also needs to include loops in an incoherent-product approach, as certain loops have the same scaling
with respect to T as the tree-level processes, which one should expect from unitarity. The relevant loops can be

obtained from the following first-order loop terms [241]. For the one-loop electron mass operator we have
z VA
1 1
P = oNo- 1+ d ds M -N;+0( ?); (66)
0
wheres =k-I=k-pand! isthe momentum of the photon in the loop. This s integral could in principle be performed
for each M" separately, i.e. one could absorb it into the definition of M. The reason for not doing so is that it is useful
to write it in similar form as the Compton Mueller matrix (61), so that IR and soft-photon problems cancel directly in
the sum M® 4+ M!, see [325] and Section 6. The Mueller matrix for the “polarisation tensor” loop is given by (this time
absorbing the momentum integral into the definition of M )
z
1
P_ =§N1- 1+ d M -No+oO( ?): (67)

Fig. 18 shows how M' can be used to obtain the dominant contribution to higher orders processes with loops. With
these Mueller matrices for the tree-level and one-loop O( ) processes one can construct an approximation for general

17 N can be obtained from without using this explicit expression with and , see [241].

33



A. Fedotov, A. Ilderton, F. Karbstein et al. Physics Reports 1010 (2023) 1-138

|’\/V\/|2+2Re[’\/\/\/*M\A©'\/\/\/] =%No-<1+/d¢ML)~N1
2
‘f\/\/\/ + w@w + W@\/\@\M—i— =

%No - (lightfront-time ordered) exp {/ do ML} - Ny

Fig. 18. Definition of the =~ — -loop Mueller matrix and how it is used to obtain the dominant contribution at higher orders [241]. A similar
figure for the fermion-mass loops can be found in [325].

higher-order processes [213,240,241]. Loops give for example spin precession [155,241], but are also needed to remove
IR divergences and are needed to even be able to take the classical limit, see Section 6.

Parallel to the development of this Mueller matrix approach, some PIC codes started taking spin and polarisation of
particles into account also using Stokes vectors, see e.g. [248,249,329,330] and further discussion in Section 6. This is
implemented in PIC codes in a very different way. The particles have some Stokes vectors and then at each time step
random numbers are generated to determine whether a photon is emitted or a photon decays into a pair as well as how
to update the Stokes vectors. This approach has already been used in several papers to study the generation of polarised
particle beams, see Section 6. No comparison between the Mueller-matrix and the PIC approach has so far been made.
This partly illustrates the fact that this is still an active research field where the formalism is still being developed.

4.4. Numerical computation of the amplitude for momentum spectra

The discussion so far has been focused on separations that are useful as a guide for how to generalise methods and
approximations at O( 2) to higher-order processes. However, the O( 2) processes have also been studied numerically
without separations or approximations. In the studies mentioned so far, the amplitude was squared before performing
the lightfront time integrals. One reason why this can be a good idea is that one can then perform the integrals over
the transverse components of the momenta of external particles, because they are Gaussian, see e.g. [173]. However,
this means that, unless one is in a regime where one can approximate some of the * integrals, there are then twice
as many ~ integrals than on the amplitude level. For example, the exchange term involves four ” integrals that are
intertwined in a complicated way. Even the exponential part of the integrand is complicated, which is an obstacle for
using numerical methods that otherwise work well for the direct terms, where the simple exponentials appearing can be
used as integration variables [173,318], see also Section 5. This is the reason why the exchange term is very difficult to
compute, even for the simplest case of a constant field, and more so in a pulse.

This approach of performing the * integrals on the probability level is well suited for studying the longitudinal
momentum spectra. One may wish to also study transverse spectra and hence not perform these Gaussian integrals.
This has been done in [35,312] in the LCF regime, see Fig. 20. However, to study the full momentum spectrum/phase
space, it may be advantageous to perform the ” integrals numerically on the amplitude level. This is the approach taken
in [177,316] for double nonlinear Compton scattering, see Fig. 19, and in [36] for trident, see Fig. 21. Then usually the
” integrals are performed numerically along the real > axis, which require regularisation in a pulse [36,177,311,316]
(see also [147]). Similar numerical integrals on the amplitude level have been studied in the first-order processes, see
Section 3.2.1.

In [177,316] this approach was used to numerically compare the differential probabilities of single and double nonlinear
Compton scattering, where [177] focused on  ~ 1 and [316] on > 1. In [177] the covariant approach was used
to calculate the Feynman diagrams, but it was shown that the fermion propagator for the intermediate electron state
naturally separates into two terms with one of them being instantaneous in the sense of the lightfront Hamiltonian
formalism. In [177], the probability was plotted as a function of the two photon frequencies and peaks in regions around
Oleinik resonances were observed, where the intermediate particle goes on shell. The probability as a function of one of the
photon frequencies after integrating over the other is shown in Fig. 19. In [316] the numerical spectra were interpreted
using a saddle-point treatment of the ” integrals (on the amplitude level), and the parts of phase space outside the
emission cone for single Compton scattering were observed to be favourable for detecting double rather than single
Compton scattering.
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Fig. 19. Double vs. single Compton scattering as a function of the emitted photon frequency, where the other photon in the double Compton case
has been integrated over.
Source: Figure taken from [177].
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Fig. 20. Transverse differential rate of the nonlinear trident process in a constant crossed field for the two-step process (first and third plots) and

the one-step contribution (second and fourth plots).
Source: Taken from [35].
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Fig. 21. Trident spectrum for ( =22, =0:25),( =50, =3),( =22, =26)and( =11, = 13), from left to right. One-step and two-step
contributions are shown in (a) and (b), and the full result in (c). (d) shows the relative error for the two-step approximation. Positron and electron
energies are shown on the x and y axes.

Source: Figure taken from [36].

A connection between these two approaches was made in [36], which studied the dominance of the two-step'® in
selected parts of the phase space (rather than for integrated probabilities) for different values of and . The last two
plots in Fig. 21, panel (d) in particular, illustrate cases where the two-step alone is not enough. These are, in other
words, parameter regions that one may want to study in order to be able to observe the one-step in experiments. In the
first experimental observation of nonlinear trident in the SLAC-E144 experiment [331], the two-step gave the dominant
contribution. The experimental result from [331] was compared with theory in [36,309,315], see Fig. 22. A two-step
approximation was also used in [309] to numerically study the positron spectrum for energies and intensities typical
for the upcoming experiments at LUXE [49] and FACET-II (E-320, at SLAC).

18 Note that the two-step was called the cascade channel, while the remainder of the amplitude was referred to as “direct” (whereas here we
use “direct” for a part that includes the two-step or the cascade channel).
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Fig. 22. Plot from [36] showing a comparison between theory and the experimental results from [331] for the positron spectrum in the nonlinear
trident process.

Trident in a bichromatic plane wave pulse (comprising co-propagating optical and X-ray pulses) has been considered
in [317].1° The results were obtained by Fourier transforming the two currents ( ), similar to the LCFA treatment
in [35,312].

4.5. High-energy limit

As mentioned, the probabilities of higher-order processes can be approximated by incoherent products of first-order
processes if is large or if the pulse is long. This does not simply mean that this approximation is good as long as > 1
(or T > 1). How large has to be depends on the other parameters of the process. For example, the LCFA can be applied
to e.g. trident if is large compared to some function of . Expressed in terms of = = instead of |, the condition for
the applicability of the LCFA is (see e.g. [310,319]) in the high-energy regime: > 2 > 1and in the low-energy regime:

3> 1 1,0orfor ~ 1simply >> 1 (see also Section 5.1 for a further discussion of the LCFA). This is an example

of the fact that in general one can expect the LCFA to be valid if is much larger than any other large parameters. See
also (86) for a condition on the validity of the LCFA for Compton scattering. One expects, in particular, that the one-step
part of trident may become important if is kept at a constant value and increases, even if the constant value of is
large. This has been shown for the momentum spectrum in [36] and for a constant crossed field in [312]. In [318] this was
demonstrated for the longitudinal momentum spectrum, and it was shown for = 1;2;4 that the spectrum develops
a sharp peak (where the initial electron keeps most of its momentum) as increases, and that this peak is due to the
direct part of the one-step. In other words, the incoherent-product approximation breaks down at high energies, where
the dominant contribution comes from the one-step rather than the two-step part [318,319].

One may wonder whether a Weizsdcker-Williams (WW) approximation may be used instead. After all, such approxi-
mations are common in other high-energy processes without a background field. Such an approximation was in fact used
in the SLAC experiment, since at the time there did not exist any complete treatment of trident (the SLAC experiment had

< 1 so the constant-field results by Ritus [310] and Baier et al. [314] could not be used). However, it was shown in [312]
that the WW approximation does not agree with the large limit of the constant-crossed field result, even though larger

can be obtained by increasing the energy. It was shown in [319] that this is a consequence of the fact that the limit of
large and then large does not commute with the limit of large and then large (the fact that these two limits do not
commute has also been studied in other processes in [332,333]). It is in the latter, high-energy limit that one can use the
WW approximation. In other words, WW gives the correct result when is the largest parameter, while should be the
largest parameter for the constant-field/LCF approximation (here by the LCF approximation we mean taking the large-
limit before any other limit, which should not be confused with a large- /LCF approximation of the WW approximation).
But, in the >> 1 limit the probability scales as P =~ const.In + const. and the WW approximation only gives the log
term. Both terms can be obtained by treating the initial electron as a Coulomb field, i.e. in this limit trident agrees with
pair production in the combination of a plane wave and a Coulomb field [319]. In other words, this limit is independent
of the mass of the initial particle, and the high-energy limit agrees with the limit where the initial particle is treated as an
infinitely massive particle, which is unaffected by the laser field and can effectively be treated as a Coulomb field. This also
happens for perturbative trident [334-336]. However, having much larger than > 1 will probably not be particularly
relevant for upcoming experiments at e.g. FACET-II and LUXE. In other words, other approximations will probably be of
more immediate practical use.

In the high-energy limit of trident the initial electron emits the intermediate (off-shell) photon effectively without
interaction with the laser [319], i.e. the Compton vertex is effectively free/not dressed by the external field. This can be

19 Note that [317] has a different notation to us, using instead “direct” and “exchange” to refer to the two terms in the amplitude.
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compared with the high-energy limit of the probabilities of the first-order processes, which agree with the leading order
in a perturbative < 1 expansion of the field [332,333]. In trident, the Breit-Wheeler vertex still depends nontrivially
on

4.6. Low-energy approximations

For sufficiently small?®  one can use the saddle-point method (see Section 5.4 for details) to calculate all terms of
the probability [34,213,240,319,322]. This can be a very powerful method for calculating complicated one-step terms. The
main step is to find the saddle point for the ” integrals (there are in general four of them for the one-step probability)
and, if one is interested in the total probability rather than the spectrum, the two independent longitudinal momentum
variables. The exponential factor in the exchange part is a nontrivial function of the * variables, so the saddle-point
equation for this term is also complicated. However, one can often find the saddle points by making educated guesses.
After finding the saddle point, one just has to make an appropriate change of variables, e.g. * — “sqdqe + ./ 7, and
then expand the integrand in a series in  (sge Section 5.4). This leads to elementary Gaussian integrals or integrals of
the form of a Gamma function: (n+ 1) = OOC dx x"e~*. This allows one to calculate even the exchange term, which
has in general a very big and complicated integrand. Prior to [34,35] there were no analytical results for the exchange
term, not even for a constant-crossed field. With the saddle-point method [34], though, it was possible to obtain <1
approximations for both constant fields as well as inhomogeneous fields. All terms share the same exponential part. For
example, for trident we have e.g. [34] (see [34] for the prefactor, and compare with the well-known exponential scaling
of NBW (49))

16
P~exp —— (68)
3
for a (locally) constant field (the direct part was calculated in [310]), or
4 .1 P
P~exp —— [2+ “larcsinh — — 14 2 (69)

for a linearly polarised sinusoidal field, a(>) = m sin ”. For the pre-exponential part of the probability one finds a power
series in . To leading order it turns out that [34]
trident: Pgr. ~ ﬁPgL‘e ; (70)
so the exchange part is on the same order of magnitude as the direct part of the one-step.
After having obtained saddle points for trident, one can reuse most of them directly also for double Compton

scattering [213] and photon trident [322]. For double Compton it turns out that the exchange term is even more important,
because [213]

double Compton: P, ~ —Pdir

(71)

to leading order in . Hence, for this process the exchange term even cancels the direct part of the one-step to leading
order.

Thus, terms that were neglected for decades turn out to be crucial. In Section 7 we will discuss a similar situation
for reducible diagrams, which were assumed to vanish for a long time but were shown just recently to be nonzero
[118].

It was realised in the SLAC experiment that in certain regimes one can expect the trident probability to have a
Schwinger-pair-production-like exponential scaling. However as already remarked, at that time no such results for trident
with  ~ 1 existed ((68) works for > 1). Instead of (69), a somewhat similar exponential was used, which was
obtained from a result for Schwinger pair production in a sinusoidal electric field. However, also in upcoming experiments
it is relevant to know whether one observes e.g. perturbative particle production or non-perturbative/Schwinger-like
production. Results such as (69) can then be used to distinguish these different regimes.

Note that the exponential part of the integrands of these processes is a pure phase for real integration variables, so
these saddle points are necessarily complex, since the probability should scale as e~(real and positive)  (\ith some terms
potentially multiplied by some oscillating terms). One can also understand this by noting that <« 1 takes us to
the semi-classical regime, but these processes are classically forbidden, which means complex rather than real saddle
points.

20 pg always, for problems with more than one parameter, the condition for how small  has to be depends on the other parameters. Note that
does not have to be large. These methods works even if ~ 1, provided is small enough. However, if is small but fixed, then the saddle-point
approximation eventually breaks down if one decreases [34].

37



A. Fedotov, A. Ilderton, F. Karbstein et al. Physics Reports 1010 (2023) 1-138
4.7. Resummation of expansions

The power series in  in the pre-exponential part of the probability are in general asymptotic. One would in general
only expect the leading order to give a high precision for <« 1, i.e. in a regime where the probability is very small due to
the exponential suppression. It is therefore natural to ask whether one can obtain a higher precision also at larger . 1
by including more terms from the expansion. The asymptotic nature of these expansions, though, means that a simple
direct summation of the power series does not work.>! However, at least the first ~ 10 terms in these expansions are
usually straightforward to obtain, because after finding the saddle points and a suitable change of integration variables
(e.g. from ” = "gqdq1e + 4/~ 7 to 7, where ,/ is included so that  drops out of the quadratic terms in the exponent,
(” —7saddile)’= , i.e. so that the integrand can be expanded in powers of ), the rest of the calculation is “simply” performed
using a symbolic computation program [34,319,322]. Contrast this with e.g. the high-energy expansion, for which one may
need to find different points to expand around and/or a different change of integration variables for each order [319].
It would therefore be unfortunate if one would not be able to use the first terms in these asymptotic <« 1 series.
Fortunately this is possible thanks to resummation methods.

As a typical example, consider for simplicity a constant field. Then the probability of e.g. nonlinear Breit-Wheeler or
trident can be expanded as

P= de—const,: Cn n; (72)
n=0

where d and ¢, are some constants. The series coefficients ¢, grow factorially as n — oo, i.e. these series have zero radius
of convergence and therefore has to be resummed. Note that the particular transseries structure in (72) is not an ansatz or
a guess, it is simply what one finds by applying the saddle-point method. In particular, there cannot be any terms without
an exponential e~°"t=  because we are expanding around a point where the probability is exponentially suppressed.

Before describing how these expansions have actually been resummed, for the reader familiar with the Stokes
phenomenon, see Section 8, it might be useful to recall Berry’s treatment of it [337]. In that case one also has an asymptotic
series times an exponential. He took the late terms starting with the smallest summand, and then approximated these
terms with their asymptotic limit, which gives an analytical expression for each ¢, for arbitrary large n. This means that
the Borel transform of this estimate of the late part is also given by analytical expressions for arbitrary large n and can
therefore be resummed by recognising it as the expansion of a simple function.

However, in general, for the expansions as well as e.g. the expansion, one will not find a series which can be
recognised as the expansion of some known/simple function. Hence, the goal is to obtain high precision resummations
when only a finite number of terms are available. It has become standard to resum truncated asymptotic series (the ones
studied are usually not multiplied by an exponential factor such as ="t though) by resumming the corresponding
truncated Borel transform using Padé approximants and/or conformal mappings [338-346], which have been recently
psed for strong-field QED in [319,322,347-349]. To use the Borel-Padé method to resum a factorially divergent series

o 0 Gmz™ (am ~ m! at large m) one follows these steps: (1) Calculate the (truncated) Borel transform:

Bu(t)=  —amt™; (73)
m
m=0
where M is the number of terms in the original z expansion that one has access to. (2) The full Borel transform has a

finite radius of convergence and can therefore be resummed with a Padé approximant by demanding
P, .
o Git'!
PBI](t) = —PF—— = By(t) + O(t" ) : (74)
T+ i dtf

It is often a good idea to choose diagonal or near-diagonal Padé approximants, with I = J or I = J & 1. (3) The last step
is to do an inverse Borel transform, i.e. perform a Laplace integral
o0
ge*f:ZPB[I:j](r) ; (75)
0o Z

which gives a finite function of z.

It was shown in [319] that for nonlinear Breit-Wheeler pair production or the two-step part of trident one can obtain
a large number of terms and then Borel-Padé (-conformal) resummation gives a very good precision up to very large ,
in fact into the regime where 27> > 1 where the result anyway ceases to be relevant. In other words, even though the
input data comes from a <« 1 expansion, the resummation is good for any practical value of

However, it can be difficult to obtain a large number of terms, so it is very useful to try to find better resummation
methods which only need few terms. There are various resummation methods that already exist. For example, in [319] it

21 of course, for smaller one can improve the approximation by summing the first couple of terms [34].
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was shown that for the particular examples considered there, a new resummation method from [350], based on Meijer-G
functions, allowed for a high precision using relatively few terms. In general, one may expect to find better resummation
methods if one has access to some extra information in addition to the asymptotic series coefficients. For example, when
conformal mappings are used in combination with Borel and Padé one uses as extra information the position of the
singularity in the Borel transform that is closest to the origin, i.e. the convergence limiting singularity. However, this
information is often obtained from the asymptotic series coefficients.

Another new resummation was introduced in [351], which uses the leading scaling for large argument (large  for us)
as additional information. It was shown in [319,322] that this resummation works very well for trident, double Compton
and photon trident, including the complicated exchange term. This is a resummation that works for many different cases.
Moreover, it was shown in [349] that this resummation method is also very useful for resumming the expansion of LAD
(we will return to resummations of RR in Section 6).

In some cases one has access to more than just the leading scaling at large . In [322] it was shown that for the
longitudinal momentum spectrum in trident, double Compton and photon trident, one can obtain many terms in the

> 1 expansion. Since the > 1 expansions are not asymptotic, this therefore provides another way to obtain high
precision results by just a direct summation (at least within some radius of convergence). However, knowing the first
couple of terms in the < 1 as well as the first couple of terms in the > 1 expansion, means that one can obtain
precise resummations with very few terms. Indeed, just knowing that the > 1 expansion is given by a series in 1= 273
with integer powers is very useful. This is because by knowing the structure of both the <« 1and the >> 1expansions,
one can find a set of special functions that have the same structure that can be used as basis functions for the resummation.
Note that a Borel-Padé resummation, or even the resummation in [351] which uses the leading scaling for large argument,
does in general not give a function with a correct large argument expansion; for the expansions this would mean that
both the coefficients and the powers of 1= would be wrong. Thus, if one can find a set of special functions with the
correct structure for both the <« 1 and the >> 1 expansions, then one can expect to find precise resummation with
relatively few terms. In [322] this was done using Meijer-G or Fox-H functions (not the same type of Meijer-G as in [350])
or sums of products of Airy functions.

The fact that this works for the complicated exchange term, which is nontrivial to compute with a direct numerical
approach, shows that resummation methods are a useful alternative to fully numerical approaches. In any case, it is always
good to have more than one way of calculating the results. We will come back to these types of resummation methods
in Section 6.

5. Approximation frameworks

There are various approaches to obtaining the total probability for a given process to occur in an intense background
field. Whatever method is used, one is faced with performing numerically expensive integrals over highly oscillating
functions. These originate from complicated spacetime dependencies in the intense background, which are not present
in vacuum. Computation of such integrals can be approximated directly, or, particularly for plane-wave backgrounds,
spacetime-dependent rates can be inferred and used in Monte Carlo generators employed in numerical simulation codes.
The main part of this chapter will concentrate on approximations used for processes in plane-wave backgrounds; the
final section will review approaches to calculating the Schwinger effect and non plane-wave backgrounds. Whilst rates
are often applied in numerical simulations of plane-wave processes, we will focus on how these rates are derived from
QED. First, we will consider developments in understanding and extending these rates, then we will discuss approaches
used in evaluation of the integrals appearing in QED: using asymptotic methods and using numerical methods.

Although the scattering approach provides no information about real-time quantities, nevertheless it is common to
define a rate, R, satisfying the two conditiong (i) the total probability is obtained by integrating the rate over some
evolution variable, e.g. the phase?? ,ie.P= d R( )and (ii) a positivity constraint: R > 0.

The rate contains integrals over outgoing particle momenta. For a typical tree-level, one-vertex ‘1 — 2’ strong-field
QED process, R can be reduced to a single integral over a lightfront momentum (or energy), which is the usual form
employed in numerical simulations, (for a recent review of simulational approaches, see [65]). In this case, simulations
sample the lightfront momentum distribution of the QED process, but generally make some extra assumptions like forward
emission of particles, which neglects the transverse momentum spectrum (which is often not measurable, e.g. for high
energy probes). However, recent work has investigated more exclusive forms of the rate, in which other variables, such as
the angle of emission [171], are left in the final form of R. When employed in simulations, this allows for a more complete
resolution of the produced particle spectra.

22 Typically in numerical simulations, the rate is defined as a probability per unit co-ordinate time, but our description here will focus on plane-wave
backgrounds (which are useful approximations to processes in laser pulses), for which a natural covariant definition is in terms of probability per
unit lightfront time (equivalently: plane-wave/laser phase, ).
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5.1. Locally constant field approximation

Although various approximation schemes have been considered for QED processes in intense backgrounds, the most
widely employed is the locally constant field approximation (LCFA): this approximates the probability for a process in
an inhomogeneous background by taking the rate of the process occurring in a constant crossed field, and integrating it
over the field traversed by a point-like probe.?3 This approximation is sometimes referred to as the “constant crossed
field approximation” and for nonlinear Compton scattering, it is equivalent to the “synchrotron approximation” [353] or
the “Sokolov-Ternov radiation formula” [354]. A similar type of approximation is found in other fields, such as in the
calculation of bremsstrahlung [355], in beamstrahlung [356], exotic astrophysical objects such as magnetars [357] and in
collisions of high energy charged particles with oriented crystals [57].

The LCFA involves an integral over a constant crossed field, which is the zero-frequency limit of a plane wave.
In a plane-wave background, the semi-classical approach yields the exact solution [150]. Formally, a semi-classical
approximation can be defined as some expansion in h (see Section 8.1.1); practically, such an h expansion is achieved
by, e.g. a WKB expansion (see Section 10.2), replacing quantum operators by their classical values (see Section 5.3) or
expanding with respect to some variable proportional to i e.g.  (see Section 5.4). Calculations in plane wave backgrounds
explicitly exhibit a dependence on the classical kinematic momentum (solution of the Lorentz force equation). Therefore,
when the LCFA is a good approximation, the interaction of charges with a given EM background can be calculated by using
a hybrid approach: step-wise solving the classical dynamics of point-like particles and the background and overlaying
Monte-Carlo sampling of the LCFA rate for strong-field QED processes [65]. In simulations, it is assumed that chains of
first-order processes, between which intermediate particles follow a classical trajectory, are a good approximation to
higher-order processes (the justification for this is that the pulses are sufficiently long, that the contribution of coherent
processes can be neglected see Section 4). The main differences to purely classical propagation are: (i) photon emission
from a charge (or photon decay to a pair) is stochastic [358], which allows for e.g. deeper penetration of pulses that
would be achieved purely classically (‘straggling’ [91]) or a suppression of the rate of emitted radiation in very short
pulses (‘quenching’ [92]); (ii) the classical trajectory for charges is ‘corrected’ by including the recoil from each Compton
emission [65,359,360]. The LCFA is therefore a versatile method for including strong-field QED processes when the
background field is unknown a priori, for example in situations involving a large number of charges such as in intense
laser-plasma collisions, and therefore finds widespread use in laser-plasma particle-in-cell (PIC) codes [65]. The increase
in the usage and capability of these codes has led to the LCFA recently being analysed in more detail.

In this section, we outline the arguments for how the LCFA can be obtained for a general background. This is typically
a two-step process:

(i) one must make some assumptions about the invariants so that the process in a general background can be
well-approximated as occurring in a plane wave;

(ii) in that plane wave, some conditions must be fulfilled such that the probability can be well-approximated by an
integral over a local rate.

We begin by outlining an argument for (i), by building upon similar reasoning in [96].

Consider a probe particle undergoing some process in a general background field. There are three dimensionless
invariants we can define immediately, without reference to the type of background: , E = E=Es and B = B=E;, where
the secular invariants are: q

| © | ©
E= S24P24S; B=  S24+PZ-5; (76)

(the EM invariants S and P are defined in Eq. (5)). Then we can write the probability, P, for the process, as
P=P(---; ;E;B)where .-’ indicates the dependency on other invariants related to the background and the probe
momentum. For the LCFA to be applicable, we must assume that E; B <« 1 (E; B are identically zero in a plane wave).
We note that this condition is just on the background field: it is independent of the probe particle’s momentum. Another
necessary assumption to use the LCFA in a general background, is that the particle is ultra-relativistic such that the set of
remaining invariants can be well-described by a single, plane-wave invariant, which we choose to be . The invariant
is the scalar product of the probe’s momentum and background field’s Fourier momentum in units of the particle mass
squared. (One physical interpretation of is when the probe particle is a photon, = k - k'=m?, which is twice the
centre-of-mass energy squared (4 k - k') in units of the pair-creation threshold (4 m?); i.e. > 2 for linear Breit-Wheeler
to proceed.) Then assuming the field invariants can be ignored if sufficiently small, the probability can be written as
P~ P(0;:::;0; ; ;0;0), where all other invariants have been set to zero, which is the form of a process occurring in a
plane-wave.

To illustrate these arguments, consider the example of a probe electron in a standing wave formed from two counter-
propagating, monochromatic, circularly polarised plane waves of the form a; = m; "cosk;-x+ sink;-x (where
j e {1;2}) and a = a; + a; with ka =0k -"=k- ="- =0andk; -k, # 0. For simplicity, consider the lab

23 The zeroth order derivative approximation to the Heisenberg-Euler effective Lagrangian is also sometimes referred to as the locally constant
field approximation [352].
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frame when ; = ,, and k; = —k;. Then the probability in this background can be written: P = P( 1; 1; 2; 2;E;B),
where ; = k; .p=m? and j = j j. For simplicity, we choose the electron’s momentum, p, to satisfy p-" =p- =0, then

= 1+ 3.Suppose the electron’s momentum is such that ; > ,, ;> ,.In this example, the argument that the
electron ‘sees a plane wave’ when it is sufficiently high energy, is the condition ;> 3, 1> 5. Then since we have
demanded E; B « 1 (we note that here, E = 0; B « |k; - k;=m?|), we can write the probability as P ~ P( ; ;0;0;0;0),
where = ;and = ;. Hence the probability is approximately the form of a plane-wave probability.

In order to define conditions that must be fulfilled such that the plane-wave probability can be well-approximated by
a ‘local’ rate, we consider the specific c3ss of a one-vertex first-order 1 — 2 process. Suppose the plane-wave background
is described by the potential a( ) =m ].2:1 i jC )"j, where "; - "; = — ;. Suppose we simplify the situation and choose
the plane-wave to be either linearly or circularly polarised so that we only have one intensity parameter, . Then we
start from the total probability before any non-trivial outgoing momentum integrals have been performed (i.e. following
Section 3.2, mod-squaring the matrix element, such as Eq. (31) for nonlinear Compton, and integrating over one outgoing
particle’s momentum using the phase-space delta-function that conserves momentum in the form Eq. (24)). This can be
written as:

z
s - iu(s) -

P= d,d,/d dZJ_ F :S; J_;s;,/ G : J_;,;sl : 77

P st F( s ) exp —G ) (77)

where is the energy parameter of the incident probe particle and where, for example for nonlinear Compton:
T > 2/ g(S) » 3/ 3/ » E 3/
F=—- () ( HT @) N+ ()—a?)-a(”’) (78)
_ Z, a(x) 2# ‘L—SPL < p(,)
G= dx 1+ *“+== ; t=—T1 ()=1-—1FL— (79)
. m ms D

8(s) = gnic(s) = 14+5%=[2(1—s)] and u(s) = uncc(s) = s=(1—s) (for nonlinear Breit-Wheeler: g(s) = gnew(s) = 1—uUnsw=2,
u(s) = unpw(s) = 1=[s(1 — s)]). In order to progress to a local expansion, one defines ‘average phase’ = (" + ”’/)=2 and
‘interference phase’ variables = > — ”’ (which we recall from Eq. (30), and whose relation is sketched in Fig. 7.).
It is possible at this point to derive an angularly-resolved LCFA, by expanding in , retaining lowest-order terms and
integrating out to obtain Airy functions see [171]. However, for clarity of exposition, we will concentrate on the more
standard lightfront momentum spectrum. After integrating out the transverse momentum variables, +, which appear in
the integrand in the form of a Gaussian (see also the text around Eq. (34)) one arrives at the probability as an integral
over the lightzfront momentum spectrum:

P dd S e S (1) (80)

where, for nonlinear Compton s = sy ¢c = k- “=k-p = = .-, and for nonlinear Breit-Wheeler s = sypgw = k- q=k - * =
= and where is the energy parameter of the photon and .+ for the positron/electron respectively.
For unpolarised(nonlinear Compton, the pre-exponent f, can be written in the form fy.c where (see e.g. [173,242]):

2

i gnic(s)
=— 1+ - - - = ; 81
Faie 3 + 5 a  + 2 a > (81)
(the equivalent expression for nonlinear Breit-Wheeler, fysw, can be obtained by substituting gy .c(s) with the factor
Enaw(S)).
The quantity ( ; ; ) is the Kibble mass squared, which we recap here from Eq. (35) in Section 3.2:

z -

<a2> (a)Z 1 + =2
(; 5 )=1=—F+—3 fy=- f(x)dx; (82)

m m — =2

where (f) is a phase window average. The Kibble mass encapsulates interference effects in the amplitude for the process
to occur in different parts of the plane wave, which is responsible for determining structure in the outgoing particle
momentum spectrum. To interpret the probability as the integral over a ‘rate’, it is desirable that the interference phase
integral be evaluated. This can in general only be done in approximate form. The range of that must be integrated over,
in order that the integral be well-approximated, is sometimes referred to as the “formation length” of a process (see
e.g. [96,172,361]). If one chooses to neglect interference effects at the scale of the wavelength and larger (e.g. assuming
the process has a sub-wavelength formation length), a Taylor expansion of exponent and pre-exponent in can be
performed [362,363]. This can be justified when > 1, where the dominant contribution to the integral originates
from the region | | < 1= [96,172], justifying such an expansion in this parameter regime. In this case the substitution

— = can be performed, where the contributing region of is at most ~ O(1). Expanding the exponent from Eq. (80)
in = gives:

" " " ’ " - 2 #
- JOY O3 70) "),

_ 83
12 + 720 + (83)
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(the index j is summed over, where repeated). Performing the same expansion in the pre-exponent, and neglecting terms
of order ( = )? in both the exponent and pre-gxponent, gives typical Airy function kernels. The integration in  then
generates Ai’ and Ai; functions where Ai;(x) = xoo Ai(y)dy (sometimes the Airy funfgtions are written as modified Bessel
functions, Ku(-), using Ai'(x) = —( v/3)7'xKy=3[(2=3x*2], and Aiz(x) = ( v/3)71 /¥ Ki=3[(2=3)y*2]dy [364]), from
which it follows thg LCFA rate can be written as:

2g(s)
V4

RicrFa = —— ds EA]l(Z) + AI,(Z) . (84)

We note that this result can also be acquired by simply expanding the total probability in 1= and keeping the leading

order term. For QED processes, 0 < s < 1. For unpolarised nonlinear Compton scattering, z = [s= (1 — s)]*, ¢ = 1
and g(s) = guc(s) = 1+ s?=[2(1 — s)], for nonlinear Breit-Wheeler pair-creation, z = [ s(1 —s)]7%3,¢ = —1 and
g(s) = gnew(s) = —1 + [2s(1 — )]~ (For the classical process of nonlinear Thomson scattering z = (s= )*>,¢ = 1

and g(s) = gnr(s) = 1 and s > 0.) To adapt the rate to a non-plane-wave background, the lightfront momentum is
first re-written in terms of the instantaneous classical momentum (e.g. for fermions, the kinetic momentum , which
arises from solving the Lorentz equation in a plane wave background), by recognising k- p = k- (we recall p is the
momentum of an incident electron and p = ,(” = —o0)), and then the plane-wave momentum is replaced with the
numerically-solved instantaneous momentum in the simulation.

To ascertain the correct expansion parameter for acquiring the LCFA, we note that to obtain the Airy functions one
performs a change of variables:

~ ’ 1=3
_ 81 (7 (s5)
[ ()l u(s)

and integrates in . Then for the LCFA to be a good approximation, it follows that higher-order terms of the expansion in
this parameter can be neglected. This implies that [231,365]:

2L 'CPus)
8

where we recall that > 1 is assumed, which provides an approximate region of validity for the LCFA (a similar condition
to Eq. (86) was found much earlier for the synchrotron approximation [353]). We note that Eq. (86) is a local condition,
which is violated whenever the field is weak enough, which happens in the tails of a plane-wave pulse. However, when
the validity condition is violated like this, the contribution from the LCFA is suppressed, so that, at worst, it underestimates
the QED result (which is safer to use for predictions of experiment than if the LCFA would overpredict these regions). We
also note that Eq. (86) shows that the validity of the LCFA depends on what part of the spectrum is being calculated. For
the Compton process, we recall u(s) = s=(1 — s), and so if s is small enough, the LCFA validity condition is violated (this
is illustrated in Fig. 23).

Comparing the LCFA to an exact calculation of Compton scattering in a circularly-polarised monochromatic field, it
was shown in [366], that in the spectrum dP=ds, the LCFA misses harmonic structure arising from interference effects
over a wavelength of the background and indeed diverges in the infra-red limit, s — 0. Due to progress made at the end
of the 2000s in exact calculations of processes in plane wave pulses of finite duration (see Section 3.2), there has been
an interest in “benchmarking” exact solutions with the LCFA and investigating the LCFA’s regime of applicability. Several
such analyses of comparing the LCFA to pulsed plane wave results have been undertaken, e.g. [231,365,367-369].

The condition in Eq. (86) is useful in understanding where the LCFA fails. For different processes, it is natural to have
different conditions on the applicability of approximations. For example, for the nonlinear trident process in a constant
crossed field, it was found in [310] that the incoherent (two-step) probability scales as 2T 2, whereas the coherent (one-
step) part scales as T.It was suggested in [312] that, as a result, an additional condition on the LCFA is that T >> 1 must
be fulfilled, because if the external field is too brief in duration, the ‘one-step’ process (which, in a constant crossed field,
had been found for some regions of to lower the total probability due to interference effects), is no longer negligible
and the total probability for trident could not be well estimated by the standard LCFA approach of approximating the
two-step process using the LCFA for Compton followed by the LCFA for Breit-Wheeler. Exactly how large T has to be for
the two-step term to dominate depends on , because the two-step and the one-step scale differently at large or small
In the high- limit of the LCFA [310,319], the one-step term scalesas ~ T In ,and the two-step as ~ T2 2(1= 2%)In ,
which means 22 « T must also be satisfied. For <« 1 one finds a different condition.

Various LCFAs have recently been developed: LCFA rates that take into account the polarisation (photons) and or spin
(charges) in first-order processes [241,242,249] (polarised rates in a constant crossed field are given in [172]), with the
LCFA having been derived for the polarisation density matrix describing fermion spin evolution in a background [239].
The LCFA has been derived for axion-like-particle (ALP) production from an electron [370] and ALP decay to a pair [371]
and LCFA rates for the ‘2 — 1’ processes of photon absorption by an electron [184,292] and pair-annihilation to a single
photon [293]. In this last case, an additional shortcoming of the LCFA was identified when benchmarked with the full
QED probability: the LCFA result cannot reproduce the physics of narrow wave packets annihilating, which manifests
as a highly oscillatory structure in the high-energy region. The LCFA has also been applied when evaluating a WKB

1=3
> 1; (86)

Y]



A. Fedotov, A. Ilderton, F. Karbstein et al. Physics Reports 1010 (2023) 1-138

30 \ 0.010
LCFA .
w
% 25 = 0.008
20 -y
8 & 0.006
; 15 3,
= ‘@ 0.004
310 2
el c
[< 5 = 0.002
Q.
0 0.000
1075 ‘ . 0.000 0.001 0.002 0.003 0.004
s S
Fig. 23. Spectrum for nonlinear Compton scattering (here R = R = dP=d ) for an electron with relativistic gamma factor = 1250 colliding head-on
with a monochromatic field with =5 and frequency 1eV. ‘LCFA+ denotes an extension to the LCFA including higher derivatives of the field.

Source: Taken from [365].

approximation of first-order processes in a focussed background [372]. A type of LCFA has also been used at the level
of the Dyson-Schwinger equation to include the ‘decay’ of photon and fermion states in an external field [373] (also in a
constant crossed field [374]). In addition, the LCFA has been applied to classical radiation formulas which include radiation
reaction modelled via the LL equation [375,376] and this has been extended to all orders, by resumming mass-operator
and Compton processes in the limit of large T [241,325,377]. The concept of the LCFA can also be extended to non
plane-wave processes such as the Schwinger effect (pair creation directly from a quasi-constant field) [378]. In [379], an
LCFA-like approximation for Schwinger pair creation was compared to several exact solutions, such as for a Sauter pulse
as well as spacetime-dependent fields (see also Section 8). In [380], the mean current and energy-momentum tensor in
QED were calculated in arbitrary dimensions for a flat-top electric field of finite duration, which in the long pulse limit,
gives an LCFA-type approximation.

For one-loop diagrams, the LCFA can be applied straightforwardly. The two phase variables (or equivalent variables
for the evolution of the field, e.g. proper time) that occur at the level of the amplitude are the same as the two phase
variables * and ”’ occurring in the amplitude and its Hermitian conjugate of the 1 — 2 processes discussed above. This
can be clearly seen for example, using the optical theorem to ‘cut’ the polarisation operator and relate it to nonlinear
Breit-Wheeler pair-creation. In the context of loops, an LCFA-equivalent expression was derived for a polarisation tensor
in [258] by expanding in proper time, and in a plane wave for the mass-operator [155] and the vertex-correction [381].

5.1.1. Extensions to the LCFA

In this section, we consider extensions to the LCFA presented above. First we consider single-vertex processes in a
plane wave background. A systematic way to extend the LCFA is to go beyond the leading order in 1= . One line of
enquiry focusses on including derivative terms of Eq. (80) that come from higher orders in the expansionin = (analogous
investigations were performed decades ago for beamstrahlung [354] and synchrotron radiation [353]). These corrections
are treated as small, which excludes treating ultra-short pulses, where coherent and incoherent parts of higher-order
processes can be comparable. If including higher derivative corrections, an immediate difficulty is faced by the fact that,
for some pulse shapes, the quantity defined above as the ‘rate’, i.e. dP=d , can become negative in places, violating the
positivity constraint given in the introduction, which makes it unsuitable for e.g. numerical simulation. In [365], a solution
was suggested, in the form of applying filters to achieve the desired behaviour. The higher-derivative corrections from
Eq. (83) were included in an improved LCFA (“LCFA+"”) by perturbatively expanding the exponential and integrating the
new terms by parts to express them in terms of Airy functions. The new expression required two filters: one for the
corrections, and one overall positivity filter. The resulting rate was found to be more accurate for nonlinear Compton
scattering in the infra-red and at intermediate electron energies, as illustrated in Fig. 23 (where, also, the harmonic
structure, missed by the LCFA, is clearly evident in the QED result). In [369], an alternative method (applied to the Breit-
Wheeler process) to include higher derivative corrections was shown by retaining them in the exponent, but casting the
exponential in the form of an Airy kernel using a uniform Airy approximation [364]. The result is that the derivative
corrections then appear only in the Airy arguments:

#y=s

C/CMW+3 /0 0)
30 2 ()

z—>2z 1+ (87)

(the index j is summed over, where repeated) and hence they are manifestly positive. However, a filter was still required,
because if the corrections are too large, the LCFA becomes less accurate than without the corrections.

An alternative approach to extending the LCFA for nonlinear Compton scattering focusses on the fact that the LCFA
rate diverges in the infra-red part of the spectrum. In [366], the LCFA was benchmarked with a monochromatic wave, and
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the condition s < =(14 2) given as a range for where the LCFA becomes inaccurate. In [231], it was pointed out that,
in the > 1 regime, where the condition becomes s <« = 2, the correct limit of P as s — 0, is the perturbative, linear
Compton result of the plane-wave background. In [231] it was emphasised that, for e.g. a 10 GeV electron colliding with a
plane wave pulse of ~ 10 and frequency 1:55 eV, the LCFA becomes inaccurate for photon energies as high as 30 MeV.
Therefore, in [231], it was suggested to modify the LCFA by introducing a type of low-frequency prescription so that the
correct infra-red limit is approximated. This was initially achieved by defining a ‘formation length’ ¢ of the process,
to be when the expansion of the LCFA exponent (i.e. the expansion in ~ in Eq. (83) up to order 3) equals , giving

8 . 1. 4 3 ol=s
form: : sinh 3 sinh 2 .

where o and g are the global values (i.e. maximum values) of the and parameters. Then a lightfront momentum
cutoff is applied to nonlinear Compton spectrum so that when s > s, the LCFA is used, otherwise the linear Compton
scattering formula is used. The cutoff sy, is defined as being the lightfront momentum fraction where . is equal to
2 . When this was implemented in a numerical simulation code in [231], the total probability of the process was indeed
closer to the correct plane-wave probability. However, as was commented in [231], the ad-hoc prescription introduced an
unphysical discontinuity in the spectrum at s = s, and, as was remarked in [367], the cutoff requires knowledge of |
and o which are not local quantities. One way to improve this approximation is to find a way to define a ‘local’ timescale
for the background field ,4(t) in terms of kinematic quantities and use this to define a local ¢ and . In [367], this local
timescale was defi\n/ed as

u
g IE2 (t)] _
B (O + [Fu o (6) - Fio (0]

where F;., is the transverse Lorentz force (note the similarity of the terms occurring in Eq. (89) and the correction from
higher orders of 1= in Eq. (87), albeit with different coefficients). Then Eq. (88) is rewritten replacing the formation
phase with a local formation time torm: — tiorm:(t), With o — q°(t) (t)=1 and the prefactor 8= ¢ — 8 (t)=m (t),
where q°(t) and (t) are the local values for the scattered electron energy and the Lorentz factor of the electron before
scattering respectively. A time-dependent threshold energy cutoff, ¥, (t), below which the LCFA is replaced with its
cutoff value dP.( ¥y, (t); t)=d? dt, is defined via !}, (t) = ;i Yicra(t), where 7. is the value at which the formation
length equals the local field length scale, i.e. tiom:(t) = bg(t) and gz is an O(1) ‘fine-tuning constant’. The energy 1 (t)
is then:

; (88)

2

bg(t) =2 (89)

0
t
!Icfa(t) = R b ( ) h
1+ 525 sinh 3sinh™! %&m (t)

io; (90)

where p°(t) is the electron energy before scattering. This scheme was implemented in a numerical simulation in [367]
and a better agreement found with the full plane-wave result, in the infra-red.

In terms of corrections to higher-order processes, an expansion of the probability of the trident process in 1= has
been studied in [34,318], in which it was found:

, 1 1
P= 2P+ -P +—SP+: (91)

where the coefficients P; depend on all other parameters, but not . For Compton scattering the corresponding expansion
reads

1
Pne = Potc+ 5P+ (92)

in which the next-to-leading (NLO) terms, i.e. derivative corrections to the LCFA, scale as 1= 2 with respect to the leading
term (e.g. consider expanding out the extra terms in Eq. (83)). The same holds for the probability of nonlinear Breit-—
Wheeler Pygw. If these are combined to give the two-step part of trident, we see (not writing out the relevant integrals
and spin sums explicitly) that

PnicPnew = 2P1:cP_15 + P_1:cPig + Pi.cPoyp+ -~ *Poy+ Pyt .- (93)

where P_, are the corrections which scale as ~ © and therefore contribute to Py in Eq. (91). Therefore the corrections
are suppressed for large with respect to some coherent parts of trident, P_;. However, this is not the end of the story:
one expects P_, and the corrections in Eq. (93) to scale with pulse duration as ~ T2 and P_; only as ~ T. Therefore, if
T > , it is consistent to include corrections to the two-step part of trident and neglect the one-step part. However, if
T . , corrections to the two-step part of trident can only be consistently included if the one-step part is also included.
The attraction and power of the LCFA is that it can in principle be applied to general (i.e. non-plane-wave) EM
backgrounds when the formation length of the process is much smaller than the typical field inhomogeneity (as explained
in the introduction to this section). This is exploited regularly, for example in particle-in-cell simulations of laser-matter
interactions. However, recently the applicability of the LCFA in non-plane-wave backgrounds has been scrutinised more
closely, for example, it has recently been compared to particular solutions in a standing-wave background [382,383].
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5.2. Locally monochromatic approximation

The LCFA is very useful for studying strong-field effects in laser-matter interactions, where a plasma is formed
and the strong field is not known a priori.?* However, in contrast to laser-plasma set-ups, experiments have also
been performed [33,73,331] and are planned [47,49,384], using well-characterised particle and laser beams. In these
experiments, often ~ O(1), which is outside the region of applicability of the LCFA and therefore requires an alternative
approximation framework. It is possible to develop this, by exchanging the versatility of the LCFA with an assumption
that the background is well-described as a many-cycle laser pulse. If a high-energy probe is collided almost head-on with
a focussed laser pulse, then by e.g. a WKB analysis (see Section 10) it can be shown that processes are well-approximated
using the probabilities in a plane-wave background. Assuming the timescale of the carrier frequency is much shorter
than the duration of the pulse envelope for the plane wave, treating the former exactly and ignoring derivatives of the
latter, one arrives at a ‘slowly-varying-envelope’ approximation (SVEA) (see Section 3.2). The SVEA has been used for
the nonlinear Compton process for example to calculate harmonic [189] and pulse shape effects [182] and frequency
modulation [385] (see also Section 3.2.3). When this is combined with a local phase approximation, in a similar vein
to the LCFA (but at the level of the triple differential probability, which includes transverse momentum integrals), then
one arrives at a ‘locally monochromatic approximation’ (LMA) [94]. The LMA approximates a process occurring in a laser
pulse, by taking the rate for the process to occur in a monochromatic wave, and integrating it over the pulse envelope
sampled by a point-like particle traversing the pulse. The LMA has been implemented in numerical simulations in this
form for higher-order processes [47,73,292,386,387] and explored analytically looking at how spin and polarisation enter
the incoherent product in the LMA [241].

To introduce the LMA we again consider the simple case of a 1 — 2 first-order tree-level process. The simplest way
to acquire the LMA is to rescale the average phase variable = , and include the leading order expansion of the
probability in 1= [241]. However, to understand the LMA in more depth, it is useful to consider it as combining two
approximations: the slowly varying envelope approximation (SVEA), followed by a local expansion in the interference
phase. First, we will look at the intervening approximation: the SVEA. The main idea is to separate fast and slow timescales,
approximating the slow timescale and but treating the fast timescale exactly. A simple case to demonstrate this is a
circularly-polarised plane wave pulse, with a potential of the form:

at(>)=m — (cos?;sin?); (94)

where is the pulse envelope with phase length-scale > 1 (the ‘slow’ timescale). From the general form of the
probability Eq. (77), it can be seen that products *-a*(”)and [a*(”)]? occur in the exponent. Using integration by parts
in the exponent, one can separate out the fast and slow timescales as already explained in Eq. (39) from Section 3, for
exampzle, for a term in the + .a'(”) part of the exponent:

L] L]
!/

1
¥ cosydy = — sin”4+0 — — (95)

If > 1, then the length scale associated with the pulse envelope is much larger than the wavelength of the carrier
wave, and the remainder term in the above integral can be neglected. We see from Eq. (77) there are still two phase
integrals remaining, but this step has simplified the exponent so that the fast timescale occurs as simple cosine and sine
factors multiplied by functions of the slow timescale. Using the Jacobi-Anger expansion Eq. (37) allows the probability to
be written as a sum over partial probabilities for each of the harmonics of the fast timescale (in which the functions of the
slow timescale from the exponent, appear in the arguments of the resulting Bessel functions). Applying this to Eq. (77) for
nonlinear Compton scattering, one can integrate over the transverse momentum azimuthal angle, which takes a simple
form due to the symmetry of a circularly-polarised background, and gives a Kronecker delta function that reduces the
double-harmonic sum (originating from the|jicob1 Anger expansion to functions in > and ”’) to a single harmonic sum.

Then the probability can be writtenas P= = Py
z s u(s) 2u(s)Z ’ P
_ ’ 17 2 s T\ 2y > _ . 2~
Pn_2 > d7d”dsd( )—1_S exp i - (14+ “)—n ( )+ > ) dx ;
~ *gnic ~ ~ ~ ~
X ijn( )]n( ) + Zyjn( )]n( ) - ]n+l( )In+l( ) +Jn—1( )]n—l( )
1 » 1 2 (2 h L] i
=tuy S ow=1ED ey qgos g 22 1

1+ 2

1+( 24 2n (1—s)=s—(14+ 2 272)
1+ 2

(96)

4 The LCFA’s applicability still requires, in general, that > 1 and that particles are ultrarelativistic so that the fields can be approximated as
plane waves as outlined in the introduction to this chapter.
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Fig. 24. The photon lightfront momentum spectrum for an electron with = 0:1 colliding with an 8-cycle, = 1:5 sine-squared pulse, with a

full QED calculation (blue solid line), the SVEA as given by Eq. (96) (yellow solid line), and the LMA Eq. (98) (grey dashed line). (The spectrum is
normalised by the infra-red limit, P The SVEA and QED results are almost indistinguishable, whereas the LMA misses subharmonic structure and
the mid-IR peak.

where 7 is the phase variable in the Hermitian conjugate of the scattering amplitude, = | +|, J. are Bessel functions of
the first kind [188], and unless otherwise stated, variables with a tilde (W; ; ), have argument ”, and those variables
without a tilde indicate an argument of . By rewriting the fast timescale in terms of Bessel functions, Eq. (96) casts
the SVEA in a new way, and retains interference due to the pulse envelope, on scales as long as the envelope itself, but
with higher derivatives having been neglected. This can be seen e.g. by the harmonic sum having no threshold harmonic
(i.e. n, —> —o00), allowing the bandwidth of the pulse to activate harmonic channels that are kinematically forbidden
in a local approach. If the envelope is chosen to be a top-hat function, the phase integrals can be performed exactly,
and bandwidth effects made manifest [161,162]. If instead, the envelope is chosen to be constant over all ” (i.e. a
monochromatic wave), then using = (" 4+ ”’)=2and =~ — */ again, the integral yields a delta-function which can
be evaluated to give = , which leads to all bandwidth factors, w; Vi§; y becoming unity, and Eq. (96) reducing to the
monochromatic formula (the integrand becomes independent of ,and d is then a divergent phase length pre-factor).
The SVEA is in general, a very good, but perhaps less versatile, approximation. The excellent agreement is demonstrated
in Fig. 24, in which a comparison is made between QED and the SVEA for the potential Eq. (94) with a pulse envelope
(= )=sin?(’=2N)for0< ” <2Nand (’= )= 0 otherwise.

To obtain the LMA from the SVEA, one can make a local expansion of the pulse envelope in . When the pre-exponent
of Eq. (96) is expanded, at the leading order one simply finds (*')~ (”)~ ( ). Expanding the exponent brings it
into the form:

u(s) 2 2 2 1 2us) - Ty Ty 3

-1 —n — . 97

5 + + t—=5 ()+ () () °+ (97)
The leading order expansion of the probability in 1= means that the cubic termin is neglected here, unlike in the LCFA.
The delta function generated by the integral over , u[1+ 2 2( )+ 2]=2 —n, has an argument which is exactly

the stationary phase condition that was found for the scattering amplitude, Eq. (40). (We note the curiosity that the delta
function is evaluated at exactly the point that the linear term in Eq. (97) disappears, while all other neglected terms do not
in fact not vanish.) When integrating over the remaining phase variable , the argument of the delta function can become
stationary itself, which corresponds to a fold caustic due to two coalescing stationary points. This occurs at the peak of the
pulse envelope, ' = 0, and has the consequence that the double-differential probability dP ya=dsd diverges at these
points, and the LMA formally breaks down. However, practically this is seldom a problem, because: (i) when using the LMA
in simulations, the double-differential spectrum is sampled with a finite resolution and the delta function is replaced with
a non-divergent regularised delta function; (ii) often one is only interested in the single-differential lightfront momentum
spectra dP ya=ds, in which case is integrated over first, upon which the delta function is consumed and yields a finite
result. An alternative derivation of the LMA was provided in [241], in which the transverse momentum integrals ( ) were
integrated analytically before any approximation was made (i.e. using the exact results from [240] as a starting point). In
this case, when one rescales the average phase as = and expands the integrand to leading order in 1= , one does
not encounter the delta function above. The resulting integrals are convergent and give an equivalent representation of
the LMA that does not involve Bessel functions and a sum over harmonics. ~ _

p Finally, then, for a circularly-polarised plane-wave pulse, using the shorthand = = , the LMA rate is Ruya( ) =

,;”;[n*(’)] I:‘LMA;I‘I( )1

z stin() 2 2
Rivan( )= —— _ds Jrlz( )] — w

s—n( )

JralzC N+ 20 =221z (98)
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where the Bessel functions have arguments:

- 1=2
el O W w7 (99)
14+ 2 2(7) Uup Uy

where ¢ and g(s) are the same as for the LCFA: for the Compton process, ¢ = 1, g(s) = 14 s2=[2(1 — s)], u(s) = s=(1 =),

U, =2n =[14+ % ?2( )] for Breit-Wheeler, ¢ = —1g(s) = 1=[2s(1 —5s)] — 1, u(s) = 1=[s(1=5)], u, =2n =[1+ 2 2( )]
the threshold harmonic, [n.( )] and the integration limits are those from the monochromatic probabilities, but where
the field strength now depends on phase, i.e. for Compton: n*6) =155 )=0,5.0( )=2n =[142n + 2 2( )],
for Breit-Wheeler: n,( ) =2[14+ 2 2( )]= ,s+n( )=(1% 1—n,( )=n)=2.i.e. the threshold harmonic is local, and
changes depending on where the photon is in the pulse. For a linearly-polarised plane-wave background, there is an extra
integration over azimuthal angle, and, formally, a double sum over harmonic order. However, it has been commented
that, to a good approximation, the double harmonic sum can be replaced with a single sum, evaluating only the diagonal
terms [94]. An example comparison of the Compton spectrum as predicted by the LMA compared to direct evaluation
from QED, is given in Fig. 24.

The LMA has been benchmarked against direct evaluation of the QED result for finite pulses and its accuracy assessed.
In general, as one would expect, the accuracy increases with pulse duration. It was shown analytically in [94] that at high
intensities, the LMA tends to the LCFA, and this was also seen in the results of numerical calculations [387,388]. Small
discrepancies between the LMA and QED have been found in a few areas. First, at channel openings, where the parameters
are such that a small change of intensity or energy allows for an extra harmonic to become accessible, a discrepancy was
noted for nonlinear Breit—-Wheeler, with the larger errors made close to the opening of lower harmonic channels [387].
Second, at small , the LMA can drastically underestimate the rate of nonlinear Breit-Wheeler, due to the ‘enhancement’
from the bandwidth of the pulse envelope [162,256,265,387]. Third, in the lightfront momentum spectrum of nonlinear
Compton scattering, the mid-IR peak (see Section 3.2.6 for more details), is due to the pulse envelope bandwidth and is
missed by the LMA [94,161]. The position of this peak is indicated by the gridline in the right-hand plot of Fig. 24 (it
is located approximately where the first harmonic would be, if the energy parameter were scaled to correspond to the
wavelength of the pulse envelope rather than the carrier frequency, i.e. — =2N, where N is the number of cycles
of a finite sine-squared pulse). Other bandwidth effects missed by the LMA, such as the presence of subharmonics and
softening of harmonic edges, but that are captured by the SVEA, are shown in Fig. 24.

While the LCFA is included in simulations by writing the rates using the instantaneous (kinematic) momentum, ,
the LMA is included by writing the rates in terms of the quasimomentum ~ (introduced in Eq. (38) and further discussed
around Eq. (39)), which corresponds to an average of the fast, carrier frequency, timescale. In a plane wave, we recall this
is~ =p +k a?=(2k-p), and the replacement is made in Eq. (98) and below as 2 2( )— a=m?.

The accuracy of the LMA has been evaluated by comparing its predictions from simulation, to those from a numerical
calculation of exact QED formulas in a plane-wave background. Throughout this chapter, we have not discussed regular-
isation of the integral that must be performed in exact solutions of finite pulses. This is because, in the ‘rate’ approach,
the approximation of the integral means that no contributions are picked up from outside the pulse, and hence there are
no issues with constant phase terms needing to be regularised (see Section 3.2). (As already commented, all the ‘width’
factors of Eq. (96), which originate from regularisation terms, cancel in the monochromatic or locally-monochromatic
limit.) Therefore, one can expect that the contribution from regularisation corresponds to effects that are missing in the
local approach. Total yields as well as lightfront and transverse momentum spectra have been compared for nonlinear
Compton [388] and Breit-Wheeler [387], for regular and chirped plane waves. A comparison was also made for a focussed
background using the high-energy approximation of integrating the plane-wave QED result over the transverse structure
of the focused background. An example of the benchmarking is given in Fig. 25, where it can be seen that integer harmonics
are reproduced by the LMA, but in general sub-harmonics (as well as interference effects on the scale of the pulse length),
are missed. For the range of applicability, it was argued in [387,388] that in addition to the condition  >> 1, the error
of the LMA increases around harmonic channel openings and when pulse-interference effects begin to dominate (when
S &« S4:1( ) for Compton and when () < 1 for Breit-Wheeler). In [49,241], the LMA was also found to approximate
well the longitudinal momentum spectrum of the full trident process well (when = 1and = 1=2 and when =4
and = 1=8, example cases where the LCFA underestimated the yield).

In the E144 experiment, where nonlinear Compton and Breit-Wheeler were measured for the first time, the LMA was
used [389] to model the interaction between the electron beam and the long laser pulse. Although the LMA was used
without derivation, the long laser pulse of full-width-half-max duration of 1.5 ps (of order O(100) cycles), comfortably
fulfils the criterion > 1 for using the approximation. (Due to the 17 degree collision angle, the effective interaction
time with the laser pulse would be smaller than 1.5ps.) The LMA has since been implemented in simulation codes
CAIN [386,390], which models beam-beam interactions between electrons, positrons and photons; IPStrong [391], which
has been used in the initial design of the proposed LUXE experiment [47]; and the open-source code Ptarmigan [392],
which is the current simulation code of the LUXE experiment and has been benchmarked against QED [387,388].
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Fig. 25. Lineout of the double-differential spectrum in transverse momentum (here, r = | || defined in Section 3.3) and lightfront fraction for the
nonlinear Breit-Wheeler process when = 0:2 (left) = 0:5 (centre) and = 2:5 (right) for = 0:2 and N = 16 for a sine-squared plane-wave
pulse. At sufficiently low ( = 0:2), pulse envelope effects dominate and the LMA underpredicts the yield. For = 0:5, the LMA reproduces the

main structure, but sub-harmonics can be seen in the QED result, which are missed. At >> 1 (here = 2:5), the LMA and LCFA tend to the same
result.
Source: Taken from [387].

5.3. The quasiclassical approach

So far, we have focussed on the LCFA and LMA, as they have seen significant development in the last decade. However,
there are also some established methods that have been employed in new situations in strong-field QED.

A notable example is a semi-classical approach that can be used to write a radiation formula that resembles the classical
Liénard-Wiechert radiation formula, but that takes into account the recoil of the electron due to emitting photons. In this
approach, sometimes referred to as the ‘quasiclassical’ or ‘Baier-Katkov’ [363] method, a two-step method is employed to
calculate the emitted radiation from an electron traversing a given background field. First, the classical trajectory is solved
for: either there exists an analytical solution, or else the Lorentz equation can be employed in a numerical calculation
and the trajectory found. Once the trajectory is know, it can then be integrated over to obtain the radiation spectrum.
The radiated energy, dI, of an unpolarised electron can be written as (see e.g. [355], Eq. (2.46)):

i m ded 1 po Qo -
dl = ———=%d* — 14- =4 = 2 t =2)— t— =) e ;
s 2oy *40 T 'Ta g Ty, LVET R vem e
. C 2L o Z , 2)
Po o 2
= ; 1+ — dul[ v(t+u)]” — du v(t+u) ; (100)
2qo _ 2 _ o

where the photon emission angle has already been integrated over, is the electron’s Lorentz factor and qg = pg — ‘o is
the outgoing electron energy (‘g is the emitted photon’s energy). To explain the terms in this formula, we note that the
particle velocity can be written v(t) = vg + V(t; vp), where vy is the average velocity, and that the integration variables
are related to the original time variables t; and t; that occur in the amplitude and its Hermitian conjugate respectively,
viati =t— =2,tp =t+ =2. We note the analogous form of Eq. (100) to the QED formula for nonlinear Compton
in a plane-wave background (where no approximations are used) Eq. (81). We can make this comparison more explicit
by setting: s = “p=po and recalling in a plane-wave that d’=dt = = , then by setting v = a, and recalling that
1—s54+(1—15)"' = 2guc(s) we see the pre-exponents take the same form. Using these replacements, it can be seen
that  contains exactly the squared Kibble mass factor Eq. (82). The formula Eq. (100) is derived assuming > 1 and
using the ‘operator method’ of writing S-matrix elements with operator-valued functions. To proceed, one ‘disentangles’
the operators and drops terms that result from commutators that scale with O(1= 2) and then replaces operators with
their classical expectation values. This involves writing [393]:

Po=P” o 1, (101)

P
Po— o 2

p ‘2 2 [3
o= (P— P+mi=po— o+

and neglecting terms of order O(1= 2). However if the background is a plane wave, the kinematics are such that the
neglected terms are zero. Therefore the Baier-Katkov approach is exact in a plane wave, which is logical when one
considers the solution to the Dirac equation in a plane-wave background (the Volkov solution), is identical to the
semi-classical solution. The power of the semi-classical approach, however, is that it can be applied to non-plane-wave
backgrounds. Indeed, an approach based on using WKB to approximate solutions of the Dirac equation in non plane-wave
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fields has been used and extended recently, in a series of papers using semi-classical solutions of the Dirac equation in
focussed background fields to go beyond the plane-wave approach [372,394-396], with a result that the probability for
nonlinear Compton is obtained by averaging Eq. (100) over the initial electron position. see Section 10.3.

If the angular integral is kept and not integrated over to obtain Eq. (100), the differential energy radiated into an angle
d , can be written in terms of two ‘radiation integrals’ [208]:

d31 2 2 4 2 202
= B TPy T (102)
d<od (4 ) 2p; 2p;,
where the integrals I and ] are given by: 7
n n—v)xv] . n-v o
j= XM VIXV] g o Y gy (103)
(1—n-v)? (1—n-v)?
where ' = (po=qo)* (this is a manifestation of photon recoil [397]), x is the cross-product and n is the direction of

emission i.e. for the photon momentum “ = “gn.

The quasiclassical approach has a history of being employed to calculate strong-field QED effects in beam-crystal
experiments (recent examples include [57,62,63,398]). It has recently been applied to electron-laser collisions. In [208] an
extended version of the radiation integrals Eq. (103) that includes electron polarisation was derived, and the method was
used to investigate interference in two-colour pulses, in [399] the method was used to calculate Compton scattering in a
constant field of finite extent; in [289] the semi-classical method was used to calculate pair production in a plane wave and
compared with the directly evaluated but QED expression and the LCFA; in [95,400] it was used to calculate nonlinear
Compton scattering in a plane wave and benchmarked with the LCFA and simulations employing a linearly-polarised
version of the LMA and in [382] it was used to investigate the validity of the LCFA in a standing wave background.

5.4. Saddle-point methods

A useful analytical method for approximating probabilities is to apply saddle-point methods. For example, for <« 1
and > 1 one can obtain the probability of nonlinear Breit-Wheeler pair production P ~ =33 ) by performing the
lightfront time and momentum integrals with the saddle-point method. However, in this simple case one can simply
use well-known expansions of Airy functions to obtain this probability. The saddle-point method is instead most useful
in cases when one cannot find such special-function representations, e.g. in cases where one cannot use (the leading
order) LCFA or LMA. Having probabilities with exponential scaling and thus being able to use saddle-point methods is
sometimes associated with <« 1and > 1, but, we emphasise, > 1is not a necessary condition. While it is true that
the saddle-point approximations in general break down if one keeps <« 1 fixed and decreases , these approximations
work even for ~ O(1)aslongas (or )is sufficiently small. The expansion parameter for saddle-point approximations
is . As for other expansions we have discussed, one can in general expect the <« 1 expansion to be good as long as
no other parameter is very small or large. In this case cannot be taken too small (with <« 1 kept fixed), but can be
taken large.

Consider for example nonlinear Breit-Wheeler in a Sauter pulse, a;(’) = m tanh(”) and a, = 0. The saddle points are

givenby =0, = 2iarctan(1= ) and the electron and positron share the absorbed momentum equally. One finds [170]
n 4 [0}
exp —=[(1+ %arccot( )— ]
~ pL : (104)
32" (14 2)arccot( ) (1+ %arccot( )—

In the limit > 1, (104) gives P o =% ) in agreement with the expansion of the LCFA approximation, i.e. the
limits <« 1and > 1 commute. But (104) also works for ~ 1 as long as <« 1. The same method can be
used for more complicated processes, like trident [34], where both the direct and exchange terms, Pg;; and Pe, have a
very similar form as in (104). By expanding these in 1= , one finds, to leading order in 1= , Pey & Cex e '3 ) while
Pair ~ (cfji_rz) 2y cfji_r]) )e~1653 ) where the ¢’s are independent of . The term that is quadratic in  gives (the leading
order contribution of) the two-step part, and the terms that are linear in  give (the leading order contribution of) the
one-step part (definitions of the two-step/one-step and direct/exchange separations can be found in 4.1 and 4.2). These
terms in the expansion in 1= agree with what one finds by first expanding the exact probability in 1= and then making
a  « 1 approximation of the coefficients. However, Psx had never been calculated analytically before, not even for a
constant-crossed field. This is therefore an example of the fact that the saddle-point methods can allow one to calculate
even complicated processes. The most nontrivial part of the calculation is to find the saddle point(s). After that one just
has to make a suitable change of integration variables, e.g. — sade + 4/ 2> and expand the integrand in < 1.

25 The reason for the factor of /s to have all the terms in the exponent that are quadratic in the perturbation around the saddle point

independent of , e.g. X = Xsaddle + 4/~ X SO that exp{—[1= ]const.(x — Xsaddle)’} — exp{—const. x*} and so that one can expand the integrand in a
series in
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Source: Adapted from [213].

Then it does not matter much that the original integrand for Pe; is complicated, because after expanding the integrand
around the saddle point one just finds simple (Gaussian) integrals.

In other strong-field cases, a Sauter pulse is often chosen because one can find simple analytical solutions of the
Dirac equation in e.g. a purely time-dependent electric field, and in such cases it can be very difficult to obtain similar
results for other field shapes. This is not the case here. There are many other field shapes that lead to simple compact
approximations similar to the ones above for a Sauter pulse [213]. In fact, for a general symmetric field with one field
maximum, a;(”) = m f(7) with f(=”) = —f(”), one finds a saddle point at = 2iz with z = —if ~'(i= ) > 0. This was
used in [213] to obtain approximations for single and double Compton scattering. The probability that an electron has
longitudinal momentum fraction s = k- I=k - p is given by

n o]
(2gnic — Dexp —MC 7z 14 2(f?) 1 Z,
Pe(s )~ a ) == dufiu; (105)
2UNLC z f/(lZ) 1— 2iz iz

_1
z f'(iz)
where unc and gnic are defined below (77). Similar expressions were derived for double Compton scattering (including
all terms, i.e. two-step/one-step, direct/exchange). Note that very similar expressions can be derived for other processes,
e.g. nonlinear Breit-Wheeler [170]. The main difference between e.g. Compton and Breit-Wheeler is that for Compton one
needs to avoid soft photons (because the probability to emit soft photons does not have an exponential scaling). In (105)
this is done by considering the longitudinal momentum spectrum with photon momentum fraction s not small. One
could call these hard photons, but that does not mean that one has to assume that the photon takes away most of the
momentum (which would be 1 —s <« 1); one can have, say, s = 0:5, as long as is sufficiently small. If one wants to
integrate over all the photon momentum components then one needs to include a cut-off to avoid integrating over soft
photons [211].

For fields defined implicitly via f'(*) = (1—f2(”))° one can express the probability in (105) in terms of hypergeometric
functions ,F; with ¢ and in the arguments [213]. The hypergeometric functions can be expressed in terms of more
elementary functions for ¢ = j=2 > 0, with integer j. For c = 1 one recovers the results for a Sauter pulse. For ¢ = 1=2
one finds the results for one peak of a sinusoidal field, f(”) = sin ”.

However, for a field with many oscillations one also finds many saddle points. Since these lie in the complex plane
with both real and imaginary parts, it is not trivial to find all the relevant saddle points. This problem was considered
in [213] for a;(*)=m sin e C7T ?. For large T there are many contributing saddle points. Finding these directly for a
given T can be difficult. Instead one can start with the monochromatic limit T — oo, where it is much simpler to find
the saddle points. If T is finite but very large then one can find the saddle points numerically by using the saddle points
from the monochromatic limit as starting points. For a moderately large T one can obtain the saddle points by following
their movement in the complex plane as one gradually decreases T from oo. The saddle-point approximation is compared
with the exact result in Fig. 26. As seen, the approximation agrees very well with the exact result, including the small,
fast and seemingly irregular patterns in the spectrum (in fact, one might have to zoom in on the plots to actually see the
small difference). The same method was used in [240] for the longitudinal momentum spectrum of trident. Also in this
case the approximation captures fine details of the spectrum.

5.5. Numerical calculation of QED expressions

Direct evaluation of QED probabilities for plane wave pulses requires numerical evaluation of nonlinearly oscillating
exponentials. This task can be made more efficient by employing well-suited quadrature. For some field shapes, such
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as constant crossed or monochromatic, probabilities reduce to evaluating well-known special functions and they will
not be considered here. However, if the field is a pulse, the amplitude must, in general, be regularised (see Section 3.2)
and this method of regularisation affects the numerical approach chosen. An advantage of the ‘i ’ prescription is that
transverse momentum integrals can be performed analytically, so that, if one is only interested in lightfront spectra or
the total yield, the dimension of numerical integration is reduced. Also, if one is using the ‘gluing’ approach to calculate
higher order processes, only the lightfront spectrum of intermediate blocks is required [240]. A disadvantage of this
method of regularisation is that the (two-dimensional) oscillating phase integration is over an infinite interval. This means
that in order to capture long-range interference effects, a phase range much longer than the pulse must be integrated
over (although some parts of this phase integration may be performed analytically [94,173]). Therefore, this method of
regularisation is less popular for numerical evaluation. It has been used for nonlinear Compton and Breit-Wheeler [94], as
well as ALP decay to an electron-positron pair [371]. A form of regularisation more amenable to numerical evaluation is
the Boca-Florescu method [181], discussed in Section 3.2.1, applied at the level of the amplitude. This has the advantage
that, for a laser pulse with support on a finite interval the phase integration region is finite. The rest of this section
describes numerical schemes to evaluate expressions with this form of regularisation. (Other forms of regularisation are
also possible, such as transverse dimensional regularisation used in [401].)

A standard method is to perform an integral substitution to linearise the exponent [401] and expand the resulting

pre-exponent in a sum over an orthogonal function basis set. For example:
VA Z
def(t)e® = dyH(y)e"; (106)
0 0
where the old and new integration variables are related by g(t) = g( )y, K = g( ) and H(y) = Kf[g~'(Ky)]=g'[g ' (Ky)].
Typical choices for expanding H(y) include the set of Chebyshev [263] and Legendre polynomials [369], for which
the right-hand side of Eq. (106) can be evaluated analytically. If the integral over the linear exponential cannot be
evaluated analytically, it may be evaluated numerically by using quadrature suited to linear but highly-oscillating
functions. One example is the Filon method [402], which has been applied to nonlinear Compton [153] and photon-
photon scattering [403]. Another possibility is to perform a fast Fourier transform which has been used for nonlinear
Breit-Wheeler [190].

An alternative method to linearising the exponent is a deformation of the integration contour in the complex plane.
Using Cauchy’s theorem, an integration path can be found, over which the nonlinear oscillations are removed. If the
exponent has stationary points, this approach is closely related to the saddle point method, in which contributions
from regions away from the stationary points are exponentially suppressed. This has been exploited in calculations of
Compton [240] and Breit-Wheeler [240], double Compton [213] and trident [34,318]. As an alternative to a complex
contour, one can use the fact that in some cases, the imaginary part of the stationary point scales as 1= , which can be
neglected to a good approximation when > 1, so that the method of stationary phase can be employed (which uses
real stationary points), as was exploited for the Compton [183,404] and double Compton [316] processes.

Another approach is to numerically integrate already at the level of the amplitude, which is treated as a matrix with
spin and polarisation indices, and then mod-square to calculate the probability. Although less sophisticated, this method
has the advantage of halving the number of oscillating phase integrals, with the disadvantage that the outgoing momenta
must also be integrated numerically (whereas with e.g. the “i ” prescription, the transverse momenta can be integrated
out analytically). However, since the integrand has a well-defined width in outgoing transverse particle momenta, this
straightforward method leads to an overall reduction in numerical evaluation time. This method has been used widely,
and is specifically referred to in [36,161,179,291,293,387,388,405].

5.6. Alternative numerical approaches

We review here other numerical methods in strong field QED. These methods provide alternative means of tackling
problems in realistic background fields with complicated spacetime inhomogenities, including the Schwinger effect.

5.6.1. DHW formalism

The Schwinger effect, as outlined in Section 1, is an example of spontaneous electron-positron pair creation from a
strong field. Within the mean-field approximation, i.e. neglecting back-reaction, extracting observables such as the number
of pairs created in a given electromagnetic (background) field A requires, essentially, solving the Dirac equation in that
background. Since it is impossible to do so analytically for arbitrary or even very realistic field configurations, numerical
methods are often required.

In practice however, directly solving the Dirac equation in spacetime-dependent fields may be numerically expensive.
It can be more convenient to instead solve another equation, equivalent to the Dirac equation or an approximation
to it, to discuss the Schwinger effect. This is the situation which arises in the widely-used Dirac-Heisenberg-Wigner
(DHW) formalism [406-410]. (See [135] and references therein for real-time lattice techniques, which provide another
powerful numerical method for investigating the Schwinger effect; this will also be discussed in Section 10.7.1). In the
limit of spatially homogeneous fields, the DHW formalism includes the quantum Vlasov approach [411,412] and can be
solved analytically for some special cases (where the Dirac equation is also solvable [413,414]). The equivalence of kinetic
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approaches with S-matrix methods is demonstrated in [415,416]. See also [417] for numerical comparison between the
DHW formalism and results from directly solving the Dirac equation.

In the DHW formalism one calculates the spacetime evolution of a (quasi-)phase-space distribution function. A number
of studies have been made within the DHW formalism to numerically study spacetime inhomogeneous-field effects (see
Section 8.2). A key ingredient 1Zs the equal-time Wigner function W [407]:

—1 . -Rx+y=2 . . -
W(X; p; t)=7<0; in| dlye ®PYet xy2 WAL (x4 y=2); T(t;x — y=2)]] 0; in); (107)

in which x and p are to be interpreted as particle positions and (kinetic) momenta, while the Wilson line guarantees
gauge invariance of W. Using the Dirac equation, one can derive an evolution equation for the Wigner function w:

1

DW =~ Dy - [ O swl—im[ %w]—iP-{ ° ;w}; (108)
where
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The initial condition for the differential Eq. (108) is given by considering times before the background electromagnetic
field switches on at t = t;,, in which case W can be calculated directly; one finds W(tj,) = Wyac = ﬁ[ -p — m]. The
Wigner function W carries, from (108), bispinor indices and has 16 independent components. These may be parametrised
in terms of gamma matrices as

1 . i
W=Z $s+isp+ VvV + 5a +5[ ot : (110)
This basis can be used to express various physical quantities once W is obtained by solving (108) numerically (or
analytically in special cases). For example, thezunregularised energy density is given by

E(:x) = (0:in|~ °(=2)8, |0:in)= d’p[ms+p-v]: (111)

One can infer from the integrand of this expression a phase-space distribution function for created “particles”, with the
caveat that it is only strictly safe to do so at asymptotic times where interactions are turned off, see Section 8, while there
always exists an ambiguity in how to define a distribution function for particles at intermediate times. As a consequence,
the construction of a distribution function is not unique. A common choice is

foxpry= TEER Y M £ Viac, (112)

Po Po

which is obtained by regularising the energy density by subtracting the vacuum contributions at each instant of time and
supposing that the energy density E is given by a momentum integral of the one-particle energy po times the distribution
function f. Note that f(x; p; t) includes contributions from both electrons and positrons and that spin degrees of freedom
are already summed over. As alternatives/improvements, one may for example construct spin-resolved phase-space
distribution functions by inserting appropriate spin projection operators [418], or consider coarse-graining [419,420]. A
good property of the choice (112) is that, for spatially homogeneous and linearly-polarised electric fields, it coincides with
quantum Vlasov approach [409,415], see also [421]. Note that there are (infinitely) many other possible choices, reflecting
the infinite ambiguity in defining particle number at non-asymptotic times — see Section 8 for a discussion. (There is a
further ambiguity in the Wigner function itself: the Wilson line could be replaced by any other function which guarantees
gauge invariance, see e.g. [422] and references therein. However, it is only for the straight Wilson line used above that p
has the interpretation of a particle momentum.)

5.6.2. Basis lightfront quantisation

In ‘basis light-front quantisation’ one begins in lightfront field theory [139], see also Section 4.1, so that x* is again
time, and then reduces the infinite number of degrees of freedom in QED to a finite number by truncating the state space
in particle number, (discretised) momentum, and so on, in a particular basis inspired by lightfront holography [423]. One
then diagonalises the full QED Hamiltonian in this finite basis to obtain non-perturbative eigenstates describing excitations
of electrons, positrons, and photons. These are then evolved in time by numerically solving the Schrédinger equation to
study their interactions [424]. BLFQ inherits some of the useful properties of lightfront field theory; being quantised on
a lightlike rather than spacelike hypersurface, the theory is explicitly causal. Lightfront field theories are ghost-free and,
while fully relativistic, much of their structure, including dispersion relations and the Schrédinger equation to be solved,
appears non-relativistic, which offers various simplifications. For more information and references see [139,141,142,423].

52



A. Fedotov, A. Ilderton, F. Karbstein et al. Physics Reports 1010 (2023) 1-138

Time-dependent basis lightfront quantisation, or ‘tBLFQ’, extends the BLFQ formalism to include background fields
in both QED [425,426] and QCD [427,428]. tBLFQ has been used to study nonlinear Compton scattering in backgrounds
beyond plane waves, i.e. those having transverse structure [429]. An advantage of tBLFQ is that it is fully quantum and
explicitly real time, but a disadvantage is that available computing power severely limits the size of the truncated, finite
system and thus the number of particles which can contribute in processes.

While non-perturbative, tBLFQ may, being based on lightfront quantisation, struggle to fully capture zero mode physics,
which can be essential for non-perturbative contributions to the Schwinger effect [430,431], hence which numerical
method is most appropriate depends on the physical situation of interest. Perturbative contributions to pair creation
from external fields can though be captured by tBLFQ [432].

6. Higher-order processes and resummation

In this section we will consider processes at higher orders in . One reason for considering higher orders is simply
because a particle in a strong electromagnetic field can cause the production of many particles. For example, an
electron emitting several photons is a higher-order process. Also, truncating the perturbation series in at O( ) gives
“probabilities” that can become larger than 1, if e.g. or T are “too” large or in case of IR divergences. This just means
that one has to include higher orders. Note that one has to include both tree-level processes and loops. Including all the
relevant diagrams gives probabilities that are automatically less than 1.

As mentioned, higher orders become important if, for example, or the (dimensionless) pulse length T are large
enough, which is also a regime where higher orders can be approximated by suitable (sums) of incoherent products of
O( ) processes, see Section 4. In Section 4 we discussed some new methods for how to construct the two-step part
of O( 2) processes using O( ) strong-field-QED Mueller matrices. These Mueller matrices can also be used as building
blocks to obtain the N-step part of general O( ") processes, where the N-step part gives the dominant contribution for
large and/or a long pulse and is given by a product of N Mueller matrices. Apart from the Mueller matrices for the
tree-level processes nonlinear Compton, see (61), and Breit-Wheeler, we also have Mueller matrices for the O( ) term in
the probability of e~ — e~ and — ,see (66)and (67) and Fig. 18, i.e. for loops. Each of these building blocks in general

involves two ~ integrals (” for the amplitude M and ”’ for M*), giving 2N integration variables ”;and ”/ withi = 1;:::;N
However, the lightfront-time ordering of the N-step can be enforced using step functions with only ; = (”; 4+ */)=2 as
arguments ( ( y— n—1)::: ( 2— 1)) andeach ; = ”;— 7] integral can be performed in terms of Airy functions in the

LCFA regime or Bessel functions for a circularly polarised field in the LMA regime (for linear polarisation one finds more
complicated generalised Bessel functions [27,433,434]). And even if one cannot find some pre-defined special functions,
the ; integrals can anyway be performed numerically for each building block separately. This leaves one integral for
each building block and they are nontrivially connected because of lightfront time ordering. Thanks to the simplicity of
plane waves, all the transverse momentum integrals can be performed for each building block separately. This leaves
one longitudinal momentum integral for each building block (e.g. the longitudinal momentum of the emitted photon in
a Compton-scattering step). One therefore has N integrals in ; and N momentum integrals for each O( V) diagram. For
the second-order processes discussed in Section 4 one can just perform these integrals with brute force, but at higher
orders one is faced with many inter-connected integrals. Also, one is usually interested in inclusive processes (e.g. the
expectation value of the electron momentum), which means that there will in general be many diagrams that contribute to
each O( V) for large N. And even after having obtained each order, one probably needs to find some way of resumming
the series. Indeed, if higher orders are important, then the effective expansion parameter is likely large and may lie
beyond the radius of convergence (the radius can be finite for an approximation, even though the full/exact series is
expected to be asymptotic). Thus, developing a way to write down compact expressions for general higher-order diagrams
is only half the work. In this section we will review resummation methods and various applications and practical studies
of higher-order processes.

Recall that so far almost every calculation in strong-field QED is based on perturbation theory in in the Furry picture.
The worldline formalism offers another approach to both higher-order and non-perturbative calculations. It has been
used in [435] to calculate compact expressions for the N-photon amplitude at one-loop level in a general plane-wave
background. In [436] the effective action is calculated using worldline methods to all orders in , for a weak electric field
(see also Section 8.4.1). (The form of the result has also been independently guessed, though, based on the first two terms
in the expansion and physical intuition in [437].)

Often resummations of the expansion have involved cases where one can, in some approximation, find explicit
expressions for arbitrary orders. A text-book example is the exponentiation of IR divergences (without a background
field). IR divergences are cancelled when summing over indistinguishable soft processes, see [152] for this cancellation
in plane-wave backgrounds. Processes can also be indistinguishable when particles propagate collinearly. In [232] it was
shown that non-laser photons that are collinear with the laser also allow for a resummation as a multiplicative exponential
factor, including both real photon emissions and loops, giving a probability that scales like

P~ 2exp — ‘Zconst. : (113)

Another type of series that often appears in cases where one can find explicit coefficients to all orders is a geometric
series. In [438] it was shown that in the limit of very strong magnetic or electric fields, the reducible diagrams give the
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dominant contribution to the effective action and they give geometric series. We will come back to this in Section 7,
see (141). Another geometric series appears in the expansion of the solution to the Landau-Lifshitz equation [375].

The study of the Ritus-Narozhny conjecture is an example where resummations will be particularly important. We
will devote Section 9 to this topic.

In this section we will instead focus on cases where only a finite number of orders in are available and where one
cannot identify the coefficients with the expansion of some simple function. This is relevant because, although one might
naively expect that the product of Mueller matrices might simply give expansions of the form z"=n! or z" in which z is a
suitable expansion parameter proportional to , this is not the case; the lightfront-time and momentum ordering of the
integrals in these products gives nontrivial expansions. However, before we continue we note that if one only considers
the loop terms alone, i.e. without sums over the number of final state particles, then one does have an expansion of the
form z"=n! which can hence be summed into an exponential form [241,373,374,439]. Such loop sums are relevant e.g. for
vacuum birefringence, where a photon changes its polarisation (both the type and degree) via sequences of any number
of fermion loops [439,440]. However, as emphasised in [375], unitarity implies certain cancellations between loops and
other diagrams, which is important for e.g. expectation values in RR.

Regarding light-by-light interactions, in [441] the field of a probe plane wave passing through a stronger pump plane
wave was studied (using the Euler-Heisenberg effective action) by resumming a series involving a Bessel function, which
is an example of cases where one knows all the coefficients in the series and can therefore find a unique resummation,
but where the coefficients are more complicated than simply (—1)" or 1=n!.

6.1. Dyson-Schwinger equations

The self-energy diagrams shown in the second lines of Fig. 18 as well as in Fig. 4 of the supplementary in [325] can
also be resummed by sol\éing the Dyson-Schwinger equations, see e.g. [373],

(iB-m) )= dYyMxy) )
Z (114)
00 A= dY (xyAQ);

where D =@ +ia , isthe fermion/Dirac field including both the background field (assumed to be a plane wave) a

to all orders as well as all orders in radiative corrections , A is the photon field, M(x; y) is the electron mass “operator”
(i.e. the loop shown in (1b) in Table 1), and (x;y) is the polarisation tensor ((1a) in Table 1). At O( ©°), but to all
orders in a , is given by the usual Volkov solution. M(x;y) contains all irreducible diagrams.25 However, for a long
pulse and/or large the dominant contribution comes from the diagram in Fig. 18 as well as the diagram in Fig. 4 of the
supplementary in [325]. In this regime, the Dyson-Schwinger equations can be solved [263,373,374,439,443]. As function

of , the solutions take the form
n 0

(p;s; x) oc exp i(real Volkov terms) + i Ml(p;s;x+) ; (115)
and
Alg;j) ocexp —il-x+i " 1(g;5;x) (116)

where M; and ; are derived from the one-loop terms in M(x;y) and  (x;y) as shown in [373], and depend on the spin s
or polarisation j (and momentum, p or q). M; has a nonzero imaginary part, since this solution describes the propagation
of a fermion without photon emission, which is an unstable state, i.e. the probability that the electron propagates through
the laser without having emitted any photons is less than one. Similarly, ",(x") has an imaginary part because the photon
can decay into a pair. These states have been used in [374] for the spin-transition probability without photon emission
and in nonlinear Compton scattering and Breit-Wheeler pair production in [373].

The ingredients, M(x;y) and (x;y) to O( ) are shown in (1a) and (1b) in Table 1. The electron mass operator loop
has recently been calculated in [443,444] for a general plane wave and used and discussed in [443] as an ingredient
in the Dyson-Schwinger equation. The polarisation tensor has also been calculated in an arbitrary plane wave, see
references in Section 7. Resummed expressions on the form e®™"* have been used to study vacuum birefringence
in [263,401,439,440]. We will discuss vacuum birefringence in detail in Section 7.

The one-loop vertex correction has also been studied recently [381]. It was calculated in a general plane wave, focusing
on UV/IR divergences and gauge dependence. This is relevant for the Ritus-Narozhny conjecture, see Section 9.

26 1p general background fields (beyond plane waves) these quantities no longer need to be exclusively 1PI. Beyond PW there would e.g. be the
tadpole on the electron line which is reducible with respect to cutting the photon line. What is relevant is a specific irreducibility, namely the
diagrams to be included are irreducible such that in- and out-state are not becoming disconnected by cutting a line, cf. the tadpole correction
in [442].

54



A. Fedotov, A. Ilderton, F. Karbstein et al. Physics Reports 1010 (2023) 1-138
6.2. Resummation of incoherent-product approximation

We come back now to the question of how to use the incoherent-product approximation (i.e. products of O( ) Mueller
matrices, see Section 4.3) for those higher-order processes where summation of loops alone is not enough. Perhaps the
simplest and experimentally most relevant case is RR. It should be noted that RR does not automatically mean that one
has to consider higher-order processes. Even in the classical limit, RR is nonzero already at O( ), which is obtained
from the emission of a single photon and one loop diagram (the scaling of the photon momentum with respect to h is
cancelled by the factor of 1=h from |, see e.g. [445]). However, in regimes relevant for e.g. upcoming laser experiments (see
Section 1.1), there is an interest in measuring processes with multiple emissions. In other words, higher-order processes
will be important and therefore studying their resummation is important.

At O( M), N photons can be emitted, which in the Mueller-matrix approach (see Section 4) is described by the product
of N Compton Mueller matrices, M - M€ : : : M, which are integrated with lightfront-time and longitudinal-momentum
ordering. However, these are not the only building blocks that are relevant. It is perhaps not always realised, or at least
not explicitly mentioned, but, as noted already above, it can also be important to consider loops. Loops provide important
cancellations of e.g. infra-red divergences and are needed in order to be able to take the classical limit of RR [445,446] (see
also [447-450] for other processes). Loops (sequences of O( ) loops) are also responsible for the nontrivial, anomalous
magnetic moment part of the spin precession (see e.g. [155,241,451]), see also discussion in Section 6.5 for how spin is
treated in recent numerical codes. In the Mueller-matrix approach these loops can be obtained from the O( ) building
block M* mentioned in Section 4, see [241]. At O( M) there are therefore 2V diagrams, e.g. M" - M€ - M : : : ML, Because
of unitarity, many elements (but not all) of M are similar or can be obtained from MC. It is natural to group these 2V
diagrams together as [325] (M! + M) - (M" 4+ MC): : : (M" 4+ MC). Because of the combination M" + M, many soft-photon
problems are either absent or less severe in this inclusive quantity than what one might otherwise expect by considering
e.g. only photon emission without loops. Thus, loops need to be included simply because they are numerically important,
and omitting them does not actually make things simpler but rather introduces unnecessary problems.

These products are lightfront-time and longitudinal-momentum ordered. In [325] a recursive formula was derived:
Consider fe expectation value of the longitudinal momentum of the electron, which is obtained from an expansion in
(k-P)y=" o2, (k-P)™ where (k-P)™ = (1=2)No - M™ - N; = O( N) and M™ is essentially n factors of (M" + M) with
different arguments. By prepending a factor of M' +MC at the beginning of the previous product, a recursive formula was
obtained which gives M™ from M~

Z VA
d’ 1
MP(; )= —  ds (M'(; s ) MOTUCS MO Gs ) M (=5 ) ) (117)
0
where = k-p=m? ands = k-I=k-p is the ratio of the longitudinal momentum of the photon and the initial electron. The
initial condition for (k:P) is M® = 1. The same equation but with M(®) = 1 gives the resummed total Mueller matrix for

the probability of a general spin transition. The lower integration limit  ensures lightfront-time ordering, and the factor
of 1 —s takes the recoil due to photon emission into account.
It was shown that the recursive formula (117) can be resummed right from tigs start, i.e. without choosing a specific

field or electron parameters, into a matrix integro-differential equation for M = - M®™,
oM Z4 ds
i (M M()+MEM( [1-51): (118)
0

This equation is valid for arbitrary pulse shape and polarisation of the plane wave and, as long as the pulse is sufficiently
long (see discussion in Section 4), even if is not large. In other words, it goes beyond standard LCFA treatments. Since
it is a matrix equation with no reference to any specific spin or polarisation basis, it works for general spin/polarisation.
If one omits the spin and considers LCFA then it resembles the structure of older Kkinetic equations that have been used
previously to study RR [88,358]. In those studies no resummation was mentioned.

Having obtained the integro-differential equation one no longer has to think about resummation. This seems therefore
like another example where the expansion can be resummed thanks to the fact that one has an expression for each
higher order. However, instead of resumming the expansion from the start into an integro-differential equation, one can
instead approach the problem in a similar way to which the expansions have been resummed in Section 4. (This method
is also closer to how one would approach the problem when, in the future, one has figured out how to calculate the
expansion beyond the incoherent-product approximation). In this approach one starts with M(®) and uses the recursive
formula to obtain M("), which is then used to obtain M® etc. This procedure gives explicit results for a finite number
of terms in the expansion. One might for example obtain (k - P)® for n = 0;:::;10. In the classical limit one finds
a geometric series to leading order with an obvious resummation, 1 — z +z> — --- = 1=(1 4+ z), where z & . For the
difference in the final momentum for an electron that initially has spin up or down, (k - P)(1) — (k - P)({ ), one can also
find explicit expressions for all orders [325,377]. This, though, is much less trivial; the coefficients are not simply (—1)"
but rather a more complicated expression involving the harmonic number. However, using techniques to solve recursive
formulas, one can again find a unique resummation [325,377], which happens to involve logarithms (it is unique in the
sense that it reproduces the expansion coefficients to all orders, rather than just the first e.g. 10 orders which would be
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the case for any resummation of a series of which only the first 10 orders are known). However, away from the leading
low-energy limit, one will not find a series with some obvious resummation such as (—z)" or (—z)"=n! and one will only
have access to a finite number of terms.

Thus, in the general case one needs to choose some resummation method. For the RR expansions considered
in [325,377] the first terms in the expansion indicate a finite radius of convergence. No Borel transform is therefore
needed, but a simple direct sum only works (in principle) within the radius of convergence. However, a direct sum may
not be the best approach, because if one is close to the radius of convergence, for example, then a very large number of
terms may be required, meaning difficult or impractical calculations. A finite radius of convergence suggests that one could
resum the series with Padé approximants. In other words, with the recursive formula one obtains a truncated expansion
(considering a constant field for simplicity and writing ‘tru’ for truncated)

(k- Py = +cT+cIT2 4.0 4 T (119)

where T = is an effective expansion parameter, with the pulse length, c™( ) are nontrivial functions of , and
n is a finite, not very large, order (e.g. n = 10). In the classical limit we have ¢ o ", and then it would be natural to
also include a factor of in the effective expansion parameter. Note that, even though <« 1, for sufficiently large ,
T can be large and higher orders become important. Obviously, the truncated series will eventually break down since it
goes as T" as T — oo. The idea is to decipher the information that is encoded in ¢; in a way that preferably does not
require one to keep calculating more and more terms (increasing n) as T increases. A Padé resummation is achieved by
matching (k- P)y, with the expansion of

AT

(k . P)resum = 1] ; y
1+ | B( )T

(120)

which determines the coefficients A; and B;. In general one finds higher precision by increasing I and J (and consequently
n), but the relative size of I —] is not determined by (k-P), alone. If one does not know how the exact result should scale
in the limit of large argument (T >> 1 here), then one often finds good results with diagonal or near diagonal approximants
(I =] or I ~J). In this case one expects (k- P) to decrease as T increases, which leads one to choose I = J so that the
Padé approximant can cancel the leading-order term ( ). It was shown in [325,377] that such Padé resummations tend to
converge quickly, i.e. one only needs to calculate relatively few terms in the expansion. This means that this approach
can be competitive or faster than the integro-differential approach.

In this case one can obtain an even faster convergence since one can guess that the quantum result should converge
to the classical in the limit of a very long pulse, T > 1, see [325]. This is based on the fact that decreases over time due
to RR, i.e. the dynamics becomes more and more classical, and the fact that the classical solution becomes independent
of the initial momentum in the long-pulse limit, so one can expect that this also happens in the quantum case and then
the result for a general initial momentum will agree with that for a low momentum, for which the classical result applies.
This gives not just I = J but also fixes A; and B;, so that given n terms from (k - P)¢, one can go to one Padé order
higher, [m=m] — [m+ 1=m + 1], which moreover will converge to the exact result in the limit T >> 1 even at low orders.
An important point is that it was not necessary to impose this extra condition on the approximant; one still finds the
same results. However, doing so means a faster convergence, since forcing the resummation to the expected result at
both small and large T does not leave much room for large discrepancies at intermediate values of T. This holds also for
other resummations: the more additional information one has (or can guess) the fewer terms are needed.

For (k - P)(1) — (k - P)(}) one can show explicitly in the classical limit that the large-T limit involves a factor of
InT [325,377]. One can therefore also expect such log terms in the quantum case. For this spin difference there is therefore
no choice of I, J and A; and B; that gives a resummation that reproduces the exact scaling at T > 1, since a Padé
approximant can never give log terms. However, this is not a problem for reasonably large T because the factor of InT
grows slowly. Hence, one can still speed up the convergence by choosing a Padé approximant with the same scaling as the
factor of 1=T" that multiplies In T. Hence one can still find fast convergence with Padé approximants. Thus, even though a
Padé approximant cannot reproduce the exact large-T scaling in this case, due to the In T part, this resummation method
still works very well.

Final results for these  resummations are shown in Fig. 27 for a constant-crossed and a circularly-polarised
monochromatic field.

Two different methods for calculating the expansion (without the integro-differential equation) were presented
in [325,377]. In one of them one first creates a numerical interpolation function of M(")( )for0 < < .« and plugs that
into the recursive formula to create an interpolation function of M®)( ) and so on. In the other approach, one first expands
M in a power series in , and then plugs that series into the recursive formula to obtain a power series expansion of M)
etc. Each of these  expansions are asymptotic and therefore need to be resummed with e.g. the Borel-Padé method. But
M® is obtained from M(") before resumming M etc. For the constant field and circularly monochromatic field considered
in [325,377], this double resummation approach was the fastest.

In the double-resummation approach one has for each n in the expansion in (119)

cn — 14 aﬁ,’.f) m . (121)
m=0
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