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Abstract

This study investigates the use of emojis in sentiment analysis for the
Swedish language, with the objective to assess if emojis improve the
performance of the model. Sentiment analysis is an NLP classifica-
tion task aimed at extracting people’s opinions, sentiments, and attitudes
from language. Though sentiment analysis as a research area has made
a lot of progress recently, there are still some challenges to overcome.
In this work, two of these challenges were considered; the analysis of a
non-English language and the impact of emojis. These areas were ex-
plored through creating a sentiment annotated dataset of Swedish texts
containing emojis, and creating a Swedish sentiment analysis model for
evaluation. The sentiment analysis model created, SweVADER, was
based on the English Lexicon-based model VADER.

The best performing SweVADER model achieved an accuracy of 0.53
and an F1-score of 0.47. Furthermore, the presence of emojis improved
the analysis for most models, but not by much. The results indicate that
the use of emojis can improve the sentiment analysis, but there were
other features affecting the results as well. The sentiment lexicon used
plays a key role, and pre-processing techniques like stemming could
affect the performance too. A takeaway from this study is that emojis
contain important sentiment information, and should not be disregarded.
Furthermore, emojis are useful when analyzing texts, if there is a lack
of linguistic resources for the language in question.
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1 Introduction

Artificial Intelligence (AI), the study of how to make computers perform intelligent tasks,
has been around for more than 70 years. Through its existence, the field has met many
breakthroughs and downfalls. Consequently, the field can be divided into different stages.
These stages, also called golden periods, mark important progresses in the field of AI
through research and advances in technology. Today, we are in the third golden period
of AI. This period, which started in 2006, has seen a rapid development due to GPU’s,
parallel processing, increasing storage capacity and big data [50].

AI has changed countries, science, technology, business and life around the world, play-
ing an important role in social development. In the automotive industry for example, au-
tonomous driving has been enabled by combining AI and sensor data for route planning and
controlling vehicles. In the health industry, AI can be used for cancer detection, medical as-
sistance or the development of new drugs. Furthermore, AI is being used in other industries
where there exists a good data foundation, such as finance or retail [50].

Natural Language Processing (NLP) is one of many subfields of AI [50]. NLP, also known
as computational linguistics, is the task of making computers learn, understand and produce
human language. This subfield of AI has many purposes for aiding communication between
humans as well as between machines and humans. Another purpose is using AI for taking
advantage of the vast amount of language content that is available today, by processing and
analyzing this data. In consumer products for example, NLP is incorporated in Apple’s
Siri [19] and Google Home [38] through speech recognition, dialogue management and
text-to-speech; to be able to listen to, understand, and reply to a human [19].

Sentiment analysis is an NLP task aimed at extracting people’s opinions, sentiments, and
attitudes from language [32, 4]. The task of sentiment analysis can be considered a text
classification problem, i.e. classifying whether a text is perceived as positive, negative or
neutral. New techniques have started to apply sentiment analysis on other modalities as
well, such as visual and audio data [4, 49], and considering more emotions beyond positive,
negative, and neutral [14]. Sentiment analysis models are often divided into three different
approaches; the Machine-Learning approach, the Lexicon-based approach and the Hybrid
approach [4, 5, 18].

In recent years, there has been an increase in research interest for sentiment analysis making
it one of the fastest growing research areas. According to data presented by Mika Mäntylä
et al. (2018), nearly 7000 papers on sentiment analysis have been published [32]. The in-
terest for sentiment analysis in the public has increased as well [32] and among companies,
governments, and organizations [4]. The increase in opinions that are expressed online in
forums, social media, blogs and other web sources has enabled monitoring of these opin-
ions for analysis purposes [4, 44, 19]. For example, sentiment analysis can be used to study
customers’ opinions toward a business or suggest movies, music or products to users [4].
Even election results have been predicted using Twitter posts [8, 35] and public opinion has



2(43)

been analyzed in relation to the COVID-19 pandemic [1, 28]. Other application domains
for sentiment analysis are education [1] health care and government intelligence [4].

Though sentiment analysis as a research area has made a lot of progress recently, there are
still some challenges to overcome. Detecting sarcasm is a challenging NLP task and can be
difficult in a sentiment analysis context. A text which is classified as positive can actually be
sarcastic, and therefore it should be classified as negative [4, 33]. Negation handling, spam
detection and word sense disambiguation (the meaning of a word is context dependent)
are other examples of challenges in sentiment analysis [4]. Another frequently mentioned
challenge is sentiment analysis for so called low-resource languages. Most of the research
is done in English resulting in a lack of tools for other languages [4, 19, 17]. This also holds
true for NLP in general [19].

Exploiting emojis in texts for sentiment analysis has gained interest in recent years [16].
Emojis are ideograms and smileys used to express emotions more easily in text, commonly
used in electronic messages and on the internet [44, 17, 16]. In 2015, the emoji “Face with
Tears of Joy” was selected as the Oxford Dictionaries Word of the Year, demonstrating how
emojis have greatly impacted the way humans communicate [44]. Emojis can clarify or
emphasize communication and provide important information about a message, for exam-
ple if it is intended to be understood as sarcastic. Hence, emojis can play an important
part in sentiment analysis. [16, 44]. Emojis were not widely explored in sentiment analysis
prior to 2015 [26] and were commonly disregarded for simplicity [36], but has since gained
interest in the field [16]. More recently, some studies have found that using emojis in senti-
ment analysis can improve the performance of the classifiers [16, 44] and help to determine
complex emotions like sarcasm or irony [16]. The majority of these studies are conducted
for the English language, leaving room for further research in other languages. Since the
use of emojis can vary across cultures and languages [16], and no studies have been found
investigating this for the Swedish language, this study will aim to explore this.

1.1 Objective

In this work, two challenges of sentiment analysis will be considered; the analysis of a non-
English language and the impact of emojis. These areas will be investigated through the
following:

• Creating a sentiment annotated dataset of Swedish texts containing emojis.

• Comparing the performance of a Lexicon-based sentiment analysis model on Swedish
informal texts, with and without emojis.
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2 Background

This chapter is divided into two parts. The first section presents some general knowl-
edge about sentiment analysis such as different approaches, creating datasets, common pre-
processing techniques and evaluation metrics. The methodology of this study is based on
the principles presented in this section.

The second part of this chapter is about previous work related to this study. This section
is divided into three parts; Emoji-Powered Sentiment Analysis, VADER and Sentiment
Analysis for the Swedish Language.

2.1 Sentiment Analysis

Julia Hirschberg and Cristopher Manning [19] define sentiment analysis as the “identifica-
tion of positive or negative orientation of textual language”. The sentiment of a text can
be the attitude of the writer towards events, propositions, people, organizations or other
concepts. Bonta et al. [5] explains the sentiment further as the affective or emotional state
of the writer. These sentiments can be identified by sentiment-laden words which occur in
the text. For example, the words “sad”, “worried” or “difficult” could exist in a negative
context [19].

There are many techniques to sentiment analysis, and new ones arise as research contin-
ues. These approaches can be categorized based on the level of detail of the analysis, for
example if it is at document or sentence level. However, sentiment analysis approaches are
most commonly divided into three categories; the Machine Learning approach, the Lexicon-
based approach and the Hybrid approach [4].

2.1.1 Approaches

As previously established, the approaches for sentiment analysis are the Machine Learning
approach, the Lexicon-Based approach and the Hybrid approach [4, 5, 18]. The Hybrid
approach combines the two other to further improve the performance of sentiment analy-
sis [4].

The Machine Learning (ML) approach, which is the most used, uses train and test datasets
to classify sentiment polarity. An ML model can be created using supervised learning, un-
supervised learning or reinforcement learning [4]. Naive Bayes and Support Vector Ma-
chine (SVM) are two popular supervised learning methods for sentiment analysis [18].
The ML approaches perform well, but a drawback is that they often require large training
datasets [4, 20] and a lot of computational power [20].

The Lexicon-based approach utilizes a lexical resource for classification. The lexicon con-
tains words and their sentiment scores, and the overall score of a text is calculated by com-
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bining the scores of the words that compose the text. The final sentiment score of an input
could for example be the average sentiment score of all words in the text [4, 5]. Hence, the
Lexicon-based approach requires no training [4].

Sentiment analysis models are often domain-specific, and perform poorly on data outside
its domain [4, 27, 16]. For example, important sentiment features may vary widely between
reviews about movies and reviews about electronics [42]. This is considered a general chal-
lenge for sentiment analysis models, regardless of the approach being Machine Learning-
based or Lexicon-based [4, 27, 16, 47]. ML approaches generally only perform well for
the domain in which it was trained [4, 20], and Lexicon-based approaches are often created
with a specific domain in mind. Since words can have different sentiments depending on
the context, the lexicons used are often domain-dependent [4] making the approach difficult
to generalize [16].

The term domain is frequently used in literature about sentiment analysis. The domain of a
text denotes the context in which it is used. Different domains can be for example medical
texts, business texts or social media texts. There can also exist different domains within
a larger domain. Some papers differentiate between movie and electronics reviews, even
though they exist in the same larger domain, namely reviews.

2.1.2 Creating Datasets

Recently, social media has become more popular as a source for creating datasets. Sites
such as Twitter and Facebook has gained more attention and is frequently being used in
research on sentiment analysis [32]. Yet, data can be collected or extracted in different
ways depending on the goal of the sentiment analysis task. Data can be gathered from
websites, blogs, forums or transcripts, or extracted through APIs, available datasets, web
scraping or crowdsourcing [4].

There are different methods for labeling sentiment datasets, but the most common is to
manually annotate the texts, by for example crowdsourcing. This creates a so called gold-
standard according to set of defined label categories, usually positive, negative and neu-
tral [24]. This gold standard can then be used to validate a sentiment analysis model [47].
According to Van Atteveldt et al. [47] there needs to be at least two annotators, or three in
cases of disagreement. To measure the inter-annotator agreement, the Kappa criterion can
be used. Kappa is a common metric for evaluating annotation quality or the performance of
a model compared to another [40, 18]. Kappa takes into account agreement by chance, and
can be calculated by the following:

K =
Po −Pe

1−Pe
(2.1)

where Po is the observed agreement and Pe is the expected agreement by chance. There are
different ways to calculate Kappa, depending on the data which is to be evaluated. If there
are two annotators, Cohen’s Kappa can be used. However, with more than two annotators,
Fleiss’ Kappa [13] can be used instead. To calculate Fleiss’ Kappa, let N be the total number
of texts and n be the number of annotators per text. Let k be the number of classes which
can be chosen by the annotators. The texts are indexed by i = 1, . . . N and the classes are
indexed by j = 1, . . . k. Let ni j be the number of annotators that labeled the i:th text to the



5(43)

j:th category. Then, the observed agreement Po is calculated by Equation 2.2 [13]:

Po =
1

Nn(n−1)

(
N

∑
i=1

k

∑
j=1

n2
i j −Nn

)
(2.2)

Pe can be calculated using Equation 2.3 [13], where p j is the proportion of all annotations
which were to the class j:

Pe =
k

∑
j=1

p2
j p j =

1
Nn

N

∑
i=1

ni j (2.3)

Kappa can equal values between -1 and 1, where perfect agreement would equate Kappa
to 1, and 0 would be an agreement equal to chance. Table 1 shows a common scale for
interpreting the value of Kappa [48].

Table 1: Interpretation of Kappa values.

Agreement Slight Fair Moderate Substantial Almost perfect

Kappa 0.01-0.20 0.21-0.40 0.41-0.60 0.61-0.80 0.81-0.99

When annotating a dataset, it is important to give the annotators clear and simple instruc-
tions to obtain high quality and correct labeling. Researchers often ask the annotators ques-
tions like “Is this sentence positive, negative or neutral?”. Though simple, these types of
instructions can create doubts if there is no guidance on how to handle specific types of
sentences [30]. In an article from 2016, Saif M. Mohammad [30] proposes two new ques-
tionnaire approaches in an attempt to resolve doubts which may occur when labeling some
commonly confusing texts. These texts could be sarcastic, describe success or failure for
one side with respect to another, or it could be a text which reports highly emotional infor-
mation in a neutral way. The first approach, named the Simple Sentiment Questionnaire, is
focused on the language the speaker is using. The second, named the Semantic-Role Based
Sentiment Questionnaire, is a bit more extensive and addresses the target of opinion as well
as questions about the emotional state of the speaker.

Though these questionnaires are more clear in the instructions that are given to the user,
they create more complex annotation processes. Furthermore, the questions result in more
nuanced annotation results which may not fit into the simplicity of the classes positive,
negative and neutral.

2.1.3 Pre-Processing

When data has been gathered it needs to go through some pre-processing steps before it is
analyzed by the sentiment model. Text in raw form can be noisy, especially in the case of
informal social media texts, and needs to be cleaned before it is analyzed. Some common
tasks for pre-processing are tokenization, stop word removal, part-of-speech (PoS) tagging
and lemmatization or stemming [4].



6(43)

The tokenization step divides the text into tokens, i.e. a sentence is broken down into words.
Stop words, such as “the”, “for” and “under”, are removed since they often do not contribute
with any relevant information to the analysis. PoS tagging selects different types of elements
in the text such as verbs, nouns and adjectives. Finally, lemmatization is used to convert
words to their base form [4]. Stemming is similar to the lemmatization technique, except
that stemming does not take into account PoS tagging or the context of the word [4, 23].

Though stemming is a common pre-processing technique and popular for research on the
English language, some results suggest that it may not be necessary for the Swedish lan-
guage. Furthermore, removing stop words may not improve sentiment performance either.
On the contrary, keeping stop words may have positive effects [36, 17].

2.1.4 Evaluation Metrics

There are four common evaluation metrics for classification models; accuracy, precision,
recall and F1-score [18, 4]. A technique used for evaluation is the so-called Confusion
Matrix [4]. The matrix represents the number of correct and incorrect classifications from
a model. Table 2 illustrates a Confusion Matrix with two classes, positive and negative,
where:

• TP refers to the number of samples that have been correctly classified as positive.

• FP refers to the number of samples that have been incorrectly classified as positive.

• FN refers to the number of samples that have been incorrectly classified as negative.

• TN refers to the number of samples that have been correctly classified as negative.

A perfect classifier should have an FP and FN of zero.

Table 2: A two-class Confusion Matrix.

Actual
Positive Negative

Positive TP FP

Negative FN TN

Pr
ed

ic
te

d

These numbers can be used to calculate different metrics for evaluating performance. Ac-
curacy is the ratio between the correctly classified samples and the total number of samples,
and can be calculated using Equation 2.4.

accuracy =
TP +TN

TP +TN +FP +FN
(2.4)

Birjali et al. [4] describe precision as “the quality of being exact”. It is suitable for tasks
where prediction should be confident, and represents the proportion of samples which are
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correctly predicted as positive to the total number of predicted positive samples, as seen in
Equation 2.5.

precision =
TP

TP +FP
(2.5)

Recall, which measures the misclassification of the model, is defined as the proportion of
samples that are correctly labeled as positive to the total number of positive samples. Recall
can be calculated using Equation 2.6.

recall =
TP

TP +FN
(2.6)

Finally, F1-score is used to measure both precision and recall and can be a value between 0
and 1, calculated by Equation 2.7. F1-score can be used to compare different models with
different values for recall and precision [4].

F1 =
2 · precision · recall
precision+ recall

(2.7)

2.2 Related Work

This section presents previous work related to this study. First, the use of emojis historically
as well as today, and emoji-powered sentiment analysis is explored. Later, VADER [20] is
presented. VADER is a Lexicon-based sentiment analysis model for the English language.
The model is specifically attuned to the social media context and has reported exceptional
performance. Finally, previous work on sentiment analysis for the Swedish language is
presented.

2.2.1 Emoji-Powered Sentiment Analysis

Before the creation of the emojis we know today, many people used regular ASCII charac-
ters to create smileys. In the 1990s it was common to see smileys such as “:-)” or “:-(” in
digital communication [11]. These emoji predecessors, known as emoticons, were already
considered in sentiment analysis in 2005 by Jonathon Read [39]. Later, the modern emojis
emerged and in 2010 they were integrated in Unicode, making them more accessible for
people to use [11]. One may think that emojis are only used in private communication, but
emojis can be found in business communication and mass media as well. Emojis are used
in newsletters, advertisements, games and books. As exemplified by Christa Dürscheid and
Yannis Haralambous [11]; even police stations use emojis in their official communication
with the public online.

Emojis have also been of subject in public discussions about the development of human
language. A question commonly asked is whether emojis could affect our use of language
in the long term, and what consequences that would entail. Additionally, some wonder if
emojis could create a new universal language, a language which everyone could understand.
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This hypothesis is however often disregarded from a linguistic perspective, since emojis can
complement text but probably not substitute it entirely. Nevertheless, emojis are frequently
used in many areas of human life to clarify communication [11].

Since the interest in emoji-powered sentiment analysis started to increase, different strate-
gies for incorporating emojis in sentiment analysis emerged. A simple strategy for ML-
approaches is to regard emojis as any other token in the input. Though simple, it requires
the model to be trained on a lot of labeled data so that all emojis can be evaluated prop-
erly [45, 3].

In 2015, Novak et al. [26] created the first emoji lexicon called the Emoji Sentiment Rank-
ing. The lexicon was created using 1.6 million tweets in 13 European languages and anno-
tated by human annotators. One of these languages was Swedish. In an attempt to capture
the sentiment of the emojis in their actual context, the sentiments were based on the senti-
ment of the tweets in which they occurred. The authors proposed that this resource could be
used for transfer-learning cases, to automate the creation of corpuses or for Lexicon-based
sentiment analysis by combining the emoji lexicon with a word sentiment lexicon.

Singh et al. [45] proposed a new strategy for incorporating emojis in sentiment analysis.
They replaced the emojis with their text descriptions, i.e. the text “Hi we going to see ted
2 at the Odeon cinemas at Glasgow on Wednesday ” was converted to “Hi we going
to see ted 2 at the Odeon cinemas at Glasgow on Wednesday smiling face”. The use of
emoji descriptions was then evaluated with a neural network for sentiment analysis and
irony detection. They found that this strategy improved the accuracy for both classification
tasks. This technique of replacing emojis with their descriptions is also used by VADER, a
Lexicon-based sentiment analysis tool made for social media texts [20].

2.2.2 VADER

In 2014 C.J Hutto and Eric Gilbert [20] created VADER1, a publicly available Lexicon-
based sentiment analysis model which can be used for classifying text in English. VADER
is specifically attuned to microblog-like or social media texts, and also includes support for
emojis, slang, acronyms and initials. The model is simple, quick and not as computationally
demanding as ML models. VADER was reported to achieve an F1-score of 0.96 for social
media texts, outperforming ML models. Furthermore, the authors claim that VADER per-
forms well across different domains. Compared to 7 established lexicon baselines, VADER
achieved a higher F1-score than all of them for social media texts, Amazon reviews, movie
reviews and NY Times editorials. Compared to Machine-Learning models VADER per-
formed as well or better in three different domains, with F1-scores of 0.63 and 0.55 for
Amazon reviews and NY Times editorials respectively. For movie reviews, VADER had an
F1-score of 0.61 compared to the best ML-classifier, reaching an F1-score of 0.75.

VADER uses two lexicons, one for sentiment-laden words and one emoji lexicon. The
sentiment lexicon contains 7 520 English words, ASCII emoticons and abbreviations, each
assigned a sentiment value. The value ranges from -4 to 4, where -4 denotes “very negative”
and 4 denotes “very positive”. The sentiment values have a precision of 1 decimal. The
emoji lexicon contains 3 570 emojis and their corresponding descriptions in English. When
VADER analyzes a text, the emojis are first translated to their textual descriptions.

1VADER-Sentiment-Analysis, GitHub, https://github.com/cjhutto/vaderSentiment
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In addition to the lexicons, VADER has lists of negations, booster words and special case ex-
pressions which can affect the sentiment score. The negations are words which will reverse
the sentiment polarity of a word used together with the negation. The booster words will on
the other hand either increase or decrease the sentiment of a word. Furthermore, VADER
has a couple of functions which checks for the usage of the word “but” and expressions like
“without a doubt” and “never so” or “never this”.

Since VADER’s creation it has been widely used for sentiment analysis tasks and in fur-
ther research. It has been compared with other sentiment analysis models [5] and used in
Hybrid approaches [9]. VADER has also been used for different real-world applications.
For instance, in the Twitter domain VADER has been applied for election prediction [12],
Bitcoin price prediction [37] and analysis of attitude towards charities and fundraising [43].
VADER has also been adapted to other languages including German [46], Bengali [2], Ital-
ian [29], Croatian [25] and Swedish [6, 17]. A common practice for these adaptations is
to use the existing VADER model by replacing the English lexicon with one in the target
language. Hence, the creation of these lexicons is an important task for enabling sentiment
analysis in other languages than English [18].

2.2.3 Sentiment Analysis for the Swedish Language

There has been some research done on sentiment analysis for the Swedish language, how-
ever not at the same scale as for the English language. Since the research for the Swedish
language is still in its infancy, there is a lack of openly available resources and benchmarks.
A common approach is to use automatically translated English resources in some capacity
throughout the development of a sentiment classifier [36]. Furthermore, no studies have
been found investigating the impact of emojis on sentiment analysis for Swedish.

One study examined if sentiments are maintained when automatically translating Swedish
texts to English. The results were promising, but emojis were excluded in the pre-processing
step [10]. Another study [17] applied VADER to Swedish texts by automatically translating
the lexicon and some of its syntax rules to the Swedish language, instead of translating the
input data to English. Google’s Cloud Translation API was used for the translation. The
resulting Swedish VADER produced an F1-score of 0.49 when classifying 4 381 Swedish
tweets, compared to VADER’s reported F1-score of 0.96 [20]. As pointed out by the author,
the automatically translated VADER did not prove to be successful in producing proficient
analysis results. This could be due to linguistic differences between languages, and that
automatic translation could result in the loss of linguistic nuances. It is also mentioned that
automatic translation tools may be more successful in translating whole sentences, and that
translating a lexicon word for word may be more challenging because of the lack of context.
This study also compared the analysis of texts with and without emojis, but concluded that
emojis did not have any significant impact due to the negligible amount of texts containing
them.

In a study by Anton Borg [6], VADER was used for labeling Swedish training data for
a Machine Learning-based sentiment classifier. The model was adapted to Swedish by
replacing the lexicon with Sentimentlexikon [34] from Språkbanken Text. Another study
also modified VADER by replacing the lexicon with another lexicon from Språkbanken
Text, namely SenSALDO [41]. However, in this case the author explored VADER as a tool
for author identification [7]. The lexicons Sentimentlexikon and SenSALDO are both based
on the Swedish semantic language lexicon SALDO. In the paper presenting the creation of
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Sentimentlexikon, it is described as genre-independent [34]. While the genre of SenSALDO
is not explained further [41], we can assume that SenSALDO is also genre-independent
since both lexicons are based on the same lexical resource.

In 2019, Niklas Palm [36] implemented sentiment analysis classifiers using Swedish re-
sources exclusively. The author was inspired by best practices for the English language and
created four ML-based models for sentiment classification. Though tweets were used for
training and validation, emojis were not considered since all non-alphanumerical characters
were removed for simplicity. The dataset was manually classified by three annotators result-
ing in Kappa of 0.35, denoting fair inter-annotator agreement. The best classifier achieved
an F1-score of 0.70.

In another study, a Machine Learning sentiment classification model was created using the
Swedish Wikipedia as a source for pre-training the model, which was then transferred over
to the Twitter-domain. The aim was to investigate if the pre-training could be beneficial
in cases where training data is scarce. Pre-training on Wikipedia data did not generally
improve the model. Instead, fine-tuning the model on Twitter data yielded the largest per-
formance gain. Emojis were considered in this study, though it was not an area of priority.
The emojis in the texts were replaced by either emo_pos or emo_neg in the pre-processing
step. As the author points out, a more nuanced use of the emojis could improve the per-
formance, especially in an informal or social media domain. The best performing model
achieved an F1-score of 0.667 [15].
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3 Method

This section describes the method for achieving the objectives for this thesis. The method-
ology is divided into two parts; creating the datasets and creating the sentiment analysis
model SweVADER.

To evaluate the sentiment analysis model and answer the objectives, two datasets were cre-
ated. The first contains texts with emojis and their sentiment labels. The second contains
texts without emojis and their sentiment labels. These datasets were created by combining
two pre-labeled datasets with a new dataset labeled in this study.

SweVADER was then created using the original English VADER as a basis. Three variants
of SweVADER were created with different Swedish sentiment lexicons. Furthermore, the
three versions were evaluated using three different stemming functionalities. The previously
mentioned datasets were used to evaluate SweVADER on texts with and without emojis.

The Lexicon-based approach was chosen for two reasons. First, because of the time con-
straint of this project, there was a concern that not enough data could be gathered to be able
to train and evaluate a Machine Learning model. Furthermore, the creation of SweVADER
can be seen as an extension of the work [17] presented in Section 2.2.3, since SweVADER
uses a lexicon specifically created for the Swedish language.

3.1 Creating the Datasets

Two datasets were used in this study for evaluating the sentiment analysis model. The
first contains Swedish sentences with emojis and their sentiment scores. The other dataset
contains the same texts and sentiments, but with emojis removed. These final datasets were
created using three pre-existing datasets combined with a new dataset annotated through
this study. The pre-existing and new datasets were combined in an effort to create the
largest possible dataset for the analysis. The pre-existing datasets were Swedish Reviews,
ScandiSent and Swedish Twitter Sentiment. Additional data was fetched from Twitter and
YouTube, and annotated by Swedish speakers through a web application.

The pre-existing and new datasets were combined into one dataset by adding them one
after another in the same file. The structure of the dataset is shown in Table 3 with three
example entries. The labels positive, negative and neutral were denoted as pos, neg and neu
respectively.
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Table 3: The structure of the dataset with three example entries.

Text Label

Äntligen en underbar video pos

Jävla mördare neg

Den där tungan det var en ko tunga neu

3.1.1 The Existing Datasets

The Swedish Reviews [21] and ScandiSent [22] datasets are created by Tim Isbister and con-
tain Swedish online reviews labeled as positive or negative. The datasets were downloaded
and cleaned to fit the purpose of this study. Texts without emojis, as well as texts with only
emojis, were removed. Furthermore, the dataset contained some duplicate texts, which were
removed.

The Swedish Twitter Sentiment dataset was created in a larger study of Twitter sentiments
in 15 European languages [31]. The dataset contained tweet IDs and the label positive,
negative or neutral. These tweets were fetched by ID through the Twitter API. Then, the
texts were cleaned by removing duplicates, removing texts without emojis, and by changing
username mentions to “@name”. However, looking through the texts the annotation seemed
to be of poor quality since many of the labels were obviously wrong. Because of this, all
the texts in this dataset were also included in the labeling process which is described in
Section 3.1.3.

3.1.2 Additional Data Gathering

Additional data was gathered by fetching comments from YouTube using the YouTube
Data API1. The comments were fetched by video ID from 11 of the most popular Swedish
YouTube channels. The dataset was cleaned removing text without emojis, texts with only
emojis, and duplicate comments. The comments which were not written in Swedish were
manually removed.

Looking at the gathered data, a majority of the texts were positive indicating a heavily un-
balanced dataset. Because of this, more YouTube comments were fetched from videos with
controversial or emotional topics in an effort to get more negative comments in the dataset.
However, these types of comments were hard to find. After adding the negative texts, the
dataset was still unbalanced since it was a lot bigger in relation to the few additional neg-
ative texts. All the YouTube videos used for data fetching can be found in Table 11 in
Appendix A.

3.1.3 The Annotation Process

The unlabeled data was labeled manually by fluent Swedish speakers through crowdsourc-
ing. A web app was built and distributed to enable a simple process. The web app was built

1YouTube Data API, Google Developers, https://developers.google.com/youtube/v3
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using Supabase as the database and backend, which is based on PostgreSQL. Next.js was
used for the frontend and Vercel was used for web hosting.

In the web app users can register an account and log in. This is to ensure that one user does
not label a text more than once. The user can also read instructions about the annotation
process and annotate the data. When annotating the data, the user is shown a random text
from the dataset, which the user has not yet labeled, and the user can choose to label the
text as positive, negative or neutral. The user can also skip a text if it is unclear or not
appropriate.

The labeling application was sent out to people on social media and through work channels.
The goal was to annotate all data with at least two annotators for each text. In cases where
the two annotators disagreed, more annotators were used until there was a majority label.

The user instructions can be found in Appendix B. The instructions are in Swedish since
the target group were Swedish-speaking people, and the texts in the dataset were written in
Swedish. The instructions were inspired by the findings in the article by Saif M. Moham-
mad [30] discussed in Section 2.1.2.

3.1.4 Pre-Processing

When the annotation process was finished, the dataset was downloaded and cleaned. Each
text’s final label was calculated by checking for which of the labels positive, negative or
neutral were in the majority. Texts with either no majority label or with the “skip” option as
the majority label were removed from the dataset. In cases were there was a tie between the
chosen labels, the texts were also removed. Finally, all datasets were combined into one.
Then, the second dataset without emojis was created.

3.2 The Sentiment Analysis Model

The sentiment analysis model used in this study, named SweVADER, is based on the
Lexicon-based model VADER. Since VADER only works for texts in English, the model
was modified to work for Swedish texts. VADER was downloaded from the VADER-
Sentiment-Analysis GitHub repository2 and modified by replacing the lexicons, translating
booster words and negation words, and modifying some special cases.

Three variants of SweVADER were created with different sentiment lexicons. The first,
named SweVader-SenSaldo, uses the Swedish sentiment lexicon SenSALDO. The sec-
ond, SweVader-SentLex, uses the Swedish sentiment lexicon Sentimentlexikon. The last
version, SweVader-Multi, uses both lexicons.

Furthermore, all three versions of SweVADER were evaluated with and without a stemming
functionality for the input text. More about this in Section 3.2.3.

2VADER-Sentiment-Analysis, GitHub, https://github.com/cjhutto/vaderSentiment
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3.2.1 Replacing the Lexicons

The sentiment lexicon and emoji lexicon used in VADER were replaced by Swedish coun-
terparts. The sentiment lexicon was replaced by either SenSALDO, Sentimentlexikon or a
combination of both. SenSALDO contains 12 287 words and their sentiment scores. Each
word has a score of either 1, 0 or -1, denoting positive, neutral or negative. Table 4 shows
three example words from the SenSALDO lexicon. The other lexicon, Sentimentlexikon,
contains 2 068 words and their sentiment scores with a range from -3 to 3.

For the SweVader-Multi model, the lexicons were combined. Since SenSALDO and Sen-
timentlexikon uses different ranges of values for the sentiment scores, the values in Senti-
mentlexikon were normalized to a range of -1 to 1.

Table 4: Three example words from the sentiment lexicon SenSALDO.

Word Sentiment score

aggressiv -1

belåten 1

flytta 0

The original sentiment lexicon used in VADER also contained some ASCII emoticons such
as “:)” and “:(” and their sentiment scores. These were not included in SenSALDO or Senti-
mentlexikon, but were added since these kinds of emoticons are also used in other languages
than English. Furthermore, the original lexicon contained abbreviations commonly used on
social media and in informal communication. The abbreviations “ok”, “lmao”, “lmfao”,
“lol”, “lolz”, “rofl”, “roflmao”, “wtf”, “wth” and “yolo” and their sentiment scores were
also added to SenSALDO and Sentimentlexikon.

The emoji lexicon used in VADER contains emojis and emoticons, and their textual de-
scriptions. Since this lexicon is in English, the emoji lexicon was replaced by a lexicon
in Swedish. The textual descriptions were fetched from the website Emojimeaning.com3.
Table 5 shows three examples from the emoji lexicon in both Swedish and English.

Table 5: Three examples from the emoji lexicons.

Emoji Swedish description English description

ansikte med stort leende grinning face

strålande ansikte med leende ögon beaming face with smiling eyes

ansikte med glädjetårar face with tears of joy

3Alla Emoji, Emoji Meaning, https://www.emojimeaning.com/sv/emoji
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3.2.2 Other Modifications

The lists of negations and booster words used in VADER were manually translated by look-
ing at the English words in the lists. Then, more words were added to the list using a
Swedish thesaurus4. See Appendix C for a complete list of the Swedish negations and
booster words used.

VADER also contains a list of special case expressions with their sentiment values. The list
was kept, but the following phrases and sentiment scores were added:

• “Brustet hjärta” with the sentiment score -2.9. This is a translation of the phrase
“broken heart” which already exists in VADER.

• “Asnajs” with the sentiment score 3.

• “Asnice” with the sentiment score 3.

Finally, two functions handling “but” and negations were translated. The first function,
but check, checks for sentiment modifications due to the word “but”. This word was trans-
lated to the Swedish word “men”. The second function, negation check, looks for the use of
“without doubt” and “never so” or “never this”. These expressions were translated to “utan
tvekan”, “aldrig så” and “aldrig såhär”.

3.2.3 Stemming

For each of the variants of SweVADER, stemming was added as a functionality for evalua-
tion. First, no stemming was implemented. Then, stemming was done on all input words in
the dataset. Lastly, stemming was performed only on the words which were not represented
in the sentiment lexicons. These variants of stemming are denoted as NoStem, FullStem
and SemiStem.

The stemmer used in this study was the Snowball Stemmer5 from the Python Natural Lan-
guage Toolkit (NLTK) library, configured for the Swedish language.

3.3 Evaluation Method

To evaluate the annotation process of this study, the Kappa, i.e. inter-annotator agreement,
was calculated. This was done for the data annotated in the web application. This value can
indicate how well the dataset is labeled.

The evaluation of the sentiment analysis model was performed by running the different
variants of SweVADER with the datasets described in 3.1.3. For each variant, the dataset
containing emojis and the dataset without emojis were analyzed, and a confusion matrix was
created. The matrices were then used to calculate accuracy, F1-score, recall and precision
for each model and dataset. Since this is a three-class classification problem, the average

4Synonymer.se, https://www.synonymer.se
5nltk.stem.snowball module, NLTK - Documentation, https://www.nltk.org/api/nltk.stem.snowball.html
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F1-score, recall, and precision of the classes was calculated for each model, as well as the
F1-score, recall and precision for each class. The same evaluation method was done with
the original VADER on the Swedish datasets, for comparison. Table 6 shows the Confusion
Matrix used.

Table 6: The Confusion Matrix for the evaluation in this study.

Actual
Positive Neutral Negative

Positive Tpos Fneu,pos Fneg,pos

Neutral Fpos,neu Tneu Fneg,neu

Pr
ed

ic
te

d

Negative Fpos,neg Fneu,neg Tneg
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4 Results

The results of this study are divided into two parts. First, the results of creating the datasets
are presented. This part contains details on the amount of texts in the dataset, the balance of
classes in the dataset and how many annotators there were. The inter-annotator agreement
is presented for the whole dataset, and for different classes and number of annotators.

The second part of this section focuses on the performance evaluation of the SweVADER
model with different configurations and on the different datasets. The confusion matrices
are presented as well as the accuracy, precision, recall and F1-score of each model.

4.1 The Dataset

The final dataset used for the sentiment analysis evaluation was created by combining four
different datasets. Two of them were already labeled, and the other two were labeled as
explained in Section 3.1.3.

The pre-labeled datasets contained a total of 678 texts. The Swedish Reviews dataset had
167 texts and the ScandiSent dataset had 511 texts, after cleanup. The texts in these datasets
were labeled as positive or negative.

The cleaned Swedish Twitter Sentiment dataset resulted in 1 064 unlabeled texts. The
cleaned dataset with YouTube comments resulted in 1 381 unlabeled comments. 196 of
these YouTube comments were added from the videos with controversial or emotional top-
ics, in an effort to make the dataset more balanced. These two unlabeled datasets were
manually labeled through the web application, explained in Section 3.1.3. A total of 2 445
texts were available for labeling through the web application. After cleanup, 2 368 of them
were used in the final dataset. The texts annotated in this study are available on GitHub1.

In the newly labeled dataset, there were two, three, four or five annotators per text. The
majority of the texts had two annotators, while only nine texts had five annotators. The
annotator frequency is shown in Figure 1.

1swe-sentiment-dataset, GitHub, https://github.com/lovisaberggren/swe-sentiment-dataset/
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Figure 1: The number of texts with two, three, four or five annotators.

Five annotators 9

Four annotators 172

Three annotators 647

Two annotators 1540

300 600 900 1200 1500 1800

The final dataset with all the texts combined contained 3 046 texts with labels of positive,
negative and neutral. Table 7 shows the total number of texts as well as the amount of
positive, negative and neutral texts respectively.

Table 7: The number of positive, neutral, negative and total texts in the dataset.

Positive Neutral Negative Total

Number of texts 1 868 518 660 3 046
Percentage 61.3% 17% 21.7% 100%

For evaluation purposes, the final dataset containing texts with emojis was used to create
another dataset with the emojis stripped from the texts. This dataset contained the same
amount of positive, negative and neutral texts.

4.1.1 Inter-Annotator Agreement

The inter-annotator agreement was calculated using Kappa, as explained in Section 2.1.2.
For the dataset labeled in this study through the web application, Kappa was found to be
0.85. This denotes that the inter-annotator agreement was almost perfect. However, many of
the texts in the dataset had only two annotations where both annotators agree, i.e. achieving
perfect inter-annotator agreement. Calculating Kappa for the texts with 3 or more annota-
tions resulted in a value of 0.56. This denotes moderate agreement.

The value of Kappa was also calculated for positive, negative and neutral texts separately.
The positive texts achieved a value of 0.90, the neutral texts achieved a value of 0.70 and the
negative texts achieved a value of 0.83. The values and interpretations of Kappa are shown
in table 8.
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Table 8: The value of Kappa for the dataset annotated in this study.

Set Kappa Interpretation

All texts 0.85 Almost perfect

Three or more annotators 0.56 Moderate

Positive texts 0.9 Almost perfect

Neutral texts 0.70 Substantial

Negative texts 0.83 Almost perfect

4.2 Performance Evaluation

As explained in Section 3.3, three variants of SweVADER were created with different senti-
ment lexicons. SweVADER-SenSALDO uses SenSALDO, SweVADER-SentLex uses Sen-
timentlexikon and SweVADER-Multi uses a combination of both. Furthermore, the three
models were tested with three different stemming functionalities; FullStem, FullStem and
SemiStem. That is, nine different models were evaluated to find the best performing Sw-
eVADER. In addition to this, the original VADER was also evaluated with the Swedish
datasets for comparison.

4.2.1 Evaluation Metrics

The sentiment analysis models were evaluated using the evaluation metrics accuracy, recall,
precision and F1-score. The recall, precision and F1-score were calculated for each class
and as an average. To calculate the evaluation metrics, confusion matrices were created for
each model. These are presented in Appendix D.

The results for the dataset with both texts and emojis are shown in Table 9. The results for
the dataset without emojis are shown in Table 10. The best results in both tables are high-
lighted in bold. The best performing model for the dataset with both texts and emojis was
the SweVADER-Multi with SemiStem. It achieved the highest scores for average precision,
recall and F1-score. Looking at all different models, the ones with SemiStem performed
the best. However, with only accuracy in mind, the original VADER, which only works for
English texts, performed a little better than the best performing Swedish model. VADER
achieved lower scores on average precision, recall and F1-score though.

The original VADER, however, performed very poorly on the dataset with only texts. Since
the task is a three-class classification problem; randomly assigning labels would achieve an
accuracy of 0.33. VADER performed worse than random, with an accuracy of 0.25.

Looking at the evaluation metrics for the different classes, the results show that all models
are better at classifying positive texts. Neutral texts were the hardest to classify. This is true
for both datasets, with or without emojis.
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Table 9: The results of the models on a Swedish dataset with text and emojis.

Class
Model Stemmer Metric Pos Neu Neg Avg Acc

SweVADER-
SenSALDO

None

Recall 0.56 0.42 0.33 0.44

Precision 0.68 0.21 0.37 0.42

F1-score 0.62 0.28 0.35 0.42

0.49

Full

Recall 0.47 0.47 0.34 0.43

Precision 0.67 0.20 0.36 0.41

F1-score 0.55 0.28 0.35 0.40

0.44

Semi

Recall 0.61 0.38 0.37 0.46

Precision 0.70 0.22 0.40 0.44

F1-score 0.65 0.28 0.38 0.44

0.52

SweVADER-
SentLex

None

Recall 0.46 0.48 0.36 0.44

Precision 0.70 0.19 0.42 0.44

F1-score 0.56 0.27 0.39 0.41

0.44

Full

Recall 0.51 0.56 0.21 0.43

Precision 0.69 0.21 0.29 0.39

F1-score 0.59 0.31 0.24 0.38

0.46

Semi

Recall 0.56 0.43 0.37 0.45

Precision 0.71 0.20 0.40 0.44

F1-score 0.62 0.27 0.39 0.43

0.49

SweVADER-
Multi

None

Recall 0.53 0.38 0.47 0.46

Precision 0.72 0.20 0.45 0.46

F1-score 0.62 0.26 0.46 0.45

0.49

Full

Recall 0.45 0.43 0.40 0.43

Precision 0.69 0.19 0.40 0.43

F1-score 0.54 0.27 0.40 0.40

0.44

Semi

Recall 0.59 0.35 0.50 0.48
Precision 0.74 0.22 0.46 0.47
F1-score 0.65 0.27 0.48 0.47

0.53

VADER None

Recall 0.68 0.36 0.30 0.45

Precision 0.71 0.19 0.43 0.44

F1-score 0.70 0.25 0.36 0.43

0.55
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Table 10: The results of the models on a Swedish dataset with only text.

Class
Model Stemmer Metric Pos Neu Neg Avg Acc

SweVADER-
SenSALDO

None

Recall 0.41 0.57 0.30 0.43

Precision 0.66 0.21 0.36 0.41

F1-score 0.51 0.31 0.33 0.38

0.41

Full

Recall 0.45 0.54 0.30 0.43

Precision 0.67 0.21 0.35 0.41

F1-score 0.54 0.30 0.32 0.39

0.44

Semi

Recall 0.48 0.52 0.34 0.45

Precision 0.69 0.22 0.37 0.43

F1-score 0.57 0.31 0.36 0.41

0.46

SweVADER-
SentLex

None

Recall 0.43 0.55 0.37 0.45

Precision 0.72 0.20 0.44 0.45

F1-score 0.54 0.29 0.40 0.41

0.44

Full

Recall 0.49 0.64 0.20 0.44

Precision 0.70 0.22 0.30 0.41

F1-score 0.58 0.33 0.24 0.38

0.45

Semi

Recall 0.53 0.52 0.38 0.48
Precision 0.73 0.22 0.43 0.46
F1-score 0.61 0.31 0.41 0.44

0.49

SweVADER-
Multi

None

Recall 0.38 0.49 0.44 0.44

Precision 0.70 0.19 0.44 0.44

F1-score 0.49 0.28 0.44 0.40

0.41

Full

Recall 0.44 0.49 0.35 0.43

Precision 0.69 0.20 0.38 0.42

F1-score 0.54 0.28 0.37 0.40

0.43

Semi

Recall 0.46 0.45 0.48 0.46

Precision 0.72 0.20 0.45 0.46
F1-score 0.56 0.28 0.46 0.43

0.46

VADER None

Recall 0.13 0.87 0.11 0.37

Precision 0.64 0.18 0.43 0.41

F1-score 0.21 0.30 0.18 0.23

0.25
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4.2.2 Comparing the Datasets

Comparing the results of all models for the different datasets, most of the models performed
better with both texts and emojis. Though some models only increased in performance a
little. Looking at the evaluation metrics for each class, using emojis in the dataset generally
increased performance for the positive and negative classes. However, the neutral class is
harder for the models to classify when using emojis. Figure 2 shows the difference in the
average F1-score of all SweVADER models, for each class. The average F1-score for all
Swedish models and over all classes was 0.42 for texts and emojis, and 0.41 for only texts.

Figure 2: Comparing the difference in the average F1-score of all SweVADER models, for
each class, depending on the dataset. The classes negative, neutral and positive
are denoted as -1, 0 and 1 respectively.
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5 Discussion

From the results in Section 4 we can see that the best performing model on the dataset with
texts and emojis is SweVADER-Multi with SemiStem. The model achieved an accuracy
of 0.53 and an F1-score of 0.47. Though this model performed the best, there was little
difference between the model and the other ones presented. The average F1-score for the
SweVADER models on the dataset with texts and emojis was 0.42. The possible reasons
for the small differences between the models are discussed further throughout this chapter.

As previously mentioned, the SweVADER models were configured with different lexicons
and stemming functionalities. The Multi lexicon performed the best, though the different
lexicons did not seem to have a significant impact on the performance. Furthermore, the
different stemming functionalities did not impact the performance significantly either. They
did however impact the performance slightly more than the different lexicons, where the
SemiStem stemmer was the best. This is discussed further in sections 5.3 and 5.4.1.

The original VADER performed the best on the dataset with texts and emojis, when consid-
ering only accuracy. Here, VADER achieved an accuracy of 0.55. This may be surprising,
since VADER is made for the English language. The reason for the high performance could
be that the emojis alone give a pretty good indication of the sentiment of the whole text.
Since VADER has an English lexicon, none of the words in an input sentence can be evalu-
ated. However, the emojis in the texts are translated to English descriptions, and when these
descriptions are evaluated the results are reasonable. This becomes clear when looking at
the results of VADER on the dataset where the emojis are stripped. In this case, the VADER
model performed very badly, with an F1-score of 0.23 and an accuracy of 0.25. Without the
emojis for translation, the original VADER cannot make any sense of the sentiment of the
text.

There were some other modifications to VADER except for the replacement of emoji and
sentiment lexicon. As described in Section 3.2.2, the special case functions but check and
negation check were translated to Swedish. The negation check function checked for ex-
pressions using “without ... doubt” or “never so/this”. These were translated manually, but
there is of course a risk that the translations or the design of the function is not fit for the
Swedish language. One needs to keep in mind that these types of special case functions
were created for VADER with the English language in mind. These functions may not be
necessary for the Swedish language, or they may even worsen the performance when ap-
plied to Swedish. Furthermore, there may be similar Swedish expressions that are more
commonly used in communication, that would need a special case function like these. If
these were to be identified and checked for in SweVADER, the performance may increase.

Furthermore, it is worth mentioning that the negations and booster words utilized in this
study were manually translated. They were translated with the English counterparts as a
basis, and more words were added using a thesaurus. It is not unreasonable to assume that
these words could be picked in a better way. There may be negations or booster words
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in SweVADER that are missing, which could reduce misclassifications. From a sentiment
classification perspective it is very important to be able to distinguish the difference in
using a sentiment-laden word together with or without a negation or booster word, to get
the most accurate results. Another point of improvement could also be the list of special
case expressions which, in this study, was not a priority.

5.1 Differences Between Classes

Overall, the models were better at classifying the positive classes compared to the other
two. The neutral class was the hardest to classify. If this model instead would solve a
two-classification problem it would perform better. Classifying three classes seems to be
difficult, and the model would perform better if the task was for example to decide if a text
is “positive” or “not positive”. The implications of this is discussed further in Section 6.3.
Furthermore, the presence of emojis in the texts impacted the classes differently. This is
further discussed in Section 5.2 below.

5.2 The Impact of Emojis

In this study, one of the objectives was to investigate if emojis in the input text improves
the sentiment analysis. Looking at the results we can conclude that emojis do improve
the analysis. However, the improvement is rather small for the Swedish models. As seen
in Figure 2, the presence of emojis improves the F1-scores for the positive and negative
classes, but the neutral class was easier to classify without emojis. Furthermore, removing
the emojis before the analysis decreased the accuracy for most models.

The way VADER and SweVADER works is that if words are not recognized in the sentiment
lexicon, the words are assumed to have a neutral score. This means that if none of the words
in the input are present in the lexicon, the input will get a neutral score, even if it is not a
neutral expression. Therefore, removing data, in this case emojis, decreases the amount of
words which can have an impact on the sentiment. This is clear in the case of VADER.
On the Swedish dataset with texts and emojis, the model achieved the highest accuracy.
However, for the other dataset the words are recognized as an English word or not at all,
and therefore the accuracy is very low. We can see in the confusion matrix in Table 23 of
Appendix D that many of the texts were classified as neutral because of this. Something
similar may happen for the Swedish models as well. When removing emojis from the
input, there is a higher risk that there is not enough words being recognized for sentiment,
and more inputs are being defaulted as neutral. Because of this, the F1-score for neutral
classes increase, not because the model is actually better at classifying neutral sentences,
but because of chance. The more texts that happen to be classified as neutral, the higher the
chance is that some of these texts actually are neutral. This is problematic, and the reason
for this is that the lexicon is not powerful enough. This is further discussed in Section 5.3.

Another possible drawback could be the way emojis are managed in VADER and Swe-
VADER. The emojis are translated to their textual descriptions, and these do not necessarily
reflect the actual sentiment of an emoji. Take for example the following emoji: . This
would be translated as “slightly smiling face”, which could be evaluated as slightly positive.
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However, when this emoji is used it could indicate sarcasm or negative emotions. There-
fore, using the description for the analysis could result in misclassification. This could be
the reason for the small difference in evaluating emojis in the texts and not.

An interesting takeaway from this though, is that emojis can be pretty useful. Emojis often
reflect the overall emotion of a text, and using them in a sentiment analysis task can therefore
be considered important. In the case where there are not many linguistic resources for a
language, emojis can be used to somewhat accurately classify sentiment. Because emojis
are generally universal, a sentiment analysis model for English could be useful in analyzing
a text in some other language by only considering the emojis. This requires the input text
to have emojis, though. We have previously established the lack of resources for non-
English languages, so this could be a workaround. Even though only analyzing emojis is
not enough for great accuracy, it is not a bad option considering the lack of resources for
most languages.

5.3 The Swedish Lexicons

In Chapter 2.1.1 we established that Lexicon-based models are often created with a spe-
cific domain in mind. The sentiment lexicons used for one domain may differ from another
since words can have different sentiments depending on the context. Furthermore, the lex-
icon approach is hard to generalize, meaning it is difficult to create a Lexicon-based model
which works well across domains [16]. The original VADER is created for the social media
domain. The words used in the sentiment lexicon are specifically picked and evaluated for
this context. Therefore, replacing the VADER lexicon can change the domain which the
model works best for. In this study, we replaced the lexicon with lexicons created for the
modern Swedish language [34, 41]. The lexicons may seem comparable to the VADER
lexicon, but in reality they may not be best suited for the task. These Swedish lexicons
are not created for the social media domain, but for the Swedish language in general. The
Sentimentlexikon is described as genre-independent, and the other lexicon SenSALDO is
probably genre-independent too. This could be a reason for the low scores for F1 and ac-
curacy, compared to VADER. This further supports the issue that linguistic resources are
scarce, and the ones found may not be optimal for the task at hand.

Another important difference to point out between the VADER lexicon and the Swedish
ones is the difference in sentiment values. The VADER lexicon has values between -4
and 4, denoting both sentiment polarity and strength. The SenSALDO lexicon does not
have strength associated with the sentiment scores, since the values can be -1, 0 or 1. The
Sentimentlexikon did have strength, but only between -2 and 2. Therefore, combining these
may result in less accuracy.

A further drawback of the Swedish lexicons was the lack of words in different forms or
tenses. In some cases, it was discovered that a word was not present in the lexicon, but
another form of the word was. Since VADER and SweVADER checks for a perfect match
in the sentiment lexicon, these words were discarded. This inspired the use of a stemmer
in the model. The stemmer did improve the performance by allowing more words to be
matched in the lexicon, and is further discussed in Section 5.4.1. Another problem with the
lexicons and the models is that misspelled words will be discarded. Since misspellings may
be frequent in social media, either by mistake or on purpose, it would be an important point
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to improve on.

5.4 The Dataset

The final dataset used for the evaluation of the sentiment analysis models was very unbal-
anced. 61.3% of the texts were positive, while only 17% were neutral and 21.7% were nega-
tive. However, since the Lexicon-based model does not require any training, the model will
not be better at one class or another because of the dataset used. It is true that the accuracy
of the models may be lower if the datasets for evaluation were perfectly balanced. There-
fore, the F1-score is more important here. The F1-score takes into account the precision and
recall of each class, and works better for evaluations where the datasets are unbalanced.

The imbalance of the dataset could be due to the specific criterions for selecting the types of
texts. First, we explicitly sought out texts with emojis. Though emojis can be used in neutral
contexts, people often use them to strengthen some type of emotion. Therefore, it may be
hard to find many texts with emojis, which are neutral. In addition to this, most the texts
used in the dataset came from Twitter or YouTube. Posts and comments on social media are
often sentiment-laden. People often use social media to communicate some kind of emotion
or opinion, which could be why it was hard to find neutral texts. Finally, negative texts were
also difficult to find. For example, on platforms like YouTube, there might be implemented
filters intended to eliminate hate comments and comments containing negative language.
This could potentially explain the difficulty encountered in locating these types of texts.

As previously discussed, the neutral texts were the most difficult to classify for the mod-
els. This is also true for the human annotators. For the texts annotated in this study, the
inter-annotator agreement was 0.85. This denoted almost perfect agreement. However,
when looking at the classes separately, it was clear that the neutral classes caused more
disagreement between annotators. The neutral texts had an inter-annotator agreement of
0.7, denoting substantial agreement. The agreement is still high, but lower compared to the
overall agreement. This is interesting, and an important point to keep in mind. It might be
the case that some neutral texts could as easily be classified as slightly positive or negative.
In this case, the models evaluated could have achieved other results. This is also pointed
out in the study Sentiment classification of Swedish Twitter data mentioned in Section 2.2.3.
The author writes that this lack of ground truth can affect the validity of the results [36].
Another concern is the lack of context for the annotators. When annotating a Twitter post
or a YouTube comment, it may be hard to decide the sentiment if there is no context to the
text. The annotators could not see which video the comment came from, or which Twitter
thread the text belonged to, which can make it hard to decide the sentiment.

The inter-annotator agreement was also calculated for texts with three or more annotators,
where it was found to be 0.56. This was done because all texts with two annotators had
perfect agreement. Though the majority of the texts had two annotators, it is interesting to
see the Kappa for the other texts. It is clear that the texts with three or more annotators had
a lower agreement. This is expected, however, since these texts needed more annotators to
achieve a label. If you allow more people to annotate a text, the higher the chance is for
disagreement to occur. It could be the case that, if all texts had three or more annotators,
the overall inter-annotator agreement would be lower. Yet, more annotators could result in
a more valid dataset.
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5.4.1 Stemming

The idea for the stemming functionality was to increase the chance that a word was found
in the sentiment lexicon. Since some words only appeared in one or a few forms in the
lexicon, there were cases where a word was not found in the lexicon, even if it was present
in another form. In this study, we tried stemming in two different ways. The stemming
was either done on all words in the input (FullStem), or on only the words which were not
present in the lexicon (SemiStem). Furthermore, stemming was also removed completely
for evaluation purposes.

It was found that SemiStem was the best stemmer, and that it improved the performance of
the models. This is interesting, since other studies have supported the idea that stemming or
lemmatization may not be necessary for sentiment analysis in Swedish [17, 36]. However,
stemming or lemmatization may be useful or not for different reasons. In the case of this
study, the stemming may have had a positive effect because the lexicon was lacking words
in different forms. If the lexicon was more extensive, the stemming might not have had
any impact. Furthermore, stemming and lemmatization may have other effects for other
approaches to sentiment analysis. In a Machine Learning approach, it may be beneficial to
stem or lemmatize all words to reduce the noisiness of the dataset, especially for training
purposes.
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6 Conclusion

This thesis had two objectives inspired by some challenges with sentiment analysis today.
The first was to create a Swedish dataset for sentiment analysis containing texts with emojis.
The final dataset was created by combining existing datasets with a new dataset annotated
through this study. This resulted in a dataset with both online reviews, Twitter posts and
YouTube comments. For the dataset, containing 3 046 entries, the inter-annotator agreement
was found to be almost perfect, though the validity can be questioned. As discussed in Sec-
tion 5.4, classifying the neutral texts were more difficult which can lead to questions about
using the dataset for evaluating a model. Furthermore, the dataset was very unbalanced,
with positive texts taking up the majority. However, the dataset is a valuable contribution
to the research area, since there is a lack of Swedish datasets for sentiment analysis. The
dataset created can be used in the future to evaluate or train sentiment analysis models.

The second objective of this thesis was to investigate whether emojis impact the perfor-
mance of a Lexicon-based sentiment analysis model. Though the performance of Swe-
VADER created in this study was not very high, emojis were found to improve the analysis.
In earlier work, emojis are often disregarded for simplicity, but here we kept them aiming
to get more accurate results. Though the differences were small, the results of this study
indicate that emojis contain valuable information. Emojis can not only improve the analy-
sis, but be vital in a case where there is a lack of resources to analyze texts. As seen in the
results in Section 4.2.1, the original VADER was equally good at classifying the Swedish
texts as SweVADER when emojis were present. This indicates that evaluating emojis for
sentiment can go a long way in deciding the sentiment of a text where it is used. Though this
is not a complete solution, it can support sentiment analysis of languages where there is a
lack of available models or linguistic resources to create one. Therefore, emojis should not
be disregarded. Furthermore, stemming can also be valuable when using sentiment lexicons
which may not contain all forms of words, as discussed in Section 5.4.1.

Though the differences in results were small between the different models and datasets, the
key insights presented above are important to keep in mind for future work in this research
field.

6.1 Comparison with Previous Work

Compared to the previous work presented in Section 2.2.3, the SweVADER performs nei-
ther exceptionally well nor extremely badly. The best F1-score achieved was 0.47. There
were two ML models presented in Section 2.2.3; one was created with the best English
ML models as an inspiration, and the other was created by transfer learning from Swedish
Wikipedia to Twitter. The first achieved an F1-score of 0.70, and the other achieved an
F1-score of 0.667. These models are on-par with what these types of sentiment analysis
models usually achieve. As pointed out by Niklas Palm, most three-class classifiers will not
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outperform an accuracy of 70% [36]. The creator of the first ML model, inspired by English
ML models, also points out the difficulty of classifying neutral texts. In both this study and
the one mentioned, it seems that neutral texts are a challenge for both sentiment analysis
models as well as for human annotators.

The previous work most similar to this study created a Swedish Lexicon-based sentiment
analysis model using VADER [17]. In this study, the author translated the sentiment analysis
lexicon and all negations and booster words with Google’s Cloud Translation API. The
model achieved an F1-score of 0.49. This result is very close to what SweVADER achieved.
The author points out that an improvement could be to create or translate the lexicon and
syntax rules with the help of linguists. Our study aimed to somewhat do this, by using a
lexicon published for linguistic research. Nevertheless, this was not enough. As previously
discussed in Section 5.3, a general Swedish sentiment lexicon may not be sufficient. The
lexicon used needs to be customized for the domain in mind, which may be the reason for
the similar results of the automatically translated VADER and SweVADER in this study.

6.2 Challenges and Limitations

Implementing this Master’s Thesis project has brought some challenges along the way. One
is the lack of time. Since this study was conducted during a relatively short time-frame,
there were some things which could not be investigated. If there was more time, more effort
would have been put into further modifying the syntax rules of VADER to make it fit the
Swedish language. More pre-processing techniques could also be evaluated, and more time
would enable the creation of an even larger, more balanced, dataset.

Another challenge and limitation of this study is the lack of linguistic resources for senti-
ment analysis in Swedish. Creating a dataset and hunting for lexicons has taken a lot of
time, and made it more difficult to create a well performing Swedish model. Though En-
glish resources can be used to “get around” the problem, it is not enough for solving the
sentiment analysis task for non-English languages.

6.3 Real-World Applications

Though the model presented in this study does not perform exceptionally well, there are
still some cases it can be applied to. As previously discussed in Section 5.1, the model is
much better at classifying positive texts. Therefore, this model could be used in a two-class
classification task deciding whether a text is “positive” or “not positive”. Furthermore, it
may not be vital that the model has perfect accuracy or recall in the real world. Using
a model like SweVADER for customer service or for analyzing peoples views on a brand,
could give an indication on the emotions of the people. It can also be used to see differences
in sentiment over time. Finally, a lexicon based sentiment analysis model is easier to use,
does not require training, and demands less processing power than ML models. Therefore,
it may be a good, cheap first step into implementing sentiment analysis for a business.
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6.4 Future Work

This section presents some suggestions for future work on sentiment analysis, based on the
insights from this study. The suggestions are listed below.

• In this study, an emoji descriptions lexicon is used to translate emojis to text before
the whole input is analyzed. This is a simple solution for evaluating emojis for sen-
timent, but as mentioned in Section 2.2.1, there are other ways of managing emojis.
A possible future objective could be to investigate the usage of an emoji sentiment
lexicon, with emojis and their sentiment score. In this way, emojis would be handled
the same as words in the input. This could be beneficial if the word sentiment lexicon
used does not have support for all the words in the emoji descriptions. Furthermore,
it could reflect the sentiment of the emojis in a more valid way, since the descrip-
tion of an emoji could differ from the actual sentiment of the emoji when used in
communication.

• Continuing on the topic of emojis; another future suggestion would be to investigate
how much the emojis in a text should impact the overall sentiment of a sentence. In
a sentence of 20 tokens, where one of them is an emoji, the sentiment score of the
emoji may not impact the overall sentiment a lot (at least in a lexicon based sentiment
model). However, it could be the case that the emoji is important to the perceived
emotion when reading the whole text.

• Another suggestion would be to create a Swedish sentiment lexicon specifically for
the social media domain. As discussed in Section 5.3, the lexicon used in this study
may be too general. The VADER lexicon is created with the social media domain
in mind, which could explain why VADER is so good at analyzing social media
texts. Furthermore, the lexicons used in this study could be further evaluated for
other domains, to see if they are more fit in another context.

• Future work could also be to further investigate the syntax rules of VADER, and
create rules that actually suits the Swedish language. As discussed in Section 5, the
current special case functions may not be useful in a version of VADER for another
language.

• A pre-processing technique not investigated in this study is the removal of stop-words.
A future direction could be to look into this for a Swedish Lexicon-based model.
Since the average score of all words in a sentence is used as the final score, it could
be beneficial to remove some stop-words before analysis to get a more accurate result.
Also, to improve the analysis of social media texts, it would be beneficial to create a
Swedish sentiment lexicon curated for this domain.
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A YouTube Videos for Comment Fetching

The YouTube video ID:s and the channel names of the videos used to fetch comments for
the dataset are shown in Table 11.

Table 11: Video ID’s of the videos used to fetch YouTube comments.

Video ID Channel name

AgjpF55X5KI Familjen Torsgården

0 nDMFmzMyY Familjen Lundell

6ZO8JEKqCmA Therese Lindgren

QTBt3Qf59yk Therese Lindgren

WA1GSiRPOAA IJustWantToBeCool2

Ec U 0l2 iM Misslisibell

Xt1py6 w0i4 JLC

Nf24lNgYY3E Tomu

476DqT0eCdQ Lundell Pranks

eF7arYPQa8Y Stamsite

yVFImajBIHU Random Making Movies

9ll7uWVLvoM ChrisWhippit

fTxzdZZcUYA SVT

p22KBxHL3DI GeWe

nrFP tDtKo4 GeWe

X2XeU4Hp2iM GeWe

c5axRLtjfC8 Reallokal
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B User Instructions

Om projektet

Jag skriver just nu mitt examensarbete om känslo-/attitydanalys. Jag ska analysera svenska
texter i ett socialt medie-sammanhang och ska undersöka hur emojis i texter kan användas
för att (förhoppningsvis) förbättra analysen. För att göra detta behöver jag ett dataset med
texter där varje text har en klass som “positiv”, “negativ” eller “neutral”. Det är där du
kommer in!

På den här sidan kan du hjälpa mig och forskningen i framtiden genom att klassificera
texterna för att skapa ett dataset som jag och andra kan använda för känsloanalys. Om du
kan flytande svenska och är villig att hjälpa till kan du enkelt skapa ett konto och sätta igång.

Vad kommer resultaten användas för?

Resultaten kommer att användas i mitt examensarbete och datasetet som skapas kommer
finnas tillgängligt för allmänheten. Varje person kommer få ett eget anonymt användar-id
som kommer användas för att separera unika klassificerare, således är du anonym och det
kommer inte gå att se vilka texter du har klassificerat.

Exempel: Användare “62” har klassificerat texten “Det var den bästa köttbullen jag ätit!”
som “positiv”.

Du kan klassificera hur många eller hur få texter som du känner för! Det går alltid bra
att komma tillbaka senare, och om du då skulle vara utloggad kan du enkelt fylla i din
epostadress igen för att få en ny inloggningslänk.

Såhär går det till

Du kommer få en text som visas på skärmen och du kan välja mellan att klassificera texten
som “positiv”, “negativ” eller “neutral”. Du kan också välja att hoppa över texten om du
inte vet vad du ska välja eller om texten på något sätt skulle vara olämplig (t.ex. om den
inte är skriven på svenska).

Hur vet jag vilken klass jag ska välja?

När du väljer en klass till en text, fokusera på skribentens känsla. Vilket språk använder
personen? Vad tror du hen känner eller vilken känsla vill hen förmedla? Fokusera alltså inte
på vad du själv tycker om texten eller ämnet, utan vilken känsla skribenten har.

• Positiva texter kan vara texter där skribenten är glad, gillar något, tycker något är
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roligt eller liknande.

• Negativa texter kan vara texter där skribenten är arg, besviken, ledsen eller har någon
annan “negativ” känsla.

• Neutrala texter är texter där skribenten skriver på ett emotionellt neutralt sätt.

Om du ser en text där det finns både positiva och negativa delar, välj den som framgår mest.
Om du är osäker, hoppa över.

Viktigt! Om du inte kan välja en passande klass, välj inte neutral. Den neutrala klassen ska
endast användas för texter som du tycker är neutrala. Använd i så fall “hoppa över”.

Sist men inte minst, det finns inga rätta eller felaktiga svar! Jag vill veta vad du tycker, och
det är det som är det rätta.

Tack för hjälpen!
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C Negations and Booster Words

The Swedish negations and booster words used in SweVADER are listed in Sections C.1
and C.2 below.

C.1 Negations

• ej

• inte

• int

• icke

• varken

• aldrig

• ingen

• inget

• inga

• inge

• utan

• sällan

• omöjligen

• knappast

• förutan

• ingenting

• ingenstans

• trots
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C.2 Booster Words

Table 12: Booster words used in SweVADER and their effect on the sentiment value.

Word Sentiment effect Word Sentiment effect

absolut increase intensivt increase

tveklöst increase definitivt increase

fullständigt increase fullkomligt increase

helt increase ovillkorligt increase

ovillkorligen increase ofrånkomligen increase

säkert increase verkligen increase

super increase jätte increase

mycket increase mycke increase

alldeles increase obestridligen increase

bestämt increase självklart increase

naturligtvis increase såklart increase

allra increase onekligen increase

väldigt increase otroligt increase

otrolig increase enormt increase

enorm increase extremt increase

extrem increase mycket increase

totalt increase djupt increase

jävligt increase enastående increase

sjukt increase mer increase

mest increase mestadels increase

så increase ovanligt increase

ovanlig increase betydande increase

betydligt increase framförallt increase

speciellt increase exceptionellt increase

exceptionell increase ytterst increase

fantastisk increase fantastiskt increase

fullt increase högt increase

högst increase särskilt increase

väsentligen increase väsentligt increase

intensiv increase oerhört increase

uber increase
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Table 13: Booster words used in SweVADER and their effect on the sentiment value.

Word Sentiment effect Word Sentiment effect

nästan decrease lite decrease

knappt decrease typ decrease

mindre decrease marginellt decrease

marginell decrease ibland decrease

sällan decrease delvis decrease

närapå decrease nästintill decrease

ungefär decrease nära decrease

sånär decrease någotsånär decrease

cirka decrease obetydlig decrease

obetydligt decrease aning decrease

smula decrease gnutta decrease

aningen decrease sparsamt decrease

isch decrease ish decrease

smärre decrease tidsvis decrease

emellanåt decrease stundom decrease

stundtals decrease stundvis decrease

bitvis decrease partiellt decrease

semi decrease partial decrease

sisådär decrease viss decrease

då och då decrease sällsynt decrease
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D Confusion Matrices

The confusion matrices used for calculating the evaluation metrics in this study are shown
in Tables 14, 15, 16, 17, 18, 19, 20, 21 and 23.

Table 14: The Confusion Matrices for the SweVADER-SenSALDO model, without stem-
ming, on both datasets.

Actual
Pos Neu Neg

Pos 1 051 206 283

Neu 647 216 157

Pr
ed

ic
te

d

Neg 170 96 220

Texts and emojis

Actual
Pos Neu Neg

Pos 766 129 265

Neu 924 295 194
Pr

ed
ic

te
d

Neg 178 94 201

Texts without emojis

Table 15: The Confusion Matrices for the SweVADER-SentLex model, without stem-
ming, on both datasets.

Actual
Pos Neu Neg

Pos 863 148 217

Neu 869 249 203

Pr
ed

ic
te

d

Neg 136 121 240

Texts and emojis

Actual
Pos Neu Neg

Pos 811 120 200

Neu 919 286 219

Pr
ed

ic
te

d

Neg 138 112 241

Texts without emojis
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Table 16: The Confusion Matrices for the SweVADER-Multi model, without stemming,
on both datasets.

Actual
Pos Neu Neg

Pos 999 165 214

Neu 634 195 139
Pr

ed
ic

te
d

Neg 235 158 307

Texts and emojis

Actual
Pos Neu Neg

Pos 709 101 203

Neu 901 253 167

Pr
ed

ic
te

d

Neg 258 164 290

Texts without emojis

Table 17: The Confusion Matrices for the SweVADER-SenSALDO model, with full stem-
ming, on both datasets.

Actual
Pos Neu Neg

Pos 874 158 273

Neu 787 244 164

Pr
ed

ic
te

d

Neg 207 116 223

Texts and emojis

Actual
Pos Neu Neg

Pos 853 146 266

Neu 860 278 197
Pr

ed
ic

te
d

Neg 155 94 197

Texts without emojis

Table 18: The Confusion Matrices for the SweVADER-SentLex model, with full stem-
ming, on both datasets.

Actual
Pos Neu Neg

Pos 960 162 276

Neu 834 290 248

Pr
ed

ic
te

d

Neg 74 66 136

Texts and emojis

Actual
Pos Neu Neg

Pos 915 136 258

Neu 882 329 268

Pr
ed

ic
te

d

Neg 71 53 134

Texts without emojis

Table 19: The Confusion Matrices for the SweVADER-Multi model, with full stemming,
on both datasets.

Actual
Pos Neu Neg

Pos 842 139 245

Neu 778 221 148

Pr
ed

ic
te

d

Neg 248 158 267

Texts and emojis

Actual
Pos Neu Neg

Pos 828 134 243

Neu 840 253 183

Pr
ed

ic
te

d

Neg 200 131 234

Texts without emojis



43(43)

Table 20: The Confusion Matrices for the SweVADER-SenSALDO model, with semi-
stemming, on both datasets.

Actual
Pos Neu Neg

Pos 1144 217 281

Neu 561 198 134
Pr

ed
ic

te
d

Neg 163 103 245

Texts and emojis

Actual
Pos Neu Neg

Pos 905 144 270

Neu 801 271 167

Pr
ed

ic
te

d

Neg 162 103 223

Texts without emojis

Table 21: The Confusion Matrices for the SweVADER-SentLex model, with semi-
stemming, on both datasets.

Actual
Pos Neu Neg

Pos 1037 176 242

Neu 705 221 172

Pr
ed

ic
te

d

Neg 126 121 246

Texts and emojis

Actual
Pos Neu Neg

Pos 983 138 217

Neu 762 269 191
Pr

ed
ic

te
d

Neg 123 111 252

Texts without emojis

Table 22: The Confusion Matrices for the SweVADER-Multi model, with semi-stemming,
on both datasets.

Actual
Pos Neu Neg

Pos 1098 175 220

Neu 541 180 109

Pr
ed

ic
te

d

Neg 229 163 331

Texts and emojis

Actual
Pos Neu Neg

Pos 850 114 213

Neu 774 233 133

Pr
ed

ic
te

d

Neg 244 171 314

Texts without emojis

Table 23: The Confusion Matrices for the original VADER model on both datasets.

Actual
Pos Neu Neg

Pos 1273 293 228

Neu 552 187 231

Pr
ed

ic
te

d

Neg 43 38 201

Texts and emojis

Actual
Pos Neu Neg

Pos 239 52 85

Neu 1594 451 501

Pr
ed

ic
te

d

Neg 35 15 74

Texts without emojis
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