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Abstract

Automatic segmentation of the lumen of carotid arteries in ultrasound images
is a starting step in providing preventive care for patients with atherosclerosis.
To perform the segmentation this paper introduces a model utilizing a threshold
algorithm. The model was tested with two different threshold algorithms, Otsu
and Sauvola, then scored against professionally drawn masks. The scores were
calculated with Dice and Jaccard-Needham as well as specificity, recall, and f1-
score. The results showed promising mean and median similarity between the
predictions and masks. Future work includes either optimizing the current model
or augmenting it to give an even better ground to continue the work on providing
preventive care for atherosclerosis patients.
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1 Introduction

Atherosclerosis is characterized by the development of abnormalities in arterial walls, po-
tentially resulting in the accumulation of plaque. This plaque buildup can contribute to var-
ious health complications, including stroke, transient ischemic attacks, heart disease, and
high blood pressure. These complications are prominent contributors to premature mortality
within the current population [1]. Hence, it is crucial to develop a non-invasive method for
identifying individuals at risk of developing such health issues.

Brightness-mode (B-mode) imaging is a way to generate images from ultrasound. This tech-
nique is heavily used within the medical field for its ability to generate two-dimensional im-
ages of internal body structures. Especially important is that this method is non-invasive
which in combination with its effectiveness leads to multiple use cases. One of the many ap-
plications of B-mode imaging is to in conjunction with a medical professional measure the
thickness of the blood vessel walls.

Manually delineating the blood vessel walls takes a significant amount of time. Reducing
manual labor will increase the throughput of patients, potentially resulting in more timely
care for a more significant number of patients. A long-term goal is to, by increasing the speed
of diagnosis, allow medical professionals to work in a more preemptive manner instead of a
reactive one.

A way to mitigate the manual labor is to train a machine learning model to perform image
segmentation on the B-mode images. Currently, there are a lot of different ways to perform
image segmentation. Excluding deep learning, there are still quite a few techniques that can
be utilized. Some of these techniques are: Active Contours [2]; conditional random fields [3];
region growing [4]; watershed segmentation [5] and image thresholding [6]. The selected
technique for this paper is image thresholding. In particular, the algorithms used are Otsu’s
threshold algorithm [7] and Sauvola’s threshold algorithm [8].

This study is part of the ongoing VIPVIZA [9] study at Umeå University and Region Västerbotten.
The goal of VIPVIZA is to help prevent the onset of cardiovascular disease as well as increase
the probability of correct diagnosis. To do this, early cardiovascular disease is studied using
ultrasound imaging, among others.

1.1 Purpose

The aim of this paper is to train machine learning models for image segmentation to segment
the vessel walls of arteries. The model takes B-mode images as input to then compute a mask
of the artery walls. The images which have been provided by ”Medicinsk teknik – Forskning
och Utveckling” (MT-FoU) are all in this format and are also anonymous. To continue on the
current research the aim of this paper can be formulated as the following.

How can Otsu’s and Sauvola’s threshold algorithms combined with morphological filters be
used to segment the carotid artery in ultrasound images?

1.2 Thesis Outline

In Section 2 some of the earlier work in the field is provided and discussed. In Section 3
the important background knowledge is explained, such as the algorithms, formulas, and
some biological information. A description of the important aspects of the data is provided
in Section 4, as well as information about how the proposed model is evaluated. Section 5
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explains the proposed model which will be tested and evaluated. How the testing was carried
out is explained in 6. The results from the experiments are shown in Section 7. Section 8
provides a discussion of the results. Finally, Section 9 concludes the report with the main
findings and suggestions for future work.

2 Related Work

There are multiple studies on either segmenting carotid plaque or calculating the TPA with
a machine learning model. One study estimated the motion of plaque from B-mode images
to then apply that to a Bayesian model to segment the plaque [10]. This was semi-automatic
as it required an initial contour of the plaque. Quian et al. showed a fully automatic plaque
segmentation model by using classification algorithms in conjunction with an auto-context
model [11]. The main issue with their method is that it does not account for adjacent pixels
as it classifies pixel-by-pixel. Most of the earlier methods require an initial contour which is
a problem due to the variance introduced by relying on a human to interpret the sometimes
fairly noisy image.

Various neural network architectures have been developed for image segmentation. Some of
the architectures that are used for image segmentation are: U-Net [12]; LinkNet [13] and PSP-
Net [14]. Each of these architectures has produced great results within image segmentation
and some, especially U-Net, have newer versions that contain various improvements upon
the original architecture.

Earlier papers have shown the possibility of creating a CNN with the ability to perform image
segmentation of plaque without the need for a user manually delineate a rough estimate of
plaque buildup [15, 16]. Li et al. [17] proposed a dual-attention U-Net which is able to detect
the plaque(s) as well as surrounding blood vessel(s). This led to the completely automatic
segmentation of one or multiple plaques. In their paper, they focused on video in an effort
to segment plaque by also utilizing where the plaque was in the earlier frame. Another auto-
matic approach considered 3-D ultrasound images [18] but required earlier knowledge of the
patient’s blood vessels which was collected manually or semi-automatically.

Methods that do not utilize neural networks have also shown promise in image segmentation
of either plaque or calculating IMT in ultrasound images. Delsanto et al. [19] used a snake
model initialized by the image gradient followed by a fuzzy K-means algorithm to obtain areas
of plaque-plus-vessel thickness. In a similar manner, Bonnano et al. [20] employed a snake
model based on gradient vector flow (GVF) for plaque segmentation, incorporating a gradient
filter as a preprocessing step.

For segmentation of the entire artery, Gagan et al. [21] show the possibility of using basis
splines-based active contours to segment the lumen boundary. Loizuo et al. [22] used a snake
model to segment the intima-media layer of the far wall of the common carotid artery.

3 Background

In this section the necessary background information to understand the paper is introduced,
including the technological and biological aspects.
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3.1 Technological Background

A large problem with ultrasound images is the high amount of speckle noise. Speckle noise
is a granular noise produced from the interference of reflected ultrasound waves. There is
rarely a way to completely remove all noise from the image, but some of the methods to
reduce speckle noise are: filtering techniques such as Gaussian or median filtering; wavelet
denoising [23] and anisotropic diffusion [24]. An example of the ultrasound images in this
paper can be seen in Figure 1.

Figure 1: Example ultrasound image displaying the carotid artery in the middle of the image.

Threshold algorithms have been used for a long time to divide images into different regions or
segments based on their visual characteristics. A specific intensity value is chosen (threshold)
to separate the pixels of an image into two or more groups. Generally, the purpose is to
separate the image into foreground and background, but the technique is not limited to that
as it is possible to separate the image into multiple layers.

Otsu’s Threshold Algorithm

Otsu’s segmentation algorithm [7] is a method for thresholding an image into a binary image,
where the pixels are either white (foreground) or black (background). Thus the algorithm is
based on the assumption that the image contains two classes of pixels: the background and
the foreground. The goal of the algorithm is to find the threshold value that maximizes the
variance between the two classes, such that the pixels on either side of the threshold are as
different as possible.

The algorithm starts by computing a histogram of the image, which is a graph of the number
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of pixels at each gray-level intensity value. Most often, the gray-level intensity values range
from 0 to 255. The next step is to compute the probability of each intensity value in the image
by dividing the frequency of each intensity by the total number of pixels in the image.

The algorithm then computes the cumulative sums of the probability values and the cumula-
tive means of the intensity values. Using these values, the algorithm computes the between-
class variance for each intensity value, which is the variance between the foreground and
background classes. The threshold value that maximizes the between-class variance is then
selected as the threshold for binarizing the image.

Finally, the image is thresholded using the selected threshold value to produce a binary image.
Pixels with intensity values above the threshold are assigned to the foreground (white, or 1)
and those below the threshold are assigned to the background (black, or 0).

Sauvola’s Threshold Algorithm

Sauvola’s segmentation algorithm [8] is a thresholding method used for binarizing grayscale
images. It is particularly useful for images with varying illumination conditions, such as
images captured under non-uniform lighting or with shadows. The algorithm works by cal-
culating a local threshold for each pixel in the image, based on the local mean and standard
deviation of the surrounding pixels.

The algorithm starts by dividing the image into small, non-overlapping windows of a fixed
size. For each window, the mean and standard deviation of the pixel intensities are computed.
The local threshold for each pixel within the window is then calculated using the following
formula:

𝑇 (𝑥,𝑦) =𝑚(𝑥,𝑦) ∗
(
1 + 𝑘 ∗

(
𝑠 (𝑥,𝑦)

𝑅
− 1

))
where 𝑇 (𝑥,𝑦) is the threshold for pixel (𝑥,𝑦). 𝑚(𝑥,𝑦) is the local mean of the pixel intensi-
ties within the window centered at (𝑥,𝑦). 𝑠 (𝑥,𝑦) is the local standard deviation of the pixel
intensities within the same window, 𝑘 is a user-defined parameter that controls the threshold
sensitivity, and 𝑅 is the maximum standard deviation of pixel intensities within the image.

The value of 𝑘 determines the trade-off between sensitivity to local variations in illumination
and global variations across the image. A larger value of 𝑘 results in a more sensitive thresh-
old, which may be useful for images with large variations in illumination. A smaller value of
𝑘 , on the other hand, may be better suited for images with more uniform illumination.

After calculating the local thresholds for each pixel, the image is binarized by setting the
intensity value of each pixel to white if its intensity value is greater than or equal to the local
threshold, and to black if it is less than the local threshold.

Dice Dissimilarity Index

The Dice dissimilarity index (DDI) is a metric commonly employed in image segmentation
tasks to evaluate the dissimilarity between a predicted segmentation and a ground truth seg-
mentation. It quantifies dissimilarity by considering the sizes of the intersection and the sums
of the compared sets.

In the context of this research, the prediction and its corresponding mask are represented as
binary arrays. The formula for calculating the DDI is therefore as follows:
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𝐷𝐷𝐼 (𝑢, 𝑣) = 𝑐𝑇𝐹 + 𝑐𝐹𝑇
2𝑐𝑇𝑇 + 𝑐𝐹𝑇 + 𝑐𝑇𝐹

Here, 𝑢 and 𝑣 are two boolean 1-D arrays of length 𝑛, and 𝑐𝑖 𝑗 is the number of occurrences
where 𝑢 [𝑘] = 𝑖 and 𝑣 [𝑘] = 𝑗 for 𝑘 < 𝑛.

The resulting dissimilarity index falls within the range of 0 to 1. A value of 0 signifies complete
similarity, indicating that the sets are identical. Conversely, a value of 1 represents complete
dissimilarity, implying that there are no common elements between the sets. Intermediate
values between 0 and 1 indicate varying degrees of dissimilarity between the sets or binary
vectors.

Jaccard-Needham Dissimilarity Index

The Jaccard-Needham dissimilarity index (JNDI) is a measure used to evaluate the dissimilar-
ity between two binary attributes or vectors. It serves as a variation of the Jaccard dissimilarity
tailored to binary data.

JNDI calculates the dissimilarity between two binary vectors by considering the number of
mismatches (differences) between the vectors relative to the total number of attributes. It
measures how different the two vectors are in terms of their binary attributes.

In this study, the JNDI is calculated using the following formula:

𝐽𝑁𝐷𝐼 (𝑢, 𝑣) = 𝑐𝑇𝐹 + 𝑐𝐹𝑇
𝑐𝑇𝑇 + 𝑐𝐹𝑇 + 𝑐𝑇𝐹

Here, 𝑢 and 𝑣 are two boolean 1-D arrays of length 𝑛, and 𝑐𝑖 𝑗 is the number of occurrences
where 𝑢 [𝑘] = 𝑖 and 𝑣 [𝑘] = 𝑗 for 𝑘 < 𝑛.

The resulting dissimilarity index ranges from 0 to 1, where a value of 0 indicates complete
similarity (no mismatches between the binary vectors), and a value of 1 indicates complete
dissimilarity (all attributes are different between the two vectors). Intermediate values be-
tween 0 and 1 reflect the degree of dissimilarity between the binary vectors.

3.2 Biological Background

Arteries, see illustration in Figure 2, are the blood vessels that deliver blood from the heart
to the rest of the body. Most arteries carry oxygenated blood, one of them being the carotid
arteries which carry blood through the left and right side of the neck up to the head. This
makes the arteries highly important for the function of the brain.

Through subpar control over multiple factors such as blood sugar, stress, smoking, and choles-
terol the walls of the arteries end up damaged [1]. Due to the walls of the arteries being dam-
aged a buildup of cell debris, calcium, and connective tissue start to accumulate into a sticky
substance. The medical term for this condition is atherosclerosis [25].

The important parts of arteries for this paper are the lumen and all parts of the tunica but
in particular the tunica interna. This region is what is professionally drawn out in the mask
presented in Section 6.
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Figure 2: Figure over the parts of human arteries.

4 My Contribution

This section brings up the steps taken to contribute to the current research on image segmen-
tation on ultrasound images. These steps include how the received data is processed before
applying the proposed architecture, described in Section 5, as well as important aspects of
the data. The evaluation methods for analyzing the proposed architecture are also presented
here.

4.1 Data

The data, received from MT-FoU as earlier mentioned in Section 1.1, are 160 ultrasound images
and corresponding masks. The image/mask pairs are all of the same height (588 pixels) but
differ in width. With some methods, this can cause problems but in this particular case, it
does not affect the proposed architecture (see Section 5). What can affect the performance,
however, is that some images have information about the images on them which can block
certain parts of an image. This should not affect the model too much, as they are few and
far between and are only blocking small parts of the image as seen in Figure 3, but can still
impact the final performance.

From analyzing the images manually and through testing of different algorithms, it was con-
cluded that an initial step could be taken which could increase the chances of great results.
The step is to remove the first 100 rows of each image. The reasoning behind this is that the
image produced through ultrasound also contains the skin of each patient. This means that
there is as far as we know no possibility of the artery being placed at the top of the image.
The number 100 was chosen arbitrarily as a seemingly reasonable amount where the artery
is not accidentally cut off. No other steps were taken to process the images before applying
them to the proposed architecture, described in Section 5.

Through manual inspection of the data, no images seemed to be corrupted or contained so
much noise that they were unintelligible. Thus, the decision was made to keep all data points.
It was also decided that the received images were enough to produce good results by them-
selves, without applying any data augmentation methods. This might not be true for other
models that depend on large sets of data.
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Figure 3: Example ultrasound image with additional information blocking parts of the image.

4.2 Evaluation

Evaluating the performance of a model is one of the most important parts of finding whether
an approach has potential. In this paper two metrics are used to evaluate the performance
through training, DDI and JNDI (described in Section 3.1). With the aid of these two metrics
the hyperparameters were selected, these are presented in Section 4.3.

Because the metrics DDI and JNDI measure the difference in the area rather than an outline, it
is important to change the mask so that it is usable. To do this the pixels are filled in between
the lines of each mask. This is illustrated in Figure 4. Another important aspect of the masks
is that they do not span over the entire width of the image. To address this the mask is resized
along the x-axis, see Figure 5. Note that the predictions are also resized to the same size as
the mask before calculating DDI and JNDI.

(a) An example mask image. (b) Mask with its area filled in.

Figure 4: An example mask and then the same mask with the area filled in.

For evaluation of the final performance the already presented metrics DDI and JNDI are used,
but in conjunction with those the metrics precision, recall, and f1-score are also utilized. Using
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(a) An example mask area image. (b) Image with mask area overlayed.

Figure 5: An example mask area after resizing along the x-axis.

multiple metrics increases the understanding of how well the model performs in different
aspects which is why multiple metrics have been chosen. This is because each metric measures
slightly differently, leading to increased understanding.

4.3 Hyperparameter Selection

Initially, the hyperparameters were selected through an experimental approach, followed by
the application of grid search. The purpose of the initial step was to identify a reasonable
value, enabling the grid search to find an even better value without spending excessive time
trying various combinations. However, it should be noted that this approach carries the risk
of accidentally discovering a local minimum instead of the global minimum. Table 1 presents
the hyperparameters utilized with Sauvola’s method. Specifically, 𝑤𝑖𝑛𝑑𝑜𝑤𝑠𝑖𝑧𝑒 and 𝑘 are the
hyperparameters derived from Sauvola’s method, while𝜎 and 𝑟𝑎𝑑𝑖𝑢𝑠 are the hyperparameters
utilized for the initial Gaussian blur filter and the optional dilation filter, respectively. The
values close to the selected 𝑤𝑖𝑛𝑑𝑜𝑤𝑠𝑖𝑧𝑒 , 𝑘 , and 𝜎 gave similar results, which can be seen in
Figures 6 and 7a. On the other hand, the surrounding values for 𝑟𝑎𝑑𝑖𝑢𝑠 gave a significant
score decrease. When employing Otsu’s method, the only hyperparameter to be determined
is the 𝜎 value for the Gaussian blur filter, with a specific value of 4.6207. Much like when
using Sauvola’s method, similar values gave fairly similar scores, see Figure 8.

Table 1 Hyperparameters for Sauvola algorithm

𝜎 window size k radius
3 241 0.25 7

8



(a) Grid search around the selected 𝑘 value. (b) Grid search around the selected
𝑤𝑖𝑛𝑑𝑜𝑤𝑠𝑖𝑧𝑒 value.

Figure 6: Grid search around the selected 𝑘 and 𝑤𝑖𝑛𝑑𝑜𝑤𝑠𝑖𝑧𝑒 value.

(a) Grid search around the selected 𝜎 value. (b) Grid search around the selected
𝑤𝑖𝑛𝑑𝑜𝑤𝑠𝑖𝑧𝑒 value.

Figure 7: Grid search around the selected 𝜎 and 𝑟𝑎𝑑𝑖𝑢𝑠 value.
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Figure 8: Grid search around the selected 𝜎 for Otsu’s method.
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5 Proposed Architecture

To contribute to the current research this paper proposes an architecture to segment the lumen
of the carotid artery. This architecture is illustrated in Figure 9. The architecture consists of a
series of filters and a threshold algorithm to compute a binary image of regions with a higher
likelihood of being the artery. After computing these regions a labeling algorithm labels each
cohesive region. With the labeled and measured regions, a subset is selected based on size
and relative position to each other. That subset is the output of the proposed architecture.

Figure 9: Figure over the proposed architecture. Orange depicts filters and light blue depicts
algorithms that were implemented for this paper.

The initial step is to read the image. This is done with the OpenCV [26] package. With
the images in memory, a Gaussian blur filter is then applied to each image with a standard
deviation 𝜎 . This concludes the preprocessing step of the images.

Two different algorithms for computing the threshold images have been selected for this pa-
per: Otsu and Sauvola. These algorithms are explained in Section 3. One important difference
between the algorithms is that Otsu applies the same threshold for the entire image whereas
the Sauvola algorithm uses a local threshold. Another important difference is that while the
Otsu method is entirely automatic, not requiring any tuning, the Sauvola method is not au-
tomatic. Depending on each case such as the characteristics of the images and what the goal
of the case is, the hyperparameters may have to be changed. This should not be overlooked
and to show how this is handled, see Section 4.3. An example threshold image can be seen
in Figure 10a. The example features an image that after applying the threshold algorithm did
not receive any further augmentation.

After applying a threshold algorithm, the next step is calculating the possible regions. This is
done by isolating the black areas of each column that have a non-zero pixel above and below.
An example of potential regions is in Figure 10b. Notice how no regions are generated at
the absolute bottom and/or top of the image due to the rule of not allowing areas without a
non-zero pixel above or below.

An important intermediary step between generation and selection of regions is an erosion and
dilation step which first separates the groups along each column through erosion and dilates
the groups along the rows. The intended effect is to first reduce the chance of combining
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(a) Example generated threshold image using
Otsu’s method.

(b) Regions potentially within the artery.

Figure 10: An example threshold image and the generated areas from the threshold image.

unwanted groups with erosion. The second effect is to remove possible gaps in what should
be the largest continuous area - the artery.

Most regions generated by the proposed method at this point are not of interest, see Figure10b
which shows a large group and multiple smaller groups. To remove the smaller groups the
largest 𝑛 cohesive non-zero regions are selected. A cohesive non-zero region in this case
is defined as an area of pixels where a pixel has an adjacent pixel of the same value either
vertically, horizontally, or diagonally. The hyperparameter 𝑛 can be chosen arbitrarily. The 𝑛
selected regions are then kept while the rest of the pixel values are set to zero. A prediction
image of the artery lumen is at this point more or less complete.

As a final step in the proposed architecture, an optional step is to apply dilation or erosion to
the prediction image depending on whether or not a consistent overestimation or underesti-
mation is occurring. As described above, the dilation filter requires a footprint variable, and
in the final filter, a disk is used. The size of the disk is selected in Section 4.3. In this case, a
dilation step resulted in a slightly better predictive power for Sauvola’s method, but less so
for Otsu’s, and it was therefore omitted when using Otsu’s method.

6 Experimental Setup

The proposed architecture is tested with the two threshold algorithms Otsu and Sauvola. To
evaluate the performance of the model for each of them the metrics DDI, JNDI, precision,
recall, and f1-score are calculated as described earlier in Section 4.2.

To collect data the two needed steps are to apply the described method to multiple images
for training and then do the same on new images, but for testing. In this case, 100 images
were used to tune the hyperparameters which are presented in Section 4.3. To test the final
performance the remaining 60 images were used.

By using the model on the 60 test images a list of predictions was generated. Each prediction
was then used to calculate the DDI and JNDI with its corresponding filled-in mask and stored
in another list to compute the mean, median, variance, and standard deviation. With the list of
predictions and filled-in masks, a confusion matrix was calculated to then be able to compute
the precision, recall, and f1-score for each prediction. Finally, the scores for each image were
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used to compute the mean, median, and variance for the precision, recall, and f1-score.

To conduct the experiments the physical materials used were an Apple Macbook m1 2021
with 16 GB RAM. The programming language of choice was Python 3.10.10 inside of a Jupyter
Notebook. The following packages were used: Scikit-image [27], Scikit-learn [27], SciPy [28],
NumPy [29], and OpenCV [26].

OpenCV was used read the images. Scikit-image was used for the Gaussian-Blur filter, dilation
and erosion filters, and threshold algorithms. SciPy was used for calculating DDI and JNDI.
Scikit-learn was used to compute the confusion matrix in order to compute precision, recall,
and f1-score. Finally, NumPy was used for storing data in lists as well as computing the mean,
median, variance, and standard deviation.

7 Results

This section presents the findings regarding the validity of the proposed architecture with
Otsu’s and Sauvola’s threshold algorithms. The aim of the study was to evaluate whether
the proposed architecture is able to predict the correct area for the given images. The results
demonstrate that in most cases (100% with Sauvola’s and 95% with Otsu’s method) the pro-
posed architecture is successful in predicting an area that is at least partially within the true
area.

The computed mean, median, standard deviation, and variance values for both DDI and JNDI
are summarized in Table 2. The results show a generally improved performance with Sauvola’s
method over Otsu’s method. Section 8 delves deeper into the reasons behind the improved
performance. The full results are provided in Section A, where Tables 4 and 5 show the cal-
culated scores for all test images (𝑛 = 60) using Sauvola’s and Otsu’s method, respectively.

Table 2 Dice and Jaccard similarity mean, median, standard deviation and variance

Algorithm Loss Function Mean Median 𝜎 𝜎2

Otsu Dice 0.1297 0.0458 0.2277 0.0518
Jaccard 0.1819 0.0876 0.2406 0.0579

Sauvola Dice 0.0627 0.0348 0.1033 0.0107
Jaccard 0.1053 0.0673 0.1313 0.0172

Table 3 displays the precision, recall, and f1-score of the two methods. These results show
how using Sauvola’s method leads to a substantial increase in precision. This means that
using Sauvola’s method decreases the rate of false positive values, where the model predicts
pixels that should not be part of the artery, are. The increases in recall and f1-scores are also
of note. An increase in recall indicates a lower rate of false negatives, also indicating that the
model correctly predicts a larger area of the ground truth. The increased f1-score suggests
that the performance of Sauvola’s method is generally more balanced and accurate compared
to Otsu’s method.

The distribution of DDI and JNDI are shown in Figures 11a and 11b for Sauvola’s method. The
same, but for Otsu’s method, are shown in Figures 12a and 12b. These distributions display
how Sauvola’s method in general tends to produce a lower dissimilarity. They also highlight
how three predictions did not overlap at all with the ground truth when using Otsu’s method.
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Table 3 Precision, Recall, and F1-score for Otsu and Sauvola algorithms

Algorithm Measure Precision Recall F1-score
Otsu Mean 0.879 0.881 0.870

Median 0.974 0.941 0.954
𝜎2 0.06 0.048 0.052

Sauvola Mean 0.968 0.923 0.937
Median 0.973 0.964 0.965

𝜎2 0.001 0.018 0.011

Figure 11: Dissimilarity of the proposed architecture for each image using Sauvola’s method.

(a) Dice dissimilarity index for Sauvolas’s
method.

(b) Jaccard dissimilarity index for Sauvolas’s
method.

8 Discussion

The results of this study provide important insights into the effectiveness of Otsu’s and Sauvola’s
threshold algorithms for segmenting the carotid artery in ultrasound images. The findings
suggest that Sauvola’s algorithm outperforms Otsu’s algorithm as all but one of the metrics
improves with Sauvola’s algorithm. This is an important result, as accurate segmentation of
the carotid artery is crucial for the diagnosis and treatment of cardiovascular diseases.

Based on the findings presented in Section 7, it is evident that Sauvola’s algorithm consis-
tently produced superior predictions across all measurements. The only metric where Otsu’s
algorithm showed comparable performance was the median precision, although Sauvola’s
algorithm outperformed in terms of variance and mean. For all other metrics, Sauvola’s al-
gorithm exhibited a significant improvement in predictive power. These results indicate that
when considering the suitability of the algorithms for future work in a similar field, Sauvola’s
algorithm is likely the preferred choice due to its consistently favorable outcomes.

These findings have significant implications for the ultrasound imaging community, as they
suggest that Sauvola’s algorithm could be a valuable tool for improving the accuracy and
efficiency of cardiovascular disease diagnosis and treatment. The ability to accurately segment
the carotid artery using Sauvola’s algorithm could provide clinicians with a more reliable

14



Figure 12: Dissimilarity of the proposed architecture for each image using Otsu’s method.

(a) Dice dissimilarity index for Otsu’s
method.

(b) Jaccard dissimilarity index for Otsu’s
method.

method for assessing the severity of cardiovascular disease and guiding treatment decisions.
Furthermore, the study’s approach and methodology could be applied to other ultrasound
image analysis tasks, contributing to the development of improved techniques for ultrasound
imaging analysis.

However, it is important to note that this study is limited to a specific dataset of carotid artery
images, and further research is needed to validate the findings on a larger and more diverse
set of images. Additionally, future work could explore the potential for further optimizing the
algorithm parameters for specific carotid artery image datasets and evaluate its performance
against other state-of-the-art segmentation algorithms.

Overall, this study provides important insights into the effectiveness of Otsu’s and Sauvola’s
threshold algorithms for segmenting the carotid artery in ultrasound images. The results
demonstrate the potential of Sauvola’s algorithm as a valuable tool for improving the accu-
racy and efficiency of cardiovascular disease diagnosis and treatment and provide a basis for
further research in this area.

9 Conclusion

In conclusion, this study investigated the effectiveness of Otsu and Sauvola segmentation
algorithms for segmenting the carotid artery in medical images. The results demonstrated
that Sauvola’s algorithm outperformed Otsu’s algorithm in terms of robustness, particularly
for images with non-uniform illumination conditions. By using local thresholding based on
the mean and standard deviation of the surrounding pixels, Sauvola’s algorithm was able to
adapt to the varying illumination conditions of the carotid artery images and produce more
accurate segmentations.

These promising results suggest that Sauvola’s segmentation algorithm in particular could be
a valuable tool for medical image analysis and specifically for segmenting the carotid artery.
The ability to accurately segment the carotid artery is crucial for the diagnosis and treatment
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of cardiovascular diseases, and Sauvola’s algorithm offers a reliable and effective method for
achieving this.

Future work could investigate the potential for further optimizing the algorithm parameters
for specific carotid artery image datasets and explore its application in other medical image
analysis tasks. Other ideas could be to try other threshold algorithms or use the proposed
architecture together with other techniques. The proposed architecture in itself still needs
more work to be considered useful, one important reason is that it has so far only been applied
to one dataset. This is also something that can be explored in other future work.
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A Appendix

Table 4 Scores generated from proposed model using Sauvola’s method.

DDI JNDI
0.0314 0.0609
0.0297 0.0578
0.0177 0.0348
0.0485 0.0926
0.0591 0.1117
0.0255 0.0497
0.0434 0.0832
0.0227 0.0445
0.0307 0.0596
0.0462 0.0883
0.0957 0.1747
0.0188 0.037
0.1349 0.2378
0.1931 0.3237
0.0264 0.0515
0.1502 0.2612
0.0481 0.0917
0.0244 0.0476
0.0528 0.1003
0.0323 0.0626
0.0421 0.0808
0.0388 0.0747
0.592 0.7438
0.0243 0.0475
0.0253 0.0494
0.0184 0.0362
0.5827 0.7364
0.0431 0.0826
0.0205 0.0402
0.0276 0.0537

0.0351 0.0679
0.0439 0.0841
0.0299 0.0581
0.0565 0.1069
0.0381 0.0734
0.0555 0.1052
0.0244 0.0477
0.0563 0.1065
0.0461 0.0881
0.0242 0.0473
0.0264 0.0515
0.0219 0.0429
0.027 0.0526
0.0682 0.1277
0.0365 0.0704
0.1663 0.2852
0.0453 0.0867
0.0267 0.052
0.0411 0.0789
0.0306 0.0595
0.0312 0.0605
0.0308 0.0597
0.0234 0.0458
0.0361 0.0697
0.0336 0.0651
0.0258 0.0503
0.0355 0.0685
0.0346 0.0668
0.0246 0.0481
0.0371 0.0715
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Table 5 Scores generated from proposed model using Otsu’s method.

DDI JNDI
0.0356 0.0688
0.0466 0.089
0.016 0.0315
0.0343 0.0663
0.1531 0.2655
0.0279 0.0543
0.102 0.1852
0.0223 0.0436
0.0191 0.0375
0.3264 0.4921
0.0592 0.1118
0.0207 0.0406
0.1202 0.2147
1.0 1.0
0.0373 0.0719
0.1836 0.3102
0.0337 0.0652
0.0317 0.0614
0.0195 0.0382
0.0493 0.094
0.0533 0.1011
0.0297 0.0576
0.4644 0.6343
0.0198 0.0389
0.0555 0.1052
0.0561 0.1062
0.524 0.6877
0.0351 0.0678
0.0358 0.0692
1.0 1.0

0.0221 0.0433
0.055 0.1043
0.0311 0.0602
0.045 0.0862
0.0222 0.0434
0.0228 0.0445
0.0157 0.031
0.0682 0.1276
0.0412 0.0791
0.0312 0.0605
0.0355 0.0685
0.0539 0.1023
0.039 0.075
0.2394 0.3863
0.0218 0.0428
1.0 1.0
0.0549 0.104
0.0526 0.0999
0.0759 0.1412
0.0379 0.0731
0.3379 0.5051
0.0435 0.0834
0.0592 0.1119
0.4209 0.5924
0.1118 0.2012
0.0306 0.0594
0.0494 0.0942
0.0169 0.0332
0.0856 0.1576
0.0495 0.0944
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