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Chapter

Spatial Audio Signal Processing for

Speech Telecommunication inside
Vehicles

Amin Saremi

Abstract

Since the introduction of hands-free telephony applications and speech dialog
systems in automotive industry in 1990s, microphones have been mounted in car
cabins to capture, and route the driver’s speech signals to the corresponding tele-
communication networks. A car cabin is a noisy and reverberant environment
where engine activity, structural vibrations, road bumps, and cross-talk interfer-
ences can add substantial amounts of acoustic noise to the captured speech signal.
To enhance the speech signal, a variety of real-time signal enhancement methods
such as acoustic echo cancelation, noise reduction, de-reverberation, and
beamforming are typically applied. Moreover, the recent introduction of Al-driven
online voice assistants in automotive industry has resulted in new requirements on
speech signal enhancement methods to facilitate accurate speech recognition. In
this chapter, we focus on spatial filtering techniques that are designed to spatially
enhance signals that arrive from certain directions while attenuating signals that
originate from other locations. The fundamentals of conventional beamforming and
echo cancelation are explained and are accompanied by some real-world examples.
Moreover, more recent techniques (namely blind source segregation, and neural-
network based adaptive beamforming) are presented in the context of automotive
applications. This chapter provides the readers with both fundamental and hands-
on insights into the fast-growing field of automotive speech signal processing.

Keywords: automotive speech signal processing, hands-free telephony, automotive
voice assistant, beamforming, acoustic echo cancelation

1. Introduction

In 1990s, first telephony systems were introduced in vehicles to enable drivers to
converse in hands-free phone calls through the vehicle’s embedded microphones
and loudspeakers while driving [1]. To assure the audio quality during the hands-
free telecommunication, a number of speech signal processing techniques are
widely used. Besides of hands-free telephony, speech dialog systems have been
developed to enable drivers to communicate with their vehicle functions and media
contents by means of voice communication [2, 3]. In the core of a speech dialog
system, there is an acoustic model that performs the speech recognition task.
Speech dialog systems require high quality audio input to assure the accuracy of the
speech recognition.

1 IntechOpen
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In a vehicle audio system, the phone is connected to the infotainment head unit
via a Bluetooth communication channel which allows the driver’s speech (near end)
to route from the microphones mounted inside the vehicle to the other side of the
tele-communication network (far end). Vice versa, the speech signal received from
the far end is played on the vehicle’s loudspeakers.

A major problem that typically rises in this communication system is that the far
end hears a replica of their own voice back from the vehicle with a certain delay (i.e.
acoustic echo). The observed acoustic echo is due to the acoustic feedback from
loudspeakers to the microphones in the vehicle [4-6]. Various acoustic echo can-
celation (AEC) solutions have been developed to address this issue. Most of these
AEC solutions use adaptive filters that aim to simulate the acoustic path between
speakers and microphones and thereby estimate and subtract the echo from the
received signal [4-6].

Another major problem is that the signals captured by the microphones are
contaminated with ambient noise and reverberation. The ambient noise often con-
sists of stationary noise sources (engine noise, road noise, windows vibrations), and
non-stationary cross-talks from other car occupants. To address the stationary
ambient noise issues, high-pass filters were used mainly to filter out the engine
noise and structural vibrational components in the captured signal [1, 2]. To
address non-stationary ambient noise, adaptive algorithms have been extensively
developed (e.g. [7]).

Moreover, directional microphones have been previously used in vehicles to
form a spatial focus toward the driver while attenuating signals arriving from other
directions. These directional microphones were often Cardioid type which were
usually mounted on the ceiling of the cabin, over the head of the driver, and
directed toward the driver’s mouth. Most common Cardioid microphones are elec-
tret condenser components and achieve this type of directivity by means of
mechanical channels mounted in their membranes. In 2000s, a new generation of
microphones, known as micro electromechanical system (MEMS), were introduced
to the electronic industry providing superior performance in coding the sound
while having a low-cost footprint [8]. Since the mobile phone industry started to
extensively deploy MEMS in their products, this type of microphones has prevailed
in most telecommunication applications e.g. in tablets, wearable devices, medical
systems, and automobiles [8].

A major difference between MEMS and electret microphones is that MEMS
microphones, due to their specific design and miniature structure, are omnidirec-
tional i.e. are agnostic to directions since they treat sounds arriving from all direc-
tions equally. Therefore, the desirable directivity needs to be implemented by
means of external post processing. To do so, a number of MEMS microphones are
placed in a certain distance from each other forming an ‘array’ and specific array
signal processing techniques are applied to exploit the time differences and relative
phase shifts across the signals captured by the microphones in the array to amplify
or attenuate sounds arriving from specific directions and thereby create the desired
spatial directivity [9-11].

2. Spatial filtering: beamforming
2.1 Basic concepts
A beamformer is a signal processing module that performs spatial filtering to

separate signals that have overlapping temporal and frequency contents but originate
from different spatial locations [9-12]. A conventional linear beamformer, as shown
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Figure 1.

A linear beamformer that consists of an array of M microphones. The signal captured by jth microphone passes
through the j™ finite-impulse-vesponse filter defined by its weights ( W ;). The direction of arrival (DOA) is
shown by 0.

in Figure 1, is a filter-and-sum system that consists of a number of filters that are
applied on the input array signals and the results are thereafter summed. The task is
to set the complex filter coefficients (W ; in Figure 1) in a manner to amplify specific
directions in the received array signals and suppress other directions.

From another perspective, a beamformer can be viewed as a multiple-input
single-output system whose output y[k/ is determined based on Eq. (1) below.

M L
yi =) W, x;n—p] (1)

j=1p=1

Eq. (1) can also be viewed as a summation of M finite impulse response
(FIR) filters with L coefficients per each filter that are applied on input signals (x;
[n]). Eq. (1) can be summarized into Eq. (2) where T denotes Hermitian (complex
conjugate) transpose and W represents an M x L matrix of filter coefficients.

y[n] = wT * X [n] (2)
2.2 Conventional beamforming

A conventional beamformer assumes that each described filter needs to apply a
specific tap delay (7) on the corresponding array signal to properly align the inputs to
achieve the desired directivity in the output. In this sense, each FIR filter has the
following frequency response. The first filter (p = 1) has no associated tap delay since
the signal from the first microphone is considered the zero-phase reference.

L
r(w) =) W, ed P (3)
=1

Assuming that the propagating sound pressure is a complex plane wave with the
direction of arrival (DOA) 6 and frequency w, the tap delay at p™ filter (z,) is a
function of 6, and Eq. (3) can be re-written as below.
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r(w) = Wy d(w,0) (4)

. . T
D(w,0) = [1; gl 0); ol e)} 5)

The term D(w,0) is known as the array vector response. D(w,0) determines the
spatial outcome of the beamformer and thus is also called steering vector or direction
vector. The simplest solution is to apply a constant delay per array, a so called ‘delay-
and-sum’ algorithm. Accordingly, each array signal is delayed by 7, = (p — 1) £ sin (6)
where c is the speed of sound, 343 m/s at 20C temperature, and p extends from 1 to M.

The distance between the array elements, d, is an essential geometric constraint
that has a great effect on the performance of such a delay-and-sum configuration.
An important limitation that is imposed on the performance of the beamforming
due to the distance between microphones (d) is the ‘spatial aliasing frequency’ (f ;)
that is calculated by f; = 5; which gives the upper frequency limit of the delay-
and-sum system. This is because, at this frequency (f ), the phase shift at the
microphones equals half the wavelength (1) of the signal (see Figure 3 and Figure 4
of [12]). Therefore, to avoid spatial aliasing, the distance between the microphones
(d) should be chosen carefully for the delay-and-sum beamformer to push f , above
the frequency range of interest.

In more sophisticated beamformers, the tap delay values (z,) in Egs. (4)—(5) are
set as a function of angular frequency () in a filter-and-sum configuration. The aim
is to control the behavior of the system at different frequency ranges and assure a
consistent directivity across the entire frequency range of interest. A well-designed
filter-and-sum beamformer with tailored frequency-dependent tap delays, 7, (®)s,
can overcome the upper frequency barrier (f ) to some good degree.

If the angles at which the interfering signals arrive is known, it is possible to
design the steering vector so that the beamformer minimizes sound intensities
(represented by statistical variance in the data) arriving from these specific angles.
In this configuration, called linearly constrained minimum variance (LCMV)
beamforming, the steering vector is designed to multiply null in given interference
directions while amplifying the desired DOA.

Figure 1 presents a one-dimensional beamformer which operates in xy plane as
DOA (@) is in that plane. However, if necessary, it is possible to add microphones on z
axis where similar equations, Egs. (1)-(5), can be written in the xz plane with a DOA
in that plane. Accordingly, a two-dimensional beamformer would be created which
filters the xyz space with regard to one DOA in xy plane and another DOA in xz plane.

From another perspective, Figure 1 depicts a ‘broadside’ beamformer which is
designed to form a beam toward the target which is located in the broadside plane
of the microphone array. However, if the target is located along with the axis of the
array (therefore 6 = £90), then the configuration is called ‘end-fire’ [9]. In an end-
fire configuration, the summation in Figure 1 is replaced by subtraction. Consecu-
tively, each filter output is subtracted in Eq. (1) instead. Thus, an end-fire
beamformer is also called a ‘filter-and-subtract’ or a ‘differential’ beamformer. This
type of beamformer, which can be viewed as a special case of the general
beamforming shown in Figure 1, forms a beam toward either above the array axis
(6 = 90) or below the array axis (6 = —90).

2.2.1 Fixed beamforming vs. adaptive beamforming
In fixed beamforming, the DOA is known and time-invariant thus the steering

vector, D(w,6), can be set for a known fixed geometry. A good example of fixed
beamforming is in automotive industry where the target talker (driver) sits in a
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fixed location and the DOA toward the microphones is predetermined. Fixed
beamforming can be viewed as a ‘data-independent’ algorithm since the steering
vector is designed solely based on the known geometry of the sound propagation
and is independent of the received data. In contrast, in adaptive beamforming, DOA
varies and the steering vector should adapt to the changes in DOA. For an example,
an adaptive beamformer is needed in case the system is supposed to localize and
adapt itself to capture signals from all car occupants (besides of the driver) who are
sitting at different location inside the vehicle. In this case, the system should itera-
tively find the target talker first and then update its steering vector toward that
target. Another example of an adaptive beamformer is in the ‘cocktail party’ prob-
lem wherein the target location can vary in the room and the system should con-
stantly localize the target and the beamforming algorithm should adapt to the new
DOA and other geometrical factors, accordingly. From this perspective, adaptive
beamformers can be viewed as being ‘data-dependent’ systems since their parame-
ters change according to variations in the received data. As a result, adaptive
beamformers usually require substantial computational resources [10, 13, 14].

An adaptive beamformer is often accompanied by a pre-processing stage whose
task is to localize the target and determine the new DOA. This ‘localization’ stage
usually accomplishes its task by examining the data and finding optimum DOA that
maximizes a specific metric such as signal strength, or speech intelligibility [10, 13-
15]. Alternatively, some localization algorithms are built on minimizing a specific
cost function, such as noise and reverberation, in the signal. When the localization
algorithms finds the DOA, the values in the steering vector (D(w,6)) should adapt
to this new angle.

There are some relatively newer solutions that merge the ‘localization’ and
‘beamforming’ stages together. Warsitz and Haeb-Umbach [14] presented an algo-
rithm that optimizes the FIR filter coefficients (denoted by W in Egs. (1)-(2) above)
by iteratively estimating and maximizing the cross power spectral density of the
microphone signals. An important feature of this algorithm is that the filter coeffi-
cients are optimized directly without localizing the source. In other words, the DOA
information is implicitly absorbed in the optimization problem although it is possible
to extract the underlying DOA information from the results afterwards, if needed.

2.3 Neural-based adaptive beamforming in speech recognition applications

Speech signal enhancement (SSE) techniques, such as beamforming, have tradi-
tionally been performed as an independent pre-processing stage to speech recogni-
tion back ends [13, 15]. In this conventional setup, SSE algorithms are performed to
improve the signal-to-noise ratio (SNR) by reducing ambient noise and reverbera-
tion in the captured signal. The output of the SSE stage is then fed into acoustic
models, usually deep neural networks, which perform the automatic speech recog-
nition (ASR) task.

In the last few years, adaptive beamforming algorithms have been designed that
are tuned jointly together with the speech recognition backend [13, 15, 16]. To do
so, the FIR coefficients (shown by W in Figure 1 and also in Egs. (1)-(2)) are jointly
trained together with the parameters of the ASR model where the optimization is
performed using a gradient learning algorithm. The goal of this optimization pro-
cess is to find FIR coefficients that result in higher ASR accuracy.

Several neural-network approaches have been developed to address the ASR
problem [15] but the most successful ASR models are currently built on the
convolutional deep neural network (CL-DNN) concept [13, 15]. The input is filtered
by a time-domain filterbank pre-processor, usually a Gammatone filterbank
together with a nonlinearity function, which is supposed to loosely mimic the
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human auditory periphery (cochlea) in terms of spectral feature extraction and
compression [17]. The output is then fed into the CL-DNN model. The first stage in
the CL-DNN model is the fconv layer that convolves the output signals across the
filterbank channels and the results are pooled along the frequency axis. The next
stage comprises a number of long short-term memory (LSTM) layers. LSTM net-
work is a specific type of recurrent neural network that is tailored for recognizing
sequential time-series data such as audio. The final stage is a single fully-connected
DNN that consists of at least 1024 hidden units [13, 15, 16].

Sainath et al. [13, 16] presented a multi-microphone solution to incorporate the
data captured by M microphone arrays into the CL-DNN model. They replaced each
spectral channel of the Gammatone filterbank pre-processor with FIR filters that
are connected to the microphones and are used for beamforming (identical to
Egs. (1) and (2) above). They essentially created a filter-and-sum beamformer per
spectral channel. The difference is that the tap delays (T,) and therefore DOA data
are implicitly absorbed in the FIR coefficients similar to earlier works by Warsiz
and Haeb-Umbach [10]. Sainath et al. [13, 16] trained the beamforming FIR coeffi-
cients together with the CL-DNN parameters using a gradient learning algorithm to
maximize the ASR accuracy. Sainath et al. [16] showed that during the training, the
FIR coefficients become optimized to extract both spectral and spatial features of
the incoming speech signals. They showed that the multi-microphone ASR model
with joint beamforming achieves an over 10% improvement in word error rate
(WER) compared to its single-microphone counterpart.

Besides of excellent ASR accuracy, a major benefit of neural-network based
beamforming is that the model is, to a great extent, independent of the array
spacing whereas the conventional beamforming relies on the prior knowledge of the
distance between microphones (d4) to calculate the tap delays. Due to its remarkable
success in ASR, neural-based beamforming is prevailing in all ASR systems that
have access to multiple microphone input. A very good candidate for applying this
technique is in automotive ASR systems wherein online voice assistants based on
this technique are currently being designed and evaluated.

A potential shortcoming of the neural-based beamforming is that the source
localization information (i.e. DOA) is implicitly embedded in the model and might
not be extractable and interpretable in terms of physical geometry. This could
impose a limitation in applications which require an explicit knowledge of the
source location. Besides, an important distinction is that neural-based beamforming
parameters are tuned solely based on ASR objectives and might not necessarily
improve the audio quality (e.g. SNR) with regard to the human psychoacoustics
[13, 15, 16]. Therefore, neural-network based beamforming is currently considered
more applicable to speech recognition tasks rather than to applications such as
telephony wherein human listeners are involved. The feasibility of neural-network
based beamforming for telephony applications and its relation to human psycho-
acoustics need further investigations.

2.4 Beamforming applications in automotive industry

Beamforming techniques introduced into the automotive industry almost at the
same time that the first automotive hands-free telephony and speech dialog systems
were being devised [1]. Although there have been some studies using multiple
microphones [18], it is by far more common to only have dual microphones avail-
able in vehicles for beamforming. There are mainly two reasons for this, the first
one is the production costs, and the second one complications in the vehicle’s
interior design and excess wiring if multiple microphones are used. Therefore, in
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the following sections regarding automotive applications, two-microphone solu-
tions are in focus.

Figure 2(A) shows a car with two dedicated microphones (marked M1 and M2)
about 4.5 centimeters apart (d = 4.8 cm) that have been mounted in the car ceiling.
The DOA is ideally around 90 degrees according to the illustrated coordinates. To
provide a fixed beamforming solution for this particular geometry, an ‘end-fire’
differential beamformer should be used since the desired source is located along the
axis of the array (0 = £90). The input signals are filtered according to Egs. (1)-(5)
and then subtracted. The frequency-dependent tap delays for microphone M2
(i.e., 72(w)) were chosen to enable the steering vector to enhance sounds that arrive
from the driver side (0 = 90).

Figure 2 shows the beam patterns resulted from an end-fire filter-and-sum
beamformer where the tap delays for M2 microphone (i.e. 7;(@)) have been
adjusted as a function of frequency at several frequency channels covering the
frequency range from 0.1 to about 7 kHz. Figure 2(B) shows the beam pattern at
1 kHz. This beam pattern demonstrates that sounds from 6 = 90 (driver side) have
passed through the system whereas sounds from 0 = —90 = 270 have been substan-
tially attenuated. A very similar beam pattern is shown by Figure 2(C) at 2 kHz

270°

side

180°

180°
Car moving direction

(@) (D)

Car moving direction

Figure 2.

A) a car cabin geometry with a dual microphone mounted in the car ceiling. B) the beampattern achieved by the
described end-fire (differential) beamformer at 1 kHz, C) at 2 kHz, and D) at 4 kHz. (A) dual microphones in
a personal car, (B) beampattern at 1KHz, (C) beampattern at 2KHz and (D) beampattern at 4KHz.
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although the beam pattern at 4 kHz, shown in Figure 2(D), deviates somewhat
with minimal effect on overall performance.

The presented beamformer was tested in-situ by placing a head-and-mouth
simulator system at the typical location of the driver’s head and playing standard
hearing-in-noise test (HINT) sentences [19] while the engine was running in idle
mode creating some stationary background noise. The raw signals captured by the
M1 microphone were recorded. The test was repeated while applying the described
beamforming on the raw signals. The beamforming results were compared to the
raw signal. The results showed a signal-to-noise ratio improvement (SNRI) of 5.7 dB
(A) across frequencies between 0.1 and 8 kHz.

Figure 3 shows the beamforming geometry in a large truck cabin wherein a dual
microphone array is installed on the overhead compartment. The distance between
the array and the driver’s mouth is about 0.4 m and the DOA is approximately 30
degrees (0 = 30 in gy plane) although these numbers vary depending on the height
and other biometrics of the driver. The distance between the two microphones (4)
is 23 mm which yields a higher spatial aliasing frequency upper limit compared to
the system shown in Figure 2. In this case, an end-fire beamformer can be designed
to form a beam downwards toward the cabin’s floor (0 = 90). The drawback is that
an amount of engine noise and AC fan noise will also leak into the beamformer since
these noise signals originate from the dashboard which is also located below the
overhead compartment.

Alternatively, a broadside beamformer can be used to direct the beam
toward the DOA of 6 = 30. As a well-known drawback, the broadside configuration
also amplifies the angle that is 180 degrees behind the DOA (i.e. 30 + 180 = 210

Figure 3.

A truck cabin geometry with a dual microphone installed in an overhead compartment forming DOA of
approximately 30 degrees (0 = 30) toward the mouth of a 180-cm long male driver. The yellow arrow shows
the first-wave propagation from the driver’s mouth whereas the green arrow shows the noise signal propagation
(engine noise and AC fan noise).
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degrees in this case). This is because the broadside beamforming, characterized
by Egs. (1-4), is agnostic to the 180-degrees axis and any sound coming from

0 + 180 is treated equally as 6. However, since the overhead console behaves as a
mechanical damper for sounds and vibrations coming from the roof and the
backward direction, broadside solution appears to be a better solution in this
practical case.

A broadside filter-and-sum has been devised with tailored frequency-dependent
tap delays to facilitate a consistent beamforming toward the driver at frequencies
between 0.1 and 8 kHz. The in-situ measurements and beam patterns are not
finalized yet. However, the preliminary analysis indicates that the system can
achieve an SNRI of about 6 dB when the engine is running in idle mode. The
described beamformer functions on xz plane. However, a third microphone can be
added on y axis next to the existing pair of microphones to perform beamforming
on xy plane as well. This new beamformer on xy plane can be tuned to attenuate
sounds arriving from the co-driver’s side although adding multiple microphones are
currently uncommon in vehicles.

3. Acoustic echo cancelation
3.1 Basic concepts

Acoustic echoes are generated in speech telecommunication networks due to the
acoustic feedback from loudspeakers to microphones. This phenomenon deterio-
rates the perception of sound by causing the users to hear a delayed replica of their
own voice being reflected back from the other side of the network [4-6]. Figure 4
shows a driver in a truck cabin making a phone conversation through embedded
microphones and loudspeakers (marked red). The speech signal is denoted by s/n]
whereas the echo is denoted by y[n] and r[n] represents the ambient noise. The echo
(y[n]) can be considered a copy of the far-end speech signal played by the loud-
speaker (x[n]) that has been filtered by the acoustic path (modeled by an FIR filter
with the linear impulse response 4[n]) between the loudspeaker and the micro-
phone. The received signal (d[n]) is an addition of these three signals (d[n] = s
[n] + y[n] + r[n]).

To remove acoustic echoes from the captured signal, acoustic echo cancelation
(AEC) algorithms have been developed that use machine learning methods to
adaptively estimate the ‘acoustic echo path’ in real time and subtract its effect from
the captured signal so that only the desired near-end speech components remain
[4-6, 20, 21]. Similar adaptive methods are also commonly used for estimating the
noise propagation acoustic path in stationary noise reduction applications (e.g. [7]).
The most common adaptive method used in AEC tasks is normalized least mean
square (NLMS) filtering [5, 6, 20, 21]. Least-mean-square adaptive filters were used
even in the earliest generation of AECs [4] and several improved variants of it, such
as NLMS, have been developed since then [5, 6, 20, 21].

The true impulse response of the echo path (i.e. 2[n]) is unknown and the task of
an AEC solution is to identify it. To do so, the NLMS algorithm constantly tries to

adapt to an impulse response (h[n]) that closely matches the true impulse response
of the echo path (i.e. hln] = h [n]) and consequently, y [#]=y[n] and thus the error

signal, e[n], becomes zero. The length of &[n], denoted by L, has an important role in
the performance of the AEC. The filter should be long enough to realistically model
the acoustic path and furthermore to guarantee that the acoustic path can be

assumed time-invariant during the time that corresponds to L samples. If the goal of
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Figure 4.
A) an overview of the described AEC algorithm. B) a driver in a truck serving as the near-end party during a

hands-free phone conversation.

the AEC is to reduce the echo by 30 dB, then L should correspond to T30 reverber-

ation time [5]. In most modern vehicles, 50 ms appears to be a good estimate of T30.
In case the echo (x[n]) is effectively the only signal present (r[n] and s[n] are

absent), the output of the adaptive process (y [#]) is given by Eq. (6) below where L

tap of x[n] is transposed (represented by x,”[n]) and multiplied by /[n].

dln] =y [n] = x1." [n].hfn] (6)

10
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The adaptive process estimates a new k[n] per each sample of y[n] through a

small adjustment A k[x] in each iteration, as expressed in Eq. (7). This adjustment
value is determined based on the error signal and the reference signal according to
Eq. (8) where p[n] is known as ‘step size’. Choosing an optimized step size is
important for the convergence rate and accuracy of the system and is determined
by the parameters a and f. These two parameters need to be adjusted according to
the specifics of every given NLMS problem. Choosing appropriate values for a and
has been comprehensively studied to a great complication [5, 20-22].

hin + 1) = hin] + Ahln] 7)
Ahfn] = puln] x (xL[n] x e[n]) (8)
uln] = “ , 02 | = var(x[n]) = T [n).xp [n]. 9)

=9 [
ﬂ + 53@[11] e

Egs. (6)—(9) are applicable only when the echo is the only present component in
the received signal (i.e. d[n] = y[n]). In other words, the near-end talker is silent and
the ambient noise is insignificant (s/n] = 0 and »[n] 0). However, in a natural full-
duplex speech communication both parties (far end and near end) might talk
simultaneously sometimes (i.e. a ‘double-talk’ event may occur). If there is any
remarkable double talk in d[n] (i.e. a non-zero s[n]), then the adaptive process,
formulated by Egs. (7)-(9), might diverge and fail since the s[#] components
cannot be modeled by %[n]. Therefore, every adaptive AEC solution needs to con-
stantly watch out for double-talk events to halt the adaptation as long as double talk
is present [23, 24].

3.2 Spatial acoustic echo cancelation

All conventional NLMS-based adaptive methods, explained in the previous section,
rely on modeling the acoustic path by an FIR system and aim to find the coefficients of
the corresponding filter (i.e. 2[n] in Figure 4). A major drawback of NLMS-based
adaptive approach is that the adaptive process, presented by Egs. (7)-(9), needs to run
constantly which imposes a remarkable computational cost. This is because the acous-
tic path, characterized by i[n], constantly changes due to slight movements of the
objects in the environment and other reasons such as temperature variations and the
adaptive process needs to estimate the new impulse response.

Recently, alternative methods based on probabilistic clustering techniques have
been successfully used for blind source separation (BSS) of the echo components
from the near-end speech signal [25]. The BSS method uses the spatial information
from the captured microphone signals to cluster and separate the desired speech
signal (s[n]) from the echo (y[n]). Any BSS method, similar to beamforming,
requires multiple microphones to be able to extract the location cues.

Every BSS method assumes that the signal captured by the microphones
(d1,da, ..., dm), where M denotes the number of microphones, are from N inde-
pendent source signals (s1,52, ...,sn) that have been mixed together. The mixture
model is then modeled as described by Eq. (10) below where %j, is the impulse

response of length L that describes the acoustic path from the k™" source (S,) to the
7™ microphone ().

N L
:ZZhjk(p xSp[n — p) (10)

k=1 p=1

11
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dq[n] :th(p)*s[n—p]—I—Zhlx@)*x[n—p] (11)
p=1 p=1

d,[n] :thy(p)*s[n —p]+2h2x(p)*x[n —p] (12)
p=1 p=1

A[n] = [has, hixs hos, hox] * [s[n]; x[n]] = W [s[n]; x[n]] (13)

The BSS techniques that are extensively used to address the ‘cocktail party’
problem aim to find the mixing impulse responses () and use this information to
de-mix and find the original speech signals [25, 26]. In case there are more micro-
phones than sources (M > N), the BSS reduces to a ‘determined’ problem and linear
filters can successfully be deployed to effectively separate the mixtures. Otherwise,
if there are fewer number of microphones than sources (M < N), then the problem
is ‘underdetermined’ and linear filters would not work adequately.

In the case depicted by Figure 3, there are two microphones and also two
independent sources (M = N = 2), namely: 1) near-end speech (s/n]), and 2) the
echo (x[n]) that leaks from the loudspeaker to the microphones. Egs. (11)-(12)
formulize the mixture model for the signal received by microphone 1 and micro-
phone 2, respectively. Here, /1, and h,, are the impulse responses of the acoustic
path from the loudspeaker to the first and the second microphone, respectively.
Egs. (11)-(12) can be summarized into a matrix form and re-written by Eq. (13)
where the relation between the sources and microphones signals is denoted by a
Wiener filter. Eq. (13) can be used to inverted so that [s[n]; x[n]] = W' xdn].

A conventional approach to solving Egs. (10)-(13) is using independent com-
ponent analysis (ICA) [26]. Accordingly, a cost function is defined to estimate the
statistical (convolutional) independence of s[n] and x[n]. The coefficients of W
(which comprises A1y, ki, hoy, and k) are adaptively updated so that the statistical
independence of s[n] and x[n] is increased. The statistical independence is often
increased by either maximizing the non-Gaussianity or by minimizing the mutual
information between the two signals.

3.3 The performance of acoustic echo cancelers in vehicles

The performance of an AEC is primarily measured by two metrics: 1) echo
return loss enhancement (ERLE), and 2) convergence time. ERLE is a commonly
used indicator for quantifying the achievement of an AEC solution to attenuate
echoes [5, 20, 21, 23]. ERLE is calculated according to the Eq. (14) below where afiw

and Gz[n} represent the variance of the captured audio by the microphone (d[%]) and

the variance of the error signal (e¢/n]) which is the output of the AEC and is ideally
echo-free. Since all signals are zero-mean, the variance of a signal is a measure of the
magnitude of its intensity. Therefore, Eq. (14) yields the ERLE as the magnitude of
the AEC output relative to the microphone input signal.

%dfn]
2

ERLE =10 x log . (14)

International telecommunication union (ITU) G.168 standard for AECs [27]
declares a number of requirements that should be followed in all speech telecom-
munication applications. Accordingly, the AEC should yield at least 6 dB of ERLE at
the second frame (since each frame is 50 ms in a typical automotive solution, this
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means at 0.1 second). The ERLE should then increase to minimum 20 dB at 1 sec-
ond. Thereafter, the ERLE should reach its steady state at 10 second and should stay
over that steady state value, afterwards.

The convergence time is the time it takes for the AEC to reach to its steady-state
ERLE. ITU G.168 requires that the convergence time should be no longer than one
second. In the tuning of the adaptive parameters, such as step size, there is a
tradeoff between ERLE and convergence time since higher ERLE might result in
slower convergence time [21, 22].

We implemented an adaptive NLMS-based AEC described by Egs. (6)-(9) on a
large Volvo truck model. The length of the Wiener filter (L) was chosen 800 which
corresponds to 50 ms at the sampling rate of 16 kHz which would be consistent with
T30 in large vehicles. The term « in Eq. (9), which could take a value between 0 and
2, determines the speed of convergence. Higher a values result in quicker adapta-
tion of the NLMS algorithm, however, there is a tradeoff between convergence and
overall success of the echo canceller in terms of ERLE ([20]). Here, we chose
a = 1.98 to assure the fast convergence of the algorithm. The term f, known as the
regularization parameter, is meant to improve the performance of the NLMS in
noise and it has to be adjusted with regard to the characteristics of the ambient noise
(r[n] in Figure 1) and the signal-to-noise ratio (SNR) of the microphone hardware
[20]. Here, we chose f§ = 0.1 which corresponds to the SNR of the electret condenser
microphones that are commonly used in automotive industry.

Furthermore, a statistical double-talk detection (DTD) decision circuit based on
the normalized cross-correlation (NCC) between x[%] and d[n]. NCC is also called
‘Pearson correlation coefficient’ in statistics [28]. In case the far-end is the only
talker, there will be a non-zero cross-correlation between x[n] and d[n]. However,
when the near end talks too (i.e. DT occurs), the cross-correlation between x[»] and
d[n] diminishes and approaches zero since d[n] would convey s/n] components as
well. Accordingly, DT is detected if NCC drops below a certain threshold. Eq. (15)
presents the NCC between x[n] and d[n] where o, |, and o, |, are the standard
deviation (square root of variance) of L samples of x[n] and d[n], respectively, and
cov(xy[n],dy[n]) is the covariance between them.

_ cov(xy[n],dL[n])

NCC (xp[n],dL[n]) (15)

Ox[n] X Ody[n]

NCC can yield a number in the range [—1, +1], where +1 indicates perfect
correlation and — 1 perfect anti-correlation between the two inputs while 0 shows a
non-existing correlation. Here, we set the threshold of our DTD decision to 10~*
using the method discussed in [28] by normalizing the false alarm probability (pf)
to about 0.1.

To evaluate the presented AEC solution, the far-end party reads 10
HINT sentences while the driver (near-end party) is silent and the vehicle’s
engine is off. The system registers the incoming signal to the speaker (x[n])
while the microphone records y[#]. In this case y[n] = d[n] since the driver is
silent (s/n] = 0) and there is no engine noise (r[n] = 0). The presented solution is
applied on these signals and, as depicted in Figure 5 below, the presented AEC
solution manages to attenuate the echo received by the microphone significantly
by a total of 25.54 dB according to Eqs. (10)-(13). Figure 5(B) shows ERLEs
per each sentence and how the ERLE becomes stronger as the algorithm
continues adapting. The results demonstrate compliance with ITU G.168
standards [27].
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Figure 5.

A) Captured microphone data (d[n]) versus the output of the AEC (e[n]) while the far end is reading ten
HINT sentences. The sentences are marked by numerical indicators. B) the echo attenuation achieved by the
presented AEC solution in terms of ERLE per HINT sentence.

3.4 Post-processing acoustic echo suppression

The minimum acceptable ERLE required by ITU G.168 (i.e. 20 dB) may not
practically suffice since the echo might still be noticeable and irritating especially if
the loudspeaker volume is set at a high level. As an example if the loudspeaker is set
to generate sounds that are about 70 dB SPL loud, an ERLE of 20 dB would imply
that there is an echo of 50 dB SPL (i.e. 70-20 = 50) being transmitted back to the
far-end party which can be quite noticeable. Therefore, it is good practice in auto-
motive industry to achieve much higher echo reduction i.e. typically over 40 dB.

The conventional NLMS-based adaptive AEC modules typically achieve maxi-
mum 30 dB ERLE, as shown in Figure 5. Therefore, to further improve the echo
reduction, the remaining echo components (i.e. ‘residual echo’) are suppressed by
means of acoustic echo suppression (AES) post processing. The simplest AES
methods which have historically been used are based on attenuating the captured
microphone signal (d[n] in Figure 4) whenever the farend is talking (i.e. whenever
the magnitude of x[n] is over a reasonable threshold) [5]. A major shortcoming of
this method is that, in case of double talk wherein both near end and far end are
simultaneously talking, the near-end speech signal is also attenuated. Another issue
is that such an approach is nonlinear. Speech recognition models require that the
audio signal chain must be free of any nonlinearity [29]. Since adaptive AEC algo-
rithms use linear filters to cancel echo, they could legitimately be used as a pre-
processing stage to ASR systems. However, the use of nonlinear AES must be
avoided in ASR applications. As a result, linear solutions, such as BSS techniques
explained previously by Egs. (10)-(13), have been deployed to perform the task of
AES on the residual echo especially in speech recognition applications. A properly
designed combination of conventional adaptive AEC and a post-processing AES
must comfortably achieve echo reductions over 40 dB.

4. Discussions, conclusions, and prospects
Hands-free telephony has been extensively offered in premium cars since early

2000s, and since then, audio signal processing modules have been deployed to
enhance the speech signal quality by means of addressing issues such as acoustic
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echo, ambient noise, and reverberation [1]. Besides of hands-free telephony, speech
dialog systems have been developed to enable drivers to communicate with vehicle
functions by means of voice communication [2, 3]. In the core of such a speech
dialog system, there is a neural-network based acoustic model that performs the
speech recognition task. Speech recognition systems also demand high quality audio
input which makes speech signal enhancement techniques necessary. Especially,
online voice assistants rely on specific ‘wake words’ (also called ‘hot words’) to
communicate with users. These are ‘Ok Google!” for Google assistant, ‘Alexa!’ for
Amazon Alexa, and ‘Hey Siri!’ for Siri. The ASR system should constantly listen for
these wake words meanwhile music or speech signals might be simultaneously
playing on the speakers. In order to detect the wake words while playing sounds,
the system needs to benefit from a capable echo cancelation module to estimate and
cancel the feedback from speaker(s) to the microphone(s) as well as a noise reduc-
tion module (such as beamforming) to minimize the reverberation and ambient
noise in the captured signals.

In this chapter, the fundamentals of the filter-and-sum beamforming were
described and two practical designs of dual-microphone fixed beamforming (end-
fire versus broadside) were presented inside a personal car and a truck, respec-
tively. The fundamentals of beamforming were described for a general case
although the applications were exclusively focused on dual microphones because
that is the most common setup in vehicles. The directivity index, which is the gain
of the beamforming on the desired DOA relative to all other directions, is a good
measure of a beamformer’s performance. A conventional multi-microphone fixed
beamformer can achieve a directivity index of about 25 dB at best [30]. In real
world, the directivity index turns out to be lower. In case of dual-microphone
solution, the directivity index is minimal i.e. in the range of 10 to 12 dB. Multiple
microphones can provide a sharper beam and potentially higher SNRIs.

Despite its modest directivity index, a well-designed beamforming system
improves the quality of the sound substantially. One important benefit of
beamforming, besides of the SNRI, is the reduction in the perceived reverberation.
Reverberation is related to the sum of all sound reflections from the walls and
surroundings of a given acoustic room and has been shown to have adverse effects
on the speech intelligibility especially in case of hearing-impaired listeners [31].
Beamforming minimizes reverberation in the captured signal by means of geomet-
rically dampening the sound reflections received from undesired directions and
thereby facilitates speech intelligibility. Moreover, beamforming modules are in
many cases followed by non-stationary noise reduction modules that adaptively
suppress the noise (e.g. [7]). Together with the beamformer, an adaptive noise
suppressor can achieve very good results in managing non-stationary noise.

Neural-based beamforming was also described in this chapter. This type of
beamforming, wherein the steering filter coefficients are optimized jointly together
with a neural-network speech model, has emerged in many speech recognition
applications and shown remarkable success [13, 15, 16]. However, since the
beamforming coefficients are optimized implicitly as a part of a speech recognition
task, the success of this method in improving sound quality for a human listener is
not entirely known and further studies are needed to evaluate this method for
telephony and hearing-aid applications wherein human listeners are involved.

A large part of this chapter was dedicated to acoustic echo cancelation. The
fundamentals of a conventional adaptive method based on NLMS was described. In
this method, the acoustic path between the loudspeaker and microphone is modeled
by an FIR filter and the adaptive process seeks to find the coefficients of this filter
and subtract the echo from the captured signal. Adaptive NLMS-based acoustic
echo cancelers are relatively easy to implement and are extensively in use. If
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designed appropriately, this method can comfortably achieve ERLEs about 30 dB
[5, 21, 22, 30]. Although this level is higher than the required level by the ITU
guidelines [27], a higher ERLE becomes necessary in most automotive telephony
applications. Therefore, acoustic echo suppression algorithms have been developed
as post-processing modules to further reduce the residual echo.

The simplest and most common acoustic echo suppressors are implemented by
means of applying a gain on the microphone signal and reducing this gain whenever
the far-end party is talking. However, due to its nonlinear behavior, this approach
cannot be used in speech recognition applications which require linearity of all
audio components [29]. Instead, linear approaches such as BSS based on ICA appear
to be suitable. The BSS method uses spatial cues to find mixing coefficients of a
linear model and uses this information to de-mix the signals and segregate the
source signals (in this case: echo versus near-end speech).

Although beamforming and echo cancelation are well-known problems that
have been extensively studied since early 1960s [4, 5, 9, 30], it needs great efforts to
tailor them to address new challenges. Therefore, new statistical optimization
approaches and neural-network based solutions are being deployed to strengthen
the conventional methods, whenever feasible. Automotive industry is expanding
quickly and manufacturers are competing in providing vehicles that allow vehicle
occupants to have independent conference calls simultaneously. Another competi-
tion frontier is speech recognition. Automotive manufacturers aim to provide user
interfaces that are driven by voice. These interfaces allow the drivers to simply talk
to their cars and do their daily errands (such online shopping, scheduling meetings,
listening to audio books) while driving by solely voice commands. Prototypes of
such online automotive voice assistants have just been introduced as Google [32]
and Amazon entered the game [33] and have received a great attention from the
media, and the public. These systems open up new scientific and technical chal-
lenges in human-machine interfacing, cloud-based and embedded speech recogni-
tion, and last but not least, spatial audio signal processing.
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