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Abstract

Due to the increasing number of mobile applications and services, communication service providers strive to
optimize their networks in order to maintain a competitive position. Continuous Integration, which includes
improving software delivery through automation, is fundamental in the process of testing and optimizing
networks. This study aims to investigate if three different unsupervised machine learning techniques can be
applied to detect anomalies in channels used for testing. The three different machine learning algorithms
utilized and evaluated for this purpose are: Neural Networks, Isolation Forest, and Principal Component
Analysis. The findings implies that none of the chosen models are optimal for the given task. The results are
discussed in the light of previous research, and recommendations for future research are suggested.

Keywords: Unsupervised Learning, Anomaly Detection, Principal Component Analysis, Neural Networks,
Isolation Forest
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Sammanfattning

I takt med att antalet mobilapplikationer och mobiltjänster ökar, strävar kommunikationstjänsteleverantörer
efter att optimera sina nätverk för att upprätthålla en konkurrenskraftig position. Kontinuerlig integra-
tion, vilket inkluderar att förbättra mjukvaruleverans genom automation, är grundläggande i processen som
används för att testa och optimera nätverk. Syftet med denna studie är att undersöka om tre olika oöver-
vakade maskininlärningstekniker kan appliceras för att upptäcka avvikelser i kanaler som används för testning.
De tre maskinlärningsalgoritmerna som används och utvärderas är: Neurala Nätverk, Isolation Forest och
Principalkomponentanalys. Resultaten tyder på att ingen av de valda metoderna är optimala för den givna
uppgiften. Resultaten diskuteras med hänsyn till tidigare forskning och rekomendeationer för framtida forskn-
ing föreslås.

Nyckelord: Oövervakad inlärning, Anomalidetektering, Principalkomponentanalys, Djupa neurala nätvärk,
Isolation Forest
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1 INTRODUCTION

1 Introduction

This chapter provides relevant information about the collaborative partner of the project, Ericsson. An
overview of the thesis project along with its purpose and goal is further presented as well as the underlying
motives. Examples of previous work related to the topic are addressed. Finally, delimitations, confidentiality
and outline of the thesis are established.

1.1 Company Description
Telefonaktiebolaget LM Ericsson, generally referred to as Ericsson, is a multinational telecommunications
company founded in 1876 with its headquarters located in Stockholm, Sweden. Ericsson operates in over 180
countries and has more than 100,000 employees around the globe [58]. As a leading developer and distributor
of Information and Communication Technology (ICT), the company strives to be at the forefront of creating a
future with limitless connectivity [57]. Ericsson is one of the leading patent holder in the telecommunications
networking industry with an extensive portfolio of services and technologies that extends across Networks,
Cloud Software Services and Emerging Business. It includes, for example, mobile networks, Internet of
Things (IoT) systems and fixed networks. Furthermore, Ericsson is engaged in the development of the next
generation of mobile networks, the 5G technology.

This thesis project is conducted in collaboration with the Vector Team in Sweden, which is a support team
for Ericsson’s Cloud RAN function. The Cloud RAN function focuses on optimizing and developing mobile
networks with the aim of ensuring that all Ericsson customers have access to reliable and high-performance
mobile networks at all times. This is accomplished by using methods such as machine learning (ML) to analyze
network data in order to identify potential problems and implement solutions to optimize the network’s
performance. The team is divided into four core areas; “Release”, “Security”, “CI/CD Infra”, and “Data and
visualisations”. This project is within the area of Data and visualisation [42].

1.2 Background
The number of mobile applications and services available to customers continues to grow, increasing the
demand for mobile bandwidth. In order for communication service providers to remain competitive, they
must expand and omptimize their networks, while also enhancing the user experience [44].

One crucial element in mobile networks is Radio Access Networks (RANs) [44]. RANs are the components
of the mobile network that are responsible for providing wireless connectivity between end-user devices and
the core network, enabling users to make calls and access network services. In the light of telecommunication
operators’ increased use of edge devices and 5G technologies, RANs are becoming an increasingly important
point of connectivity [45]. Accordingly, constant optimization of RANs is essential for all telecommunincation
companies and a high priority at Ericsson. Optimization of RANs demands a new level of flexibility in archi-
tecture, upgrade, scaling, and deployment of RANs which can be challenging due to high costs and difficulties
of horizontal scaling. Ericsson adopts a cloud-native architecture known as Cloud RAN to solve these issues.
Cloud RAN includes realizing RAN functions as microservices in containers over a generic compute platform
rather than a hardware platform, allowing for faster and more automated optimization.

To automate the testing and optimization of cellular network in terms of performance and efficiency, Contin-
uous Integration (CI) is fundamental [56]. A CI pipeline is a DevOps software development practice focused
on enhancing software delivery through automation, and consists of a sequence of phases necessary for pro-
viding an upgraded version of a software [56]. CI essentially means that source code changes from numerous
developers are integrated into a shared repository, after which builds and tests are executed automatically.
At Ericsson, CI is highly integrated in the staging process, which is the process of configuring, testing and
verifying network equipment or software in a controlled environment before implementing them into a live
production environment. Major targets of CI include reducing time between staging and releasing new up-
dates to customers, quickly identifying potential issues before they affect real-time traffic, and ensuring that
the software quality improvements are good enough to proceed integration [56].

1



1 INTRODUCTION

1.3 Project Description
CI pipelines are also referred to as product integration flows. Multiple product integration flows are running
simultaneously at Ericsson and new code changes are continuously being tested in all of them. The test
environment setup includes installing an entire RAN system by building testchannels with different test
capabilities in the Ericsson HQ lab that have the ability of mimicking realistic channel conditions and traffic
scenarios. A testchannel consists of a number of components, such as radio hardware, software, a test
framework and simulators. Depending on a testchannels characteristics, it can be used for either Operation
and Maintenance (OAM) tests, like upgrades and reboots, or Traffic tests which require an additional user
equipment control. The testchannels are handled in “pools” and distributed randomly over the product
integration flows. Test activities are carried out in the testchannel and enable network operators to test
optimization purposes in an easy way.

Since testchannels’ equipment differ, it becomes interesting to identify variations in their behavior and perfor-
mance. This is currently done by human inspection and gut feeling, an approach that becomes less appropriate
as the size of the pool grows.

1.4 Project Goal
With Ericsson’s desire to understand the behavior of testchannels during product integration flows to identify
potential abnormalities, the primary objective is to examine the possibility of of using unsupervised Machine
Learning (ML) techniques for differentiating between normal and abnormal testchannel behaviors.

The project’s goal is to utilize unsupervised ML methods to detect anomalies among the testchannels.

Unsupervised learning is emphasized due to the inherent characteristics of the data, which necessitates anal-
ysis techniques that can detect patterns without relying on pre-labeled training data. Developing and im-
plementing an ML-powered solution could make beneficial effects to accelerate the detection of anomalies
among testchannels with higher precision, and in turn substitute the current manual process based on visual
inspection.

To summarize the aim of the thesis, the central research question is

• Can ML models efficiently be applied to detect anomalies in the behavior of testchannels?

If so, the secondary research question is

• Do more complex or simpler models perform better for this matter?

1.5 Related work
Detecting anomalies is of high interest in multiple sectors. It is possible to see abnormal behavior as a sign of
a critical incident; anomalies in an MRI scan image can indicate health risks such as the existence of tumours
while anomalous patterns in a network system could mean that a computer is being hacked and confidential
information is transmitted to unauthorized destinations [62]. A substantial number of studies have been
carried out on the topic of anomaly detection within various research areas and application domains, for
instance healthcare [38][15], fraud detection [43][31] and intrusion detection [33][41][21][13] to name a few.
ML methodologies that automate anomaly detection are progressively being used, and many new techniques,
some intended for specific domains and other more generic, have been developed [62].

1.5.1 Detectig Anomalies in Mixed Data

Unsupervised detection in a high-dimensional mixed (continuous and categorical) data setting is studied by
Davidow and Matteson [32]. A three step method is proposed where high-dimensional data first is embedded
into a continuous space using a kurtosis-weighted Factor Analysis algorithm. A subset of lower dimension is
then extracted from the embedding, where anomalous instances are expected to be well separated. Lastly,
anomaly scoring on the subspace is performed using benchmark unsupervised anomaly detection algorithms.
Discrete features are one-hot encoded and the one-hot matrix is scaled based on category frequency to bal-
ance contributions of categorical and continuous features respectively and ensuring that they are compared
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on the same variance scale. No priori type of anomalies to seek for is assumed. Results show that pairing
classic detection methods with embedding outperforms the methods on their own. The embedding suc-
ceeds in capturing both structured subspace anomalies as well as "inlier" anomalies with low-dimensional
structure.

1.5.2 Detecting Anomalies in Log Data

Cloud and software systems typically generates large volumes of log data, making it important for anomaly
detection. Since logs can have varying structures, neural networks has become a popular choice of anomaly
detection method due to their flexibility. In [5], an unsupervised model is introduced for anomaly detec-
tion in log data. It combines Isolation Forest for detection of normal data with deep Autoencoders that
extracts features for the Isolation Forest. Good results are achieved. Further, in [63] a hybrid Convolutional
Autoencoder-Variational Autoencoder (CAE-VAE) model construction is suggested. The model is trained
on discrete event sequences and F1 scores are used for validation. It is found that the model performs better
than Convolutional Autoencoders as well as Convolutional Neural Networks.

1.6 Delimitations
Although Ericsson operates within multiple areas of technology, with various tests being performed in each,
this thesis project is delimited to a specific OAM pool due to time complexity. This means that the amount
of data is delimited to the amount in this pool. The choice of pool is based on the number of testchannels it
comprises. Out of all the available pools, the selected one has the greatest number of testchannels. Moreover,
it is a frequently used pool and therefore contains up-to-date records.

An additional significant limitation stems from the absence of a clear and unambiguous definition concerning
the normal, expected behavior of a testchannel. Since there is no accepted definition, the interpretation of
results and evaluation of anomalous behavior becomes challenging and may be influenced by subjectivity
which in turn may impact the reliability and comparability of results.

1.7 Confidentiality
Features revealing detailed information about the tests that are performed, such as names of the tests and
important steps of the test, are masked due to confidentiality. For example, levels of a categorical feature
corresponding to unique test cases are renamed to "Case1", "Case2" etc.

1.8 Outline
The report has seven chapters and is structured as follows: Chapter 2 includes a theoretical framework that
is relevant for the thesis. The concepts of Unsupervised Learning and Anomaly Detection are introduced
along with methods to prepare data for as well as perform unsupervised Machine Learning modeling with
different approaches (architecture of ML models). Chapter 3 describes the data used in the thesis project,
supported by visualisations. Chapter 4 includes the methodology explaining how the project is carried
out, from processing of data to model development and evaluation. A description of the software used is
also included. Chapter 5 presents the results of the analysis in figures and tables. Chapter 6 provides a
discussion of the findings from the previous chapter. It includes an evaluation and comparison of the models
with respect to performance and usability. Chapter 7 consists of conclusions that can be drawn from the
project and directions of future work. Furthermore, Appendix A includes complementary theory.
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2 Theory

This chapter presents a theoretical framework for understanding the concepts and methods applied in the
project. It begins by providing an overview of machine learning and anomaly detection. Thereafter, it covers
theory related to data processing, model development and model evaluation.

2.1 Machine Learning
Machine Learning (ML) is a discipline within Artificial Intelligence (AI) that focuses on enabling computers to
learn and improve from data without being explicitly programmed. In contrast to traditional programming,
where computers are given detailed instructions to perform certain tasks, machine learning emphasizes the
development of algorithms and models that are capable of extracting knowledge automatically and predict
or make decisions based on the data provided. [2] Depending on the data available, the problem usually falls
into one of three main branches of learning: supervised, unsupervised or semisupervised [20].

Supervised learning is defined by its use of labeled data to train models to perform classification or regression
tasks. Formally, this means that for every instance i = 1, ..., N in the input data, there is a vector of feature
observations xi an associated response yi [20]. In unsupervised learning, on the other hand, labels are not
available. That is, a problem where there are inputs xi but no associated responses yi to predict. Instead,
unsupervised algorithms seek to uncover hidden relationships, trends and similarities in the input data with-
out any supervision from a response variable. The most common tasks that utilizes unsupervised learning
models include clustering, association, and dimensionality reduction. Anomaly detection is one of many
application areas for unsupervised learning methods [20]. Finally, semisupervised learning lies somewhere
between supervised and unsupervised learning. It employs a mix of labeled and unlabeled data.

There are different benefits and challenges associated with different ML approaches. Firstly, it is generally
easier to access unlabeled data than labeled data, whereby unsupervised techniques are a convenient choice.
Since no labeled outputs are required during the training phase of an unsupervised model, the resource
intensive process of labelling the data properly can further be eliminated. However, while unsupervised
learning tasks may reduce the time needed for preprocessing, the validation step is often more expensive than
for supervised tasks as human intervention, time and domain-specific expertise are necessary to validate the
output [24].

2.2 Anomaly Detection
Anomaly detection refers to the process of identifying instances, events or patterns that deviates from a
dataset’s normal, expected behavior. These rare observations are usually called outliers or anomalies. For
consistency, the latter is used throughout this report [18][62].

An ideal approach to detect anomalies is to define a region of normal behavior and classify instances that
don’t conform to the region as anomalies. However, several factors makes this approach very challenging.
First of all, defining a data anomaly is difficult since a normal behavior can be hard to specify. Consequently,
the boundary between normal and anomalous behavior is often vague. Normal instances lying close to the
boundary can be anomalous, and vice versa. This anomaly detection problem is known as masking. Further,
noise in the data tends to be similar to actual anomalies, increasing the difficulty of distinguishing and
removing the noise. Another challenge is that the characteristics of normal behaviors may evolve over time
in many domains. Anomaly detection is also made difficult by the fact that the notion of an anomaly differs
across different application domains. This means that anomaly detection techniques developed for a certain
domain not necessarily are suitable in another domain. Availability of labeled data for training and validation
of models is often a major challenge that restricts the methods to being unsupervised. Even when labels are
available, situations where the distribution of the classes within the target variables are highly skewed, so
called imbalanced classes, can pose additional challenges to the modeling by creating bias toward the majority
class. This further affects interpretation of model performance [32].
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2.2.1 Anomalies

Anomalies have no widely accepted formal definition since the concept is too elusive and context-specific
but according to Stevenson [8], an informal definition is "something that deviates from what is standard,
normal, or expected". To define an anomaly at a more concrete level, the application domain and data at
hand need to be considered. Nevertheless, it is possible to classify anomalies into three different categories;
point anomalies, contextual anomalies, and collective anomalies.

Point anomalies. If a single data instance can be classified as anomalous with respect to the rest of
instances, i.e. if it is significantly different from the rest of the instances, it is know as a point anomaly. Point
anomalies can appear in any dataset. An example of point anomalies is displayed in Figure 1.

Figure 1: Example of point anomalies: instances a1 and a2 are examples of point anomalies
since they lie outside the normal regions N1 and N2.

Collective anomalies. A collective anomaly occurs when a collection of related data instances are anomalous
in relation to the entire dataset. Individual data instances included in the collection are not necessary
anomalies on their own but their occurrence together is. Collective anomalies can exclusively take place in
datasets with repetitive patterns, like time series data. Figure 2 illustrates a collective anomaly.
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Figure 2: Example of a collective anomaly: The blue color highlights an anomaly in a human
electrocardiogram output.

Contextual anomalies. The term contextual anomaly refers to a data instance that is anomalous within
a particular context, but not elsewhere. This context is determined by the structure of the dataset and is
specified by defining all instances of data using

1. Contextual attributes describing the context for an instance, such as coordinates in spatial data or time
in time-series data, and

2. Behavioural attributes that describes instance characteristics that are not contextual. For example, the
population at a certain location is a behavioral attribute of a spatial dataset about the world’s average
population.

Based on the values for the behavior attributes within a particular context, anomalous behavior is identified.
Thus, the occurrence of contextual anomalies is solely possible when contextual attributes are available.
It should be emphasized that a point anomaly or a collective anomaly also can be considered a contextual
anomaly if they are analyzed from a context perspective [62]. In Figure 3, an example of a contextual anomaly
is presented.
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Figure 3: Example of a contextual anomaly: temperature t2 is an anomaly in a temperature
time series. Temperature t1 is equal to t2 but is not considered as an anomaly since it occurs
in a different context (month).

2.3 Normalization
Normalization is a scaling technique that transforms the data into a range. This can be done in many different
ways and the simplest way is using min-max scaling. It refers to rescaling the data by using the minimum
and maximum of the data, making all elements lie between 0 and 1. Hence, for every feature, the minimum
value gets transformed into a 0 and the maximum value gets transformed into a 1. All other values gets
transformed into a value between 0 and 1. The normalized value x′ of a sample x using min-max scaling is
given by

x′ =
x−min(x)

max(x)−min(x)
[3].

2.4 Overfitting and Underfitting
A good machine learning model is a model that generalizes any new input data from the problem domain
and, in that way, makes it possible for the user to make predictions about future data. When building a
machine learning model, it is crucial to find the right balance between complexity and generalization, to
make the machine learning model perform well. If the model is too simple or too complex, it may suffer from
underfitting or overfitting, respectively, leading to poor performance and unreliable predictions [27].

Underfitting
When a model not is capable to capture the underlying pattern and relationships of the data, that is, does
not fit the data sufficiently, it is called underfitting. In the case of underfitting, the model will perform well
on the training data but poorly on the testing data. There are several reasons why underfitting occurs,
including:

• Low variance and high bias

• The set of training data is too small

• Uncleaned and/or noisy training data

• The model is too simple
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By increasing the model complexity, the size of the training dataset and the number of features in the dataset,
the degree of underfitting can be reduced. Performing feature engineering thoroughly and remove noise from
the data will also prevent underfitting.

Overfitting
When a model is too complex and tries to cover more points in the data than necessary, up to and including
all data points, overfitting can occur. The model then captures noise and random fluctuations that are
present in the training dataset. The model will then perform well on the training data, but will not be able
to generalize well to new data. A sign of overfitting is when the model has a low training error but high
validation error. There are several reasons why overfitting occurs, including:

• High variance and low bias

• The set of training data is too small

• The model is too complex

• The model has been trained too much

By increasing the size of the training dataset and reduce the model complexity, the degree of overfitting
can be reduced. Also, it can be a good idea to use so called early stopping, which is a technique where
the model training is stopped before all iterations are completed. This is done by monitoring the validation
loss or accuracy during the training process and stop the training when the metrics no longer is improving
significantly [27].

2.5 Hyperparameter Tuning
Hyperparameters are parameters of machine learning models, that control the model behaviours and are
initialized before training. While appropriate values of the hyperparameters can improve accuracy and
reduce generalization, inappropriate values may lead to overfitting or poor performance. As the selection of
hyperparameters has a profound impact on the model performance, hyperparameter tuning is a crucial step
of the model development [61].

Hyperparameter tuning includes finding the ideal values for the hyperparameters that optimize the model
performance, by training the model on various combinations of hyperparameters and evaluating which model
that performs the best/maximizes performance. Strategies for evaluating performance usually rely on quanti-
tative supervised performance metrics, such as root mean squared error or accuracy that assumes accessibility
of ground truth labels. However, to the best of our knowledge, no metrics are available for evaluation of model
performance in an unsupervised fashion where true answers are unknown.

The scarcity of unsupervised metrics restricts the real-world application of unsupervised techniques, particu-
larly by hindering systematic tuning of hyperparameters and the selection of an optimal model. An alternative
strategy to evaluate model performance in an unsupervised setting is to rely on visual examination by domain
experts [7].

2.6 Correspondence Analysis
Correspondence Analysis (CA) is a data visualisation method and a multivariate statistic tool that can be used
to investigate the relationship between two categorical features. The main purpose is to visualize the rows and
columns of a data table in a low-dimensional space. CA provides a simplified way to analyze the underlying
structure of complex, high-dimensional data and uncovers the relative relationships between and within the
groups of features. Using a table of frequencies (contingency table) as input with i rows and j columns, CA
generates a plot with two sets of points, one with I points that correspond to the row coordinates and one set
of J points that correspond to the column coordinates. The location of the points gives information about
associations. For example, if row points are located close to each other, it is an indication that the rows
have similarities across the columns. In the same way, column points that are located close to each other,
indicates that the columns have similarities along the rows. If row points are close to column points, it is an
indication that the combination is more frequent than it would be in an independent model, where the row
and column coordinates are not related to each other in any way [46].
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2.6.1 Algebraic development

Let X be an I × J two-way table of unscaled frequencies with elements Xij , assuming that J ≥ 1 and that X
is of full column rank J , the rows and columns of the contingency table X corresponds to different categories
of two different characteristics. Let n be the total number of the frequencies in the data matrix X, a matrix
of proportions P = {pij} is first constructed by dividing each element of X by n. Hence

pij =
xij
n
, i = 1, 2, . . . , I, j = 1, 2, . . . , J, or P

(I×J)
=

1

n
X

(I×J)

The matrix P is called the correspondence matrix. Next define the vectors of row and column sums r and c
respectively, and the diagonal matrices Dr and Dc with the elements of r and c in the diagonals. Thus

ri =

J∑
j=1

pij =

J∑
j=1

xij
n
, i = 1, 2, . . . , I, or r

(I×1)
= P

(I×J)(J×1)
1J

cj =

I∑
i=1

pij =

I∑
i=1

xij
n
, j = 1, 2, . . . , J, or c

(J×1)
= P′

(J×I)(I×1)
1I

where 1J is a J × 1 and 1I is a I × 1 vector of 1 ’s and

Dr = diag (r1, r2, . . . , rl) and Dc = diag (c1, c2, . . . , cJ)

The square root matrices are defined as

D
1/2
r = diag

(√
r1, . . . ,

√
rl
)

D
−1/2
r = diag

(
1√
r1
, . . . , 1√

rl

)
D

1/2
c = diag

(√
c1, . . . ,

√
cJ
)

D
−1/2
c = diag

(
1√
c1
, . . . , 1√

cJ

)
for scaling purposes. Correspondence analysis can be formulated as the weighted least squares problem to
select P̂ = {p̂ij}, a matrix of specified reduced rank, that minimizes

l∑
i=1

J∑
j=1

(pij − p̂ij)2

ricj
= tr

[(
D−1/2r (P− P̂)D−1/2c

)(
D−1/2r (P− P̂)D−1/2c

)′]

since (pij − p̂ij) /
√
ricj is the (i, j) element of D−1/2r (P− P̂)D

−1/2
c [46].

2.6.2 Multiple Correspondence Analysis

Multiple Correspondence Analysis (MCA) is a method used to investigate the relationship between two or
more categorical features and is an extension of CA. MCA can also be seen as an alternative to Principal
Component Analysis (PCA) when dealing with categorical features, rather than numeric features. MCA is
acquired by preforming CA on an indicator matrix, which is a matrix whose entries are 0 or 1. For a dataset
with m observations on k factors with i levels, the indicator matrix C has the dimensions (m× i), in which
the rows corresponds to the levels of each factor for each observation and the sum of each row is therefore
equal to m [22].

2.7 Principal Component Analysis
Principal Component Analysis is an unsupervised dimensionality reduction method suitable for datasets with
a large number of features p. The idea is to find a low-dimensional representation of a dataset that captures
a significant portion of the variation. These dimensions are referred to as principal components and are linear
combinations of the p features [20].
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Suppose there are n observations in a dataset X with p features, X1, X2, ..., Xp. The first principal component
is defined as the normalized linear combination of the features that has the largest variance

Z1 = φ11X1 + φ21X2 + ...+ φp1Xp,

where normalized means that Σpj=1φ
2
j1 = 1. The elements φ11, ..., φp1 are the loading’s of the first principal

component. The loading’s together form the principal component loading vector φ1 and their sum of squares
is constrained to equal one. This constraint is established to avoid arbitrarily large variance that could be
the result of setting the elements arbitrarily large in absolute value. As PCA solely focuses on variance, it is
assumed that all features in X have been centered to have a mean of zero. Next, the linear combination of
the sample feature values is defined as:

zi1 = φ11xi1 + φ21xi2 + ...+ φp1xip. (1)

Since we seek for the linear combination with the largest sample variance, with the constraint imposed, the
first principal component loading vector solves the optimization problem:

max
φ11,...,φp1

 1

n

n∑
i=1

 p∑
j=1

φj1xij

2
 under the constraint

p∑
j=1

φ2j1 = 1. (2)

Using Equation 1, the objective in Equation 2 can be rewritten as 1
nΣni=1z

2
i1. Recall the assumption that

each feature has been centered to have mean zero, i.e. 1
nΣni=1xij = 0. Hence, the average of z11, ..., zn1 is also

zero. This implies that the objective being maximized in Equation 2 corresponds to the sample variance of
the n values of zi1. These n values z11, ..., zn1 are known as the scores of the first principal component. One
can apply the standard linear algebra technique eigen decomposition to solve the maximization problem, see
Appendix A.2. Subsequent to the determination of the first principal component Z1, the second principal
component Z2 of the features can be derived as the linear combination of X1, ..., Xp that has the highest
variance among all linear combinations that are uncorrelated with the first principal component. The scores
of the second principal component are defined as

zi2 = φ12xi1 + φ22xi2 + ...+ φp2xip,

where φ2 corresponds to the second principal component loading vector. Due to the constraint of Z2 being
uncorrelated with Z1, the direction of φ2 is orthogonal to φ1. After z2 has been computed, a two-dimensional
plot can be computed, which is illustrated in Figure 4. However, additional unique principal components can
be defined in larger datasets with p > 2 by applying the theory in a similar manner.

Figure 4: A scatter plot of fewer features, two in this case, can be described by a new
coordinate system with PC scores and PCs based on the direction of maximal variance.
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2.8 Artificial Neural Network
Artificial Neural Networks (ANNs) are a part of machine learning and a central part of deep learning, for
which the algorithms are inspired by the format and function of the human brain, simulating how biological
neurons communicate. A Neural network is built of subsets of nodes and each node can be seen as an artificial
neuron. The network consists of one input layer, one output layer and one or more hidden layers. The nodes
are connected to each other and every node has a specific threshold value and weight. The nodes are activated
if the output is above the threshold value. If the node is activated it transfers information to the next layer of
nodes in the network, if not, no data is transferred. Initially, to learn and enhance accuracy, neural networks
depend on training data. However, when the algorithm is fine-tuned, they are highly efficient tools that can
be used for several different tasks and applications, demonstrating versatility and adaptability. There exists
several different types of ANNs, however, the focus of the upcoming theory will be on feedforward ANNs.
This means that the output nodes in the output layer of the network does not send any information back
to the input nodes. While other types of ANNs are designed to tackle more specialized tasks, feedforward
ANNs are the most basic and widely-used type of neural network.

An ANN can be described by a directed graph, G = (K,E), where K is a set of nodes and E is a set of
directed edges, with a weight function w : E → R over the edges. Every node in the graph can be modeled
as a simple scalar function, σ : R→ R where σ is the activation function of the node. The edges in the graph
connects the input of one node to the output of another. The input of a node is acquired by calculating the
weighted sum w of the outputs of all the nodes that is connected to it. Assuming that the ANN is arranged in
layers, the input layer, K0, is the first layer in the graph and the number of nodes in this layer is determined
by the dimension of the input space. If n is the dimensionality of the input domain, K0 has n+1 nodes and
the output of a node i in V0 is xi for i ∈ [n]. Let kt,i represent the ith node of the tth layer and ot,i(x) the
output of kt,i. Then, for V0, o0,i = xi for i ∈ [n] and o0,i(x)=1 for i = n + 1. Hence, the last node in K0,
always outputs 1 and is therefore a constant, c, which represents the bias term, b. The layers K1, ...,KT−1
are referred to as hidden layers, while the bottom and top layers in the network are referred to as the input
and output layer, respectively. Figure 9 shows an example of the structure of an ANN.

Figure 5: Artificial neural network with one hidden layer

Assuming that the output of layer t is known, the output of layer t+1 can be calculated as follows. First, fix
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some kt+1,j ∈ Kt+1 and let ht+1,j(x) be the input to kt+1,j , then

ht+1,j(x) =
∑

r:(kt,r,kt+1,j)∈E

w((kt,r, kt+1,j))ot,r)(x),

and
ot+1,j(x) = σ(ht+1,j(x)).

Hence, kt+1 is a weighted sum, in compliance with w, of the outputs of the nodes in Kt that are linked to
kt + 1, j and the output of kt + 1, j can be calculated using the activation function σ on ht+1,j(x) [51].

2.8.1 Activation functions

The choice of activation function σ is a very important part to take into consideration when building an
ANN, since it affects the prediction accuracy of the model. The activation function transforms an input
signal into an output signal which in turn is fed as input to the next layer in the network. It is built of
a mathematical function that, in most cases, helps initiates non-linear and complex mappings between the
inputs and corresponding outputs. This allows the ANN to learn and approximate patterns in data. If no
activation function is used in an ANN the output would be a simple linear function. The same applies if the
activation function is linear, which is the simplest form of σ. It can be defined as

g(x) = x.

Hence, the gradient will have the same value for every iteration. Therefore, it is not very useful to have a
linear function as activation function. There are several types of non-linear activation functions that can
be applied for neural networks and the choice depends on the type of the problem. For this master thesis
project however, the focus is on two of the most commonly used in the neural network domain, the Sigmoid
Activation Function and the Rectified Linear Unit.

Sigmoid Activation
The Sigmoid Activation function is continuously differentiable and a smooth function. It maps the input
value between 0 and 1 and is defined as

σ(x) =
1

(1 + e−x)
.

Figure 6 illustrates the sigmoid function. Since the sigmoid function is not symmetric around zero, the output
values of the nodes will have the same sign. The sigmoid function is often used in the output layer of shallow
deep learning architectures for predicting probability-based outputs [11].

Figure 6: Sigmoid function
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Rectified Linear Unit
The Rectified Linear Unit (ReLu) operates by thresholding values at 0, i.e.

σ(x) = max(0, x).

In other words, ReLu outputs 0 if x < 0 and outputs a linear function when x ≥ 0 [52]. This is visualized in
Figure 7.

Figure 7: Rectified Linear Unit function

Due to its reliability and simplicity, ReLu is used in numerous different architectures in neural networks and
is also the most widely used activation function for practical deep learning implementations overall. Further,
ReLu is often used as activation function in the hidden layers of the deep learning network together with
another activation function in the output layer [11].

2.8.2 Training Artificial Neural Networks

When the components of the network is defined by (K,E, σ,w), a function fK,E,σ,w : R|K0|−1 → R|KT | is
gained, that maps the input from a certain input space to outputs in another space. A set of such functions
can be used as a hypothesis class for learning. In most cases the hypothesis class is specified by fixing the
graph (K,E) and σ, while allowing w to shift. Thereby, the hypothesis class are a set of functions fK,E,σ,w
for some w : E → R and can be defined as

HK,E,σ = fK,E,σ,w : w is a mapping from E to R

and the problem adds up to tuning the weight over the edges to minimize the risk. The weight function can
be considered to be a vector w ∈ R|E|, given that E is a finite set of edges. Let fw : Rn → Rm define the
function calculated by a network for a weight function w, where n is the number of input nodes and m is the
number of output nodes. Also, let ∆(fw(x),y) be the loss of predicting fw with target y ∈ Y, where ∆ is
any differentiable function. Then, given a distribution D over Rn → Rm, the risk of the network LD(w) can
be defined as

LD(w) = E
(x,y)∼D

[∆ (fw(x),y)]

and the goal with the learning process is to minimize LD(w). However, the distribution D is unknown and
LD(w) depends on it. Therefore it is not possible to use this function for training in practice. Instead, an
empirical risk function LS(w) = ∆(fw((x̂), ŷ) can be used, where S is a set of training data and x̂, ŷ ∈ S.
The procedure of minimizing LS , which is also referred to as the loss function, is in general an iterative
process and there are several optimization algorithms that can be used for the purpose [51]. Most algorithms
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include choosing some initial value for the weight vector w0 and then traversing through the weight space
using

w(τ+1) = wτ + ∆wτ

to update the weight, where τ is the iteration step.

2.8.3 Optimizers

Next follows some theory about optimizers to be used for choosing the weight vector update, ∆wτ .

Gradient Descent Optimization
Many algorithms used to optimize the loss function makes use of gradient information to update the weight
vector. In the context of neural networks, the backpropagation algorithm is frequently utilized to compute the
gradient and is hence a key component in the building of an ANN. The backpropagation algorithm calculates
the gradient of the loss function, with respect to the weight vector w, that is needed for the parameter update
in the optimization process. By iteratively adjusting the weights and biases of the network based on the error
rate from the prior epoch, it aims at minimizing the loss function. The degree of adjustment is determined
by the gradients of the loss function w.r.t these parameters, for details see algorithm 1 below.

One of the simplest approaches for optimization is gradient descent (GD), which updates the weight by a
small step in the direction of the negative gradient, so that

w(τ+1) = w(τ) − η∆L(wτ ),

where η > 0 is the learning rate, which is described further down in this section. The gradient is then
evaluated for the new weight vector and the process is iterative. For each iteration the weight vector is
shifted in the direction of the largest rate of decrease of the loss function. Since the loss function is defined
w.r.t the training set each iteration demands that the whole training set is processed to assess ∆L [10], which
makes the method computationally expensive. To get around this problem, Stochastic Gradient Descent
(SGD), which is an extension of GD, can be used. For this method, it is not necessary for the updated
direction to be precisely based on the gradient. Instead, SGD chooses a random sample in the set of training
data at every iteration and calculates the gradient based solely on that sample as follows

w(τ+1) = w(τ) − η∆L(xτ ,yτ ;wτ ),

where y is the target and x denotes a single observation. This approach makes the algorithm much faster.
However, because of it’s random character, SGDs behaviour is more unpredictable and less consistent than
the behaviour of GD, which carefully decreases until it finds the minimum. For SGD on the other hand, the
loss function will fluctuate vertically and only decrease on average. Even though SGD in the end also will be
close to the minimum, it will still continue fluctuating and never settling which results in that the final values
are ok but not ideal. By combining GD and SGD a third approach arises, called Mini-batch Gradient Descent
(MBGD). For each iteration this method calculates the gradients on a small, random subset of samples, called
mini-batches and the weights are updated in accordance to

w(τ+1) = w(τ) − η∆L(xτ :τ+b,yτ :τ+b;wτ ),

where b is a hyperparameter that denotes the size of a single batch. In this way, the MBGD-algorithm is less
unpredictable than SGD and will end up walking around closer to the minimum and have a reduced com-
putational burden in comparison to GD. Hence, this middle method is usually more preferable in machine
learning applications [9] [10].

Adaptive momentum estimation optimization
Adaptive momentum estimation (ADAM) is one of the most popular step-wise methods in the neural network
domain and has been shown to converge faster for multi-layer ANNs than other optimizers. It combines two
extensions of SGD and uses the benefits of them both, in particular ADAM combines

• Adaptive Gradient Algorithm (AdaGrad), which maintains a separate learning rate for each parameter.
AdaGrad performs well on problems with sparse data. By adjusting the learning rate for each parameter
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in accordance with it’s squared, historical gradients it eliminates the need to manually tune the learning
rate. For implementation it is therefore only necessary to use a default value for the learning rate and
leave it at that.

• Root Mean Squared Propagation (RMSProp), which also sustains per parameter learning rate but
instead of taking the historical gradients into account, RMSprop computes an exponentially decaying
average of the recent magnitudes of the gradients for each parameter. In this way, the learning rate
can be adapted based on the average gradient magnitudes, which makes the approach suitable for cases
when the weights are changing at different rates.

As a combination, ADAM maintains per parameter learning rates that are adjusted based on both the
historical gradients and the average of recent gradient magnitude. In other words, ADAM considers both the
information about first moments, the mean (m(τ)), and the second moments, the uncentered variance (v(τ)),
which are defined as

m(τ) = β1m
(τ−1) + (1− β1)g(τ) (3)

and
v(τ) = β2v

(τ−1) + (1− β2)(g(τ))2. (4)

In Equations 3-4, β1 and β2 are hyperparameters that control the exponential decay rates of the moving
averages used to estimate m(τ) and the v(τ) respectively. Moreover, g(τ) is the gradient of the objective
function with respect to the model parameters. However, it has been observed that m(τ) and v(τ) are biased
toward zero, due to initialization as vectors of zeros. Therefore, to get by these biases, bias-correction is
computed first and then, second momentum estimates as

m̂(τ) =
m(τ)

1− β(τ)
1

(5)

and

v̂(τ) =
v(τ)

1− β(τ)
2

. (6)

These are used to update the weights for the ADAM algorithm, in accordance to

w(τ+1) = w(τ) − η√
v̂(τ) + ε

� m̂(τ), (7)

where ε is a small constant and � denotes element-wise multiplication [50].

2.8.4 Learning Rate

The learning rate, η, is one of the key hyperparameters in any neural network. It determines the step size used
in the optimization algorithm and plays an important role in balancing the trade-off between convergence
speed and accuracy. Using a small η will result in smaller steps towards the optimum, i.e the minimum value
of the loss function. Consequently, the optimization process becomes more precise and reliable. However,
using a small η will naturally increase the number of iterations needed to converge, which can make the
algorithm very time consuming, especially for big data sets. Using a large η on the other hand, will be less
time consuming but can result in less precis convergence.

For many of the optimizers in Keras, the default learning rate is 0.001. To tune this hyperparameter, it
is recommended to start with the default learning rate and then, following a systematic approach , monitor-
ing the losses after every epoch [48].
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Algorithm 1 The Backpropagation algorithm, backpropagation.

Require: example (x,y), weight vector w, layered graph (K,E), activation function σ : R→ R σ : R→ R
Ensure: The partial derivative of each edge
1: Initialize denote layers of the graph K0, ...,KT where Kt = {kt,1, ..., kt,m1} and define Wt,i,j as the

weight of (vt,j , vt+1,i) where Wt,i,j is set to 0 if (vt,j , vt+1,i) /∈ E
2: forward:
3: set o0 = x
4: for t = 1, ...T do
5: for i = 1, ...,mt do
6: set ht,i = Σ

mt−1

j=1 Wt−1,i,jot−1,j
7: set ot,i = σ(ht,i)
8: end for
9: end for

10: backward:
11: set δT = oT − y
12: for t = T − 1, T − 2, ..., 1 do
13: for i = 1, ...,mt do
14: δt,i =

mt+1

j=1 Wt,j,iδt+1,jσ
′(ht+1,j)

15: end for
16: end for
17: for each edge (vt−1,j , vt,i) ∈ E do
18: set the partial derivative to δt,iσ′(at,i)ot−1,j
19: end for

Algorithm 2 The ADAM algorithm.

Require: layered graph (K,E), differentiable activation function σ : R → R (parameters: τ - number of
iterations, η1, η2, ..., ητ - step size sequence, λ > 0 - regularization parameter)

Ensure: w̄, the best performing w(i) in a validation set.
1: Initialize w(1) ∈ R|E| at random (from a distribution s.t. w(1) is close enough to 0)
2: for i=1,2,...τ do
3: sample (x,y) ∼ D
4: Calculate gradient ki = backpropagation(x,y,w, (K,E), σ)
5: Update w(i+1) = w(i) − ηi(ki + λw(i))
6: end for

2.8.5 Loss Functions

The loss function in a neural network measures the difference between the expected output and the output
that is generated by the machine learning model. In other words, it helps the model determine how wrong
the prediction are and is the target function for the whole system.

Mean Square Error
The Mean Square Error function (MSE) is one of the most commonly used functions to calculate the loss for
machine learning models. MSE measures the average squared difference between the predicted value and the
actual value and can be defined as

MSE =
1

n

n∑
i=1

(Yi − Ŷi)2,

where n is the number of values, Y is the observed value and Ŷ is the predicted value. Since the difference
is squared, it does not matter if the predicted value is higher or lower than the actual value. However, one
drawback with MSE is that it is highly sensitive to outliers, if a predicted value is much larger than or much
smaller than the target value, it will significantly increase the loss.
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Root Mean Squared Logarithmic Error
Another loss function is Root Mean Squared Logarithmic Error (RMSLE), which can be used as an alterna-
tive to MSE to avoid excessively penalizing outliers. RMSLE is calculated by applying log to the predicted
and to the target values and then take the difference between them. RMSLE can be defined as

RMSLE =

√
(log(Yi + 1)− log(Ŷi + 1))2,

where n is the number of values, Y is the observed value and Ŷ is the predicted value. Due to the log-term
it will not penalize large errors as much as MSE. However, it still has a biased penalty and will penalize
underestimations more than overestimations [34].

2.9 Autoencoders
An autoencoder is a type of ANN that is trained to copy its input to its output. It is used in the unsupervised
learning field and can solve several different tasks such as dimensionality reduction and anomaly detection.
Equally to any ANN, the autoencoder is trained using backpropagation. An autoencoder has three different
parts. Firstly, an encoder that compresses the data into a latent-space representation and that can be
represented by an encoding function h = f(x), secondly, code that is produced by the encoder. This is the
smallest layer in the network and is also called the bottleneck. Finally, the autoencoder has a decoder part
that reconstructs the input from the code or latent-space representation. The decoder can be represented by
a decoding function r = g(h).

Figure 8: The structure of an autoencoder

Consequently, the autoencoder can be defined using the function g(f(x)) = r and the goal is to get r as close
as possible to x. In the extension, the purpose is that the latent representation h, will obtain useful properties.

Autoencoders come in various types, characterized by different sizes and complexities defining the architech-
tures of the network. Constructing an autoencoder thereby involves specifying several hyperparameters,
including the number of nodes in the code, the activation function used in the nodes, network depth, and
number of nodes per layer. The architecture should be adapted to the size and complexity of the problem
[26]. The vanilla autoencoder represents an autoencoder in its simplest form. It consists of a three layers
net and is trained using only a single layer for both the encoder and the decoder. The structure of such an
autoencoder can be seen in Figure 9. However, autoencoders can be extended to more hidden layers, using
deep encoders and deep decoders. In its extended form, the autoencoder is called a multilayer autoencoder
[25].
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Figure 9: The structure of an autoencoder with one hidden layer

2.9.1 Training Autoencoders

Since autoencoders are feedforward ANNs, they are trained in the same way, which is described in section
2.8.2, using backpropagation and the same types of loss functions and activation functions. Hence, in addition
to the hyperparameters associated with the network architecture, the following hyperparameters needs to be
defined

• The loss function to be used.

• The number of epochs, which is the amount of times the autoencoder model will iterate over the whole
set of training data.

• The batch size, which is the amount of samples that will be processed by the model in each training
iteration.

2.9.2 Autoencoder for outlier detection

As mentioned, autoencoders are a popular tool for anomaly detection. One of the reasons that it is a widely
used approach for the matter is because an autoencoder can learn a compact representation of the data while
keeping most of the important features. To apply autoencoders for anomaly detection, the reconstruction
error is utilized, which is the difference between the original output and the reconstructed output, calculated
w.r.t the loss function. The idea is that if the autoencoders can learn normal behaviours, with the goal to
minimize the reconstruction error, input data that are anomalous will result in a higher reconstruction error
[12].

2.10 Isolation Forest
One common challenge encountered in various modeling tasks is the issue of high variance within the pre-
dictions. Creating an ensemble of several simple building block models, that on their own are weak learners,
is one approach to reduce the variance. The idea is that independent noise from each simple building block
model can be averaged out by combining the predictions from multiple simple models into a new model
with substantially improved robustness and predictive accuracy [20]. One such ensemble model is Isolation
Forest for which the building block models are Isolation Trees that are aggregated into a forest. This section
introduces the concept of trees, followed by an in-depth description of Isolation Forest.
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2.10.1 Tree Data Structure

In Data Science, a Tree is essentially a data structure constituted by a collection of nodes and edges organised
in a hierarchical manner. The edges connect all nodes to form a tree-like structure where the top-most node
is called the root which in turn leads to child nodes. Nodes without children are referred to as external while
nodes with at least on children are internal. Further, endpoint nodes are known as leafs. A binary tree is
obtained when each node is restricted to have at most two children. Additionally, a binary tree in which
internal nodes have exactly two children and external nodes have exactly zero children is a proper binary
tree.

The tree data structure has widespread use in statistical modeling, with diverse adaptations of trees employed
in different ML methods. One example is the Isolation Tree.

2.10.2 Model

Isolation Forest (IF) is a machine learning ensemble approach. Unlike the majority of existing anomaly
detection models, the idea of IF is to isolate anomalies rather than first constructing a profile of normal
instances and then identifying anomalous instances that are not conforming to the profile [18].

IF builds an ensemble by randomly growing multiple data-induced decision trees for a given dataset. IF
performs partitioning of the data instances into tree structures based on a random selection of features. As
the dataset gradually is divided into pieces, instances are isolated from each other. The partitioning process
is repeated until all instances of data are isolated and an Isolation Tree is fully grown.

Since anomalies (1) are a minority in the dataset and (2) have attributes that significantly deviate (are very
different) from normal instances, they will get isolated in fewer branches. As a result, anomalies are expected
to have shorter paths from the root node while normal instances will be isolated towards the bottom of the
Isolation Tree. Hence, if a forest of Isolation Trees on average produces a short path for a particular instance,
it is more likely to be an anomaly.

Assume T is a node in an Isolation Tree. There are two possible types of nodes for T . Since an Isolation
Tree is a proper binary tree, T is either an external node with exactly zero children or an internal node with
exactly two child nodes (T1, T2). A test is performed at each external node using an attribute q and split
value p to divide data instances into T1 and T2. To build an Isolation Tree, a given data sample X = x1, ..., xn
of (size) n instances from a d-variate distribution is recursively divided by randomly selecting q and p until
either

1. the Isolation Tree reaches a predetermined height limit,

2. |X| = 1, or

3. all data in X have equal values.

The structure of an Isolation Tree is illustrated in Figure 10. Pseudo code displaying the algorithm for
growing an Isolation Tree is described in Algorithm 3.
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Figure 10: The structure of an Isolation Tree

Algorithm 3 The Isolation Tree algorithm, iT ree.
Require: input data X, current tree height e, height limit l
Ensure: An iT ree
1: if e ≥ l or |X| ≤ 1 then
2: return exNodeSize← |X|
3: else
4: let Q be a list of attributes in X
5: randomly select an attribute q ∈ X
6: randomly select a split point p from max and min values of attribute p in X
7: Xl ← filter(X, q < p)
8: Xr ← filter(X, q ≥ p)
9: return inNode{Left← iT ree(Xl, e+ 1, l), Right← iT ree(Xr, e+ 1, l), SplitAtt← q, SplitV alue← p

10: end if

A fully grown Isolation Tree isolates each instance to an external node assuming each instance is distinct.
An anomaly score is needed for any anomaly detection method to provide a ranking according to its severity.
IF uses the path length h(x) of a point x to derive such score. The path length is defined as the number of
edges x traverses an Isolation Tree from the root node until the traversal is terminated at a leaf node, i.e.,
number of partitions required to isolate the point. However, the maximum and average height of an Isolation
Tree grows in different orders, n and log n respectively, making it challenging to acquire an anomaly score
from h(x). IF utilizes that Isolation Trees have equivalent structures to Binary Search Trees (BST) in order
to estimate an average value of the path length for external-node terminations. The average path length is
given by

c(n) = 2H(n− 1)− (2(n− 1)/n), (8)

where H(i) is the harmonic number and can be estimated by ln(i)+0.5772156649 (Euler’s constant). Using
Equation 8, the path length can be normalized and an anomaly score s can be defined as

s(x, n) = 2−
E(h(x))

c(n) , (9)
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where E(h(x)) is the average of h(x) produced by a collection of Isolation Trees [18]. The anomaly score in
Equation 9 is monotonic to the path length which result in the following assessment:

• as E(h(x))→ c(n), s→ 0.5, the sample don’t have any distinct anomalies;

• as E(h(x))→ 0, s→ 1, point x is much likely an anomalous instance;

• as E(h(x))→ n− 1, s→ 0, point x is much likely a normal instance.

The IF method has two parameters. Firstly, number of trees t that controls the ensemble size, and secondly
sub-sampling size ψ that controls the size of the training data. Tuning should be performed to select a suitable
value for each parameter such that the trade-off between anomaly detection performance and complexity is
appropriate. The structure of an IF is illustrated in Figure 11. Further, the IF algorithm is described in
pseudo code in Algorithm 4.

Figure 11: The structure of an Isolation Forest

Algorithm 4 The Isolation Forest algorithm, iForest.
Require: input data X, number of trees t, subsampling size ψ
Ensure: A set of t iT rees
1: Initialize Forest
2: set height limit l = ceiling(log2)ψ
3: for i=1 to t do
4: X ′ ← sample(X,ψ)
5: Forest← Forest ∪ iT ree(X ′, 0, l)
6: end for
7: return Forest

2.11 Correlation
Correlation is a bivariate statistical measure of the association between two features. There exist several types
of correlation coefficients, among which Pearson’s and Spearman’s are two of the most frequently used.
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2.11.1 Pearson Coefficient of Correlation

Pearson correlation coefficient r is a parametric test can be applied to measure linear association. It is defined
by the formula

rx,y =
Cov(x, y)

σxσy
(10)

where x and y are two different features, Cov(x, y) is the covariance and σx, σy are the standard deviations of
x and y [6]. This coefficient measures both the strength and direction of the correlation and ranges from -1 to
1, with 0 indicating no correlation. Positive values imply a direct relationship meaning that when one variable
changes, the other one is likely to change in the same direction. Conversely, negative values indicate an inverse
relationship, i.e. when one variable changes the other one is likely to change in the opposite direction. The
strength of the relationship, also called the effect size, is highest at the extremes of the coefficient’s interval
where values that lies around ±1 indicate a perfect degree of association.

2.11.2 Spearman Coefficient of Correlation

Spearman’s correlation coefficient measures the strength of the rank correlation between two variables. It uses
the ranked data (ranked by size) from each variable instead of the raw data to measure correlation.

Spearman’s rank correlation applies Pearson’s correlation coefficient Equation 10 on the ranks of the data.
It is defined as

rR(x),R(y) =
Cov(R(x), R(y)

σR(x),σR(y))
,

where R denotes the variable rank. An alternative way to express Spearman’s rank coefficient is given
by

rR(x),R(y) = 1− 6Σd2i
(n3 − n)

,

where di is the difference between the x-variable rank and y-variable rank for each pair of data and n is
the sample size [6]. In contrast to Pearson, Spearman correlation measures the monotonicity of associations
rather than the linearity. [40].

2.12 t-distributed Stochastic Neighbor Embedding
t-distributed Stochastic Neighbor Embedding, known as t-SNE, is a nonlinear dimensionality reduction tech-
nique for visualizing high-dimensional datasets. It is an extended version of Hinton and Rowels [19] earlier
Stochastic Neighbor Embedding (SNE), introduced by van der Maaten and Hinton in 2008 [30]. The idea of t-
SNE is to convert a high-dimensional dataset X = {x1, x2, ..., xn} into a low-dimensional data representation
Y = {y1, y2, ..., yn} of either two or three dimensions.

IN SNE, euclidean distances between data points in the high-dimensional data are transformed into condi-
tional probabilities representing similarities. In settings where neighbours are chosen in proportion to their
probability density under Gaussian distribution with center xi, the similarity of data point xj to xi expresses
the probability that xi would select xj as its neighbour. Hence, pj|i is higher for nearby points and nearly
infinitely low for widely distant points. The conditional probability is defined as

pj|i =
exp(−||xi − xj ||2/2σ2

i )

Σk 6=iexp(−||xi − xk||2/2σ2
i )
, (11)

where the variance of the Gaussian distribution is given by σi. The ultimate interest is to model pairwise
similarities. Therefore, pi|i is assigned a value of 0. A similar conditional probability qj|i can be quantified for
the low-dimensional counterparts yi and yj corresponding to the high-dimensional points xi and xj . During
modeling of qj|i, the variance of the Gaussian distribution employed is set to 1√

2
. The similarity qj|i of map

point yj to yi is computed by Equation 12.

qj|i =
exp(−||yi − yj ||2)

Σk 6=iexp(−||yi − yk||2)
. (12)
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Once again, qi|i is set to 0 as the sole focus is on pairwise similarities. SNE relies heavily on the assumption
that if the similarity between xi and xj is accurately modeled by yi and yj , then pj|i = qj|i. To minimize the
mismatch between pj|i and qj|i, SNE uses the Kullback-Leibler (KL) divergence, see Appendix A.3, over all
data points by applying gradient descent to a KL based cost function. To initialize the gradient descent, points
from an isotropic Gaussian distribution with small variance and a mean of zero are sampled. In addition, the
parameter σi from Equation 11 corresponding to the variance of the Gaussian distribution centered on the
point xi, has to be selected. As the density of the data is likely to vary, determining an optimal value of σi
is difficult. Therefore, SNE performs binary search for this parameter with a property known as perplexity.
The perplexity is defined as

Perp(Pi) = 2H(Pi),

where Pi is the probability distribution induced over all data points for a particular σi and H(Pi) is the
Shannon entropy over Pi measured in bits H(Pi) = −Σjpj|i log2pj|i. The perplexity can be viewed as a
smooth measure of the number of nearest neighbors. It is determined by the user and normally ranges within
the interval [5, 50].

t-SNE introduces two main improvements to SNE. The first one includes simplifying the gradient and cost
function by using symmetrized conditional probabilities to define the joint probabilities and minimizing a
single Kullback-Leibler divergence between the joint probabilities in the high-dimensional and low-dimensional
space, P and Q, rather than between the conditional probabilities. The symmetric version of the cost function
is given by

C = KL(P ||Q) = ΣiΣjpjilog
pij
qij
,

where pii and qii are set to zero. The second improvement concerns the distribution of the low-dimensional
joint probabilities. t-SNE uses a heavier tailed Students t-distribution with one degree of freedom instead
of a Gaussian distribution. In essence, this promotes moderately distances points in the high-dimensional
space to be represented by a greater distance in the lower dimensional embedding, resulting in a more correct
representation of the authentic distances to mitigate the "crowding problem". Using this distribution, joint
probabilities qij are defined as

qij =
(1 + ||yi − yj ||2)−1

Σk 6=l(1 + ||yk − yl||2)−1
. (13)

By incorporating qij of symmetric SNE, the gradient of the cost function (Kullback-Leibler divergence between
P and the Students-t based Q) is finally defined as

δC

δyi
= 4Σj(pij − qij)(yi − yj)(1 + ||yi − yj ||2)−1[30]. (14)

Since the cost function in Equation 13 is not convex, results may differ depending on the initialization
[16].
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3 Data

This chapter contains a description of the data used in the project. First, information about data properties
is given, followed by a description of the features present in the dataset. Lastly, visualisations of the data are
presented.

3.1 Description
The data used in the thesis work is produced by Ericsson themselves and represents extensive information
about various test cases. This information includes the character of the test, which testchannel that was
used to run the test case, its timestamps, hardware and software used to run it, whether or not it succeeded
and logs that summarizes the test operation. The dataset is unlabelled, that is, instances are not annotated
as anomalies or normal. The data stems from internal staging and operation tests that are executed in
testchannels from a particular OAM pool. There is a total of eight testchannels in the pool. All have
equal opportunities to perform the same tests but their test equipment and setups differ. Extracted data is
delivered as a JavaScript Object Notation (JSON) file and comprises 796,782 rows, with each row corresponds
to recordings from a unique test performed during the time period October 1st, 2022 to April 1st, 2023.

3.2 Features
The dataset of test case instances initially contains 47 features. As some of the features exhibits overlapping
characteristics, and others are lacking in relevancy, the number of features is reduced in an early stage of
the thesis project following deliberation with the supervisors at Ericsson. A total of six features are deemed
suitable for progression and these are outlined in greater detail in Table 1. The features are a mixture of
different data types, however most of them are categorical.

Table 1: A brief description of all features in the initial dataset, including data types.

Feature name Description Data type

stp Name of the testchannel used to run the test Categorical with 8 levels
current_test_case Type of test Categorical with 38 levels
test_case_id Unique step in current_test_case Categorical with 69 levels
test_method_verdict Test verdict Categorical with 5 levels
method_execution_time Duration of the test (ms) Continuous
created_time Timestamp for the start of the test (Unix epoch format) 64-bit signed integer

Most features are nominal, that is, categorical with all categories being mutually exclusive without any over-
lap, and do not provide quantitative value. Table 1 shows that both current_test_case and test_case_id
are of high cardinality.

3.3 visualisations
To get a better understanding of the data and the distribution of the values within the categorical features,
some descriptive plots are created. The categorical features are visualized using histograms and for the
numerical feature a density plot and scatter plot are used. The distribution of the observations between the
different testchannels are visualized.
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Figure 12: Distribution of the different testchannels in variable stp.

By analyzing Figure 12 it can be concluded that the distribution of the observations over the different
testchannels is partly uneven. This has to be taken into consideration when doing further analysis. However,
all testchannels seem to have a decent amount of observations. Next thing of interest is to investigate whether
the duration of the tests varies and if there are a noticeable differences between the testchannels. This can
be investigated in Figures 13 and 14.

Figure 13: Variation of variable
method_execution_time over the
indexes. Duration is measured in
microseconds

Figure 14: Scatter plot of the
variable method_execution_time
for the different testchannels.

As can be seen in Figures 13 and 14, the duration slightly varies between the observations. Overall, the
duration appears to be the same for the different testchannels, with a few exceptions. Next, the distribution
of the observations over the different test cases and test id’s are visualized. First, in Figures 15, 16 and
17 the number of observations per test id are presented. Then, in Figures 18, 19 and 20 the number of
observations per test case are visualized. Please note that the observations are divided into three different
Figures for both features, for the sake of clarity.
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Figure 15: Distribution of the observations for test id 1-44

Figure 16: Distribution of the observations for test id 45-87.

Figure 17: Distribution of the observations for test id 88-130.

Figures 15- 17 shows that the distribution of the observations for the different test case ids overall is unevenly
distributed. It is clear that the majority of the observations are distributed over a rather small part of the
69 different ids.
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Figure 18: Distribution of the observations for test case 1-34.

Figure 19: Distribution of the observations for test case 35-68.

Figure 20: Distribution of the observations for test case 69-101.

Figures 18- 20 shows that also the distribution of the observations over the different test cases are uneven.
Some of the test cases does not have any observations at all while some test cases have around 100,000
observations.

The distribution of the observations between the different levels for the Verdict is also visualized. However,
this plot shows that there is no particular diversity within this feature and that close to all observations
resided within one level. Therefore the plot is excluded from this report and the feature is not considered for
the modelling part of this project.

Finally, to investigate the relationship between the categorical features in the dataset, MCA is performed.
To be able to include the numeric feature duration in the MCA, it is divided into five different categories:
very low, low, medium, high and very high.
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Figure 21: MCA of features w.r.t the testchannels

As the label states, each color represents a unique testchannel. Testchannels corresponding to points that
are located close to each other are of similar nature and testchannels that corresponds to points that are far
apart from the other have distinct features, that is, are not of similar character as the other testchannels.
Hence, the testchannels corresponding to the points that forms a cluster, have a higher degree of correlation.
Based on Figure 21, no distinct patterns are recognized. However, testchannels A, E, F and G all have
points that are located outside the main cluster. This can be an indication that these testchannels have some
dissimilarities compared to the others and that it exists outliers within them.

28



4 METHODOLOGY

4 Methodology

Throughout this chapter, the methodological approach that was developed in order to accomplish the project’s
objective is presented. The approach is divided into several subphases, as illustrated in Figure 22. It covers
an overview of the data extraction process, methods related to data processing, and reasoning behind data
partitioning. Furthermore, the process of constructing and validating machine learning models is presented
along with descriptions of how anomaly detection is performed using these models. This chapter also includes
a brief introduction to the software used in the project.

Figure 22: An illustration of the different phases to carry out anomaly detection in the
testchannels, from data extraction to comparison of machine learning methods.

4.1 Software
The web-based interactive environment Jupyter is used throughout the thesis project, with Python as pro-
gramming language. Multiple open-source libraries are utilized to accelerate data processing and model-
ing.

Regarding processing of data, the scientific libraries NumPy [37] and pandas [39] are used for handling mul-
tidimensional array and matrix data structures, data analysis and manipulation (subsetting, missing data,
group by, joining etc). Matplotlib [60] and SeaBorn [35] are applied for data visualisations. Both libraries
enable creation of customized, interactive figures and informative statistical graphs. Additional libraries that
are important for the modelling process include the Keras API [29] with deep learning library TensorFlow
[59] as the back-end, that is used for constructing the Autoencoder model. Moreover, the Isolation Forest as
well as PCA models are implemented using Scikit-learn, a library suitable for ML that provides a wide
range of algorithms along with advantageous tools for model selection and evaluation [17]. Since Scikit-learn
is built on NumPy and matplotlib, among others, it is easy to integrate and considered a suitable choice.
Employed software and libraries are summarized in Figure 23.
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Figure 23: An illustration of the software and open-source libraries that are mainly used for
data processing and modelling.

4.2 Processing of data
This section describes the procedure of extracting and preparing raw data so machines can understand and
decode information from it. The main steps of this data transformation pipeline are summarized in Figure
24.

Figure 24: An illustration of important stages of the data processing and the order in which
these are performed.

4.2.1 Extraction

Data internally produced by Ericsson are retrieved from their internal database using queries to specify the
desired features and test period. (1 Oct 2022 to 1 Mar 2023). As mentioned in Section 3, feature selection
is conducted prior to extraction because of the abundance of potential features available internally. The
procedure of selecting features is grounded on a combination of domain knowledge and knowledge of the
specific problem. Relevancy of features with respect to the testchannel environment at Ericsson as well as
the intended models is determined based on the supervisors’ experiences.

Extracted data is saved as a JavaScript Object Notation (JSON) file. Finally, it is imported to Python and
converted into a DataFrame using packages pandas and NumPy.

4.2.2 Cleaning

Since the data is produced and stored by automated processes that potentially may cease to function, some
errors are likely to occur in the data. Consequently, the data undergoes cleaning prior to any additional
processing. The cleaning process includes adjusting or removing data that is incomplete, incorrect, or inap-
propriately formatted.

Prior to data cleaning, certain preparatory work is carried out, such as checking descriptive statistics of the
data. This early investigation of the data shows that it contains very few missing values. Missing values are
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therefore removed in order to improve the quality of the analysis by reducing the noise in the data and at the
same time reducing the amount of time required for handling data gaps. Given that the number of missing
values in the data is highly limited, it is assumed that their removal will have a negligible effect on the result
of the analysis.

Moreover, variables stp and method_execution_time are renamed as testchannel and duration, respec-
tively, for ease of understanding.

4.2.3 Preprocessing

Managing features that contain sensitive information to the company is an important preprocessing step.
Due to confidentiality, the real names of the testchannels are masked by mapping the levels of the variable
testchannel to new values ’tcA’, ’tcB’,..., ’tcH’. The levels of current_test_case and test_case_id are
handled in a similar manner where different test cases are renamed to ’Case1’, ’Case2’ etc. and the unique
steps in a test case are renamed to ’id1’, ’id2’ and so forth.

Moreover, created_time is converted to a Pandas datetime format specified as YYYY-MM-DD, and the
DataFrame is sorted in an ascending order based on this column.

4.2.4 Feature Engineering

Upon extraction, the data has a tabular format where each row represents an observed test and the columns
correspond to the variables introduced in Table 1, i.e. its name, in which testchannel it is executed, whether it
passed or not, the date of execution, and its duration. Due to the goal of the analysis and the characteristics
of the data, feature engineering is performed in order to transform the data into format that ML models are
able to interpret.

To begin with, feature engineering is required since the execution of tests depend on both current_test_case
and test_case_id. Suppose for instance that the current_test_case is Case 1 and that its associated
test_case_id’s and their order of execution are as follows (1) id8, (2) id4, and (3) id5. As demonstrated
by this example, the actual content of a test execution is influenced by the specific levels of both variables.
In other words, not all id’s from the same level, such as ’id8’, are necessarily equivalent, as they may have
different characteristics or requirements that affect the test execution process. Hence, these are combined
into a new feature called test which effectively replaces current_test_case and test_case_id. The levels
of the new feature are denoted as ’CaseI_idJ’. It should be remarked that the duration is expected to vary
for different tests, as certain stages of a test require more time than others.

The feature engineering also includes a transformation of the dataset’s structure through the derivation of
new features, aiming to provide greater information for subsequent modeling. This approach not only handles
categorical features but also considers the variability in duration across tests. The restructuring of the data
can be explained in four main steps. First, the data is divided into multiple subsets using the created_time
variable such that each subset contains data for a specific week. Since the data covers the time period
October 1, 2022 to April 1, 2023, a total of 27 subset DataFrames are obtained. Next, a transformation
function ’Transform’, which is outlined in Algorithm 5, is implemented. ’Transform’ takes a DataFrame as
input, computes the mean duration for each unique combination of testchannel and test, then returns
a new DataFrame in which rows represent unique testchannels and columns represent test cases, with mean
duration values in each column. This transformation function is invoked for all weekly subsets individually.
The third and final step involves combining the transformed subsets into a single DataFrame. During this
step, the row names are updated to both include the name of the testchannel and the week number. Also,
any columns that are not present in all subsets are eliminated from the concatenated data.
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Algorithm 5 Transformation of data.
1: Group the data by testchannel
2: for each unique combination of a test and testchannel do
3: Calculate the mean execution time (duration)
4: Store the mean in a new DataFrame, grouped by testchannel
5: end for

Table 2 present the 11 features in the final DataFrame and Table 3 its structure after processing the extracted
data.

Table 2: Features included in the final DataFrame.

Feature Description

Case20_id2_MeanDur Mean duration of test cases 20_2.
Case20_id34_MeanDur Mean duration of test cases 20_34.
Case20_id3_MeanDur Mean duration of test cases 20_3.
Case8_id22_MeanDur Mean duration of test cases 8_22.
Case8_id25_MeanDur Mean duration of test cases 8_25.
Case8_id2_MeanDur Mean duration of test cases 8_2.
Case8_id3_MeanDur Mean duration of test cases 8_3.
Case8_id4_MeanDur Mean duration of test cases 8_4.
Case9_id2_MeanDur Mean duration of test cases 9_2.
Case9_id3_MeanDur Mean duration of test cases 9_3.
Case9_id50_MeanDur Mean duration of test cases 9_50.

Table 3: Structure of the final DataFrame.

Case20_id2_MeanDur Case20_id34_MeanDur · · · Case9_id50_MeanDur

tcA1 mean duration in tcA week 1 mean duration in tcA week 1 · · · mean duration in tcA week 1
tcA2 mean duration in tcA week 2 mean duration in tcA week 2 · · · mean duration in tcA week 2
tcA3 mean duration in tcA week 3 mean duration in tcA week 3 · · · mean duration in tcA week 3
...

...
...

. . .
...

tcH26 mean duration in tcH week 26 mean duration in tcH week 26 · · · mean duration in tcH week 26
tcH27 mean duration in tcH week 27 mean duration in tcH week 27 · · · mean duration in tcH week 27

4.2.5 Scaling

The data is normalized by applying Scikit-learn min-max scaling function, which rescales each features
independently to between zero and one.

Since PCA finds the features that maximize the variance, the algorithm will determine that a feature with
a larger range than other will have larger variance and therefore dominate the direction of the PC. This
means that PCA is impacted by normalization of features, and that scaling is necessary to ensure similar
contribution. Scaling is also recommended for autoencoder models. The Isolation Forest model works by
splitting data at point between the minimum and maximum. Hence, it is not affected by scales. Normalization
is therefore carried out prior to data partitioning.

4.2.6 Data partitioning

It is a recommended practice to split the data into separate sets for training and testing before carrying
out any processing steps to prevent Data Leakage. Data leakage refers to unintentional sharing (leaking) of
information between the two sets, which potentially compromises the accuracy and reliability of the model
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by implying excessively optimistic evaluations of model performance [53]. However, in this project, such
approach would result in a substantial reduction in the number of features compared to performing the
partitioning lastly. Driven by this reason motivation, a decision to deviate from this recommendation is
taken, despite the risk of leakage.

Consequently, the DataFrame is randomly divided into training, testing and validation subsets of data as
the ultimate step of data processing. The training-testing split ratio is 60/40, that is, 60% of the instances
in the original data are partitioned into a subset for training and the remaining 40% are for testing. This
partitioning is performed using Scikit-learn with a fixed random state parameter to ensure reproducibility.
Further, to enable comparisons between the models, the subset is divided into test and validation sets with
a split ratio of 50/50. The validation set is subsequently used for making predictions.

After partitioning, the training data comprises 127 observations distributed over the eight testchannels, while
the test and validation data each includes 63. The complete dataset is also preserved. An illustration of the
partitioning is presented in Figure 25

Figure 25: An illustration of the data partitioning.

4.3 Model Development
The commencement of model development and data analysis takes place after extraction, cleaning, and
preprocessing is completed. This section is divided into three parts that cover the procedure for constructing
and performing Principal Component Analysis, and developing and training an Autoencoder and Isolation
Forest model, respectively. The choice of methods is exploratory in the sense that three distinct techniques,
each with different mathematical principles and architectures (visualisation-based, tree-based, neuron-based),
are selected to examine whether they produce consistent results. This selection is based on the challenging
nature of validating the data due to its characteristics, as well as the limited preexisting knowledge concerning
the testchannel behaviors.

4.3.1 Principal Component Analysis

Principal Component Analysis is implemented in Python using Scikit-learn with the complete dataset to
distinguish anomalies through visualisations made possible by a lower dimensional embedding. The objective
is visual exploration and identification of anomalous instances in the data, rather than to make predictions.
Using the complete dataset is therefore justified.

PCA does not require hyperparameter tuning. Nevertheless, certain aspects of PCA can be adjusted to
enhance the analysis. The general aim of PCA is to reduce dimensionality, hence it is of interest to search
for the minimum number of principal components that explain a sizable amount of variance in the data,
that is, an appropriate trade-off between maximizing the ability to capture variation with as few features
as possible and minimizing the loss of information due to a reduction in dimension. Although there is no
widely accepted approach to determine which PCs to retain for analysis, common methods include visual
examination of plots that provide guidance of the variance captured across the components. In accordance,
a scree plot and a cumulative explained variance plot is constructed to support this decision. The idea of the
scree plot is to look for the elbow in the curve - the point at which the proportion of variance explained by
each subsequent PC flattens out. Regarding the cumulative explained variance plot, the point to consider is
where the increase in explained variance becomes less substantial. By examination of the plots, the number
of PCs to retain are determined.

Biplots are computed to retrieve additional insights of the features’ variations and their importance. A biplot
is in essence an enhanced scatterplot that uses a combination of points and arrows to represent a structure.
In the context of PCA, these points correspond to the PC scores of the samples (testchannels for different
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weeks) and the arrows are the loading vectors. An arrow points in the direction of the maximum variation
in the data it explains, and its length represents the strength of the feature’s contribution to the variation
in the data. To create biplots, a function to plot the PCs with arrows indicating the direction of highest
variance for each feature is created. The function is employed for the determined number of PCs as input.
Moreover, the biplots are inspected for any indications of anomalies based on two aspects. Anomalies should
lie far away from the cluster of other data points in the biplot.

Once potential anomalies have been identified, they are further interpreted by studying the features that
contribute most to their deviation from the normal patterns, with the aim of gaining insights about which
factors that may cause the anomalies.

4.3.2 Autoencoder

The autoencoders used for this master thesis project are fully-connected and implemented using Tensorflow
Keras API. The model is first trained using the training data and then tested using the testing data. To
implement the autoencoder for anomaly detection, the validation set is used.

Two different models were evaluated. In accordance to the dimensionality of the dataset, the input layer has
11 nodes for both models, representing the number of features in the dataset. The first one (model 1) is a
vanilla autoencoder, built using only one hidden layer with 6 nodes for the encoder and one layer for the
decoder. The second model (model 2) is a multi-layer autoencoder and contains an input layer, three hidden
layers for encoding, and three hidden layers for decoding. The first hidden layer in model 2 has 8 nodes,
followed by a second hidden layer with 5 nodes and a third hidden layer with 3 nodes. All the hidden layers
in both models utilizes ReLU as activation function for all nodes while the output layer employs the sigmoid
activation function for all nodes. The structure of the models can be seen in figures

Table 4: Hyperparameters of autoencoder.

Layer (type) Output Shape no. Parameters

Input Layer (None, 11) 0
Dense (None, 6) 72
Dense (None, 11) 77

For the architecture in Table 4 corresponding to the Vanilla autoencoder, there are 149 parameters in total
of which 149 are trainable parameters.

Table 5: Hyperparameters of autoencoder.

Layer (type) Output Shape no. Parameters

Input Layer (None, 11) 0
Dense (None, 8) 96
Dense (None, 4) 36
Dense (None, 3) 15
Dense (None, 4) 16
Dense (None, 8) 40
Dense (None, 11) 99

For the architecture in Table 6 corresponding to the Multi-layer autoencoder, there are 302 parameters in
total of which 302 are trainable.

During the development of the autoencoders, some of the hyperparameters are tuned to find the optimal
settings. For both models, two different optimization algorithms for the nodes in the network are evaluated
with different learning rates. Also, two different loss functions are tested. The details of the tuning process
can be seen in Tables 6 and 7

34



4 METHODOLOGY

Table 6: Hyperparameters of autoencoder.

Hyperparameter Tuning interval

Optimizer [Adam, MGD]
Learning rate η [0.1, 0.01, 0.001]
Loss function L [MSE, RMSE]

Table 7: Hyperparameter combinations used for tuning.

Combination (Optimizer, η, L )

1 (ADAM, 0.1, MSE)
2 (ADAM, 0.01, MSE)
3 (ADAM, 0.001, MSE)
4 (MGD, 0.1, MSE)
5 (MGD, 0.01, MSE)
6 (MGD, 0.001, MSE)
7 (ADAM, 0.1, RMSE)
8 (ADAM, 0.01, RMSE)
9 (ADAM, 0.001, RMSE)
10 (MGD, 0.1, RMSE)
11 (MGD, 0.01, RMSE)
12 (MGD, 0.001, RMSE)

Hence, 12 different combinations were evaluated for both model 1 and for model 2. For this part of the training,
the number of epochs were set to 250. The performance of both the models with the different settings are
evaluated through analyzing the training loss, validation loss and number of epochs until convergence. The
process is monitored using an early-stopping function, hence the process is stopped if the losses converges
before reaching 250 epochs. Further, for the MGD optimizer, the batch size is set to 16. The results of the
training loss, validation loss and number of epochs until convergence are stored in a list and compared to find
the ultimate setting for the hyperparameters.

When a final autoencoder model is obtained, it is employed for anomaly detection on the validation data.
This process includes utilizing the keras function predict, which uses the trained autoencoder to reconstruct
the data, and for which the output is a set of reconstructed data points. To measure the quality of the
output, the MSE is utilized to quantify the difference between the original data and the reconstruction. The
distribution of the reconstruction errors are visualized using a histogram.

To determine the threshold for anomalous behaviour, the 95th percentile of the MSE is first defined using
the function percentile in the NumPy library. Then, by identifying the reconstruction errors that are larger
than the set threshold, anomalies are detected in the validation dataset.

4.3.3 Isolation Forest

The Isolation Forest algorithm is implemented in Python using the Scikit-learn package. A predetermined
random seed for the random number generator is used to ensure that results are reproducible across multiple
runs. In the case of Isolation Forest algorithm, using the same specific random seed controls the pseudo-
randomness of the selection of the feature and split values for each branching step and each tree. Further, the
model is trained using bootstrap sampling with replacement, i.e. fitting individual trees on random subsets
of the data sampled with replacement. The contamination rate C is set to 0.1, assuming that the proportion
of anomalies in the dataset is approximately 10%.

Apart from the contamination rate, prominent hyperparameters include

• the number of Isolation Trees (base estimators) in the ensemble, which correspond to t from the theory
in Section 2.10, and
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• the number of samples used to train each base estimator, i.e. the subsampling size ψ.

To explore whether the hyperparameter settings affect the model significantly and seek for the ideal combi-
nation of these hyperparameters that maximize model performance, they are tuned according to the tuning
intervals outlined in Table 8. The selection of intervals is founded on two fundamental criteria. Firstly,
to include values both above and below the default values. Secondly, to avoid containing an overly large
quantity of values, as the complexity of the hyperparameter tuning increases with the interval size. Although
Scikit-learn’s Isolation Forest includes several additional parameters that potentially could improve per-
formance if tuned, the tuning is restricted to only include t and ψ.

One reason behind this restriction stems from the inherent characteristics of the data. For example, even
though it is possible to define the number of features used to train each base estimator, the feature space of
the dataset is not considered to have a sufficiently high dimension to prioritize making the algorithm slightly
faster by using a lower number of features. Moreover, tuning all parameters would be computationally
expensive. Thereby, undertaking such approach becomes fruitless.

The tuning procedure involves training an Isolation Forest model for each combination of hyperparameters
listed in Table 9. Once an Isolation Forest has been constructed, the anomaly scores for all instances in
the training data are computed. Since the dataset is unlabelled, the choice of an optimal combination of
hyperparameters can not be based on traditional performance metrics. Instead, the anomaly scores for each
hyperparameter combination model are saved for the purpose of subsequent exploration. Scikit-learn’s
anomaly scores range from -1 to 1. The lower the score, the more anomalous instance, while a score close to
0 indicates that the sample contains no distinct anomalies at all.

Histograms of the anomaly scores are created for each Isolation Forest model. The resulting plots display
the distribution of anomaly scores for each combination of base estimators and subsamples, enabling visual
assessment of the importance of tuning hyperparameters. Moreover, pairwise correlations are computed be-
tween the anomaly scores produced by each model. Spearman’s rank correlation coefficient is the metric
utilized since the anomaly scores for different hyperparameter combinations may have nonlinear associations.
The correlations are summarized in a correlation matrix. After visual examination of the graphical represen-
tations, an understanding of the range and distribution of anomaly scores across different hyperparameter
combinations is obtained. A final model is constructed using the same architecture as in the training phase,
and with suitable hyperparameters based on this analysis. The model is thereafter used to predict anomalous
instances in the validation dataset.

Table 8: Hyperparameters of Isolation Forest and their tuning intervals.

Hyperparameter Tuning interval

Number of base estimators t [20, 100, 300]
Number of samples ψ [50, 114, 300]

Table 9: Hyperparameter combinations used for tuning.

Combination (t, ψ)

1 (20, 50)
2 (20, 114)
3 (20, 300)
4 (100, 50)
5 (100, 114)
6 (100, 300)
7 (300, 50)
8 (300, 114)
9 (300, 300)
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4.4 Model Evaluation
This section describes how model evaluation is carried out for the models. In general terms, model evaluation
is performed by aggregating the outcomes of all methods to gain insights about the behaviour of the models
and assessing their precision. Because of the unsupervised nature of the analysis, in which no agreed-upon
definition of success exists, evaluation results should be understood as a point-of-departure or starting point
rather than an end-goal per se.

4.4.1 Autoencoder & Isolation Forest

The final settings for the different models are evaluated through an exploratory analysis empowered by
visualisations. The straightforward reason for this is that the true answers are unknown and there is no
widely agreed upon unsupervised performance metric for validating results.

Anomalous instances obtained from both the models are compared. Further, these results are integrated into
the interpretation of the Principal Component Analysis.

The final Autoencoder model is evaluated through visualisation of the reconstruction loss, the training loss
and the validation loss.

Results for the Isolation Forest are visualised in lower dimension for intuition. Using Scikit-learn, t-
SNE is implemented to facilitate visual examination of the results. Since t-SNE neither preserve distances
nor densities, it cannot necessarily be used to interpret distances between points or clusters, certainly not
large distances. However, it does capture relative distances in the sense that neighbouring points in the
high-dimensional input space usually are neighbors in the low-dimensional space.

The testing data subset with all features is used as input for the t-SNE. As described in Theory section 2.12,
the perplexity parameter of t-SNE relates to the number of nearest neighbours to consider in calculating
conditional probabilities. Its value can thus have a notable effect on the end result. Higher values may capture
variations on a global level, as a larger number of samples are considered. Conversely, lower perplexity may
capture more local variations. Different perplexity values are therefore used and with varying number of
iterations to a point where stable results are acquired. Points predicted as anomalies by the Isolation Forest
are assigned one color and points predicted as normal are given another.
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5 Result

This section presents the result obtained by the different machine learning methods in separate sections.
Results related to the PCA are displayed first, mainly as plots. Further, the performance of the vanilla
autoencoder and multi-layer autoencoder are presented in tables. Anomalies detected by the superior au-
toencoder are also outlined. The third and final section presents results obtained from the Isolation Forest.
These include visualisations related to the hyperparameter tuning as well as a description of detected anoma-
lies.

5.1 Principal Component Analysis
Table 10 presents the variation captured form the complete dataset by each principal component. In addition,
a scree plot visualizing these proportions is shown in Figure 26. The cumulative variance explained as a
function of the number of PCs is displayed in Figure 27. Together, the scree plot and cumulative variance
plot are used as diagnostic tools to determine which PCs to keep.

Table 10: Proportion of variance explained by each Principal Component.

Component Variance explained

PC1 0.3627
PC2 0.2404
PC3 0.1240
PC4 0.0846
PC5 0.0758
PC6 0.0539
PC7 0.0242
PC8 0.0208
PC9 0.0085
PC10 0.0038
PC11 0.0013

Explained variance

Figure 26: Scree plot of vari-
ance explained.

Figure 27: Cumulative variance
explained.

As indicated by the table and plots, a Principal Component Analysis might not be ideally suited for the data.
The first principal component explains 36.27%, the second 24.04% and the third 12.40%. Together, if only
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the two first are kept, they will explain 60.3% in the data, while totally three components explain around
73% .

It is in general desirable to keep as few components as possible since the fundamental idea of PCA is to reduce
the dimensionality of the input data. Also recall that in this specific project, PCA is implemented with
the objective of conducting a visualisation-driven exploratory anomaly detection analysis. Hence, retaining
more than three principal components will complicate a visual examination. On the contrary, important
information may be lost if too many components are ignored, particular if the first components does not
capture a substantial proportion of variance, which is the reality in this case.

Despite that PCA may not be the most favourable method for visualizing this particular dataset, the analysis
proceeds. By inspection of Figure 26, the elbow seems to appear at four PCs, however it is not obvious. The
fourth component only captures 8%. Hence, only the first three PCs are retained for in-depth analysis. Since
the first PC explains the most variance and the proportion decreases for each PC, it is unlikely that following
PCs will reveal interesting patterns, if the first few does not.

In Table 11, the principal component loading vectors φ1, φ2 and φ3 for the complete standardized dataset is
displayed.

Table 11: The first three principal component loading vectors.

PC1 PC2 PC3

Case20_id2 0.0119 0.0634 0.7386
Case8_id25 0.3949 0.3691 0.2087
Case8_id2 0.3359 0.3291 0.1381
Case20_id3 0.1259 0.3009 0.1444
Case8_id4 0.0720 0.3288 0.1331
Case9_id3 0.0214 0.2637 0.1584
Case9_id2 0.0233 0.3501 0.1102
Case8_id3 0.0220 0.3462 0.1759
Case20_id34 0.7764 0.0292 0.0760
Case9_id50 0.2227 0.0814 0.0793
Case8_id22 0.2369 0.4830 0.5226

A biplot showing the PC scores of the testchannels and loading of the first two PCs is presented in Figure 28,
with close-ups in Figure 29 and 30. Similarly, Figure 31 shows the loadings of the first two principal
components but with PC scores that are colored based on the week in which the tests were performed rather
than in which testchannel.

The arrows in biplots provides intuition about how strongly each feature influences the principal component.
The loading corresponding to Case20_id34 is represented by a nearly horizontal arrows along the x-axis
which indicates that this test contributes toward the first PC. Furthermore, Case8_id2 has relatively large
influence to the first PC, but in opposite direction to Case20_id34. Regarding the second PC, no feature
has a contribution that stands out prominently.

Figure 28 also show a strong positive correlation between five features, due to the position of their loading
vectors in relation to each other. More specifically, between Case8_id3, Case8_id2 Case20_id3, Case9_id2
and Case9_id50 that lie close to each other in the figures. The arrows representing the loading vectors of
Case8_id2 and Case20_id34 form an angle close to 180 degrees, indicating a strong negative correlation
between these features.

The points in the biplots uncovers clusters of samples based on their similarities. Figures 28 propose that the
mean duration for tests are relatively steady across the testchannels, apart from testchannel F that has two
weekly duration means significantly separated from the main cluster. Further, the zoomed-in figures reveals
that one observation from testchannel C is well-separated from the remaining observations. These somewhat
deviating observations could be signs of anomalous behavior in testchannel F and C during some designated
week.

39



5 RESULT

Two component PCA, colored by testchannel

Figure 28: Biplot of the first two principal components of the complete standardized data.
Points represent the PC scores, with different colors indicating different testchannels. The red
arrows represent the first two PC loading vectors.

Figure 29: Zoomed in on the
left hand side.

Figure 30: Zoomed in on the
right hand side.
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Two component PCA, colored by week

Figure 31: Biplot of the first two principal components of the complete standardized data.
Points represent the PC scores, with different colors indicating different weeks. The red arrows
represent the first two PC loading vectors.

Figures 32-34 display the loading vector of the three first principal components over a scatter of PC scores.
They exhibit varying colors based on the week that the observation originates from. Again, it can be observed
that all points are located close to each other. Their proximity indicates that the mean duration of different
tests does not differ across testchannels. However, within this larger cluster, small groupings of points with
the same color exist, suggesting that tests performed in the same week tend to have similar mean durations.
Case20_id2 is the feature that dominates the influence on the third component.
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Three component PCA

Figure 32: Biplot of the first three principal components of the complete standardized data.
Points represent the PC scores, with different colors indicating different weeks. The red arrows
represent the first three PC loading vectors.

Figure 33: Biplot of the first
three principal components.

Figure 34: Biplot of the first
three principal components.

42



5 RESULT

5.2 Autoencoder
In Table 12 and Table 13, the result of the training loss, validation loss and number of epochs for model 1
and model 2 with the different combinations of hyperparameter settings are presented, respectively.

Table 12: Training loss, validation loss and epoch of convergence for each combination of
hyperparameter settings of the vanilla autoencoder.

Combination Tr. Loss Val. Loss Epoch

1 0.0043 0.0044 33
2 0.0021 0.0022 174
3 0.0085 0.0084 250
4 0.0024 0.0025 250
5 0.0082 0.0081 250
6 0.1536 0.1532 250
7 0.0826 0.0866 18
8 0.0439 0.0456 91
9 0.0636 0.0684 250
10 0.1222 0.1222 250
11 0.2869 0.2867 250
12 0.3161 0.3165 250

Table 13: Trainig loss, validation loss and epoch of convergence for each combination of
hyperparameter settings of the multi-layer autoencoder.

Combination Tr. Loss Val. Loss Epoch

1 0.0087 0.0081 17
2 0.0115 0.0114 32
3 0.0098 0.0094 250
4 0.0208 0.0207 250
5 0.0946 0.0943 250
6 0.1585 0.1586 250
7 0.1056 0.1044 17
8 0.1024 0.099 30
9 0.1059 0.1049 214
10 0.1178 0.1187 250
11 0.3174 0.3174 250
12 0.2604 0.2601 250

Overall, it seems like the vanilla autoencoder is outperforming the multi-layer autoencoder when it comes
to minimizing both training and validation loss. Using model 1 yields lower losses for all combinations of
hyperparameters. Therefore, from now on, the focus is going to be on model 1. Further, it seems like uti-
lizing ADAM as optimizer and MSE as loss function, which corresponds to combination 1-3 is preferable in
general. Also, using MGD as optimizer and MSE as loss function, which corresponds to combination 4-6, also
works well for higher learning rates (0.1 and 0.01), i.e combination 4 and 5. However, the number of epochs
until convergence is considerably reduced for combination 1 and 2 in comparison with combination 3-5. So
the selection is narrowed down to combination 1 and combination 2 for the vanilla autoencoder. Since the
difference between the losses are so small, the decision rely on the number of epochs until convergence and
therefore our final model will be Model 1 using the hyperparameter settings according to combination 1.

Figure below presents the training- and validation reconstruction losses for the final autoencoder.
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Figure 35: Validation loss, training loss and number of epochs until convergence for the final
autoencoder model

In Figure 36 the distribution of the reconstruction errors, i.e the MSE-values are presented for the validation
data.

Figure 36: Reconstruction error for the validation data
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As can be see in Figure 36, both the deviation of the reconstruction errors and the reconstruction errors in
general are low. This indicates that the trained autoencoder overall did a good job with reconstructing the
validation data. However, the distribution of the reconstruction errors are not normal, but rater skewed and
quite uneven.

Finally, in Table 14 the identified anomalies are presented.

Table 14: Anomalies identified by the Autoencoder.

Testchannel Week

H 15
G 18
B 20
B 17

5.3 Isolation Forest
This section includes results from the exploratory tuning of hyperparameters, along with results from the
final Isolation Forest model.

5.3.1 Hyperparameter tuning

Histograms showing the distribution of anomaly scores produced by various combinations of hyperparameters
are presented in Figure 37. Overall, there are very small variations in the distribution. The anomaly scores
show similar patterns regardless of hyperparameter combination. The shape of the histograms are similar,
which is expected due to the fixed contamination rate. It can be observed that the score ranges almost are
identical. In addition, the ranges are very narrow, with no values close to -1 for any of the combinations.
Based on this observations, it does not seem reasonable to find anomalous testchannels within the data.
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Figure 37: Histograms showing the distribution of anomaly scores for Isolation Forest models
trained with the training dataset. Each subplot represent a model with a unique combination
of hyperparameters. Different colors represent different testchannels. The height of the bars
displays the number of scores that fall within a particular range of anomaly scores.

The heatmap in Figure 38 shows strong correlations between the anomaly scores computed by each combi-
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nation of hyperparameters. This suggest that the different combinations are producing similar results

Figure 38: Correlation matrix displaying the pairwise correlations between anomaly scores
of instances in the training data produced by different hyperparameter combinations. Score_1
correspond to anomaly scores computed by the first combination of base estimators and sub-
sampling size, Score_2 to the second combination of hyperparameters etc.

To summarize, the results presented in this section strongly demonstrate that the choice of hyperparameter
will not affect the model significantly. No ideal combination to consider can easily be determined by inspection.
Thus, t = 300 base estimators and subsample size ψ = 300 are arbitrarily chosen for the final model.

5.3.2 Final model

Instances predicted as anomalies by the final Isolation Forest model is presented in Table 15. The anomalies
identified are ordered in a ascending order based on their anomaly scores. An anomaly score close to -1
indicates that the instance much likely is anomalous.

Table 15: Anomalies identified by the Isolation Forest model.

Testchannel Week Anomaly score

G 18 -0.0353
E 6 -0.0259
B 12 -0.0129
B 17 -0.0090
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Figure 39: Anomalies predicted by the Isolation Forest are represented by blue points.

Figure 39 shows a low-dimensional representation of the testing dataset along with the data instances. In-
stances classified as anomalies are represented as blue points while normal instances are distinguished as red
points. The visualisation is derived using t-SNE with a perplexity of 20 and 3000 number of iterations.

The three methods used are summarized in Table 16.

48



5 RESULT

Table 16: Summary of methods.

PCA Autoencoder IF

Description Dimensionality re-
duction technique.
Used for visual ex-
ploration of anoma-
lies.

Neural network
architecture, pri-
marily used for
unsupervised learn-
ing. Aims to find a
compressed repre-
sentation of input
data and recon-
struct the input in
the output. Learns
normal behaviour
of data and can
then be used to
detect anomalous
instances

Tree-based
anomaly detec-
tion technique that
aims to isolate data
instances from each
other.

Hyper-
parameters

None Optimizer, learning
rate and loss func-
tion

Number of trees
and subsampling
size

Data processing
required

Normalization of
data

Normalization of
data

Normalization of
data

Implementation Python library
Scikit-learn

Python library
Scikit-learn

Python library
Scikit-learn

Detected anoma-
lies

None Possibly 4 cases None
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6 Discussion

This section discusses and reviews the corpus of the data in this project, the methods used for modeling,
and the results obtained in the light of previous research. Different approaches are compared with respect to
performance and usability.

6.1 Data
Working with completely unlabeled data and without any prior domain knowledge has been highly challeng-
ing. There are several aspects to this. One concerns the intrinsic properties of the data. The majority of
the delivered data consisted of categorical variables with extensive ranges of unique values. To tackle this,
an important phase in the beginning of the project was to find a reasonable approach to incorporate these
variables into a format that computers can understand. Finding a suitable method for encoding the categor-
ical variables, to ensure that it could be effectively utilized, demanded careful consideration and exploration.
Several strategies for managing categorical data that initially were considered and temporarily implemented,
later proved to be unsuitable. Dummy encoding, for example, resulted in problems associated with sparseness
and the curse of dimensionality.

Finding literature and previous studies relevant for the project was a challenging task. It became apparent
that unsupervised learning with categorical data is a rather unexplored application area for machine learning.
Consequently, we were left with no alternative but to explore different approaches for detecting anomalies,
and compare the outcomes of these. The decision to create a new set of variables - each one corresponding to
a unique test - with weekly test duration averages as values, was considered the best option to fit the purpose
of the project. One could argue, however, that there are major drawbacks to this approach too, because it
both reduces the number of tests and the amount of observations feasible for modelling.

Another aspect concerns the problem of evaluating the performance and reliability of the models. The problem
setting including unsupervised learning, in combination with the lack of metrics to measure performance
without true answers being available, made it impossible to assess the models. Relying on visual examination
and domain experts was proven to not be a practical, nor an ideal alternative to supervised performance
metrics. Visual examination becomes highly subjective and time-consuming, which can yield inconsistent
evaluations depending on the examiner. Furthermore, it does not provide a comprehensive evaluation of the
performance, as the scope of assessment was limited to the few aspects that are easy to visualize. In addition,
Ericsson could neither establish a definition of an anomalous behavior, making the interpretation even more
ambiguous. Beyond the lack of unsupervised metrics, evaluating and comparing testchannel performance was
difficult due to limitations in the data. The duration of a test was the single metric identified as a measure of
performance that could be compared across the testchannels. Hence, potential outliers are solely identified
based on the duration of tests in our project. It is possible that the differences in duration could be examined
without the use of machine learning. Even though this might be true, the idea is to extend the models with
a greater number of features, as of which machine learning is suitable.

Moreover, identification of variations in the behavior and perfomance of testchannels was interesting because
their equipment differ, however descriptions of these differences are not provided. The analysis could be
greatly extended by incorporating more information about test equipment, to help define the problem of
identifying anomalies. Both as features to the modelling phase and as a baseline for interpretations.

6.2 Results
The PCA showed potential signs of anomalous behaviour in testchannel F during two of the 28 weeks,
which the preliminary exploration of the data also suggested. Nevertheless, this deviation from the other
testchannels can not be directly related to a specific test. Indications among the results obtained show that
tests conducted in the same week had particularly comparable mean duration. Potential explanations for these
weekly patterns could be related to the stability of the test environment but further analysis is needed to reach
any conclusion. Overall, the mean duration of tests did not vary significantly across different testchannels.
Therefore, it can be concluded that the implementation of PCA does not yield any remarkable anomalies
in the behaviour of any particular testchannel. One could ask to what extent PCA provides meaningful
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results. PCA was implemented as a tool for identifying anomalies. As a rule of thumb, the cumulative
variation explained by the principal components should cover no less than 90% of the total variance. This
analysis only reached an explainability of 73%, whereby the results should be interpreted with a certain
degree of caution. Even though there are great visual benefits of PCA, it could also be fruitful to explore
similar techniques such as t-distributed stochastic neighbor embedding or multidimensional scaling to the full
dataset.

The development and training of the autoencoder models showed that the simpler model, the vanilla au-
toencoder, performed significantly better than the more complex and multi-layered autoencoder. This can
probably be explained by the limited set of training data and that a multi-layer model is too complex for
the amount of observations, which can cause overfitting. On the other hand, considering that the amount
of features in the dataset was relatively high, one could argue that a more complex model would be able to
capture more complex relationships in the data and thereby improve learning. However, the analyze of the
final model showed no indications of poor performance and that it was underfitting. On the contrary, based
on the reconstruction loss visualized in Figure 35, the final model seems to be performing well and indicates
good accuracy. It has to be taken into consideration though, that since there was no labels available, it
was not possible to confirm the accuracy of the model. The final autoencoder model predicted four anoma-
lous instances, two of them corresponded to testchannel B, one to testchannel G and one to testchannel H.
However, also these results should only be considered as a proxy due to the lack of confirmability. Further
analysis and investigation are needed to get a more comprehensive understanding of the anomalies and their
significance.

The Isolation Forest model predicted four anomalous instances, two of which corresponded to testchannel
B. The one with the lowest anomaly score, and most probable to be an actual anomaly, was testchannel G.
Nevertheless, all predicted anomalies had values close to zero which is an indication of normal behavior. This
indication can be supported by the results of the exploratory hyperparameter tuning process, where anomaly
scores were observed to gather in a small range of values close to zero for all combination of parameters.
Isolation Forest depends heavily on the contamination parameter provided while training the model. Given
the results obtained from the analysis, setting the contamination to 10% was a poor choice and inconsistent
with the reality of the data. Having an idea of the approximate proportion of anomalies to be expected would
certainly enhance the model precision.

Overall, determining the reliability of the results is challenging. While PCA showed no signs of anomalies,
both the autoencoder model and the Isolation Forest model predicted anomalous behaviour in testchannel G
and in testchannel B. Also, the anomalies in testchannel G were detected within the same week. Taking the
anomaly scores into consideration, the Isolation Forest model indicates that there are no anomalous instances,
which is in agreement with the results of the PCA. To summarize, it is difficult to determine whether the
models perform well, and that there are no anomalies to detect, or whether the models are insufficient and
there are anomalous cases.

Deep, encompassing domain knowledge is considered to be a prerequisite for pin-pointing anomalous testchan-
nels. First of all it is needed during data processing to extract important features and to create new features
based on these. A comprehensive understanding of the testchannel behavior is also needed when choosing
suitable models and assessing the effects of eventual hyperparameters. However this domain expertise is
probably most crucial when it comes to interpreting results and their reliability.

6.3 Model Usability
The models utilized in this thesis project have proven not to be ideal for the task. Hence, it is plausible that
other alternative models could yield better results on the given set of data. However, since we have not been
able to validate the accuracy of the models employed, it is impossible to tell the extent of how much a better
model would improve the outcome of the results for this project.
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7 Conclusions

This part aims to answer the research questions stated in section 1.4.

After implementation of PCA, two Autoencoders and an Isolation Forest model, it can not be clearly deter-
mined whether or not ML models efficiently can be applied to detect anomalies in the behavior of testchannels.
Although this study failed to confidently detect any clear pattern of anomalies, further resources are needed
to answer the first research question. Most importantly, it is necessary to involve domain-specific experts in
the process of interpreting results. Until then, none of the models can be disregarded. Neither can the wide
range of other machine learning techniques that not yet have been explored.

Due to the inherent reliance on the response to the first research question, the issue stated in this study
regarding if simpler or more complex models performs better (research question two) remains unsolved.
Acknowledging these unsolved investigation queries highlights the complexity of the data and challenges
related to the field of study and thereby underlines the importance of further research within this field.

7.1 Suggestions for future research
Based on the findings and conclusions made during the thesis, several possible extensions to the project and
recommendations for future work can be derived. These are presented in the following bullet points.

• Label data. The absence of validation datasets has been a major obstacle throughout the project,
causing significant limitations in the development and evaluation of models. Having one, or multiple,
validation datasets would be advantageous to assess model performance and ensure high quality of
the models. Hence, the first recommendation is to consider putting resources into labeling of data.
This would require for domain experts to first and foremost establish what an anomalous testchannel
behavior is. Thereafter, data from anomalous behaviors has to be collected and labeled accordingly,
for example through manual simulation. In essence, the recommendation is to turn the unsupervised
learning into a semisupervised learning problem.

• Increase sample size. An additional recommendation related to model development and evaluation
is to increase the sample size substantially. For this thesis, the complete dataset consists of weekly
averages over a time period of six month, for eight testchannels. This totally sums up to 213 observations
that subsequently are divided into even smaller samples used for training, testing and validating the
Autoencoder and Isolation Forest model. As concluded in the thesis, this is undoubtedly an insufficient
amount of data to enable proper learning and validation. One technique to achieve an increase is to
simply extract data over a longer time period. Considering daily averages rather than weekly could be
another possible approach.

• Domain knowledge. Due to the unsupervised problem setting, examination of the results require a
profound understanding about the testchannel environment, the different characteristics of tests per-
formed in these, as well as an intuition about how testchannels normally behave. Our lack of domain-
specific knowledge and such extensive expertise as needed was a prominent problem that introduced a
serious limitation to this project. Hence, it is highly recommended to include domain knowledge when
working with similar projects.

• Incorporate more pools and testchannels. With reference to the delimitation presented in Sec-
tion 1.8, a potential extension for the analysis is to incorporate a greater number of pools. Not only
would this increase the data available, but also introduce the possibility of using pool as an additional
dimension to amplify the analysis.
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A COMPLEMENTARY THEORY

A Complementary Theory

This appendix includes theory and algorithms that complement the theoretical framework established in
Chapter 2.

A.1 t-SNE Algorithm

Algorithm 6 Simple version of t-Distributed Stochastic Neighbor Embedding

Require: Dataset X = {x1, x2, ..., xn}, parameter for cost function Perp, optimization parameters T (num-
ber of iterations), η (learning rate), α(t) (momentum).

Ensure: Low-dimensional data representation Y(T ) = {y1, y2, ..., yn}
1: Compute pairwise affinities pj|i with perplexity Perp
2: Set pij =

pj|i+pi|j
2n

3: sample initial solution Y(0) = {y1, y2, ..., yn} from N (0, 10−4I)
4: for t=1 to T do
5: Compute low-dimensional affinities qij
6: Compute gradient δC

δY
7: Set Y(t) = Y(t−1) + η δCδY + α(t)(Y(t−1) − Y(t−2))
8: end for

A.2 Symmetric eigenvalue decomposition theorem
The symmetric eigenvalue decomposition theorem is fundamental in functional analysis and linear algebra.
It states that any symmetric matrix A of size n has exactly n real roots, known as the eigenvalues λ1, ..., λn.
Further, their corresponding eigenvectors u1, ..., un can be made perpendicular and form an orthogonal n×n
matrix U . As a result of the theorem, one can easily decompose symmetric matrices by using easy transfor-
mations. It has various applications, including in Principal Component Analysis.

A = UΛUT ,Λ = diag(λ1, ..., λn), (15)

where A is a symmetric matrix, U := [u1, ..., un] is orthogonal and consists of the eigenvectors of A, and Λ is
the diagonal matrix and contains the eigenvalues of A [14].

A.3 Kullback-Leibler Divergence
The Kullback-Leibler Divergence is a measure of the disparity between probability distributions which e.g. is
utilized in t-Distributed Stochastic Neighbor Embedding (t-SNE). Given two probability distributions p and
q, the Kullback-Leibler divergence between the distributions is defined as

KL(p||q) =

∫
p(x)log

p(x)

q(x)
dx. (16)

Generally, KL(p||q) 6= KL(q||p). Thus, it is an asymmetric measure [49].
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