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Calibration-Free Multi-Camera Vision for Hand Gesture Recognition in

Human-Robot Interaction

Polina Kurtser! and Ola Ringdahl!

Abstract— Our research results align with previous studies
showing hand-gesture recognition (HGR) performance is sig-
nificantly dependent on the viewpoint. This leads to methods
and results that often do not generalize well to the human-robot
interaction (HRI) scenarios where viewpoints vary significantly.
This work proposes two methods for fusing complementary
multi-view information for HGR. We evaluate the methods
using a multi-view hand pose dataset HanCo and compare them
to two standard methods relying on either a single viewpoint or
fully calibrated stereo-vision. We show that in HRI settings mul-
tiple complementary viewpoints are necessary, and information
fusion should be performed at the extracted features stage, as
suggested in our proposed network architecture. Additionally,
we show that in some scenarios, camera calibration can be
avoided, leading to simplified acquisition protocols.

[. INTRODUCTION

Hand gesture recognition (HGR) is an established research
field that enables natural human-robot (HRI) or human-
computer interaction (HCI). In HCI setups the gesture
recognition task is typically performed in a semi-controlled
environment, where the operator faces the camera, with
minimal occlusions in the scene. However, in HRI scenarios,
central to this work, the environments are more complex,
often outdoors with challenging lighting, moving obstacles,
and most importantly a wide range of unfavorable viewpoints
(Fig. 1). Recent HGR works have shown success in outdoor
settings with accuracies ranging from 0.82 to 0.95 [2], [7],
but accuracy significantly decreases when the viewpoint is
less favorable when hand postures obscure some fingers,
causing the keypoints of certain gestures to resemble others
[2]. For example, [4] and [6] compare various DL networks
for HGR from a top-down view in a car, for the use-case
of autonomous driving and reported HGR accuracy drop to
0.77.

The problem of unsuitable viewpoints is intensified by
the widespread use of RGB-D sensors in HGR to acquire
depth for better palm segmentation. Algorithms relying on
depth acquired from these cameras employ viewpoints too
close to each other due to the small casing of the cameras.
If the main viewpoint is not ideal due to occlusions or
hand pose orientation in relation to the camera (Fig. 3), no
complementary viewpoint is available to mitigate. These sit-
uations often occur in robotic settings, yet remain primarily
unaddressed as we show in this work. This issue is evident in
many HGR benchmark datasets (e.g., OUHANDS [3]) which
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Fig. 1: An HRI setting where the operator is gesturing
towards one of the robots while the other robot is observing
the scene from a complex viewpoint for HGR.

focus on scenarios where the operator interacts directly with
the robot or camera, usually facing them. Datasets that
include variations in viewpoints (e.g., SHAPES [1]) still
primarily rely on favorable close-up viewpoints facing the
participant. This approach underlines the fact that the HRI
community should not solely rely on research results from
the HCI field. Instead, it is necessary to evaluate and develop
methods specifically tailored to HRI. One notable exception
is the HanCo benchmark dataset [7] used in this work. This
dataset includes RGB images of various hands captured by
eight cameras simultaneously from complementary view-
points covering the entire 3D space (Fig. 3).

Finally, employing multiple cameras for perception often
requires camera pose calibration, introducing additional er-
rors and requiring cameras to maintain their original poses.
Finding ways to eliminate the need for camera calibration
greatly improves the practical applicability of the solutions.

In this work, we propose and compare different approaches
for merging multi-view information for HGR. Our goals
are to (1) assess the benefits of using multiple viewpoints
to observe the scene, (2) determine if pose calibration is
necessary for HGR, and (3) suggest alternative methods for
HGR using multiple cameras that do not require calibration.

II. METHODS
A. Data and preprocessing

We evaluate our methods on the HanCo benchmark dataset
[7] on the use case of single-hand counting. The dataset
consists of sequences - video captures of a person performing
a few gestures one after another. A subset was generated
using the following protocol. The annotators manually re-
viewed 50 randomly chosen recordings and classified all
sequence frames into 7 classes - gestures counting 0-5 and
“other”. The annotators could see the images from all 8
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Fig. 2: Network architectures for the four compared HGR methods.

viewpoints simultaneously (Fig. 3). This resulted in the
extraction of 10032 images images (1254 relevant frames
x 8 viewpoints). The sequences were split into train-test
randomly while ensuring a relatively balanced training set
among classes. The corresponding mask supplied with the
dataset was employed, cases where a mask was not available
were excluded. The images were resized and cropped to
256 x 256 px and normalized before analysis.

B. Evaluated HGR Algorithms

In this paper, we evaluate four methods to perform HGR:

1) 3D Keypoints: We employ MVNet [7] for extraction
of 3D keypoints representing the shape of the hand using
images from all 8 viewpoints, each processed separately by
a 2D CNN that is shared across views. The keypoints are then
served as an input to a classification network (Fig. 2a) aiming
to predict the class. The method follows the architecture for
2D keypoints analysis proposed in [2], but adapted for the
case of 3D keypoints.

2) Proposed method - merging in feature space: We
propose to analyze two complementary viewpoints through
an ensemble of two pre-trained VGG16 networks to extract
features from each image input separately, followed by a
classification block analyzing the merged features, which
includes several fully connected layers (Fig. 2b). The choice
of VGGI16 as a strong pre-trained feature extractor can be
replaced with alternative architectures. No information about

Fig. 3: Top: A single hand gesture captured from eight
viewpoints simultaneously (left) and visualization of the
viewpoints (right). Bottom: Example of the 6 gesture classes
and their corresponding masked images. Source: HanCo [8].

the relative camera poses is fed into the network, eliminating
the calibration requirement and enabling a plug-and-play
approach.

3) Single shot: Single pre-trained VGG16 network fol-
lowed by a classification block (Fig. 2¢). The methods rep-
resent a common approach to image classification and serve
as a benchmark for comparing the multi-view approach.

4) Ensemble of single shot HGR: Merging the classifi-
cations of the single shot HGR applied to each viewpoint
image separately using a majority vote classifier (Fig. 2d).

III. RESULTS AND DISCUSSION

The results show that the proposed calibration-free method
yields, for some gestures, an accuracy of up to 0.96. The
average accuracy obtained for the method is 0.72, with the
best viewpoint combination yielding an accuracy of up to
0.81. Viewpoints far from each other, either by translational
distance or rotational angle, perform better than viewpoints
similar to the ones in stereo camera setups (when cameras
are close to each other). This suggests that in HRI it is
preferable to use multiple cameras positioned at different
locations in the environment rather than the current approach
of using streams from stereo cameras. This is particularly
important in situations where the operator is not expected
to face the camera. The ensemble approaches based on
majority voting yielded an accuracy average of 0.49 to
0.63, indicating that merely joining predictions from single
viewpoints is insufficient. Instead, the extracted features
should be classified together, as proposed in our method.
Classification based on a single viewpoint yields a total
accuracy of 0.62 with a wide range of 0.55 to 0.69 depending
on the viewpoint. This suggests that some viewpoints were
more favorable than others. Using 3D keypoints extraction
is shown to significantly reduce the classification accuracy,
with an average of 0.43, indicating more texture information
is required, a result in need of further investigation.

IV. CONCLUSIONS

Our results align with previous studies showing current
HGR is significantly dependent on viewpoints. We show
that for HGR in HRI settings - (1) multiple complementary
viewpoints are necessary, (2) calibration can be avoided, and
(3) merging should be performed at the features level as we
suggest in our proposed method.
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