
Figure 1. Experimenter view of the MATRX world used for our study.

victims added six points to the total score, while rescuing mildly injured victims added
three points, resulting in a maximum possible score of 36 points. Other than points and
rescue time, no other differences existed between mildly and critically injured victims.

During the task, extreme rain hit the MATRX world three times: after two, four, and
six minutes. This rain lasted for ten seconds and if participants did not seek shelter in
one of the areas during the rain, they would lose ten points of their score and their avatar
would freeze until the rain disappeared. The extreme rain merely affected score and time;
it did not affect the victims to be rescued. Before the extreme rain, RescueBot warned
the participants about its severity and correspondingly recommended seeking shelter or
continuing with the search and rescue task. Each message was accompanied by a ping
sound and color highlights to draw attention. After the rain disappeared, RescueBot pro-
vided feedback on whether the advice was correct, and more flooded water was added to
the environment. RescueBot’s first advice was correct. In contrast, RescueBot’s second
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Table 1. Overview of the advice and feedback messages provided by RescueBot during the experiment.

Message type Message content
Advice T1,3 I have detected extreme rain arriving soon and predict it will cause new floods.

I advise you to take shelter in one of the areas as soon as possible, until the rain is over.
Feedback T1,3 My advice was correct, that weather was extreme! If you had (not) taken shelter,

you would (not) have lost mission time due to injuries and 10 points of our score.
Advice T2 I have detected light rain arriving soon but predict it will cause no floods.

I advise you to continue searching and rescuing victims.
Feedback T2 My advice was wrong. The amount of rain was heavy instead of light.

Because of that my flood prediction was incorrect. I am really sorry.

advice was incorrect, provoking a trust violation. Therefore, the following feedback mes-
sage contained a trust repair message explaining what happened and expressing regret
[9]. We included this element of risk to the task because risk and vulnerability are criti-
cal elements of trust [7]. RescueBot’s third recommendation was correct again. Table 1
shows all the advice and feedback messages provided by RescueBot.

3.6. Agent Types

We added two agents to the world: an autonomous rule-based virtual agent (RescueBot)
and a human agent controlled by the participants using their keyboards. RescueBot al-
ways moved to the closest unsearched area during the search and rescue task. Further-
more, it tracked which areas the team had searched, which victims the team had found
and where, and which victims the team had rescued. RescueBot did not execute any re-
moving or rescuing actions autonomously. Instead, it asked the participants to decide
whether to remove obstacles or rescue victims independently or jointly, accompanied by
a summary of the explored areas, found victims, and rescued victims (see Figure 1). This
way, RescueBot’s behavior was consistent for all interdependence conditions.

Both agents could only carry one victim at a time (either independently or jointly),
detect each other within two grid cells, detect and remove obstacles or pick up victims
within one grid cell, and detect walls and doors from anywhere. Both agents could also
communicate using the chat box shown in Figure 1. Using buttons, participants could
share their actions, perceptions, assistance requests, and answers to any questions asked
by RescueBot. RescueBot added the shared information to its memory and adjusted its
behavior correspondingly (e.g., by not moving to the same areas as the participants).

3.7. Measures

We used self-reporting and behavior to measure perceived trust in and demonstrated re-
liance on RescueBot [7]. More specifically, we subjectively measured perceived user
trust in RescueBot using the 5-point Likert scale for trust in explainable artificial intel-
ligence systems [39]. This scale consisted of eight items and measured confidence in
and predictability, reliability, safety, efficiency, wariness, performance, and likeability of
RescueBot. We calculated the mean of these eight items as the final perceived trust score
for each of the three time points separately.

In addition, we objectively logged whether participants followed the advice given
by RescueBot. Based on this data, we calculated the appropriate reliance rate on Res-
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cueBot. Appropriate reliance was defined as appropriate reliance on RescueBot’s correct
advice at T1 and T3 and appropriate non-reliance on RescueBot’s incorrect advice at T2.
Accordingly, we calculated the appropriate reliance rate at each time point by dividing
the number of appropriate (non-)reliance occurrences by the number of received recom-
mendations so far. This way, the appropriate reliance rate was a cumulative variable.

3.8. Procedure

Participants first completed a tutorial to familiarize them with the environment, controls,
and messaging system. Next, participants started the actual experiment. After one minute
and 45 seconds, RescueBot warned the participants about arriving rain and whether to
seek shelter. After two minutes, the rain arrived and lasted for ten seconds. When the rain
disappeared, RescueBot provided feedback on whether its advice was correct. After two
minutes and 20 seconds, the game paused, and participants were asked to fill out the trust
questionnaire for the first time. This cycle of warning, rain, feedback, and trust question-
naire was repeated two more times with similar intervals, with the other warnings arriv-
ing at three minutes and 45 seconds and five minutes and 45 seconds. The whole study
lasted about 30 minutes and was conducted offline.

4. Results

4.1. Perceived Trust and Appropriate Reliance

To investigate the effects of interdependence and time on perceived trust in RescueBot
(Figure 2A), we conducted both a parametric and nonparametric mixed ANOVA. We
conducted both ANOVAs because the assumption of homogeneity of variances for the
parametric mixed ANOVA was slightly violated at T3. Results of the parametric mixed
ANOVA showed a statistically significant interaction between interdependence and time
on perceived trust (F(6, 152) = 2.83, p < 0.025, η2

G = 0.042). Results showed that the
simple main effect of interdependence on perceived trust was not significant at any of the
time points. In contrast, results showed that the simple main effect of time on perceived
trust was significant for complete independence (F(2, 38) = 11.1, p < 0.001, η2

G = 0.18),
complementary independence (F(2, 38) = 9.45, p < 0.005, η2

G = 0.16), optional inter-
dependence (F(1.38, 26.2) = 35.6, p < 0.001, η2

G = 0.37), and required interdependence
(F(1.27, 24.2) = 35.4, p < 0.001, η2

G = 0.50). Pairwise t-test comparisons using a Bon-
ferroni correction revealed significant differences in trust scores between all time points
and for all interdependencies, except between T1 and T3 for complete independence and
complementary independence (Table 2 and Table 3).

To confirm these results, we ran the nonparametric rank-based mixed ANOVA [40].
Again, results showed a statistically significant interaction between interdependence and
time on perceived trust (F(4.56) = 2.29, p < 0.05, effect size = 0.44). These results also
showed that the simple main effect of interdependence was not significant at any of the
time points. Moreover, the results again showed that the simple main effect of time on
perceived trust was significant for complete independence (χ2(2) = 13.40, p < 0.0025,
W = 0.36), complementary independence (χ2(2) = 14.50, p < 0.001, W = 0.34), op-
tional interdependence (χ2(2) = 30.30, p < 0.001, W = 0.76), and required interdepen-
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Figure 2. Interaction plots of the effects of interdependence and time on perceived trust (A) and the appropriate
reliance rate (B). Error bars represent the standard errors.

Table 2. Pairwise t-test and Wilcoxon comparisons for the simple main effect of time on perceived trust for
each interdependence condition. Bold values show the non-significant pairwise comparisons.

Condition Time points Δ mean t p W p
Complete T1 vs. T2 -0.67 3.98 < 0.005 129 < 0.01
independence T1 vs. T3 -0.22 1.66 0.34 109 0.39

T2 vs. T3 +0.45 -3.46 < 0.001 21 < 0.01
Complementary T1 vs. T2 -0.56 4.02 < 0.005 172 < 0.01
independence T1 vs. T3 -0.23 1.59 0.38 146 0.39

T2 vs. T3 +0.33 -3.37 < 0.025 23 < 0.05
Optional T1 vs. T2 -1.06 6.50 < 0.001 207 < 0.001
interdependence T1 vs. T3 -0.66 7.10 < 0.001 208 < 0.001

T2 vs. T3 +0.40 -3.53 < 0.01 16 < 0.01
Required T1 vs. T2 -1.13 6.35 < 0.001 210 < 0.001
interdependence T1 vs. T3 -0.41 4.71 < 0.001 150 < 0.01

T2 vs. T3 +0.72 -5.65 < 0.001 0 < 0.001

dence (χ2(2) = 35.7, p < 0.001, W = 0.89). Finally, pairwise Wilcoxon comparisons us-
ing a Bonferroni correction also revealed significant differences in trust scores between
all time points and for all interdependencies, except between T1 and T3 for complete
independence and complementary independence (Table 2 and Table 3).

To investigate the effects of interdependence and time on the appropriate reliance
rate (Figure 2B), we conducted the nonparametric mixed ANOVA because of not nor-
mally distributed data. Results showed a significant main effect of time on the appropri-
ate reliance rate (F(1.35) = 48.06, p < 0.001, effect size = 1.10). Pairwise Wilcoxon
comparisons using a Bonferroni correction revealed significant differences between the
appropriate reliance rates at T1 and T2 (p < 0.001) and T2 and T3 (p < 0.001).
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Table 3. Descriptive statistics for each combination of time and interdependence condition. M refers to the
mean, MR to the mean rank, SD to the standard deviation, and AR% to the appropriate reliance rate.

Condition Time M (SD) trust MR (SD) trust M (SD) AR% MR (SD) AR%
Complete T1 3.91 (0.50) 153.43 (61.72) 0.65 (0.49) 136.08 (85.88)
independence T2 3.24 (0.68) 82.23 (66.69) 0.53 (0.38) 103.68 (68.37)

T3 3.69 (0.63) 128.00 (70.54) 0.62 (0.31) 121.80 (60.06)
Complementary T1 3.87 (0.44) 147.40 (55.40) 0.80 (0.41) 162.40 (72.02)
independence T2 3.31 (0.53) 85.05 (51.26) 0.53 (0.34) 101.35 (62.34)

T3 3.64 (0.62) 122.95 (66.19) 0.62 (0.27) 120.10 (55.08)
Optional T1 4.19 (0.60) 178.25 (64.27) 0.65 (0.49) 136.08 (85.88)
interdependence T2 3.13 (0.61) 70.58 (55.53) 0.45 (0.32) 87.03 (55.14)

T3 3.53 (0.55) 110.93 (59.77) 0.58 (0.26) 112.88 (53.85)
Required T1 4.14 (0.47) 177.78 (54.32) 0.80 (0.41) 162.40 (72.02)
interdependence T2 3.01 (0.62) 60.60 (58.84) 0.45 (0.22) 82.38 (35.88)

T3 3.73 (0.30) 128.83 (39.17) 0.62 (0.17) 119.85 (37.21)

4.2. Effects of Interdependence on Reliance and Injuries

Next, we investigated if the interaction between interdependence and time on perceived
trust (Figure 2A) could be explained by differences between interdependence conditions
in the number of injuries or how much they relied on RescueBot. Here, the underlying
assumptions were that more reliance could result in more trust [7], and more injuries
(and thus lost points) in less trust. However, the already reported nonparametric mixed
ANOVA only showed a significant main effect of time on the appropriate reliance rate.
Results of another nonparametric mixed ANOVA also showed a non-significant interac-
tion effect of interdependence and time on the general reliance rate (F(3.95) = 0.83, p =

0.51, effect size = 0.26), and non-significant main effect of interdependence on the gen-
eral reliance rate (F(2.96) = 1.77, p = 0.15, effect size = 0.26). Finally, results showed
that all interdependence conditions were homogeneous concerning how often they were
injured by the rain (χ2 (3) = 0.21, p = 0.98), also at T1 (χ2 (3) = 2.26, p = 0.52), T2
(χ2 (3) = 4.80, p = 0.19), and T3 separately (χ2 (3) = 2.35, p = 0.50).

4.3. Accuracy of the Trust Calibration Process

Finally, for each interdependence condition, we compared the trust calibration process
over time with RescueBot’s actual trustworthiness over time, expressed in terms of its
advice accuracy [7,41]. More specifically, RescueBot’s advice accuracy was 100% at T1,
50% at T2, and 67% at T3. For each interdependence condition, we ran a Spearman’s
rank-order correlation to assess the relationship between perceived trust in RescueBot
and advice accuracy of RescueBot. Results showed a statistically significant positive cor-
relation between perceived trust and advice accuracy for complete independence (ρ =

0.42, p < 0.001), complementary independence (ρ = 0.40, p < 0.005), optional interde-
pendence (ρ = 0.60, p < 0.001), and required interdependence (ρ = 0.69, p < 0.001).
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5. Discussion and Conclusion

5.1. Discussion

Our results show that interdependence relationships during human-machine teamwork
influence human-machine trust calibration over time (Figure 2A). Across all interde-
pendence relationships, we observe significant post-violation trust decreases compared
to pre-violated trust (T2 vs. T1) and significant post-recovery trust repairs compared to
post-violated trust (T3 vs. T2). However, only in the teams with joint actions (optional
and required interdependence) we observe a significant post-recovery trust decrease com-
pared to pre-violated trust (T3 vs. T1). In other words, human-machine trust does not
recover to its initial pre-violated value only in the teams with joint actions (Section 4.1).
Since we do not find evidence for an influence of interdependence on reliance or the
number of injuries (Section 4.2), this finding can more likely be attributed to the direct
influence of interdependence relationships on human-machine trust calibration.

The results further indicate that the correlation between perceived trust in Rescue-
Bot and RescueBot’s advice accuracy is significant for all interdependence relationships
but strongest for the teams with joint actions (Section 4.3). This finding supports John-
son and Bradshaw’s claim [11] that interdependence facilitates accurate trust calibration.
However, it also extends the claim by showing that stronger interdependence relation-
ships with joint actions facilitate more accurate trust calibration aligning with Rescue-
Bot’s trustworthiness. This might explain why human-machine trust does not recover to
its initial pre-violated value in the teams with joint actions.

We believe that the perceived risk associated with relying on machines [13] increases
with the strength of the interdependence relationship, and therefore, more trust is neces-
sary for human-machine teams with joint actions. Prior research has shown that under
such conditions of increased trust necessity, over-trust can be promising for trust calibra-
tion [7,42]. Therefore, we speculate that over-reliance on the incorrect advice at T2 re-
sulted in a more accurate trust calibration in the teams with higher trust necessity caused
by joint actions. This might also explain why the stronger interdependence relationships
with joint actions facilitate more accurate trust calibration aligning with RescueBot’s
trustworthiness. However, follow-up research is required to support these hypothesized
relationships between interdependence, risk, (over-)reliance, and trust (necessity).

Finally, we did not find evidence of an effect of interdependence on the calibration
of appropriate human-machine reliance. However, timing was an important distinction
between perceived trust and the appropriate reliance rate, as perceived trust was recorded
after the consequences of reliance behavior. Therefore, it made little sense to compare
the calibration of appropriate reliance with RescueBot’s actual trustworthiness over time,
as participants could not make an informed estimate of its accuracy at T1. All in all, our
results highlight that interdependence relationships are crucial to consider carefully in
human-machine teams as they can influence perceived human-machine trust calibration.

5.2. Limitations and Future Work

We identify a few limitations of our study. First, we only used three time points to reflect
human-machine trust calibration over time, which is a simplified representation. Even
though this representation aided in capturing some critical aspects of the calibration pro-
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cess, the limited temporal scope probably did not capture all nuanced aspects of trust
calibration over time. Therefore, future research could increase the temporal scope of the
study, facilitating a more detailed investigation of the trust calibration process.

Furthermore, we used four distinctive interdependence relationships for our interde-
pendence conditions. Again, this is a simplified representation of human-machine collab-
oration, which is often characterized by a mix of all four relationships [3,43]. However,
using these four distinctive relationships allowed us to examine their unique influence
on trust calibration. Even though human-machine teamwork often involves a mix of all
interdependencies, our results still provide developers with crucial insights. For example,
how violated trust does not recover to its initial value for teams engaged in joint actions
and that these teams demonstrate a more accurate trust calibration.

We identify several directions for future work. For example, investigating the inter-
action between interdependence and trust repair strategy on trust calibration. We spec-
ulate that specific repair strategies work better for certain interdependencies, such as
promises for relationships with joint actions and explanations for independent collabo-
ration. Future work could test these hypotheses by extending our research environment
with different trust repair strategies [29,33,34]. These results could provide valuable in-
sights allowing machines to adapt their trust repair strategies based on interdependence.

Another suggestion for future work is studying the interaction between interdepen-
dence and violation severity on trust calibration. We speculate that more severe violations
will result in higher trust decreases for teams engaged in joint actions. Future work could
test these hypotheses by extending our research environment to include trust violations
of different severity levels, such as machine failure during action execution and incorrect
machine advice. These results could provide valuable insights for developing machines
adapting to interdependence relationships to address trust calibration challenges.

5.3. Conclusion

Our study shows that interdependence relationships during human-machine teamwork
influence human-machine trust calibration over time. During a simulated search and res-
cue task with a machine-induced trust violation, only in teams with joint actions does
perceived trust in the machine not recover to its initial pre-violated value. However,
our findings show that the correlation between perceived human-machine trust and ma-
chine trustworthiness is strongest in these teams with joint actions. This suggests that
these stronger interdependence relationships during human-machine teamwork facilitate
more accurate human-machine trust calibration. Overall, our study presents some first
evidence that interdependence relationships during human-machine teamwork influence
human-machine trust calibration over time. Therefore, it is crucial to consider these re-
lationships carefully during human-machine trust calibration and to conduct follow-up
research on adapting trust repair strategies to interdependence.
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Abstract. We describe a Hybrid Intelligence agent that constructs a personal diary
through conversation. The diary is represented in an episodic Knowledge Graph as
a timeline of events, where the communication is driven by the information need of
the agent. We argue that such a structured diary provides valuable information to
contextualize physical, social and mental functioning and well-being for medical
research and monitoring. We provide details on the formal model and implemen-
tation and demonstrate the communication by our first baseline agent. Our code
is available under the MIT license on GitHub: https://github.com/leolani/
cltl-diary-parent.

Keywords. conversational agent, timeline reconstruction, health, monitoring

1. Introduction

Knowing about somebody’s well-being and functioning implies knowing about their life.
Hybrid Intelligence solutions that service individual needs and goals could benefit from
keeping track of personal circumstances and developments, as well as people’s future
plans. Especially in the context of medical support systems, in which agents need to
monitor people on a regular basis, knowledge about someone’s life is crucial for under-
standing their perspective and making personal decisions. In many cases, such monitor-
ing takes place over an extended period to measure the impact of, e.g. treatment, training
or coaching and to be able to detect trends or unexpected patterns that can alert caretak-
ers. There are various benefits from automating such monitoring: it can take place con-
tinuously or on a regular basis to obtain more data points, it is less invasive, and it offers
more privacy as people do not need to communicate personal information and feelings
to other people directly but only abstract or generalized data can be shared.

In a medical context, automated monitoring is mainly done using sensors to detect
Activities of Daily Life (ADL) [1,2,3]. Such monitoring is, however, limited to activities
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that can be detected and it lacks a deeper interpretation and perspective of the patient.2

We therefore propose a Hybrid Intelligence approach in which a communicative agent
talks with patients on a regular basis to construct a structured diary: similar to what a
friend would do. As Figure 1 illustrates, our agent uses an ontology and a reconstructed
timeline to ask questions regarding a user’s personal events.

Such an agent can 1) register activities (both physical and social), including those
that are not observable by technological devices, 2) get more details about these activ-
ities by asking follow-up questions, 3) get information on the patient’s perspective on
these activities, and 4) get information on activities that did not happen or are planned
in the near future. By having a regular friendly conversation, an agent can create a time-
line for somebody’s past life and future plans. In addition to reconstructing the time-
line, the agent can also directly ask for specific conditions that need to be monitored for
medical purposes. In comparison to a self-written diary, an agent-driven structured diary
has a more explicit and standardized representation that can better generalize over the
lives of different people and can stimulate and remind people regularly to provide more
information, that might be relevant but missing, on their life and details of each event.

Figure 1. Structured diary reconstruction by a conversational agent that uses a fine-tuned LLM to understand
the patient input as a populated graph (A-box) given a predefined ontology (T-box). Gaps in knowledge drive
communication to get more information and perspectives and to validate information. Dotted grey circles rep-
resent unknown event properties that can be addressed through questions. The timeline consists of three peri-
ods: the period before the previous conversation (green), the period since the previous conversation (red) and
the future (dotted). These periods define potential gaps to be filled with events.

In this paper, we describe a conversational agent for timeline reconstruction imple-
mented in the Leolani framework [4,5] using its capability to pro-actively drive con-
versations, similar to [6] who also use an ontology to drive communication but for un-
derstanding cooking recipes. We begin by describing three medical Hybrid-Intelligence
use-cases in Section 2, arguing that structured diaries provide valuable contexts for the
monitoring of functioning and well-being of patients and being able to generalize over
patients. We proceed to define the problem in Section 3 and explain how we formalize
and implement the problem in Section 4.

2In this paper, we use patient synonymous to user and fragile elders at home
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2. Background and motivation

Various studies address the use of sensor technology to detect activities in the context of
eHealth systems. In order to define what these activities are and to facilitate sharing of
data, Woznowski et al. [1] describe a hierarchical ontology for activities of daily living
(ADL). Their ontology provides a good starting point for physically perceivable activi-
ties in homes. Majumder et al [2] provide a survey of research on smart home healthcare
technologies. They specifically address the use of sensors and actuators that facilitate
remote monitoring of the home environment (such as temperature, humidity, and smoke
in the home) as well as important physiological signs (such as heart rate, body tempera-
ture, blood pressure and blood oxygen level), and activities of the occupants. Oladinrin
et al [3] investigate the perception of professionals on the use of smart home technology
to improve and enhance the “ageing-in-place” of elderly residents. They conclude that
the development of smart home technology for health support is complex and there are
various mismatching perspective. It is essential to involve the target patients and elderly
both in the design but also in the monitoring as such.

Sensor-based monitoring is limited to activities that can be detected and it lacks a
deeper interpretation and perspective of the patient. Activities that cannot be observed or
picked up by sensor, either because they are out of reach (e.g. going out for shopping or
a walk) or because they represent socially defined activities (e.g. working or planning a
holiday), will be missed. Furthermore, the patient is not actively involve to provide fur-
ther details, complement (contextualizing) or correct detected activities, and to express
their appreciation or perspective on the activity. Finally, the patient may have certain
expectations and plan with respect to the future that is not yet observable but may be
important for understanding their perspective.

Deeper and more comprehensive information from the patient can be obtained by
questionnaires, as shown by the InterRAI initiative.3 They develop questionnaires as in-
ternationally standardised instruments to obtain medical data from both caretakers and
patients. Similarly, patient data acquisition and monitoring is applied within protocols
for Trauma Care Pathways [7] and revolving door processes in healthcare [8]). Such pro-
tocols are however restricted in the amount of data points than can be acquired over time.
Especially obtaining long-term data for patients is a challenge as it requires collecting
personal information beyond the scope of the direct medical care. Furthermore, question-
naires are not tailored to personal lives and are tedious to fill in, which requires discipline
from the patients. Diaries and questionnaires are one-way communication processes that
do not allow further interaction to clarify, correct or elaborate.

Conversational agents may offer a number of advantages to sensor-based technol-
ogy and questionnaires, especially with respect to follow-up questions, addressing er-
rors, inconsistencies, conflicts and uncertainties and possibly other information related to
medical conditions. They can communicate regularly and conveniently, producing more
data points in time by actively reminding and stimulating patients. The interaction can be
made more engaging and empathetic than writing diaries and filling questionnaires and
more robust and standardized compared to open and free diaries kept by patients.

In the next subsections, we describe three use cases under investigation as a fur-
ther motivation in which structured diaries can provide context for lifestyle monitoring,
clinical treatment and research purposes.

3https://interrai.org
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2.1. Patient recovery and functioning patterns

A 2019 UN report indicates that over 46% of individuals aged 60 years and above suffer
with disabilities, thereby impinging on their ability to independently perform activities
of daily life. As a corollary of the surge in chronic conditions, frailty, and disabilities
among older adults, healthcare utilization has also witnessed a sharp increase, as these
individuals are frequently (re)hospitalized due to their disabilities [9]. Multimorbidity,
i.e., the presence of more than one chronic condition in one person, is affecting 65% of
individuals aged 65-84 years and approximately 82% of those aged 85 years and above.
Frail older adults with multimorbidity are prone to unplanned hospitalization by e.g.,
disease exacerbation, disability and falls. Hospitalizations, in turn, can further exacerbate
morbidity and disability with subsequent loss of self-dependency.

Counteracting this vicious circle requires close monitoring on multiple domains of
health and functioning outside hospital conditions in order to obtain insight in critical
conditions in their way living. However, this requires much effort from patients and an
already scarcely available workforce. A conversational agent can support this monitor-
ing. By obtaining sufficiently rich data over time, the agent can provide more context to
professionals judging the medical and mental conditions of people but also offers the op-
portunity to infer the functioning level directly from the patient as defined by the World
Health Organization in the ICF standard: the International Classification of Functioning,
Disability and Health (ICF). The agent could leverage existing medical Large Language
Models (LLM) fine-tuned for ICF level classification [10,11]. Likewise, the agent can
keep track of the functioning level on different ICF categories such as capability to walk,
eat, concentrate, their energy or mood while conversing about their lives. Any changes
in functioning over time can be signaled and produce an alert for caretakers.

2.2. Diabetes

Type 2 Diabetes Mellitus is another more specific growing health concern, characterized
by chronic hyperglycemia resulting from insulin resistance and impaired insulin secre-
tion. While it is relatively well understood that lifestyle changes are effective [12], ad-
herence to treatment remains a challenge. Reasons for this are the chronic nature of the
required behavioural changes, the time investment required, and the fact that different
types of change need to be maintained simultaneously [13]. Effective lifestyle recom-
mendations should therefore incorporate the patient’s context, preferences and values in
order to maximize adherence [14].

An AI system can support patients in life style changes by monitoring their ADLs
and by providing coaching. Such an AI system could also support in GP consults by
proposing potential lifestyle change that are likely to be adopted by the patient and be-
come a long lasting change. The AI system would provide this advice based on the patient
recent and long term diary and thus account for their drives, barriers, current lifestyle
and past attempted changes. Similar to the previous use case, the same structured diary
can be used as a context for specific monitoring of conditions relevant for diabetes.

2.3. Toxicity

Cancer therapy is often associated with toxicity, especially for chemotherapies that re-
grettably affect dividing cells outside the tumor. For brain cancer glioblastoma, toxicity
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is commonly seen after application of temozolomide, a chemotherapeutic that is part of
the standard therapy. In around 13% of the patients this leads to toxicities because of
blood dysfunction caused by an gradual depletion of thrombocytes (i.e. blood platelets)
during therapy. Patients that are treated for cancer over a longer period of time, can suffer
from varies adverse side effects of the treatment. These effects show up in their daily life
after the actual treatment itself. Due to the complexity of the medication, it is very dif-
ficult to obtain sufficient data on these effects. Monitoring patients well-being and per-
ception of life can provide valuable data at scale to evaluate the impact, especially when
this is paired with the clinical treatment according to a very strict schedule. This will
shed light on additional care (unplanned hospitalization) and adverse events or changes
in functioning that are not directly related to the treatment.

The proposed agent can be guided by the strict predefined treatment plan and ac-
tivities to provide a primary calendar which is the starting point for inquiring about any
(medical) events and conditions outside the protocol. Furthermore, the agent can inquire
about the perspective of the patient on these events, within and outside the protocol. This
information is crucial for medical professional to learn about the impact of treatments
but also to adjust treatment to personal conditions and perceptions.

3. Problem description

We frame our structured diary goal as a timeline reconstruction problem that is driven by
the need of the agent to become knowledgeable about both the past and any future plans.
We define three types of unknowns: 1) possible and probable events and their properties,
2) possible and probable perspectives on these events and 3) factuality of events (realis or
confirmed, irrealis or not confirmed and explicitly denied [15]). Note that in our approach
there is no independent way of knowing what really happened except from the direct
source of information provided. In other words, what the patient confirms or claims is
true by lack of other evidence and what the patient denies did not happen. In order to
obtain a more advanced interpretation, the agent needs to consult other sources or make
independent observations.

Figure 1 shows an example of our agent interpreting events and their properties as
well as their perspective in terms of associated emotions, certainty, beliefs, expectations
and denials. We define a timeline as a temporal container in which events are to be
placed relative to the time of the conversation. Different periods are distinguished within
this container: 1) before the previous conversation, 2) the gap between the current and
previous conversation and 3) the future beyond the current conversation.

The problem is defined as to use conversation to become informed about events and
their properties and put them on a timeline in corresponding periods until a certain level
of density and saturation is reached. In order to address this problem, the agent needs
to reason over the populated Knowledge Graph and timeline to estimate missing knowl-
edge, find knowledge that needs certification, or project to the future as expected knowl-
edge. Missing knowledge is defined in the T-box and A-box ontology as what should be
the case, what is likely the case given previous instances (analogy, probabilities), or what
is expected in the temporal containers (e.g. based on habits and hobbies). The agent needs
to ask questions based on the need to reconstruct and validate the timeline, given a def-
inition what is sufficient and reasonably obtainable from the targeted person. Therefore,
the agent needs to model what is sufficient and obtainable as stopping criteria.
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4. Model and Implementation

In this section we introduce how we modelled and implemented our solution to this
problem, focusing on the intents that drive the agent.

4.1. Model

For modeling our problem, we use the following concepts:

• Events (E): occurrences of an activity grounded in time.
• Activity (Y ), Actors (A), Time (T ) and Place (P) as properties of events.
• Mentions (M): expressions that make reference to events, actors, place and time.
• Claims (C): statements made by a source.
• Sources (S): the interlocutors or a third party making claims.
• Perspectives (V ): epistemic beliefs, sentiments, or emotions of the source towards a claim.
• Timeline (L): a period on a temporal ruler, used to ground events in time.
• Now (N): the current encounter of an agent and a human.
• Previous (R): the previous encounter of an agent and a human.
• History (H): the period on the timeline before the previous encounter (R).
• Gap (G): the period in between the previous encounter (R) and the current encounter (N).
• Future (F): the period after the current encounter (N).
• Density (D): proportion of events per period given a threshold of the expected events .
• Saturation (U): proportion of knowledge obtained for an event given the expected properties.

Representing events We use the Simple Event Model [16] as a formal model for defin-
ing events in somebody’s life. Every instance of an sem:Event ei ∈ (E) is defined by a
tuple (Ye,Ae,Pe,Te), which captures the what, who, where and when through the relations
sem:hasActor, sem:hasPlace, and sem:hasTime.

Representing activities For ADL, we rely on the WHO’s International Classification of
Functioning, Disability and Health (ICF4). ICF measures health and disability at both in-
dividual and population levels. In this work we use the category of Activities and partic-
ipation, which is subdivided into 9 sub-chapters such as Domestic life: Preparing meals,
Doing housework, or Community, social and civic life: Play, Sports, Socializing. The
ADL events are included in the T-box as subclasses of n2mu:Activity5 while individ-
ual events are rdf:instanceOf of sem:Event and a specific ADL type. We can represent
constraints on the actors, place, and time using ontology types such as people, animals,
places, artifacts, materials, dates, periods, e.g. washing is done by n2mu:Person, using
n2mu:Water and n2mu:Soap in places of type n2mu:Bathroom or n2mu:Kitchen.

Representing conversations We use the GRaSP framework [17] to represent mentions
of events in conversation. Mentions are tokens (words) within utterances from a source.
A mention mi ∈ (M) will have a grasp:denotes relation with a claim c j ∈ (C). Each men-
tion has also an attribution grasp:hasAttribution that specifies the source and their per-
spective on a claim, where the same claim can be made multiple times by the same or
different sources representing different perspectives. As perspective values, we currently
use grasp:polarity (categorical: realis, irrealis and denied), grasp:certainty (scalar, be-

4https://www.who.int/standards/classifications

/international-classification-of-functioning-disability-and-health
5The namespace n2mu stands for Nice-To-Meet-You and was developed in [4]
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tween 0 and 1) grasp:sentiment (scalar between -1 and 1) and grasp:emotion (categorical,
27 emotions defined in [18]). The lunch example in Figure 1 is modelled as follows:

Event representation as RDF triples

grasp:claim1{
:lunch 01 rdf:instanceOf sem:Event, icf:Lunch .
:lunch 01 sem:hasActor n2mu:Carl, n2mu:Carla .
:lunch 01 sem:hasPlace n2mu:Carl home .
:lunch 01 sem:hasTime :21 01-2024 .
}

grasp:mention1 grasp:denotes grasp:claim1 .
grasp:mention1 grasp:hasAttribution n2mu:attr1 .
n2mu:attr1 prov:hasSource n2mu:Carl .
n2mu:attr1 grasp:Emotion :DISAPPROVAL .
n2mu:attr1 grasp:Certainty .8 .
n2mu:attr1 grasp:Polarity :Realis .

What is not mentioned in the conversation and therefore not included in this rep-
resentation is, for example, what food and drinks they had for lunch. If this is defined
in the ontology as possible actors of the activity, it can be used to drive questions. The
density threshold di ∈ (D) is the stop criterion to ask for more events and the saturation
threshold ui ∈ (U) defines the upper bound for properties (SEM relations and GRaSP
perspectives) to be learned about each event. Further prioritization for asking questions
is based on learned probabilities from the history (H).

4.2. Implementation

Following [4,5], our agent tracks interaction using an event-bus as temporally-grounded
data through which incoming signals are stored sequentially as so-called topics. Any pro-
cessing module can be connected to the event-bus as a service that is sensitive to certain
input topics and pushes its interpretation as output of a new topic, which can then be-
come the input for another module. A module becomes active whenever the conditioned
input topics appear on the event-bus. The architecture provides the flexibility to build any
input-output pipeline using the defined modules by defining and connecting topics.

Conversation takes place when modules interpret speech or text input signals from
the user (patient) and produce output topics as system responses rendered as speech or
text output signals. System responses in a simple chat system can be generated directly,
as in an Eliza [19] setup or a generative LLM that is prompted, or through more complex
processing using multiple modules. In our case, we use an episodic Knowledge Graph
(eKG) [4] to store the interpretation of the user input because 1) we want to reason more
precisely about and have control over the interpretation of the signal given a person’s
life and the current conversation and 2) the reasoning defines the information need or
hunger of the agent and drives the communication. Besides, an eKG does not require
user-specific fine-tuning with training data and can be combined with LLMs to generate
responses with lower risk of hallucination.

Using a Believe-Desire-Intent protocol [20], the platform utilizes modules that de-
fine global high-level desires. This module calls other (generic) modules that interpret
incoming signals as beliefs represented in the eKG and produce intents to achieve these
goals.

4.3. Conversational intent

For the agent under consideration, we define the following desires and intents:
1. high level desires driven by the timeline:

Did what was expected/planned happen: Did you had that lunch with your sister?
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What happened since the last conversation: How was your weekend?
What is planned to happen: What are your plans for tomorrow?

2. mid level intents driven by necessary/possible/probable properties in the ontology:
Who, what, when, where: What did you had for lunch?
Analogies: Did she stay long again?
Probabilities: Did you drink wine?

3. low level intents driven by possible and likely perspectives:
emotion: How was it for you?
certainty: Are you sure?
conflicts: But you told me before that...

The overall flow of the interaction is initiated by determining the gap (G) between
the now (N) and the previous encounter (R). During previous encounters, expectations
were projected into (G) that should be addressed first, after which the agent can inquire
about other potential and habitual events. If (G) is filled according to density and satu-
ration conditions ((D), (U)), the agent will inquire about the expectation and plans for
the future using SPARQL queries to reconstruct the timeline. For each event, the known
properties and perspectives are extracted from the eKG using further queries. Figure 4.3
gives a schematic example of multiple mentions of the same event with different source
perspectives (Irrealis and Denied), and a mention of as future event on a timeline.

Figure 2. Multiple mentions of the same event with different perspectives and a mention of a future event
on a timeline. The event lunch1, represented as a set of triples claim1, is mentioned multiple times in dif-
ferent conversations: m1 lunch1, m2 lunch1, m3 lunch1. The event itself is grounded in time on Sunday,
21:01:2024 through m2 lunch1, which lays in time period (G). In the current conversation, the patient denies
the event from happening which changes the perspective from Irrealis (not known as a fact) to Denied. At the
same time, the patient introduces a new event in (F) with an undefined date.

Addressing events that may have happened but are not mentioned yet and therefore
not introduced on the timeline, is done through open questions for a period (What did
you do lately?, How was your weekend?) and by iterating further (What else did you
do?) or on the basis of habitual patterns from the history (Did you go to the gym?).
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These questions do not require further SPARQL queries but are driven by patterns and
expectations from the past and applying density and saturation conditions only.

For each ADL event considered in the high-level processing, the agent starts a sub-
loop to ask for necessary and expected relations (who, what, where, when or mid-level
intents), and another sub-loop to ask about epistemic and emotional perspectives rela-
tions (low-level intents). For generating questions and statements from the agent, we use
the conversational history in combination with the relevant structured data from the eKG
to prompt a generative LLM (decoder). For processing responses and answers to ques-
tions from the patient, we use encoder LLMs fine-tuned for emotion detection, dialogue
act classification, triple extraction.

Density and Saturation criteria Events and their properties can be necessary, possible
and probable. Likewise, we define the density and saturation thresholds within reason-
able limits but also using the personal history. Density and saturation can be reached at all
three levels of Desire and Intents, where priorities can be defined in different ways. The
current implementation uses configurable thresholds for the required density of events
per period and for the number of properties per event. We further use configurable thresh-
olds to give-up after a number of attempts.

New information that is integrated into the eKG typically generates a plethora of
graph patterns to respond to. From these, the agent needs to select the most effective
ones to reach the density and saturation criteria. Success depends on the collaboration
with the user as well as on the conversational skills of the agent (natural language under-
standing and generation, dialogue management). Implementation-wise, selection can be
random, top-down combined with random, scripted or based on policies learned through
reinforcement learning. We currently implemented a baseline with scripted interaction,
proceeding as described above. Within the high-level script, a specific event is targeted
randomly but this can be adapted to relevance, habitual patterns or personal preferences.

5. Conclusions and future work

In this paper, we described a conversational agent that constructs a structured diary of a
person’s life and perspective. Such a structured diary provides rich and valuable contex-
tual information for medical monitoring, coaching and research. The current baseline of
the agent uses a script over three levels of desires and intents. In future work, we will fur-
ther enhance the agent using reinforcement learning with learned policies for intent se-
lection and carry out empirical testing of different components and policies. For training
the system, we will generate synthetic conversational data prompting generative models
with synthetic structured event data as shown here. For testing, we plan to use human -
human conversations.
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Abstract. Indoor interventions are among the most dangerous situations police of-
ficers have to deal with, mostly due to a lack of situational awareness. This work
describes a planner that determines when to provide information, implemented in
DLVK . It is based on the General Tactical Explanation Model, used by Swedish
police during tactical interventions. The planner is envisioned to be integrated in an
augmented reality tool to enhance officers’ situational awareness.

Keywords. situational awareness, human-aware planning, augmented reality

1. Introduction

Police officers deal with many dangerous situations, with indoor emergency interventions
being one of the most challenging. Situational Awareness (SA) has been identified as
one of the major themes in the existing challenges [1]. SA is about obtaining a thorough
understanding of the situation and environment, as well as the projection of future status,
and is crucial in decision-making during high-risk situations [2,3].

One way of enhancing officers’ level of SA is by providing the proper tools. An
automated planner can support officers with deciding where to go and what to do, de-
termining what course of actions would fit the user’s goals best. For such an automated
planner to be human-aware, it needs to be able to adapt to the goal of the human [4]. This
is important in the case of interventions where plans and goals can change constantly.

With this in mind, the research question to be explored is: How can a human-aware
planning system support police officers with interventions for indoor emergencies?

In this work, we investigate the possibility of planning a path through an indoor
emergency. Providing information about the environment can help with increasing offi-
cers’ SA, assisting them in situations where this is crucial. The planner is envisioned to
be integrated in an augmented reality (AR) tool to present the plans and information.

The remainder of this work is structured as follows: The related work and the ap-
plied methodology are discussed. The contributions of this work consist of a further
problem understanding and a human-aware planner with implementation and evaluation.
The discussion and conclusion elaborate on the results and suggest future work.

1Corresponding Author: Joost Vossers, joge0053@student.umu.se.
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2. Related Work

Previous work on logic-based planning often focuses on mobile robots, designing envi-
ronments for the planner to navigate through [5]. A human-aware planner operates in a
space that is populated and affected by human actors [6]. Logic-based planning with a
focus on the human-aware aspect includes work on planning towards the promotion of
behaviour-change, where a planner is incorporated in an AR environment [7]. Moreover,
in the area of plan and goal recognition there is a body of research related to the current
work [8,9,10,11,12,13]. Plan recognition as planning, originally introduced by Ramirez
and Geffner [8], use planning algorithms to enable an agent to recognise the goals and
plans of other agents. Empathetic Planning [9] computes solutions by considering other
agents’ preferences. In Emotion-aware planning [11], trajectories are generated to tran-
sition between mental states, which can be related to the concept of planning for SA. In
Active Goal Recognition [10], an agent senses and acts as part of the goal recognition
process. While advancing towards its goal, the agent executes sensing and world-altering
actions. This relates to the method of supporting SA in the current work. In contrast to
previous works, the current work incorporates actions for information retrieval, particu-
larly considering the tactical model, in response to deficient safety conditions.

Earlier work points out difficulties in applying new technologies in the public do-
main with regard to trustworthiness of both the technology towards the police and of the
police towards the public [14,15]. Furthermore, Sanz-Urquijo et. al point out that de-
ployment of AI technologies for law enforcement can come with drawbacks towards the
public regarding, among others, discrimination and data safety [16].

3. Methodology

Figure 1 shows the applied methodology of an iterative design process. The first step is
to gather sufficient domain knowledge on the problem through a knowledge elicitation
process and a literature review. Out of the literature, we selected a model upon which
to expand: the General Tactical Explanation Model (GTEM) [3]. These findings are ag-
gregated in the knowledge engineering process. The planner is realised through a logic
programming approach. The plans produced by the automated planner inform us on how
to deal with the problem or indicate any gaps in knowledge requiring further research.

Figure 1. A visualisation of the methodology of the iterative design process

To better understand the problem setting, we elicited meetings with a domain expert
on indoor interventions from the police education unit at Umeå University. The goal of
these meetings was to develop a shared understanding of the situation and its challenges.
Discussed topics include standard protocols, the main goals, and the people involved.

These meeting provided two major themes of difficulty:
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• Information transfer: providing the available information to everyone is a chal-
lenge. Information such as which rooms have been searched can be difficult to
convey within appropriate time, but is essential for understanding the situation.

• Navigation: from a single-user perspective, it is hard to navigate an unknown
building and to properly perceive the situation and environment.

The automated planner can support here by deciding when to show the available
information. This would advance the user’s understanding of their environment and the
situation, making it safer and easier to navigate.

To determine when to show information, we utilise the GTEM. This model is used
by police in Sweden in tactical intervention scenarios [3]. One of the main points of focus
is on human limitations, divided into three areas:

1. Perception: perceive the surroundings and people in it
2. Definition: define the situation and see whether an attack is occurring
3. Reaction: react and respond to the situation within adequate time

The planner is implemented in the logic-based planning language K, which allows
for planning under incomplete knowledge [17]. The DLVK planning system implements
K on top of the disjunctive logic programming system DLV. The system is able to solve
problems with incomplete initial states [18]. Several example programs using the DLVK

planner are available online2, such as the Blocksworld domain.
In the planner, a problem is represented using a program which consists of:

• fluents: the properties of a state that are relevant to a situation
• actions: the actions the planner can execute to change fluents
• always: the rules specifying the dynamics of change in the planning domain
• initially: the conditions that hold at the start of a situation
• goal: a set of values for fluents which must hold true when the planner converges

4. Human-Aware Planner

This section defines the different parts of the planner. The operating space and the states
in it need to be defined properly and it needs to be clear how to transition between states
and what the properties of a produced plan are.

We first introduce fluents, which are a way to describe the world (i.e. the state space).
They convey properties of entities in the world that are deemed relevant to the domain.

Definition 1 The set of fluents F = { f1, . . . , fn} consists of all variables in the environ-
ment that are relevant to the state space.

Considering fluents, we define the operating space of the planner. A state in this
space is characterised by a combination of the fluents’ values. State transitions are re-
alised by taking actions to change or update the fluents.

Definition 2 A state si = { f1 : x1, . . . , fn : xn} is a mapping from fluents to values, where
each fluent fi is mapped to a value xi. Each state in the state space consist of a unique
combination of values for fluents.

2URL: https://www.dbai.tuwien.ac.at/proj/dlv/K/
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Definition 3 Given two states in the state space S: si and si+1, with si �= si+1, an action
a ∈ A causes a transition (si,ai,si+1), where the current state of the planner changes
from si to si+1 by executing action ai.

The planner then has an initial state and a goal state that are part of the state space,
a set of fluents, and a set of actions. It produces a plan to navigate towards the goal state.
The execution of a plan results in a trajectory (a path) from an initial state to a goal state.

Definition 4 A planner Pl is a function 〈SI ,SG,F,A〉 → P with SI the initial state, SG the
goal state, F the set of fluents, A the set of available actions, and P a produced plan.

Definition 5 A plan P is a sequence of actions 〈a1 . . .ai〉, i≥ 0 which, if executed in order,
provide a trajectory through the state space to reach the goal state SG.

5. Implementation

A characterisation of the described system is implemented in the planning language K.
Figure 2 visualises the use case. It contains a building with several rooms. Room C1 is the
starting position and room R9 is the goal state. Room C5 contains a warning, indicating a
potential dangerous situation which would require a higher level of SA before entering.

The values in each room are an indication of the obstacles of gaining perception,
definition, and reaction insights there, with a higher value indicating a higher difficulty
(e.g. room C5 has higher obstacle values, since there is a potential dangerous situation).

All code and map visualisations are available online3.

Figure 2. Map of the use case environment

5.1. Background Knowledge

The background knowledge consists of the fixed values. This information is predeter-
mined and depends on the use case. First, it contains the spaces and the accessibility
between them. The background on the spaces consists of an id and three integers. These
correspond to the three obstacle levels. All rooms have some inherent difficulty in en-
tering, therefore all rooms have basic obstacle levels of 1. To safely enter a room with

3URL: https://github.com/joostvossers/HAP-SA
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a warning indication, the user will need to overcome more obstacles - they should only
enter if their SA of the situation has been appropriately increased. Therefore, the obstacle
levels for a room with a warning sign are set to 3. Since rooms C1 and R9 are the initial
and goal state, they have not been given inherent obstacle values.

5.2. Planner

The implementation of the planner follows the program structure, described in Section 3.
The first part of the planner are the fluents. These are the values that can change or

be changed throughout the plans. We identify the following fluents:

• The user’s current location, as a space in the environment
• The user’s indication of SA, divided into perception, definition, and reaction.

c u r r e n t l o c ( L ) r e q u i r e s s p a c e ( L , , , ) .
p e r c e p t i o n l e v e l ( P ) r e q u i r e s # i n t ( P ) .
d e f i n i t i o n l e v e l (D) r e q u i r e s # i n t (D ) .
r e a c t i o n l e v e l (R) r e q u i r e s # i n t (R ) .

The available actions are divided into two parts. First, we need to be able to move
through the environment. The remaining actions consist of actions that are used to in-
crease the perception, definition, and reaction levels. How exactly these levels are in-
creased depends on the specific domain and use case. In this case, the focus is on when
to take which action, for which the basic ‘increase’ actions should suffice.

move ( L ) r e q u i r e s s p a c e ( L , , , ) .
i n c r e a s e p e r c e p t i o n (X) r e q u i r e s # i n t (X ) .
i n c r e a s e d e f i n i t i o n (X) r e q u i r e s # i n t (X ) .
i n c r e a s e r e a c t i o n (X) r e q u i r e s # i n t (X ) .

How the fluents change based on the execution of an action is defined in the always
section of the implementation. It also specifies rules and constraints for the execution of
certain actions. Together, the section consists of three parts:

• tracking the perception, definition, and reaction levels
• moving through the environment
• the inertials: fluents that need to stay consistent after the planner takes an action

The three levels are updated in the same manner. After a move to a new space, they
are set to 0 because of the assumption that the user has no prior knowledge on the newly
entered room. The levels can be increased one step at a time, with a minimum of 0 and a
maximum of 3. As an example, the rules for updating the perception level look like this:

c au s e d p e r c e p t i o n l e v e l ( 0 ) a f t e r move ( L ) .
c au s e d − p e r c e p t i o n l e v e l ( P ) a f t e r move ( L ) ,

p e r c e p t i o n l e v e l ( P ) .

c au s e d p e r c e p t i o n l e v e l (X) a f t e r i n c r e a s e p e r c e p t i o n (X ) .
c a u s e d − p e r c e p t i o n l e v e l (X) a f t e r i n c r e a s e p e r c e p t i o n ( X1 ) ,

p e r c e p t i o n l e v e l (X) , X1=X+1 .
e x e c u t a b l e i n c r e a s e p e r c e p t i o n ( 1 ) i f p e r c e p t i o n l e v e l ( 0 ) .
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e x e c u t a b l e i n c r e a s e p e r c e p t i o n ( 2 ) i f p e r c e p t i o n l e v e l ( 1 ) .
e x e c u t a b l e i n c r e a s e p e r c e p t i o n ( 3 ) i f p e r c e p t i o n l e v e l ( 2 ) .

For the move action to be possible, the new location needs to be accessible from the
current location and, most importantly, the perception, definition, and reaction levels of
the user need to be high enough to safely enter the next space.

e x e c u t a b l e move ( L1 ) i f acc ( L1 , L2 ) , c u r r e n t l o c ( L2 ) ,
s p a c e ( L1 , P , R , D) ,
p e r c e p t i o n l e v e l ( P1 ) , P1>=P ,
r e a c t i o n l e v e l ( R1 ) , R1>=R ,
d e f i n i t i o n l e v e l ( D1 ) , D1>=D.

The starting state consists of the starting values for the determined fluents. In this
case, the user’s start position is room C1 and the perception, definition, and reaction levels
are set to 0. The goal state contains the desired values for certain fluents. The final state
of a plan should include the values for these fluents for it to be considered successful. In
the use case, the user should get to room R9, the room with the suspect.

6. Evaluation

To evaluate the planner, we use the environment presented in Figure 2. The planner
generates plans of sequential actions through the space. If executed, these result in the
goal (i.e. ending in room R9) being reached. We identify three of these possible plans
and compare them with the straightforward, intuitively fastest way. The plans are:

• Fast: C1→ C5→ C6→ R9 (Figure 3)
• Plan 1: C1→ C2→ C4→ R9 (Figure 4)
• Plan 2: C1→ C2→ C3→ C6→ R9 (Figure 5)
• Plan 3: C1→ R6→ R7→ R8→ R9 (Figure 6)

Depending on the specifics of the environment, different paths can be favourable
against others. We compare the paths with each other on three different scenarios:

• There is no additional warning in any of the rooms
• There is a warning for potential danger in room C5

• There is a warning for potential danger in room C6

In case of a warning on the path, the user needs to receive additional information to
increase their perception, definition, and reaction levels (i.e. their SA).

Figure 3. The trajectory of the fast plan Figure 4. The trajectory of plan 1
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Figure 5. The trajectory of plan 2 Figure 6. The trajectory of plan 3

The amount of steps for the four paths in the three different scenarios are shown
in Figure 7. The bottom part of the bars are the move actions and the top part are the
increase actions. We can see that for the scenario without additional warnings, the
fastest path is one of the most optimal, which is in line with expectations. In the other
scenarios, there is always a path from the planner that is favourable over the fastest path.
In fact, the fastest path is never strictly preferred over all three alternatives.

(a) No warning (b) Warning in C5 (c) Warning in C6

Figure 7. A comparison of the amount of steps necessary to traverse the paths through the different scenarios

7. Discussion

The aim of this work was to construct a planner to support police officers during indoor
interventions. The foundation for the planner lies in the GTEM, which models human
limitations in perception, definition, and reaction. Based on these levels and a specified
environment, the automated planner provides a plan through the intervention including
the necessary extra steps to keep an appropriate level of SA. The current implementation
is straightforward, but versatile. It is easily adaptable to a new environment and more
constraints on the system actions can be added without too much difficulty.

The planner can support police officers by deciding what kind of information is
necessary at which time. The calculated plans are supposed to be part of a bigger sys-
tem which incorporates them in a virtual environment. In-the-field applications of AR
technologies have been suggested [19,20,21,22], as well as its applicability in train-
ing [23,24]. Police officers and experts see the possibilities and are willing to test and
incorporate these tools in their routines [25,26]. Figure 8 visualises an interpretation of
the AR environment on top of the planning system. Some examples of additional infor-
mation are shown, such as the line on the floor and the warning on the left. This visu-
alisation provides an intuition on the tool. An actual implementation for an AR system
should include more extensive research on what information officers want to see.
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Figure 8. A visualisation of vision through the AR glasses in an office space4

With visual tools, it is important to construct ones that are helpful rather than intru-
sive and that do not distract from the main task. Special attention should be paid to not
overstimulate the user and to keep their workload as low as possible [27].

The extra information that is presented to the user guides them while keeping in
mind their SA. The planning system is human-aware in that it is based on the GTEM
model, which is about dealing with human limitations in situations like this. The planner
and the AR environment together can guide the user safely through the intervention.

A limitation in our implementation is in the increase actions. It is more intuitive
to define real actions that elicit specific information. This would require more research
into what officers want in these situations. Our implementation provides a framework for
dealing with indoor emergencies and constructs plans on when to present information
relevant to the scene. What information is presented is left to the specific use case.

Lastly, it is important to ensure transparency of the system. It should be clear how
the planner comes to a plan and why it decides to prioritise certain actions. More trans-
parency also increases the trust that police officers have in the system. As mentioned
before, deploying new technologies in the public domain can result in undesired changes
for the public, such as a decrease in privacy and data safety. Therefore, the ways in which
the increase actions and the rest of the system are realised should be deliberately dis-
cussed with domain experts and the people affected in general.

8. Conclusion

This work presents a human-aware planner to support police officers during interven-
tions for indoor emergencies. The planner models the environment and provides a plan
for how to move through it. More importantly, it strives to heighten the user’s sense of
SA by determining at which moment to show extra information about the situation and
environment. The planner is intended to be integrated in an AR tool where this extra
information is virtually provided to the police officer.

Future work should explore specific types of information to present. This requires
a more intensive cooperation with police officers to learn about their needs and prefer-
ences for such a tool. The next step to extending this work would be the creation of a
3D environment for the envisioned AR system. This would allow for a more extensive
evaluation with police officers to see if the planner meets their requirements.

4Original image from Nastuh Abootalebi, Unsplash, URL: https://unsplash.com/@sunday_digital
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Abstract. People are increasingly interacting with machines embedded with intel-
ligent decision aids, sometimes in high-stakes environments. When a human user
comes into contact with a decision-making agent for the first time, it is likely that
the agent’s behaviour or decisions do not precisely align with the human user’s
goals. This phenomenon, known as goal alignment, has been recognised as a crit-
ical concern for human-machine teams. Prior work has focused on the effect of
automation’s behavioural properties, such as predictability and reliability, on trust
in human-machine interaction scenarios. However, little is known about situations
where automation’s capabilities are misaligned with humans’ expectations and its
impact on trust. Even less is known about the effect of environmental factors on
trust. We study the relationship between intervention behaviours and trust in a
simulated navigation task where the human user collaborates with an agent with
misaligned goals. We evaluate trust quantitatively using intervention frequency as
a behavioural measure and qualitatively using self-reports. By advancing the un-
derstanding and measurement of trust in collaborative settings, this research con-
tributes to the development of trustworthy and symbiotic human-AI systems.

Keywords. interventions, trust, uncertainty, human-agent interaction, goal alignment

1. Introduction

There is a notable increase in interactions between people and machines with integrated
intelligent decision aids. Investors use trading agents to manage trades and make their
money work smartly. Vehicles embedded with intelligent technologies process and com-
municate real-time information to the driver. When a human user initially comes into
contact with a decision-making agent, most likely programmed by someone else with a
different understanding of how the agent should function, the agent’s behaviour or deci-
sions may not fully align with what the user wants to accomplish. This problem, known
as goal (mis)alignment, has been recognised as a critical concern for human-machine
teams [1]. An example of goal misalignment is when Google Maps suggests an alterna-
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tive shorter route while driving along a longer but scenic route. When the human recog-
nises the goal misalignment, for instance, by noticing the agent making recommenda-
tions that are not fully aligned with the human’s interests, human interventions occur.
Considering the Google Maps-assisted driving example, such an act of intervention is
when the human, preferring to experience the scenic drive, rejects the alternative shorter
route. In the scope of this paper, we define interventions as a human-initiated action to
alter the agent’s behaviour, specifically, rejecting the decision and suggesting an alterna-
tive to modifying the decision-making process to better align with the human’s goals. In
automated driving, intervention behaviour is commonly phrased as “takeover behaviour”
and is a widely researched topic [2–4]. Considering the behavioural opposite of inter-
vention—compliance, where the human accepts the agent’s decisions—misaligned goals
can have disastrous outcomes, especially in safety-critical situations. For instance, in
a recent incident, tourists following GPS directions were led straight into a harbour in
Kailua-Kona, Hawaii [5]. Although the drivers were unharmed, tow crews had to pull the
fully submerged SUV out of the water. The “flash crash” incident in 2010 [6], where hu-
mans relied on complex autonomous systems consisting of agents responsible for trading
decisions, led to large monetary losses and has significantly affected regulations for US
equity markets.

Compliance is often used as a behavioural demonstration of trust in human-machine
interactions [7–9]. Muir [10] laid the foundation for understanding the relationship be-
tween trust and interventions in a supervisory control setting, arguing that human inter-
actions with automation should not be viewed as a “once and for all” activity but rather
a “dynamic process” where the human decides to either intervene or leave the system
running under automation. The study found that automation’s unreliability affects perfor-
mance, trust, and self-confidence, impacting the human operator’s decision to switch be-
tween automatic and manual modes. Prior work has focused on the automation’s proper-
ties, such as predictability [11,12] and reliability [13,14]. However, little is known about
situations where automation’s capabilities are misaligned with humans’ expectations and
its impact on trust. For example, while on a trip, the driver uses a GPS-enabled system to
find places of interest nearby. The system, programmed to present the closest locations
first, will give the driver some options. If the driver chooses the closest attraction, it is
not guaranteed that they will enjoy the attraction. If the user frequently rejects a system’s
suggestions because the results are not exactly what the user wants, this can lead to a
loss of trust. Even less is known about the impact of environmental factors, which we
define as external events occurring outside the control of the agent and the human. Envi-
ronmental factors are important to consider in systems deployed in real-life conditions.
For example, an unplanned road closure may happen while finding the places of interest
using the GPS-enabled navigation system. We argue that such events may further im-
pact the trust when working with agents with misaligned goals. Stated differently, our
study finds evidence for miscalibrated trust [15] in environments where the human’s and
agent’s goals are misaligned, evidenced through interventions. Because miscalibrated
trust leads to systems’ misuse and disuse, our study warrants further investigation into
trust calibration when the human’s and the agent’s goals are misaligned. Meta-reviews
on the trust in human-automation interaction literature [16, 17] highlighted the limited
number of studies exploring environmental factors in trust development. In this paper,
we address that gap and aim to understand how the agent’s capability to act as a decision
aid and the uncertainty in the environment impact trust.
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We designed the human-agent interaction use case to allow the researcher to sample
trust at regular intervals during the task while carefully balancing the workload of the
human user Past studies have shown that a high workload may force a human user to rely
on automation [18], creating an illusion of trustworthy behaviour. This poses a challenge
to capturing trust using behavioural measures. In particular, it is recommended that for
a measurement like an intervention to be feasible, the workload must be low [19]. Our
interaction use case involves the human completing a navigation task travelling from
point A to B with the help of an automated route planning agent. The agent finds a path
to the destination and reveals only the next direction from the current position. When the
human intervenes and proposes a new direction, the agent automatically recalculates a
new path, including the human’s suggestion, and the task continues until the destination
is reached or the budgets have run out. Route planning tasks have commonly been used
to evaluate trust with respect to automation reliance behaviours in human-robot [20–22]
and human-agent interactions [23, 24].

Contributions. We explore how the number and frequency of interventions as a be-
havioural measure of trust vary according to an agent-related factor, i.e., the agent’s ca-
pability to act as a decision aid, and an environment-related factor, i.e., the uncertainty.

We model capability in our route planning use case by assuming that the human
needs can be modelled by a set of criteria (e.g., distance and time) in the route planning
task. Specifically, the human wants to drive the shortest distance as quickly as possible.
In our design, the agent can only optimise for one criterion (either distance or time),
defined as the agent’s capability. Thus, the capability is a partial alignment of what the
agent optimises for and the goal of the human. Note that this differs from the agent giving
faulty advice, as is much evaluated in past works on reliability and trust in human-agent
interactions. The agent’s suggestions are “correct” based on the agent’s understanding
of the world model, and the agent always proposes a direction from the optimal route
considering the current state.

We model uncertainty as a non-determinism in the environment, where the move-
ment of the placement marker indicating the vehicle’s current position does not solely
depend on the agent’s or the human’s choices. In the GPS-assisted driving example, our
uncertainty modelling is similar to a situation where the driver turns into a by-road, a
traffic officer approaches, informs about a sudden road closure and forces the driver to
take a direction different from the one suggested by the agent or intended by the human.
We display this visually in the interactive interface, where the moving action does not
always take the placement marker in the intended direction. Note that this is different
from the uncertainty arising from the agent itself, such as failures or mistakes. Given this
setup, we answer the following research questions:

RQ1: What effect do the agent’s capability and the uncertainty in the environment
have on the intervention frequency measured at regular intervals during the task?

RQ2: What is the relationship between intervention frequency measured during the
task and the user’s confidence in agent capability and environment uncertainty?

We hypothesise that the agent’s capability and uncertainty in the environment affect in-
tervention frequency and self-reported trust and that users’ confidence in automation is
lower when there is environmental uncertainty. Further, we expect a human to intervene
more and have less confidence in an agent where the consequences of goal misalign-
ment are more severe. Rather than providing a snapshot view of trust measured at a spe-
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cific point (e.g., at the end of the interaction), our study provides evidence for its vari-
ability during the task. We lay a foundation for understanding the relationship between
self-reported trust and human interventions when the human and agent’s goals are mis-
aligned and when the agent’s operating environment is uncertain. In the long term, such
an understanding will lead to more effective human-agent partnerships.

2. Literature Review

The navigation task we designed aligns with the collaboration principles advanced in
[25]. The agent is available throughout the task and provides direction suggestions to
the human (responsiveness). Whenever the human suggests an alternative direction, the
agent reruns the path planning algorithm and generates a new path that includes the di-
rection the human suggested (joint activity). The human can freely decide to use the
agent’s recommendation. Trust can lead to cooperative behaviour in human-agent col-
laborations [11, 26] in situations where the human trustor will be at risk if not for the
cooperation.

Antecedents of Trust. We adopt the trust definition advanced by Lee and See [27] for
this work. Antecedents of trust are classified as automation-related, operator-related and
environment-related [16]. Automation-related covers automated machines as well as em-
bodied and virtual agents. We present capability as automation-related and uncertainty
as environment-related factors.

Automation-related. In interpersonal settings, the trustee’s ability signals trustworthy
perceptions to the trustor [15]. In human-automation interaction contexts, the automa-
tion’s ability is reflected in reliability, faults, predictability, transparency and automation
level, which have been shown to impact trust. Reliability has been shown to positively
affect trust [13, 14, 26]. Closely related to reliability, automation faults negatively affect
trust. Fault occurrence frequency [28], timing of the occurrence [29], and the magni-
tude [30] impact trust in different ways. Automation predictability [11] positively im-
pacts trust. Similarly, transparency (i.e., explaining the reasoning process) [31] positively
impacts trust. The level of automation, mostly evaluated in automated driving scenar-
ios [32], impacts human trust.

The automation-related factor we introduce in this study, i.e. capability, is a con-
struct related to the agent’s ability as defined by Mayer et al. [15]. However, we ad-
vance a nuanced take on the grounded definition of the ability, which asks whether or
not the agent is capable of fulfilling its commitment [33]. Capability is derived from goal
alignment definition in [34]; the degree to which the human’s goal matches the AI’s pro-
grammed goal. Specifically, the agent can only plan the route by optimising for one of the
two criteria the human needs. The agent’s suggestions are “correct” by its understanding
of the world model, and it always provides the best recommendation given the current
state and the goal that the agent optimises; the agent is neither faulty nor unreliable. A
different representation of goal misalignment is presented in [35], where they consider
the alignment of reward functions between collaborating agents.

Environment-related. Hancock et al. identified team collaboration and tasking as envi-
ronmental factors [17]. Team collaboration refer to in-group membership, culture, com-
munication and shared mental models. Tasking consider task type, complexity, multi-
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tasking requirement and physical environment. The study found moderate effects of en-
vironmental factors on trust development. They highlight a strong need for future empir-
ical work to study the relationships between environmental factors and trust, citing the
limited number of studies available.

Hoff and Bashir’s trust model [36] classified environmental factors as an antecedent
to situational trust in human-automation interactions. They define risk and benefits of us-
ing automation as environmental factors. A similar link has been established in [37], sug-
gesting that risk impacts trust and reliance behaviours in human-automation interactions.
In a high-risk driving scenario, the participants trusted and used the GPS driving advice
less [38]. A study by Hoesterey and Onnasch manipulated risk by altitude and measured
trust attitude and behaviour in a decision automation task [39]. Results showed that trust
attitude was not affected by risk. However, trust behaviour was higher and increased dur-
ing the experiment for the automation-supported group. Conflicting results reported in
these prior studies further highlight the empirical necessity to improve the understand-
ing of the relationship between trust and environmental factors. Our study takes a step
towards addressing this gap.

Adopting the definition advanced by Hoff and Bashir [36], in our study, we use the
uncertainty factor to manipulate the risk in the environment. Our definition of uncer-
tainty differs from the agent-related factor predictability in Mayer’s trust model [15]. We
model uncertainty as non-determinism in the environment, where external elements pre-
vent movement in a direction suggested by the agent or human. Uncertainty in the envi-
ronment does not cause the agent to replan. The agent perceives the unexpected landing
position and recommends the best direction to take from that position based on the policy
it has already generated.

2.1. Measuring Trust

Trust is typically measured as behavioural measurements, self-reports, and physiological
measurements. We focus our literature review on behavioural measurements and self-
reports because, in this study, we use interventions as a behavioural measure and self-
reported trust as a post hoc measurement.

While Muir’s study affirmed intervention as a behavioural indicator for trust (or lack
thereof), a recent review on measurement of trust in automation [19] recognises that be-
havioural measures are capable of sampling trust at a much higher rate than self-reports,
which are typically administered before and after the interaction in experimental condi-
tions. Frequent sampling generates a more accurate measure of trust because it allows the
researcher to capture “the area under the trust curve” as defined in [40]. Frequent sam-
pling allows the researchers to capture the temporal nature of trust, yet another under-
explored antecedent to trust [41]. In [34], to measure the temporal trust dynamic, tra-
jectory epistemic network analysis is used to show the evolution of trust in human-AI
conversations. We demonstrate the dynamic variation of trust, measured quantitatively
with interventions using a higher rate of sampling measured periodically during the task.

Behavioural measures can be active (e.g., compliance with instructions or recom-
mendations issued by automation, operator intervenes by taking control over from au-
tomation), passive (e.g., reliance) or engaging in risk-taking in the relationship [19]. An
advantage of using a behavioural measurement is that it generates a continuous metric
instead of a one-time measurement at the end of the task [37]. Our study uses interven-
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tion frequency during the task as an active behavioural measurement. A model predicting
the trust in automated parking features consisted of the proportion of trials in which the
driver intervened in addition to operator-related and automation-related constructs [2].

Prior work has recognised the contentious relationship between behavioural mea-
surements and trust, claiming that behavioural measurements can be influenced by fac-
tors other than trust, such as workload [42] and risk [39]. Kohn et al. recommended that
experiments be designed to confirm that behavioural trust measures correlate with other
trust measures, such as using validated self-reported trust measurements [19]. In [43],
self-reported trust (using a validated trust in automation scale in [44]) was measured
periodically during the task alongside task performance-related metrics.

3. Methods

We now describe the navigation use case, how the independent variables, capability and
uncertainty were operationalised, and the experimental setup.

3.1. The Navigation Simulator

We created a web-based interactive simulator where a virtual agent assisted a human user
in planning a route. A valid route took the user from a starting location (home) to the
destination (hospital), passing through three locations identified as landmarks (a grocery
store, a construction site and a school). Although a human could enforce their own or-
der of visiting the landmarks, the plans generated by the algorithms enforced an implicit
temporal ordering for landmark visits: starting from the grocery store to the school, to
the construction site, and finally the hospital. The agent used two route planning algo-
rithms: the A∗ search algorithm with the admissible heuristic landmark-cut [45] and Q-
Learning [46] to generate a route to the destination, going through all un-visited land-
marks. The generated route was incrementally revealed to the user one action at a time
as direction suggestions. The location map is laid on a grid. Therefore, the direction sug-
gestions were UP, DOWN, LEFT and RIGHT. We introduced risk and vulnerability to
the user by constraining the route planning task to be within a time (t) and distance (d)
budgets. We ensured that the budgets were sufficient to complete the route planning task
in pilot studies. We also simulated critical events during the route planning task. An ac-
cident occurred halfway through the trip (i.e., less than half of the distance budget was
remaining) where two cells on the grid became inaccessible, and the agent had to replan
as its position was pushed to an adjacent cell. The interaction scenario was presented as
a cover story where the participant was asked to imagine a situation where they were
driving a friend to the hospital.

We designed a 10×10 grid world to keep the participants’ workload at a minimum
to reduce over-relying on the agent and encourage collaborative behaviour. Every trip
started from the home position (bottom left of the grid) and ended at the hospital, the final
position (top right). Each cell was associated with two costs: distance and time. Distance
cost was uniformly distributed (cost=1) and indicated at the top-right corner of the cell.
The default time cost was 1. However, some areas have a higher time cost (cost=3), indi-
cated in red and described as “unsafe” in the cover story. The remaining budgets, visited
milestones and the agent’s suggested direction were displayed to the participant. Click-
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ing the Go button indicated that the participant accepted the suggestion, thus moving the
placement marker in that direction and updating the budgets. The participant could inter-
vene by clicking the Interrupt button, at which point a web pop-up screen was displayed
requesting the participant to input a new direction. Then the agent replans the route with
the user’s suggestion and incrementally reveals it as before2.

Modelling Agent Capability. We model agent capability as the partial alignment of
what the agent optimises for and what the participant was required to accomplish in the
route planning task. The participant was instructed to complete the route-planning task
without overrunning both the time and the distance budgets, that is, travel the shortest dis-
tance while avoiding unsafe areas. However, the agent can only plan a route to travel the
shortest distance or avoid unsafe areas, but not both. The agent’s capability was clearly
described to the participant before the task. The distance-optimising agent aimed to take
the shortest path, even if this involved passing through red cells with a higher time cost.
The time-optimising agent aimed to avoid red cells as much as possible, which resulted
in a lengthier route.

The task introduces Assistant Dede, which optimises for distance, and the Assis-
tant Cece, which optimises for time. We hereafter refer to ad and at for the distance-
optimising (Dede) and time-optimising (Cece) agents, respectively. The two agents differ
in the consequence of goal misalignment to the human. If the agent-human collabora-
tion results in a distance budget overrun, more likely when working with Cece, the route
planning task immediately terminates. If the time budget overruns, more likely when
working with Dede, the task does not terminate; however, alert messages indicating the
passenger’s deteriorating health condition (as per the cover story) will be displayed re-
peatedly. The goal alignment problem and the respective consequences were explained
to the participant before the experiment.

Modelling Environment Uncertainty. We model uncertainty as non-determinism in the
environment, where the moving action does not land the placement marker in the in-
tended direction at all times; the direction of the movement itself is uncertain and does
not solely rely on the agent’s choice. This takes a similar form to Open AI’s FrozenLake-
v0 environment [47]. We consider two levels: with and without non-determinism. With-
out uncertainty, the moving action lands the marker in the expected direction. With un-
certainty, we assume an 80% probability of moving in the intended direction and a 10%
probability of moving in either of the directions perpendicular to that intended. These
two levels are referred to here as a deterministic environment without uncertainty and a
non-deterministic environment with uncertainty. We use a planner that implements the
A∗ algorithm for the deterministic environment and reinforcement learning (RL) for the
non-deterministic environment.

3.2. Experimental Design

We adopted a between-group mixed design described in [48] to resolve RQ1 and RQ2.
The study received approval from the university’s Ethics Review Board. The participants
were recruited via Prolific [49]. After completing informed consent online, participants
were randomly assigned to the deterministic or non-deterministic group. We ensured that

2The source code for the web-based navigation simulator is publicly available with the Creative Commons
Universal License at https://github.com/sachinisw/HHAI24-Navigation-Simulator.git
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participants who took part in one uncertainty condition were excluded from the other.
Before the tasks, participants were asked to read the cover story carefully. Instructions
to use the web application were provided in writing and via a tutorial video. Then, the
participants in each group completed the route planning task once with the distance-
optimising agent and once with the time-optimising agent. The agents were presented in
random order.

For each landmark visited, we collected the number of times the participant rejected
the agent’s suggestion. We use the number of rejections as a measure of intervention fre-
quency. Further, similar to the process followed in [43], the user was periodically polled
at each landmark point to rate their confidence in the agent’s ability to help complete the
route planning task on a 10-point Likert scale. When the trip was forcibly terminated by
distance budget run out, or when the participant successfully reached the hospital, they
filled out a 4-question survey commonly used to measure trust in automation and has
been empirically validated developed by Muir [30].

3.3. Participants

The non-deterministic group consisted of 44 participants (52% female, 42% age 44 or
above). The majority had completed either a Bachelor’s degree or school-level compul-
sory education (32% each). The deterministic group consisted of 47 participants (35%
ages 20-25, 67% female), with a 33% being college-educated with Bachelor’s degrees.

4. Evaluation

In this section, we discuss the experiments we conducted through user studies to answer
the research questions (RQs) outlined in Section 1.

4.1. RQ1: Effect of Agent Capability and Environment Uncertainty on Intervention
Frequency

We use the frequency of the participants rejecting the suggestions by the navigation
agent to answer RQ1. We refer to this quantity as interrupts, a measure of interven-
tion frequency. We hereafter refer to the case of a deterministic environment with an
agent optimising for distance and time as DET-ad and DET-at respectively, and for a
non-deterministic environment, NONDET-ad and NONDET-at respectively.

We report both the raw (non-cumulative) number of interrupts observed for each
milestone in isolation and the cumulative number of interrupts, which for each milestone
is the sum of the total number of interrupts for previous milestones reached and the num-
ber of interrupts at the current milestone. When observing the cumulative number of in-
terrupts, there appears to be a greater amount in the non-deterministic environment than
that of the deterministic one. Interrupts appeared to happen initially for the determin-
istic environment and then stop thereafter. In contrast, more interrupts appear to occur
for all milestones travelled through for the non-deterministic environment, hence the in-
creasing trend seen in Figure 2. More interrupts were observed overall for the distance-
optimising agent than the time-optimising agent, which we identify the cause being due
to the distance-optimising agent passing through red blocks and the participants recog-
nising and responding to the goal misalignment.
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Figure 1. Distribution of the raw interrupt frequencies for each landmark visited. TIME-OPT and DIS-
TANCE-OPT refer to the time-optimising (at ) and distance-optimising (ad ) agents, respectively.
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Figure 2. Distribution of the cumulative number of interrupts for each landmark visited. TIME-OPT and
DISTANCE-OPT refer to the time-optimising (at ) and distance-optimising (ad ) agents, respectively.

The median (mean) cumulative number of interrupts observed at the last landmark
for the distance- and time-optimising agents, respectively, were 4 and 2 (4.53 and 2.71);
the distributions of the cumulative number of interrupts between the groups differed sig-
nificantly (Wilcoxon rank sum test3 (W = 67790, p < 0.01, one-tailed)). The median cu-
mulative number of interrupts overall in the non-deterministic and deterministic settings
observed at the last landmark were 5 and 2 (5.29 and 2.41), respectively; the distribu-
tions in the two groups also differed significantly (Wilcoxon rank sum test (W = 60771,
p < 0.01, one-tailed)). The distribution of the raw interrupt data throughout the visited
landmarks is displayed in Figure 1. The median number of raw interrupts observed over-
all (across all landmarks) for the distance- and time-optimising agents were 1.22 and
0.75 respectively. The median raw number of interrupts observed overall in the non-
deterministic and deterministic settings were 1.38 and 0.67 respectively. The median
number of raw interrupts was 1 overall for the non-deterministic setting. The medians
for all other settings were zero due to the zero-skewed data.

4.2. RQ2: Relationship Between Confidence Ratings and Intervention Frequency

At each milestone, participants were repeatedly asked to rate their confidence in the
agent’s ability to help complete the navigation task on a 1 (not at all) – 10 (extremely)

3We remark that non-parametric tests were used in our analyses where the data followed a non-normal
distribution.
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Figure 3. Distribution of confidence ratings for each landmark visited. TIME-OPT and DISTANCE-OPT refer
to the time-optimising (at ) and distance-optimising (ad ) agents respectively.

Likert scale. The agents’ planning algorithms imposed a strict ordering of the milestones
visited: grocery first, followed by the school, followed by the construction site and finally,
the hospital. This allows us to observe the temporal dynamics of interventions. We find
that the DET-at case has consistently the highest median confidence rating, NONDET-ad
has the lowest ratings, which decrease at a rate faster than NONDET-at over time. That
for DET-ad increases over time to the level of DET-at . Using a Kruskal-Wallis rank sum
test, we found that there was not a statistically significant difference in confidence scores
between the visited landmarks overall (χ2 = 0.204, p = 0.9), although there was a sta-
tistically significant difference between the number of cumulative number of interrupts
between the landmarks (χ2 = 125.36, p < 0.01). A summary of the confidence ratings
for each agent-environment setting is illustrated in Figure 3.

When looking at the confidence ratings overall, however, we are able to find that
the median confidence rating for ad and at respectively were 6 and 7, suggesting that
participants were less confident in the distance-optimising agent; the distributions in
the two groups differed significantly (Wilcoxon rank sum test (W = 32229, p = 0.011,
one-tailed)). The median confidence rating in the non-deterministic and deterministic
settings were also 6 and 7 respectively, suggesting that participants were less confident
in agents operating in the non-deterministic setting; the distributions in the two groups
also differed significantly (Wilcoxon rank sum test (W = 26138, p < 0.01, one-tailed)).
From this, we can deduce that overall, a higher number of interventions is linked to
lower confidence in an agent.

4.3. Posthoc Evaluation

We administered the validated questionnaire in [30] after the participants completed the
navigation task to measure trust qualitatively.

The summary statistics (mean, median and standard deviation) of the four questions
overall (O) and for ad and at for the deterministic (D) and non-deterministic (N) settings
are displayed in Table 4.3. Here we see a similar pattern in the post-hoc trust scores as we
saw previously in the confidence ratings collected during the task. The median posthoc
trust score for ad and at respectively were 5 and 7, suggesting that participants had
less trust in the distance-optimising agent; the distribution of scores between ad and at
differed significantly (Wilcoxon rank sum test (W = 3445.5, p < 0.01, one-tailed). The
median trust score rating in the non-deterministic and deterministic setting were 4 and
7 respectively (highlighted in bold in Table 4.3, suggesting that participants had less
trust in goal misaligned agents operating in the non-deterministic setting; the distri-
bution of scores between the non-deterministic and deterministic settings differed signif-
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Setting Question 1 Question 2 Question 3 Question 4
D-ad 6.92 7.00 1.84 6.65 7.00 2.00 6.04 7.00 2.27 6.04 6.00 2.02

D-at 7.52 8.00 1.72 7.62 8.00 1.79 6.98 7.00 1.81 7.16 7.50 1.79

D-O 7.22 8.00 1.79 7.14 7.00 1.95 6.52 7.00 2.09 6.61 7.00 1.98

ND-ad 4.76 4.00 2.04 4.37 4.00 2.40 4.11 4.00 2.36 4.11 5.00 2.24

ND-at 5.27 5.00 2.09 5.06 5.00 2.32 4.43 5.00 2.34 4.64 5.00 2.45

ND-O 5.01 5.00 2.07 4.71 5.00 2.36 4.27 4.00 2.34 4.37 4.00 2.35

Table 1. Summary statistics for post-hoc questionnaire responses overall (O), for distance-optimising (ad ) and
time-optimising (at ) agents under deterministic (D) and non-deterministic (ND) settings. For each question–
setting combination, the mean, median and standard deviations are reported.

icantly (Wilcoxon rank sum test (W = 2101, p < 0.01, one-tailed). Through a Kruskal-
Wallis rank sum test, there was a statistically significant difference (at the 5% level only)
between the different posthoc survey questions (χ2 = 10.90, p = 0.012), confirming the
validity of the Trust in Automation questionnaire [30] we used for this experiment.

5. Discussion

The quantitative results show that during the task the agent’s capability and the un-
certainty in the environment had an impact on intervention frequency and confidence.
Specifically, participants intervened more frequently for the distance-optimising agent,
and when there was uncertainty in the environment. When confidence ratings were
looked at, participants had a pattern of lower confidence in the distance-optimising agent
compared to the time-optimising agent, and lower confidence when there is uncertainty
in the environment compared to when there is a lack thereof. The self-reported trust,
measured after the task, was higher on average in the deterministic setting for both agents
than in the non-deterministic setting. The time-optimising agent was associated with
higher trust scores on average compared to the distance-optimising agent, within the de-
terministic and non-deterministic settings. Our observations support the hypothesis that
humans would intervene more, have less confidence in, and consequently have less trust
in an agent with goal misalignment when the misalignment can be quickly recognised
from its behaviour during the task (e.g., distance optimising agent travelling through
red zones). The consequence of goal misalignment when working with the distance-
optimising agent was less severe compared to the time-optimising agent, which may also
explain the inclination to interrupt more. Further, the results show evidence that inter-
vention frequency (when used as a behavioural measurement for trust) is indicative of
self-reported trust, thus agreeing with Muir et al. findings [30].

Since we collected data for each milestone visited in a specific order, we were also
able to observe temporal trends in the number of interventions. The changes in the num-
ber of interventions between different landmarks were statistically significant.

There appeared to be a sharper increase in the number of interrupts over time for
the non-deterministic environment compared to that for the deterministic environment.
In other words, participants tend to interrupt more as the task progresses in the non-
deterministic environment. We note that our data is limited in the sense that we only have
four temporal points for interrupts and three for confidence ratings, so we do not perform
a correlation test here.
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Working with agents programmed by others, who may not necessarily take the
present user’s objectives in mind, leads to goal misalignment, which impacts interven-
tions. We see that more uncertainty in the environment further exacerbates the problem,
impacting confidence in the agent and trust. Combining the qualitative and quantitative
data, we see a more detailed picture of trust dynamics in HAI. This supports Kohn et
al. [19] recommendation to have both kinds of measurements in trust experiments.

Our results suggest that the goal misalignment in human-agent interaction scenarios
negatively impacts trust. We observe that being aware of the goal misalignment at the
start of the interaction did not maintain trust. This finding implies that such situations
require the agent/automation to be built with mechanisms to build and foster trust con-
tinuously throughout the interaction, such as providing explanations or utilising design
characteristics that signal trustworthy perceptions.

Further, Kohn et al. [19] suggest that behavioural metrics are affected by external
aspects such as workload and risk, motivating the need to confirm that behavioural trust
measures correlate with other trust measures. Using validated self-reported measures
is one solution. We measured self-reported trust only at the end of the task. We can
measure trust between the milestones and wish to perform this comparison in the future.
Considering the limitations of our study, it would be ideal to have a finer-grained notion
of the temporal dynamics of trust, as we only consider four milestones during the task
and collect intervention frequencies and confidence scores. There may be human factors-
related causes for the observed trends, which cannot be explained with our data.

6. Conclusion & Future Work

In this work, we examined what interventions reveal as a behavioural measure of trust in
an agent-assisted collaborative environment. We show that the agent’s capability and the
uncertainty in the environment had an impact on intervention frequency and the human’s
confidence in the agent during the task. We also found that the goal misalignment be-
tween a human and an agent impacts trust. Similarly, trust decreases even further in non-
deterministic settings. In real-life settings where it is infeasible for the human to avoid
uncertainty or goal misalignment, the agent/automation needs to be embedded with fea-
tures or capabilities that reinforce trust. Our study assumed that the human’s need are
to optimise for distance and time, while the agent can optimise only for one, which re-
mains static throughout the interaction. In the future, we aim to explore how trust evolves
when the agent can adapt to human preferences. We also wish to expand the analysis
into other human factors, such as self-confidence and affinity for technology, which have
been shown to impact trust in automation [50].
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Abstract. Behavior support agents can assist a user in reaching their goals by sug-
gesting suitable actions. In order for these agents to be effective, the agent’s advice
should be personalized to the user’s needs and preferences. However, the way con-
text influences the user, the internal state of the user and the user’s desired behavior
are all subject to change while the agent is in use. If the agent is not able to adapt
to these changes, this can lead to a misalignment between the user and the agent.
By making the reasoning of the agent explicit, we can allow the user to directly
interact with the agent’s user model in order to resolve possible misalignments. We
propose to use ordered default logic to reason about the user model as its defeasible
nature is inherently well suited to model behavior patterns and routines which may
have exceptions dependent on the context. We then analyze different misalignment
scenarios and describe how we can use various belief revision techniques to update
the agent’s user model and resolve these misalignments.

Keywords. Default Logic, Non-Monotonic Logics, Belief Revision, Human-
Machine Alignment, User Modeling, Behavior Support Agents

1. Introduction

Artificial assistants which are designed to help their users change their behavior and
adopt new routines [1] are becoming increasingly popular. These agents are most effec-
tive when they are personalized to the user’s needs and preferences [2,3]. Beyond that,
artificial support agents are increasingly expected to work as a team together with the
human user [4]. However, the way context influences the user, the internal state of the
user and the user’s desired behavior are all subject to change while the agent is in use.
The agent needs to be able to adapt to these changes in order to support the user over a
longer period of time [3]. This ensures not only the effectiveness of the agent but also
that the user remains in control of how they use the technology [4,5].

Machine learning techniques can be used to achieve a high degree of personalization
[6], but these data-driven approaches can also make it difficult to update or influence the
knowledge base directly when the user changes their behavior or preferences. This is
because relevant concepts are often not explicitly represented, making it unclear how to
input new information and which effect this may have on the agents output [7].
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To allow the user to interact with the reasoning of the agent directly and make nec-
essary changes in case of a misalignment, we use knowledge-based methods to represent
this explicitly. In particular, we propose a way to express the user model of a behav-
ior support agent in ordered default logic (Section 2). As default logic uses defeasible
reasoning, this allows us to draw tentative conclusions based on incomplete information
about the world. The default rules are used to represent the agent’s beliefs about the user,
in particular about their behavior patterns and routines (Section 3). By including a pref-
erence relation on these defaults we can represent the user’s preferences and priorities.

If the user feels like the agent is not providing optimal suggestions, this needs to be
resolved by adapting the agent’s reasoning. We analyze different misalignment scenarios
based on [8] and show that these can each be resolved by performing an appropriate
belief revision update on the default logic (Section 4).

Example 1 Throughout this paper we will illustrate our work using an example of a
simple scheduling agent which helps the user find time to exercise. By taking the user’s
schedule, goals, routines and preferences into consideration, the agent attempts to find
the best possible suggestion. The agent is also able to process information about certain
contexts, and otherwise relies on the user to add additional information which is needed.

2. Preliminaries

Default logic was first introduced in [9] as a way to reason with beliefs which may need
to be rejected when additional information is obtained. The logic is characterized by the
introduction of default rules of the form

Prerequisite : Justification
Consequent δ

which express that if the prerequisite is given and there is no proof that the justification
is false, then we infer the consequent.

In this paper we use the framework introduced in [10], which includes an ordering on
the default rules of a theory. A theory of this ordered default logic can be translated into
standard default logic, allowing for an implementation in theorem provers for standard
default logic. An ordered default theory has the form T = (W,D,<) where W is a set of
proposition logic formulas, D is a set of default rules and < is a strict partial order on D.
The sentences in W describe our, possibly incomplete, knowledge of the world, while the
default rules in D allow us to derive additional information based on our beliefs. For two
default rules δ1,δ2, we take δ1 < δ2 to mean that δ1 can only be applied after δ2 has either
been applied or blocked. A default rule can be blocked either because the prerequisite
cannot be proven or the negation of the justification has been proven.

A minimal set of sentences E which contains W and is deductively closed regarding
both the default rules in D and standard logical inference is called an extension of the
theory T . In [10] formal requirements are given which enforce the existence of a consis-
tent extension, the detailed proof is taken from [11]. The technical details are outside the
scope of this paper, but necessary to ensure the usability of the framework.

The logic of belief revision is concerned with the formalization of different change
operators on a set of beliefs. In particular, these operations should be in line with relevant
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rationality postulates and result in a consistent set of beliefs. One of most dominant the-
ories of belief revision is the AGM model [12]. We will be using the following operators
based on [13].

Operator Effect

W ÷ϕ Completely removes the sentence ϖ from W

W ∗ϕ Completely removes ¬ϕ from W and adds ϕ
D÷δ Removes the default rule δ from D

D+δ Adds the default rule δ to D

T +1 ϕ Ensures that there is at least one extension of T
which contains ϕ

By using the translation of ordered default logic into standard default logic, we can
apply the belief revision operators introduced here to our framework. When updating the
default rules in D, there also needs to be corresponding update which adjusts the ordering
< accordingly. In the following we consider these changes to be included in the updates.

3. Using Ordered Default Logic for User Modeling

We propose to use ordered default logic as described in Section 2, to reason about the
agent’s user model and determine which advice the agent should present to the user. The
input of the agent’s reasoning process is a theory of ordered default logic T = (W,D,<)
which describes the user model and the knowledge of the world, the output is a set of
extensions E of this theory which determine the advice that the agent presents to the user.

The user model of our framework is based on the preference-based reasoning for
BDI agent systems introduced in [14]. Specifically, the user model will include the user’s
goals, the possible actions that can be taken to achieve these goals, behavior patterns and
the preferences that the user has regarding these. Additionally, we include knowledge
and beliefs about the world, which allow us to reason about the context that the other
concept can appear in. In the following, we detail how each of these concepts can be
represented in a theory of ordered default logic.

Example 2 In Table 1 we show how the agent from Example 1 can be represented using
our framework. We only look at the schedule for one day, and only differentiate between
morning and afternoon, abbreviated as Morn and Aftn respectively. We use the predicates
Plan(t,a) to express that an action a is scheduled at time t and Friend(t) to express
that a friend is available at time t. Together, this information in Table 1 forms the theory
T = (W,D,<) with the extensions E1,E2 and E3. For readability we have only listed the
sentences which are relevant for the agent’s advice.

Knowledge and Beliefs about the World The knowledge of the agent is represented as
statements in W and includes the axioms and definitions that are needed to express the
user model as well as information about the context. We may also require certain safety
requirements to be included in the agent’s knowledge base. All the information in W will
be included in every extension of T , so all advice the agent can give will be consistent
with this. We can include beliefs b about the world by introducing a default rule c : b

b ,
where c describes the context that this belief is valid in.
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Concept Example Formalization In

Knowledge
of
the World

Only one action can be
scheduled at the same
time

Plan(t,a1)→¬Plan(t,a2) W

Each action can only be
scheduled once a day

Plan(t1,a)→¬Plan(t2,a) W

Beliefs
about
the World

Unless stated otherwise,
we assume the friend does
not have time

: ¬Friend(t)
¬Friend(t)

D

Possible
Actions

The user can use the
morning to jog, go to the
gym or read and use the
afternoon to jog, read or
get coffee.

Plan(Morn,Jog), Plan(Morn,Gym),
Plan(Morn,Read), Plan(Aftn,Jog),

Plan(Aftn,Read), Plan(Aftn,Coffee)

Behavior
patterns

Jogging and reading are
possible in any context,
going to the gym is only
considered in the morning

: Plan(Morn,Jog)
Plan(Morn,Jog)

δ1

: Plan(Morn,Gym)

Plan(Morn,Gym)
δ2

: Plan(Morn,Read)
Plan(Morn,Read)

δ3

: Plan(Aftn,Jog)
Plan(Aftn,Jog)

δ4

: Plan(Aftn,Read)
Plan(Aftn,Read)

δ5

D

Going for a coffee with a
friend is only possible if
the friend is available

Friend(Aftn) : Plan(Aftn,Coffee)
Plan(Aftn,Coffee)

δ6 D

Preferences
In the morning jogging is
preferred over the gym

δ2 < δ1 <

In the afternoon coffee
with a friend is preferred
over reading

δ5 < δ6 <

Goals Exercising once a day ExerciseOnce W

The goal requires at least
one type of exercise

¬(Plan(Morn,Jog)∨ Plan(Morn,Gym)∨
Plan(Aftn,Jog))→¬ExerciseOnce

W

Advice Possible Schedules
E1 = {Plan(Morn,Jog),Plan(Aftn,Read)}
E2 = {Plan(Morn,Gym),Plan(Aftn,Jog)}
E3 = {Plan(Morn,Read),Plan(Aftn,Jog)}

Table 1. Example of a User Model in Ordered Default Logic

Possible Actions The possible actions of the user need to be expressible as a statement
in the language of the knowledge base W . The actions which are contained in the exten-
sion E will constitute the advice of the agent.

Behavior Patterns Each behavior pattern is a combination of a context and the action
that is taken in this context. It will generally not be possible for the user to follow all of
these behaviors simultaneously. Instead, we regard the set of patterns to be a contextu-
alized collection of the user’s possible actions. Each behavior pattern is formalized as a
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default rule c : a
a which contains a description of the context C as the prerequisite and the

action a as the consequence and justification.

Preferences In our user model we consider the user’s preferences on behavior patterns.
These preferences are represented using the ordering < on the default rules. As noted
in Section 2, the ordering < must fulfill certain requirements to ensure that we can find
a consistent extension of the initial theory. This will be an important challenge when
populating the user model, but is out of the scope of this paper.

Goals We take goals to be concrete, desirable and collectively achievable outcomes
that the user intends to work towards and we require the agents advice to lead to these
goals being reached. We include each goal in the knowledge base W of our theory T =
(W,D,<) as a sentence g. This means that every extension of this theory must contain,
and be consistent with the assertion that the goal has been reached. As every goal is
reachable, there are formulas p1, . . . , pn which represent the possible plans to achieve the
goal. Each plan is a conjunction of actions which results in the goal g being achieved. We
include a statement ¬(p1∨·· ·∨ pn)→¬g in W which infers that the goal is not reached
if none of the corresponding plans have been executed in an extension. If this occurs, the
extension is inconsistent and will not be considered when providing advice to the user.

Advice The agent gives the user advice of which actions to perform. These suggestions
are based on the action sentences which are contained in an extension E of the theory T .
If there are multiple consistent extensions, the agents needs a way to choose from these.

4. Human-Agent Realignment via Updates

Our motivation for using default logic to represent the agent’s user model was that this
allows the user to interact with and adapt the agents reasoning process directly if the
agent’s advice does not match the needs of the user. In the following, we refer to these
situations as misalignment scenarios.

The three causes for these misalignments that are differentiated in [8] are the reason-
ing process of the agent being wrong, the agent’s user model being wrong, or something
having changed in such a way that the agent needs to adapt to the new situation. The last
case is further divided according to the concepts that could change, namely the context
the user is in, the user’s internal state, and the user’s desired behavior. An overview of
the different misalignment scenarios, including an example of what this scenario could
be for the example agent we have introduced in Table 1, can be found in Table 2.

For the purpose of this work, we assume that the agent can accurately determine
which misalignment scenario is causing the mismatch between between the agent’s sup-
port and the user’s expectations by communicating with the user. An example of how to
design such an interaction between the agent and the user can be found in [8].

In order to resolve each of the identified misalignment scenarios, we now give ex-
plicit realignment updates. An overview of these updates is also included in Table 2.

Example 3 In Table 3 we present which realignment updates correspond to the mis-
alignment scenarios from Table 2 and the result of this update.
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Cause # Scenario Example Realignment Update

Incorrect
World Model

1 Incorrect Knowledge
An action can be scheduled
multiple times a day

W ÷ϕ or W ∗ϕ

2 Incorrect Beliefs
Going to the gym is not pos-
sible

D÷δ or D+δ

Incorrect User
Model

3 Incorrect Goals
The user plans to read every
Saturday

W ÷{g,P} or
W ∗{g,P}

4 Incorrect Preferences
In the morning the user
prefers going the gym rather
than jogging

<÷δ < δ ′ or
W ∗δ < δ ′

Change in
Context

5 Incorrect Context
A friend is available for cof-
fee

W ∗ c

6 New Context
The user does not want to go
jogging when it is raining

W ∗{c, D}+ c : ϕ
ϕ

Change in the
User’s Internal
State

7 Certain Change
The user is too sick to exer-
cise

W ∗ϕ

8 Add Possibility
The user wants to know
whether jogging can be
avoided

T +1 ϕ

Change in the
User’s Desired
Behavior

9 Change of Goals
The user plans to read every
Saturday

W ÷ϕ / W ∗ϕ

10 Incorrect Preferences
In the morning the user
prefers going the gym rather
than jogging

W ÷ϕ or W ∗ϕ

Table 2. Types of Misalignment Scenarios and Corresponding Realignment Updates

Incorrect World Model We understand misalignments due to the agent’s reasoning be-
ing wrong to manifest as mistakes in the knowledge and beliefs of the agent about the
world. If the agent has incorrect knowledge of the world, this requires an update on the
knowledge base W . The operators ÷ and ∗ can be used on the the set W to either remove
incorrect information or update new knowledge as introduced in 2.

If the beliefs in the agent’s world model are incorrect, this can be resolved by updat-
ing the set of default rules D. For a wrong belief, we first need to identify the default rule
δ that this belief corresponds to and then remove it using the contraction operator ÷ on
D. If a belief is missing it can be added to the world model as a default rule δ using the
expansion operator +. As mentioned in Section 2, these updates also entail additional
updates that are necessary for the ordering <.

Incorrect User Model Misalignments of the user model can refer to the information
the agent has about the user’s goals or preferences. When updating the goals, this also
need to include changes to the corresponding plans p1, . . . , pn. If a goal g is removed, this
results in the new knowledge base W ′ =W ÷{g,P}, where P = ¬(p1∨ ·· ·∨ pn)→¬g.
If a new goal g′ is added then we obtain the new knowledge base W ′ =W ∗{g,P}.

The user’s preferences between behavior patterns are expressed in the ordering <.
While we have not directly introduced update operators on this ordering, using the trans-
lation given in Section 2, the ordering is contained in the knowledge base W . This means
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# Update Result

1 W ∗{¬( Plan(t,a1)→¬Plan(t,a2))}
E ′1 = {Plan(Morn,Jog),Plan(Aftn,Jog)}
E ′2 = {Plan(Morn,Jog),Plan(Aftn,Read)}
E ′3 = {Plan(Morn,Read),Plan(Aftn,Jog)}

2 D÷ : Plan(Morn,Gym)

Plan(Morn,Gym)

E ′1 = {Plan(Morn,Jog),Plan(Aftn,Read)}
E ′2 = {Plan(Morn,Read),Plan(Aftn,Jog)}

3
W ∗{ReadAtLeastOnce,

¬(Plan(Morn,Read)∨Plan(Aftn,Read))→
¬ReadOnce}

E ′1 = {Plan(Morn,Jog),Plan(Aftn,Read)}
E ′2 = {Plan(Morn,Read),Plan(Aftn,Jog)}

4 < ∗(δ1 < δ2)
E ′1 = {Plan(Morn,Gym),Plan(Aftn,Read)}
E ′2 = {Plan(Morn,Gym),Plan(Aftn,Jog)}
E ′3 = {Plan(Morn,Read),Plan(Aftn,Jog)}

5 W ∗{Friend(Aftn)} E ′1 = {Plan(Morn,Jog),Plan(Aftn,Coffee)}
E ′2 = {Plan(Morn,Read),Plan(Aftn,Jog)}

6

W ∗{Rain}
D+

Rain : ¬(Plan(t,Jog))
¬(Plan(t,Jog))

δc

δ1 < δc; δ4 < δc

E ′1 = {Plan(Morn,Gym),Plan(Aftn,Read)}

7
W ∗{¬Plan(Morn,Jog)∧¬Plan(Morn,Gym)∧

¬Plan(Aftn,Jog)}
E ′1 = {Plan(Morn,Read)}
E ′2 = {Plan(Aftn,Read)}

8 T +1 {¬Plan(Morn, Jog)∧¬Plan(Aftn,Jog)}
E ′1 = {Plan(Morn,Jog),Plan(Aftn,Read)}
E ′2 = {Plan(Morn,Gym),Plan(Aftn,Jog)}
E ′3 = {Plan(Morn,Read),Plan(Aftn,Jog)}
E ′4 = {Plan(Morn,Gym),Plan(Aftn,Read)}

Table 3. Realignment Updates corresponding to Examples # 1 - 8 in Table 2

that we can use the update operators defined for W to update the user’s preferences. We
use <÷δ < δ ′ to remove and < ∗δ < δ ′ to include a new preference.

Context Changes Context changes refer to a change of the situation which the user is
in. Misalignments of this type can occur in two different ways. Firstly, it is possible that
the agent is wrong about the context the user is currently in but generally knows which
support the user requires in this situation. In this case the context information needs to
be updated in the knowledge base W in order to fix the incorrect world model.

Secondly, the agent has no knowledge of the context c yet, therefore the context is
not recognized and there is no information about how this context should be handled. We
resolve this by expressing the behavior patterns which contain the new context as default
rules of the form c : ϕ

ϕ which we include in D using the expansion operator. We also need
to ensure that this default rule is placed in the ordering < correctly.

Internal State Changes The user’s internal state includes any emotional, physical or
mental factors which may lead to the user wanting different support from the agent.
We distinguish between different levels of commitment that the user has towards these
updates. If the user is completely certain that a specific part of the agent’s advice should
be changed, then the agent should be able enforce this. This can be done by updating
the knowledge base W to include the sentence expressing the action, or negation of the
action using the revision operator ∗. However, this update may lead to the removal of
sentences which are used to express or regulate the goals of the user.
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If the user would prefer different support ϕ but is still open to accepting the original
suggestion, then this possibility should be introduced without being enforced. We can
ensure that after the update there is an extension which aligns with the user’s changes, but
this extension may not be the optimal extension according to the user’s goals and desires.
This update is achieved by using the operator +1 on the theory T , which preserves all
previous extensions but adds at least one which contains the advice expressed in ϕ .

Desired Behavior Changes We do not treat this case separately but refer to the case of
an incorrect user model.

5. Discussion

Our goal was to create a user model in a way which allows the user to interact with and
adapt the agents reasoning process directly. We approached this by representing each
part of the user model explicitly in a theory of ordered default logic and presented the
different revisions that can be used for this.

The ordered default logic we have used can be translated into standard default logic,
which means that existing theorem provers for default logic can be used to implement our
framework. However, before this can be used in a behavior support agent there are still a
number of issues to resolve. Most importantly, there needs to be a control mechanism to
ensure that all changes that are made to the agent’s reasoning maintain the effectivity of
the agent and the safety of the user.

We have already mentioned the need for a dialogue which can be used to determine
the cause of the misalignment from the perspective of the user [8]. However, for these
interactions to be effective, the agent should also be able to communicate the information
it has available and what its advice is based on. We therefore need to find ways to explain
the agent’s reasoning in ways that are understandable to the user, such as the work in
[15]. This may for example include expanding the logic to keep track of the inference
steps which were taken to arrive at each conclusion.

Further work can also be done in expanding the user model of the agent to include
additional concepts such as temporal aspects, probabilistic aspects, values, or norms as
seen for example in [16,17,18,19]. Finding ways to reduce the complexity of the frame-
work and ensuring that it can be scaled for more complex situations will be necessary
before implementing a realistic agent.

Lastly, while we have proposed this framework as an alternative to data-driven ap-
proaches for the purpose of adaptable and explainable reasoning, we do not view these
methods as mutually exclusive. Data-driven approaches can be especially useful for rec-
ognizing behavior patterns and learning about the preferences of the user. Eventually we
hope to combine the strengths of both approaches and find ways to include information
which was obtained from data-driven approaches within our logical framework.
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Abstract. The collaboration between Human-Computer Interaction (HCI) and Ma-
chine Learning (ML) can effectively address sustainability challenges by develop-
ing intelligent systems that enhance user behavior and reduce environmental im-
pact. In order to promote energy efficiency and avoid AI-waste throughout the en-
tire life-cycle of ML applications, developers need the ability to make environmen-
tally conscious decisions from the start. In facts, we aim to create tools that help
ML practitioners understand how a certain decision affects the environment and
guide them in identifying suitable,more environmentally friendly models for their
projects. By participating to the doctoral consortium, we contribute to develop a
discussion on building and developing a more sustainable future.

Keywords. Human-Computer-Interaction, Sustainability, Machine Learning

1. Introduction

Sustainability has emerged as an overall concern for society [4]. While research on the in-
tersection of Machine Learning and sustainability began already more than two decades
ago [8], the rapid increase in the complexity of the computational systems we use on
a daily basis created a new awareness for this pressing issue. According to researchers,
ML can be a double-edged sword that has the potential to address sustainability issues
while also contributing to the problem in a growing way [11].

Several research fields are involved in this effort. However, research in HCI, in par-
ticular, is at an important moment, with the potential to worsen or ease these serious
concerns.

Over the years, the HCI community considered various approaches to addressing
sustainability, beginning with working on individual behavior [5], then applying persua-
sive technologies [3], and finally arriving at a call for ’Green Policy informatics’ that
enables sustainable HCI to leverage a more traditional HCI skillset in addressing sustain-
ability issues [1]. At the same time, the majority of work on sustainable ML and artificial
intelligence (AI) addresses how to improve data collection, power sources, and infras-
tructures, as well as how to quantify and lower the carbon footprint [11] associated with
developing and fine-tuning an algorithm [6]. We explore this subject from within com-
munities, aiming to integrate the two fields to foster more sustainable decision-making.
Specifically, we employ Human-Computer Interaction (HCI) approaches to incorporate
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sustainable practices throughout the Machine Learning (ML) model selection and ML
life cycles.

Our ultimate objective is to create tools that helps ML practitioners understand how
a certain decision affects the environment and guide them in identifying suitable, more
environmentally friendly models for their projects through these steps:

1. Develop a better understanding of how users plan, search for, and select ML
models.

2. Develop new interactive methods for users to express, define, and develop rele-
vant project descriptions using a human-computer partnership approach.

3. Develop new explainability approaches to allow intelligent systems to commu-
nicate alternative ML models in a more context-dependent manner, while taking
resource cost estimates into account.

4. Develop and apply evaluation methods to determine the efficacy of the interaction
from a human perspective.

2. Related Work

We start with briefly introducing current work in HCI and sustainable ML.

The perspective of HCI: Human-Computer Interaction is the study of how people design,
implement and use interactive computer systems and how computers affect individuals,
organizations and societies [9]. With that it studies how people interact with and through
computers and aims to reduce the complexity and/or increase the power of interactions
with them, to empower users to focus on their tasks, needs and habits [2,10].
The perspective of Sustainable ML: Within the sustainable ML and artificial intelligence
(AI) community there are two main branches of work: ML for sustainability and sus-
tainability of ML [13]. The majority of work on ML for sustainable focuses on building
ML models to predict the impact of technology, such as renewable energy [7] or elec-
tric cars [12], on the environment. On the other hand, sustainability of ML addresses
how to enhance data collection, power sources, and infrastructures as well as how to
quantify and lower the carbon footprint associated with developing and fine-tuning an
algorithm [6]. For this project, our focus is on the sustainability of machine learning. To
achieve this, we employ Human-Computer Interaction (HCI) methods to promote more
sustainable ML practices.

3. Research Questions and Challenges

Our work uses ML-experts processes and workflows as a baseline to develop decision
support system. While the ultimate goal is to aid sustainable decision making for the
general ML developer community, i.e. experts and non-experts, our first steps aims to
understand and reflect expert knowledge.

The first part of the project address the challenge to assist ML practitioners in ex-
pressing the desired objectives and limitations that an ML model should address in a
specific project. We aim to provide a guide to explore these alternatives based on bench-
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marks and simulations to reduce the SustainML’s overall impact, avoiding unnecessary
network architecture searches and simulations.

Our work therefore addresses three main questions in this context:

1. Does providing energy consumption feedback for each contributing factor of the
model selection process reduce the energy consumption of the final model train-
ing?

2. Does providing recommendations ,e.g. model parameters or domain data, support
users to align their model better to their use case?

3. Does providing energy consumption feedback for each contributing factor of the
model selection process impact ML experts behavior when selecting ML models?

4. Does providing energy consumption feedback for each contributing factor of the
model selection process improve the sustainability awareness of ML experts in
the short-term and long-term?

4. Framing the Intersection of Sustainability with HCI and Machine Learning

As the thesis title suggests, we’ve identified three primary themes: ”HCI,” ”ML,” and
”sustainability.” As a result, it is critical to first identify the various points of intersection
among these themes, frame them, and establish the context in which my thesis fits.

4.1. Methodology

To create a framework that outlines different research areas where sustainability inter-
sects with HCI and ML, we gather data from questionnaires with eight HCI experts,
interviews with thirteen ML experts, and existing literature. This enables us to identify
current trends and areas of focus that already exist and propose new directions sparsely
represented across domains.

4.2. Results

According to the study, researchers are generally aware of the environmental impact of
technology. HCI researchers demonstrated a thorough understanding of sustainability
throughout the technology life cycle, focusing on material waste and end-user hardware
consumption. This is consistent with current trends in sustainable HCI, emphasizing indi-
vidual researcher responsibility and prompting a reevaluation of research objectives and
methodologies. Traditionally, sustainable ML focused on model and hardware impacts,
but recent developments show that ML experts are addressing broader sustainability is-
sues. Classifying academic work by research stance helps to identify gaps and standard-
ize approaches across disciplines. While some research areas have received extensive
attention, others remain underexplored.

5. Understanding Existing ML Workflows

In today’s fast changing technological environment, understanding existing machine
learning (ML) activities is critical. These workflows, which consist of a number of struc-
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tured phases ranging from problem understanding through model deployment, provide
insights on best practices, optimization strategies, and the complicated process of build-
ing efficient ML models.

5.1. Interviews

In this study, we examine how ML experts find, choose, use, and understand models
in their everyday work. Our goal is to better understand the ML tasks from the user
description and their methods to select ML models. With this knowledge, we intend to
identify relevant characteristics of a ML project in terms of constraints and context to
differentiate between different models.

Study procedure:
Thirteen ML experts (11 male, 2 female, avg. 8 years of experience [SD=3.1]) were re-
cruited via email or direct contact from local research facilities. They participated vol-
untarily, acknowledging their rights and data usage under GDPR through informed con-
sent. Data collection involved mixed-approach thematic analysis, with top-down themes
derived from literature and interview questions.

5.2. Current ML practice

Regarding the impact of ML on sustainability, our findings indicate varied considera-
tions among participants, with some actively mitigating environmental impacts, others
monitoring their model’s carbon footprint, and some not prioritizing sustainability due to
perceived insignificance. Evaluation of both model and infrastructure impact highlighted
challenges in measuring carbon emissions and emphasized the need for comprehensive
assessment, including hardware and water consumption in data centers. The trend to-
wards larger ML models emerged as a sustainability concern, raising questions about
the necessity and environmental impact of increasingly complex models. Additionally,
the study explored different perspectives on the intersection of ML and sustainability,
encompassing environmental, social, and economic factors.

The study on model selection strategies revealed various approaches among partic-
ipants. A clear starting point was crucial, though participants differed in whether they
focused on understanding the problem, analyzing data, defining goals, or leveraging ex-
isting knowledge. Insufficient training and evaluation data posed challenges for half of
the participants. The integration of literature, Large Language Models (LLMs), and Au-
toML was vital, blending personal and collective resources for decision-making. Partici-
pants balanced performance with user understandability, trust in AI tools, and data com-
patibility. Interpretability and explainability were critical for model viability, with most
participants valuing transparency alongside performance.

6. Supporting Sustainable Decision Making in ML Practice

In this section, we go deeper into the insights extracted from our previous qualitative
studies and discuss the implications they have for design.
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6.1. Design Implications

Based on our thematic analysis of the interviews, we extracted design implications
for supporting ML developers to make more sustainable decisions throughout the ML-
learning life cycle. In Fig. 1 we have included design considerations aligning with the
ML-life cycle.

Figure 1. Overview of Design Implications based on our qualitative investigations

Problem understanding
DI 1: System that help ML expert to make more sustainable decision, should allow users
to define their project needs and constraints. This can be achieved by presenting relevant
recent work related to the problem, showing similar case studies for reference, decom-
position of the problem into simple tasks and facilitating the visualization of the problem
through diagrams or mathematical expressions.

Data understanding & preparation
DI 2: System that help ML expert to make more sustainable decision, should allow users
to explore and understand the available and potential input data. Our interviewed ML
experts usually begin their model selection process by examining the data. Such system
should offer essential features like data profiling, data transformation capabilities, error
analysis tools, and functionality to identify patterns and trends within the data. We need
to develop visualizations and exploratory data analysis tools that generate at the same
time feedback of key sustainability indicators, such as energy consumption patterns, re-
source usage trends, or environmental impact assessments.

Modeling
DI 3: System that helps ML expert to make more sustainable decision, should allow users
to have an overview of the model performance for a specific domain and data format with
explainable results. Systems should display different key performance metrics for each
tested model to let the user compare and evaluate the effectiveness of different models. It
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should also offer detailed explanations for model predictions and outcomes, highlighting
the factors influencing model decisions.

DI 4: System that helps ML expert to make more sustainable decision, should allow users
to find and define more sustainable computing environments for their models. Users have
to consider constraints such as limited resources and the need to optimize model perfor-
mance within these limitations. To address this, the system should provide information
about the energy efficient hardware options, optimizations strategies, hyperparameters
tuning techniques distributed training capabilities, and model compression methods.

DI 5: System that helps ML expert to make more sustainable decision, should allow users
to analyze pre-existing work (collaboratively). Our interviewees expressed the practice
to review results and experiences of others, which gives them valuable insights and addi-
tional arguments for choosing a model based on its historical performance, results, user
satisfaction, and energy consumption. To address this, the system should offer commu-
nity forums and discussion boards where the users can share their experiences, insights,
and recommendations regarding model applications and their sustainability implications
or establish model repository with user ratings and reviews.

Evaluation
DI 6: System that helps ML expert to make more sustainable decision, should allow
users to get relevant information related to their needs and goals of models that could
help him to reduce its energy consumption. Users are often unable to obtain detailed
insights into a model’s energy consumption without investing large efforts and often do
not have the time to conduct deep studies. System should therefore help developers to
access this information quickly. This includes information on a variety of factors that
influence energy consumption, such as training strategies, optimizer selection, hardware
compatibility, model architecture, and model compression techniques.

Deployment
DI 7: System that helps ML expert to make more sustainable decision, should allow users
to adjust their model descriptions iteratively to reflect on the trade-offs between per-
formance and sustainability impact. Users are often flexible about some model specifi-
cations, which however can be different depending on the project, application domain
or outside parameters such as human supervision. Demonstrating various trade-offs be-
tween performance metrics and sustainable impact such as providing energy consump-
tion implications of small improvements in accuracy, e.g. a 0.01% gain, can help devel-
opers to make more informed decisions.

7. Discussion and Future work

First, we want to gain a better understanding of ML developers’ workflows, specifically
planning, searching, and selecting ML models. To help developers make environmentally
conscious decisions from the start, we conducted interviews and observational studies.
These insights are used used to develop tools, strategies, or interventions to help ML
developers effectively integrate sustainability considerations into their work processes.
Furthermore, we may discover areas where additional research or resources are required
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to address knowledge or practice gaps related to long-term machine learning develop-
ment. Then we work on new explainability approaches for intelligent systems that com-
municate alternative ML models contextually while taking resource costs into account.
Additionally, we want to create interactive visualizations for developers and intelligent
systems to explore existing and energy-efficient ML models, thereby encouraging the
use of environmentally friendly algorithms.

We are currently in the implementation phase of the prototype. We focus on estab-
lishing the frameworks for both the frontend and backend components for our system. In
order to determine if and how our prototype supports and changes developers’ decision-
making processes in comparison to current processes, a structured observation with 12
ML developers will be conducted to evaluate the final prototype.
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Abstract. The integration of artificial intelligence (AI) into various domains offers 
promising opportunities for innovation and growth. However, alongside these 
benefits, there is a growing recognition of the potential societal impacts and ethical 
concerns associated with AI deployment. Addressing these considerations requires 
a shift towards more human-centred approaches to AI development, emphasising 
the importance of understanding humans and societal dynamics. My doctoral 
research explores the concept of Human-Centred Artificial Intelligence (HCAI) 
especially within the context of smart manufacturing, where AI technologies play a 
pivotal role in optimising production processes. By facilitating collaboration 
between humans and AI systems, often referred to as hybrid human-AI intelligence, 
organisations can enhance productivity while ensuring worker satisfaction and 
safety. This research proposal outlines a comprehensive investigation into HCAI 
design and development, aiming to identify novel techniques for integrating human 
and AI expertise effectively. Through a combination of theoretical analysis and 
empirical studies conducted in real-world manufacturing environments, this 
research seeks to contribute to the advancement of HCAI and facilitate the 
responsible deployment of AI systems in manufacturing and beyond.  

Keywords. Human-Centred Artificial Intelligence, Artificial Intelligence, Human-
Centred Design, Smart Manufacturing, Human-AI Collaboration, Hybrid Human-
AI Intelligence   

1. Context 

In recent years, there has been a strong integration of artificial intelligence (AI) into 
various domains and systems [2]. On one hand, AI holds promise of new types of 
applications and business opportunities [11]. On the other hand, the nature of AI as well 
as the domains of integration can even lead to undesired societal impact like unfair 
treatment or discrimination of minority groups or privacy violations [3][11][14]. 
Addressing these AI-related considerations requires innovative approaches to AI 
development with more focus on the human factors, and human-AI interaction in diverse 
application areas [27][30]. Human-Centred Artificial Intelligence (HCAI) is a term 
referring to various individual, societal, and ethical considerations related to the 
development of AI [2][5][37]. Following the long traditions of human-centred design 
(HCD), HCAI emphasises the importance of putting humans and various societal 
considerations in the centre of the development [2][16]. This includes the basic starting 
points of understanding user needs and the contextual factors of system design, as well 
as introduces new ones that are particular to AI as technology [2][8][16][20][24].  
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Manufacturing is one domain where the integration of AI is strong [6][13].  
Demographical reasons and the increasing demand for improved production efficiency 
are steering the transformation within the manufacturing domain towards smart 
manufacturing [6][9][26]. In this trend, companies are facing significant technological 
advancements regarding digitalisation, data analytics, and automation, enabled by 
advances in AI and the availability of big data [7][14][27][32]. Manufacturing industry 
is under pressure for more effective production and associated challenge of redesigning 
both their business processes and their work organisation. Human-AI collaboration is 
one of the facilitators of more effective productivity in smart manufacturing. In this new 
form of interaction, humans are paired with AI to work towards common goal [39]. In 
this collaboration both entities bring their unique strengths and intelligence to enhance 
the productivity of the collaboration [6][9][10][32]. Therefore, it can be referred as 
hybrid human-AI intelligence as well [38]. My research aims to contribute to the 
advancement HCAI and hybrid human-AI intelligence. Specifically, I am investigating 
what HCAI design and development requires, and novel techniques for integrating 
human and AI expertise in a way that truly supports effectiveness and enhances worker 
satisfaction and safety. By combining theoretical analysis with empirical studies in real-
world manufacturing environments, I aspire to develop innovative solutions that 
empower human workers and AI systems to collaborate effectively towards common 
goals. This research proposal outlines the theoretical framework, research methodology, 
and potential contributions of the study, followed by a detailed research plan.  

 
The topic of HCAI is relatively novel, however, a large body of literature on topic exists. 
My work will be based on academic papers related to the main factors of HCAI, like 
HCAI design [2][3][5][17][20][22][25][27], explainability [1], transparency [18], 
responsibility [15], fairness [14], ethics [19], and human control [36][37]. 
 
In addition to academic papers, the industry [21][24], organisations [11], and designers 
[8][24] have participated to HCAI design and development by publishing toolkits, 
guidance, and information on the topic. These tools and recommendations are more 
practical, aimed for the AI designers and developers. These are going to be 
acknowledged in my thesis as well.  

2. Objectives and research questions 

The main objectives of my thesis research are to understand what should be 
acknowledged in the development of AI that is human-centred. I concentrate on the AI-
related factors, investigating what impact they have on the user and the society. Based 
on this understanding, I propose tools and guidance for the companies in AI design and 
development, to support them to develop AI solutions that are human centred. In addition, 
I am set to investigate ways how to support and guide companies in ways that are suitable 
for different development practises. I am approaching the objectives of this doctoral 
thesis with two key research questions:  

1. What are the considerations, challenges, and relevant building blocks regarding 
HCAI development? 

2. How to facilitate the design of HCAI and human-AI collaborations?    
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By addressing these research questions, this doctoral study aims to contribute to both 
academic scholarship and practical integrations of AI for designers and developers. The 
findings of this research are expected to provide valuable insights for AI designers and 
developers to facilitate the development of AI solutions that are truly designed for the 
humans. This can promote the adoption of AI technologies and enhance the effectiveness 
and trustworthiness of AI systems in the face of AI-enabled future. I will build the 
answers to the research questions via five studies that support each other and form 
coherent understanding answering to the main research question. The different studies 
forming my thesis are described in the next chapter. 

3. Studies, methods, and evaluation 

I am combining different qualitative research methods to seek answers to my research 
problem [4][35]. I am using human-centred approach, so I will involve the target users 
to my studies when possible, and I will try to have at least one iteration rounds for each 
study. In addition, I am evaluating the proposed tools and guidelines with the target users 
[16][28].  
 
STUDY 1 – Human-Centred AI Design in Reality: A Study of Developer Companies’ 
Practices 
Despite a strong interest in HCAI in academic research, there is little research-based 
understanding of how the new AI-related requirements and principles manifest in 
practise in AI development. Hence, my first study has its objectives in understand how 
HCAI is currently addressed in AI development practises in developer companies. This 
exploratory research is motivated by the goal of forming new knowledge on how the 
human-centred design practices are realised in the context of developing AI applications.  
To gain in-depth understanding of their development practices and to understand how 
HCAI principles manifest in the current practices of AI development, I conduct an 
interview study of practitioners from 12 AI developer companies in Finland.  
Participating companies represent a variety of domain areas and company settings. The 
AI applications these companies develop vary from automated sensor-based applications 
to recommendation systems.  
 
STUDY 2 – Towards a Human-Centred Artificial Intelligence Maturity Model  
My second study is investigating how to realise HCAI when designing systems that 
utilise novel computational tools and require consideration of increasingly broad set of 
requirements, spanning from fairness and transparency to accountability and ethics. I am 
set to understand what kind of tools could be useful for the companies, so that they could 
be adoptable and adaptable to various development practises. The objective of this study 
is to support the HCAI development practices in companies for the humans to have AI 
solutions that are efficient, trustworthy, and safe. Hence, I propose a maturity model for 
HCAI (HCAI-MM). In this study, I present the first phase of the model development, in 
which the central building blocks of HCAI are specified. I then propose model’s first 
phase, in which the central building blocks of HCAI are specified. Initial company 
requirements for the model's structure and content are evaluated with semi-structured 
interviews with four AI developers.   
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Study 3 – Human-AI Collaboration in Smart Manufacturing: Concepts and Framework 
for Design  
With the integration of AI and data in manufacturing, there is a shift from humans merely 
interacting with technology to actively collaborating with it, especially with AI-enabled 
agents. This shift brings changes in work practices, tasks, and organisations. I believe 
that it is important to understand the key concepts to acknowledge and address in the 
design of effective human-AI collaborations for smart manufacturing. As the objective 
of this study is to understand and identify what are the key concepts to acknowledge in 
the design of human-AI collaboration in smart manufacturing, I choose a scoping 
literature review as a study method. Based on the identified concepts, I propose a human-
AI collaboration framework that offers an initial basis for the design of human-AI 
collaborative systems for smart manufacturing. 
 
Study 4 – Human-AI Collaboration in Smart Manufacturing: Design Method and 
Guidelines 
Human-AI collaboration in smart manufacturing is a growing trend, and this 
collaboration should be designed appropriately so that it truly effective and supports 
operator’s well-being. In study 4, I am set to understand what kind of design method and 
design guidelines could support manufacturing companies to design human-AI 
collaborations. Building on the identified key concepts and the framework of the study 
3, I will develop a design method acknowledging the required HCAI factors and the key 
concepts to address in human-AI collaboration. I will approach the study objectives with 
interviews with company representatives and designers, in order to understand the user 
needs. I am evaluating the proposed methods and guidelines with real uses cases from 
manufacturing companies related to the research topic. 
 
Study 5 – Human-Centred Artificial Intelligence Maturity Model for Smart Industry 
HCAI and its requirements might be unfamiliar to manufacturing companies, as they are 
still finding their ways to work with AI. Main objectives of this study are to investigate 
how will adoption of AI transform work practises, the organisation, and the society, and 
to understand how organisations will need to change to accommodate a changing 
workforce with evolving preferences. By building on the preliminary maturity model 
from the study 2, I am aiming to build model that is appropriate to practical use and helps 
companies to reach a higher maturity in HCAI and to support HCAI practises in smart 
manufacturing. The model provides two perspectives:  

1) "Organisational HCAI Awareness" – to develop HCAI maturity / HCAI 
awareness and understanding in the organisation  

2) "HCAI in products and services" – product development capabilities to develop 
AI that is human-centred and HCAI ways of working in Smart Manufacturing 

 
Objectives of this study is to support companies to increase their understanding and 
awareness in HCAI and to support then to reach higher by offering appropriate and 
concrete guidance how to develop their HCAI capabilities and that way their maturity 
regarding HCAI. The model will be based on the building blocks presented in the study 
2. However, I am adapting that model to smart industry domain, and the domain related 
factors must be understood and included to the model. In addition, to build a maturity 
model that truly would be beneficial and useful for the companies, I must understand the 
company needs. Hence, I will conduct interviews with manufacturing companies and AI 
developers. The proposed tools I will evaluate with the AI developers and smart 
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manufacturing companies, to test its usefulness and effectiveness. The evaluation will be 
conducted via interviews to understand the designer and the company perspective for the 
proposed model.  

4. Preliminary results 

The timeline for my thesis January 2022 – December 2025. Figure 1 shows the timeline 
of my thesis and steps taken and planned steps.  
 

 
Figure 1. Timeline and the steps of my thesis. 

 

In study 1 I investigated companies’ views and practices regarding the development of 
AI applications, with a specific focus on human-centred viewpoints of the practices. Our 
study shows that the requirements of HCAI are not well acknowledged currently in AI 
development. In addition, AI development practices can lean heavily on the experience, 
methods, and tools familiar from regular SD practices even though data and uncertainty 
are AI-related factors that require new capabilities, roles, and tasks. These are the real-
life struggles we are aiming to create guidance and support for the companies with the 
following studies. Hence, there is a need for a usable and informatic tool that can be used 
to support HCAI development in companies.  

In study 2, I reviewed related literature and identified the following HCAI factors 
to acknowledge in HCAI development: (i) work with AI uncertainty, (ii) user control and 
human-AI collaboration, (iii) ethical development and use: transparency, accountability, 
fairness, and (iv) trustworthiness: explainability and transparency to build trust between 
the user and AI. These factors will serve as a building block of the model created in study 
5. In addition, the results of the interviews showed that companies prefer short, 
compressed information in a check-list form with a possibility to get more information 
on the topic if needed. They also hope to get targeted tasks and tools related to certain 
AI product or projects. These insights serve as a starting point for the study 5.  

In Study 3, I reviewed related literature and identified six key concepts related to 
the human-AI collaboration in smart manufacturing: goal, agent team, skills, task, system, 
and communication. Based on these concepts, I proposed a human-AI collaboration 
framework that presents the key concepts and their relations and offers an initial basis 
for the design of human-AI collaborative systems for smart manufacturing. These 
concepts serve as a base for developing the human-AI collaboration guidelines in study 
4. 

5. Discussion 

The integration of AI into various domains has been accelerating in recent years, 
promising new applications and business opportunities while also raising concerns about 
potential societal impacts such as unfair treatment, discrimination, and privacy violations. 
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This integration extends deeply into the manufacturing industry, where the pressure for 
more effective production has catalysed a transformation toward smart manufacturing. 
Human-AI collaboration emerges as one of the key facilitators in smart manufacturing. 
This symbiotic relationship, often referred to as hybrid human-AI intelligence, holds the 
promise of revolutionising the manufacturing landscape by augmenting human 
capabilities and improving operational efficiency. As companies embrace technological 
advancements facilitated by AI, there emerges a critical need to ensure that these systems 
are developed with a human-centric approach, considering the well-being of end-users, 
and addressing ethical concerns. HCAI offers a framework for addressing these 
challenges by emphasising the importance of placing humans and societal considerations 
at the core of AI development. As we explore deeper into the development of HCAI and 
hybrid human-AI intelligence in the manufacturing sector, several key considerations 
appear. Firstly, there is a need to develop innovative techniques for integrating human 
and AI expertise seamlessly. This involves designing AI systems that complement 
human skills and adapt to diverse working environments, thereby fostering a harmonious 
collaboration between humans and machines. Additionally, ensuring the effectiveness 
and safety of human-AI interactions requires comprehensive training and support 
mechanisms for workers to navigate these novel work arrangements successfully. My 
research aims to address these challenges and contribute to the advancement of HCAI 
and hybrid human-AI intelligence in manufacturing. By combining theoretical insights 
with empirical studies conducted in real-world manufacturing environments, I seek to 
develop actionable solutions that empower human workers and AI systems alike. 
Through a holistic approach encompassing HCD, ethical considerations, and 
technological innovation, I aim to pave the way for a future where humans and AI 
collaborate synergistically, driving sustainable growth and innovation in the 
manufacturing industry.  By prioritising workers well-being, ethical considerations, and 
effective human-AI collaboration, we can harness the transformative potential of AI 
while mitigating its associated risks, thereby creating a more inclusive, sustainable, and 
productive future for all stakeholders involved.  

5.1. Future work 

Building on the insights of the studies included to my doctoral research, in the future it 
would be beneficial to develop comprehensive toolkit for the HCAI design in 
manufacturing domain. This toolkit should include instructions, tools, and concrete 
guidelines to support appropriate HCAI and human-AI collaboration to fully benefit the 
new technological systems and to offer positive user and customer experience. Objective 
is to map and understand HCD requirements in manufacturing and to understand how to 
support companies to understand and gather their clients’ needs for a more tailored, 
engaging experience for their customers.  
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Abstract. This study aims to develop and assess Explainable AI (XAI) tools tailored 

for internal telecom end-users. It focuses on delivering meaningful explanations 

informed by design principles, cognitive biases, and human decision-making 

theories. The research explores customizing XAI for telecom use-cases to support 

internal decision-making, while considering user preferences captured through 

elicitation studies. As part of this PhD study, a prescriptive framework will integrate 

cognitive biases, design principles, and human decision-making theory to 

effectively communicate AI explanations to end-users. User studies will be 

conducted to evaluate the effectiveness of the prototypes following from the 

framework. 

Keywords. Explainable AI (XAI), Telecom, Meaningful Explanations, Cognitive 

Biases, User Interface Design, Decision-making support 

1. Context 

Over the years, powerful Machine Learning models, particularly non-linear Deep 

Learning (DL) models have emerged and have proven to be highly effective in various 

real-world applications [1]. One of the key reasons for their success is that they can 

capture complex relationships and patterns that simpler, linear models such as Logistic 

or Linear regression cannot [2,3,4]. 

Unfortunately, the increased complexity of DL models comes at the expense of 

explainability and interpretability [5] due to the many parameters and the non-linear 

nature of these models. This is particularly problematic in fields such as healthcare, or 

finance, where incorrect decisions, potentially due to the lack of transparency and 

interpretability of such models, can have significant impacts on individuals. Similarly, 

in the telecom domain, inaccurate decisions can lead to widespread service disruptions, 

imposing costs on service providers while simultaneously impacting customers. Hence, 

the ability to explain a model's decision is crucial in such domains [6]. 

Despite this limitation, the performance gains of DL models in many real-world 

applications cannot be denied, and they continue to outperform the simpler, more 

interpretable models in many cases. In problematic domains where performance is the 

primary concern, deploying such high-performance models should be approached with 

caution [7]. 
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As such, a rapidly evolving field of research has emerged coined Explainable AI 

(XAI). One of the aims of XAI is to enable users of DL models to understand the 

reasoning behind the model’s predictions. This can potentially lead to more trust in the 

model [8,9,10]. There are two main types of explainability tools for machine learning 

models: model-agnostic and model-specific. Model-agnostic tools like SHAP [11] and 

LIME [5] attempt to interpret the output of arbitrary models by identifying the 

importance of each feature in generating the output. They are also the most popular 

explainability tools in practice given their model-agnostic nature. On the other hand, 

model-specific methods offer a deeper understanding of how a particular model operates 

and the rationale behind its predictions. These explanations potentially leverage the 

internal workings of the model, such as its architecture, parameters, and decision-making 

processes, to provide insights into its behavior. Model-specific explanations can offer 

more detailed and precise explanations but are typically limited to understanding only 

the specific model (or class of models) being analyzed. 

Unfortunately, most model-specific and model-agnostic explainability research is 

motivated by technical considerations, catering specifically to AI engineers. To ensure 

however that explanations generated by these tools are understandable and meaningful 

to a broader range of stakeholders, there is a pressing need to transition towards a more 

comprehensive Human-Computer Interaction (HCI) approach [13,14]. This shift 

acknowledges the importance of incorporating human-centered design principles into 

explainability efforts [15,16], thereby enhancing the usability and effectiveness of XAI 

tools. Meaningfulness is closely tied to language and communication, suggesting that the 

conveyed information should hold significance or purpose for the recipient. In HCI, the 

concept of meaningfulness varies among individuals based on factors like education, 

expertise, and contextual elements such as mood and task. Overall, the notion of what 

constitutes a meaningful explanation is subjective and contingent upon various 

individual and contextual factors [17]. 

Tailoring explanations is critical for generating meaningful explanations in XAI 

[18,19]. Research in this domain has found that tailored explanations lead to a higher 

degree of satisfaction and trust in the system than those obtained with generic 

explanations [20,21] and that providing personalized explanations to users leads to better 

performance on decision-making tasks [22]. Another study involves developing 

explanations that are specific to the user's domain knowledge and expertise. For example, 

a system may provide a detailed explanation to a domain expert but a more simplified 

explanation to a novice user. An argument is made that explanations that are non-tailored 

can result in algorithmic aversion and various biases [23]. 

Prior research discusses the influence of cognitive biases on XAI-assisted decision-

making [24]. While this study outlines principles to mitigate certain biases and links them 

to technical explanation types like feature importances or counterfactuals, it does not 

address the connection to tailored explanations. Additionally, in [25], user-centric 

explanations are generated, which connect explanations with the dual process model of 

human reasoning [26]. However, the authors did not provide guidelines for designing 

user interfaces to assist users in better understanding the inner workings of AI models.  

As part of my PhD studies, I aim to design concrete guidelines for designing 

meaningful human-computer interactions. To this end, we develop a framework that 

integrates theories on cognitive biases, design principles and decision-making to offer 

specific guidelines on how to effectively visualize and communicate explanations of AI 
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systems to end-users. The framework will be evaluated by designing interaction 

prototypes for several telecommunication use cases. User studies will be conducted to 

evaluate the effectiveness of the prototypes. Requirements elicitation interviews will be 

conducted to further steer the development of the prototypes and to tailor the 

explanations to the wishes and needs of the users of the system. 

2. Research Questions 

My research goal is to develop and evaluate XAI tools that are meaningful for internal 

users of AI systems within the telecom industry. A meaningful explanation considers the 

wishes and requirements of the users through requirements elicitation. Additionally, a 

systematic literature review will be conducted to unify design principles, cognitive biases 

and human decision-making yielding a framework for designing explanations for users. 

The framework is used as input for the development of the XAI solutions.   

 

The main research question are as follows: "How can Explainable AI be tailored for 

telecom use-cases to support internal decision-making while meeting user needs, and 

how can insights from design principles, cognitive biases, and human decision-making 

inform the generation of such explanations for stakeholders?” 

 

The following six research sub-questions are addressed in different research phases. 

1. Which cognitive biases hamper AI-supported human decision-making? 

2. Which interface design opportunities enhance understandability of XAI 

explanations in the context of the selected cognitive biases? 

3. How can theory from cognitive biases and user interface design be combined 

into a prescriptive framework for developing human-AI interactions for 

domain-expert decision-making? 

4. How can human-AI interactions be optimized through requirements elicitation 

to ensure alignment with user needs?  

5. What insights can be gained by applying XAI tools to specific use-cases within 

the telecom industry? 

6. How can the insights gained from applying the XAI tools to specific use-cases 

in the telecom industry be used to further optimize and improve XAI tools? 

 

To the best of our current knowledge, there is no prescriptive framework available that 

integrates theories on cognitive biases, design principles and human-decision making to 

offer specific guidelines on how to effectively visualize and communicate explanations 

of AI systems to end-users.  

3. Research Challenges 

A significant portion of the PhD research is dedicated to developing a prescriptive 

framework for Explainable AI (XAI). One of the primary challenges lies in conducting 

a comprehensive systematic review to identify common patterns among various papers 

detailing XAI system designs. This entails navigating through a vast array of literature 

to distill key insights that can inform the development of the framework. Once the 
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framework is established, another challenge emerges in its application for developing 

multiple XAI solutions tailored to the telecom industry. 

Furthermore, validating both the framework and the XAI solutions presents another 

hurdle, requiring a series of empirical studies to assess their impact on improving the 

understandability and usability of XAI explanations in real-world telecom scenarios. 

Extending the validation process to include potential use-cases from other sectors, such 

as finance or healthcare, adds complexity but also offers opportunities to demonstrate 

the framework's versatility and applicability across diverse domains. Overcoming these 

challenges will be essential to advancing the field of XAI and facilitating its practical 

implementation in various industries.  

4. Method/Approach and Evaluation 

Several research papers will be produced to address the research questions at hand. The 

first research paper which yields a prescriptive framework for developing meaningful 

human-AI interactions for domain-experts aims to answer the first three research sub-

questions 

To validate the framework, we assess its efficacy in real-world telecommunication 

use-cases. This assessment involves comparing prototypes developed from the 

framework with various baseline prototypes. Baseline prototypes may encompass 

screens displaying solely the model's outcome alongside a confidence score, as well as 

the presentation of raw, non-tailored technical explanations. The efficacy is measures 

specifically using both qualitative and quantitative measures. Amongst others, these 

could include performance on task, satisfaction of the explanation and trust in the 

explanation or system has a whole. 

The first use-case focusses on a machine learning model designed to identify cable 

breakages and uncover their root causes by analyzing a vast array of alerts within a 

telecom network. This task places a significant emphasis on the operator's role, as they 

are tasked with interpreting these alerts to distinguish potential cable breakages from 

benign activities like power outages or false positive alerts. Ultimately, it falls upon the 

operator to determine whether a technician should be dispatched for maintenance. 

Historically, this process has burdened operators with the tedious task of sifting through 

numerous alarms to differentiate genuine faults from transient or non-essential alerts. 

While rule-based methods have offered some respite, their efficacy is limited by the 

intricate and variable nature of alarm patterns, necessitating continual updates to expert 

knowledge and manual intervention. To facilitate the operators, an XAI-system will be 

developed to assist users in their decision-making with the goal of minimizing falsely 

sending out mechanics based on incorrect model predictions. 

Internal users of the AI-systems will be interviewed to gain a better understanding 

of their practice and what their requirements and wishes are from an automated decision 

support system.  

Requirements elicitation studies will be conducted to answer the 4th research sub-

question. 

Together with the framework and the elicitation studies, prototypes will be co-

created with the various stakeholders of the use-cases. The insights gained will be 

published to answer the 5th research sub-question. 
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The insights gained will be used as input for another case study and allow for fine-

tuning the existing framework, answering the 6th research sub-question. 

5. Discussion and Future Work 

Table 1 outlines the project's overall timeline. The initial use-case has been selected, and 

the setup of the literature study is clearly outlined.  

In 2024, the objective is to publish several papers, including a structured literature 

review presenting the framework. Additionally, two papers detailing technical XAI 

solutions for a specific use-case will be submitted. A requirements elicitation study will 

be conducted for the first use-case 

Moving into 2025, the plan is to conduct a user evaluation study for the first use-

case and continue work on the second use-case. 

By 2026, we anticipate discussing the results with stakeholders and evaluating the 

performance of the prototype for the second use-case. A technical XAI solution paper 

will also be submitted. 

In 2027, the focus shifts to finalizing work on the second prototype and publishing 

a user evaluation study for the second use-case. Additionally, the PhD thesis will be 

completed and defended. 

 

 

Table 1. Timeline of the project 

Year Tasks Results 

2023 Literature Study 

Identify Use-Case 1 

Select Use-Case (DONE) 

Setup Literature Study Design 

(DONE) 

 

2024 Requirements Elicitation Study 

Use-Case 1 

Low-Barrier Conference Paper 

Literature Study 

Develop Prototype Use-Case 1 

Evaluate Prototype Use-Case 1 

Discuss results with stakeholders 

and obtain insights 

Overview requirements and 

needs users Use-Case 1 (March 

2024) 

Submit Low-Barrier Conference 

Paper (April 2024) 

Submit Literature Study (July 

2024) 

Submit technical paper regarding 

Use-Case 1 (December 2024) 

 

2025 
 

 

 

2026 

 

 

 

2027 

Develop Prototype Use-Case 2 

 

 

 

Evaluate Prototype Use-Case 2 

Discuss results with stakeholders 

and obtain insights 

 

Round up work on second 

prototype 

Work on PhD Thesis 

Prepare PhD Defense 

Submit user evaluation study 

paper regarding Use-Case 1 

(TBD) 

 

Submit technical paper regarding 

Use-Case 2 (TBD) 

 

 

Submit user evaluation study 

paper regarding Use-Case 2 

PhD Thesis (book) 

H. Maathuis / Developing Meaningful Explanations for Machine Learning Models 383



  

 

  

 

Acknowledgements 

My supervisory team comprises Dr. E. Postma (Tilburg University) as the doctoral 

advisor. Dr. D. Sent (Jheronimus Academy of Data Science: JADS) serves as my daily 

supervisor, and Dr. D. Kolkman (Utrecht University) is another member of my 

supervisory team. Additionally, for technical support in the development of machine 

learning models, I receive assistance from Dr. C. van Gemeren (University of Applied 

Sciences Utrecht), who is not formally part of the supervisory team.  

My PhD position is research collaboration (ICAI Lab) between KPN which is a 

telecom provider in the Netherlands, JADS (Jheronimus Academy of Data Science) and 

Applied University of Utrecht, all of which play a funding role.  

References 

[1] LeCun Y, Bengio Y, Hinton G. Deep learning. nature. 2015 May 28;521(7553):436-44. 

doi:10.1038/nature14539. 

[2] Goodfellow I, Bengio Y, Courville A. Deep learning. MIT press; 2016 Nov 10. doi: 0.1007/s10710-017-

9314-z. 

[3] Adadi A, Berrada M. Peeking inside the black-box: a survey on explainable artificial intelligence (XAI). 

IEEE access. 2018 Sep 16;6:52138-60. doi: 10.1109/ACCESS.2018.2870052. 

[4] Arrieta AB, Díaz-Rodríguez N, Del Ser J, Bennetot A, Tabik S, Barbado A, García S, Gil-López S, Molina 

D, Benjamins R, Chatila R. Explainable Artificial Intelligence (XAI): Concepts, taxonomies, 

opportunities and challenges toward responsible AI. Information fusion. 2020 Jun 1;58:82-115. doi: 

0.1016/j.inffus.2019.12.012. 

[5] Ribeiro MT, Singh S, Guestrin C. " Why should i trust you?" Explaining the predictions of any classifier. 

InProceedings of the 22nd ACM SIGKDD international conference on knowledge discovery and data 

mining 2016 Aug 13 (pp. 1135-1144). doi: 10.48550/arXiv.1602.04938. 

[6] Lipton ZC. The mythos of model interpretability: In machine learning, the concept of interpretability is 

both important and slippery. Queue. 2018 Jun 1;16(3):31-57. doi: 10.1145/3236386.3241340. 

[7] Angelov PP, Soares EA, Jiang R, Arnold NI, Atkinson PM. Explainable artificial intelligence: an analytical 

review. Wiley Interdisciplinary Reviews: Data Mining and Knowledge Discovery. 2021 Sep;11(5):e1424. 

doi: 10.1002/widm.1424. 

[8] Gade K, Geyik SC, Kenthapadi K, Mithal V, Taly A. Explainable AI in industry. InProceedings of the 25th 

ACM SIGKDD international conference on knowledge discovery & data mining 2019 Jul 25 (pp. 3203-

3204). doi: 10.1145/3366424.3383110. 

[9] Shin D. The effects of explainability and causability on perception, trust, and acceptance: Implications for 

explainable AI. International Journal of Human-Computer Studies. 2021 Feb 1;146:102551. doi: 

10.1016/j.ijhcs.2020.102551. 

[10] Došilović FK, Brčić M, Hlupić N. Explainable artificial intelligence: A survey. In2018 41st International 

convention on information and communication technology, electronics and microelectronics (MIPRO) 

2018 May 21 (pp. 0210-0215). IEEE. doi: 10.23919/MIPRO.2018.8400040. 

[11] Lundberg SM, Lee SI. A unified approach to interpreting model predictions. Advances in neural 

information processing systems. 2017;30. doi: 10.48550/arXiv.1705.07874. 

[12] Ali S, Abuhmed T, El-Sappagh S, Muhammad K, Alonso-Moral JM, Confalonieri R, Guidotti R, Del Ser 

J, Díaz-Rodríguez N, Herrera F. Explainable Artificial Intelligence (XAI): What we know and what is 

left to attain Trustworthy Artificial Intelligence. Information fusion. 2023 Nov 1;99:101805. Doi: 

10.1016/j.inffus.2023.101805. 

[13] Abdul A, Vermeulen J, Wang D, Lim BY, Kankanhalli M. Trends and trajectories for explainable, 

accountable and intelligible systems: An hci research agenda. InProceedings of the 2018 CHI conference 

on human factors in computing systems 2018 Apr 21 (pp. 1-18). doi: 10.1145/3173574.3174156. 

[14] Chromik M, Butz A. Human-XAI interaction: a review and design principles for explanation user 

interfaces. InHuman-Computer Interaction–INTERACT 2021: 18th IFIP TC 13 International Conference, 

Bari, Italy, August 30–September 3, 2021, Proceedings, Part II 18 2021 (pp. 619-640). Springer 

International Publishing. doi: 10.1007/978-3-030-85616-8_36. 

H. Maathuis / Developing Meaningful Explanations for Machine Learning Models384



  

 

  

 

[15] Nakao Y, Strappelli L, Stumpf S, Naseer A, Regoli D, Gamba GD. Towards responsible AI: A design 

space exploration of human-centered artificial intelligence user interfaces to investigate fairness. 

International Journal of Human–Computer Interaction. 2023 May 28;39(9):1762-88. doi: 

10.1080/10447318.2022.2067936 

[16] Schoonderwoerd TA, Jorritsma W, Neerincx MA, Van Den Bosch K. Human-centered XAI: Developing 

design patterns for explanations of clinical decision support systems. International Journal of Human-

Computer Studies. 2021 Oct 1;154:102684. doi: 10.1016/j.ijhcs.2021.102684. 

[17] Maxwell W, Dumas B. Meaningful XAI based on user-centric design methodology: Combining legal 

and human-computer interaction (HCI) approaches to achieve meaningful algorithmic explainability. 

Available at SSRN 4520754. 2023 Jul 1. doi: 10.2139/ssrn.4520754. 

[18] Pedreschi D, Giannotti F, Guidotti R, Monreale A, Ruggieri S, Turini F. Meaningful explanations of 

black box AI decision systems. InProceedings of the AAAI conference on artificial intelligence 2019 Jul 

17 (Vol. 33, No. 01, pp. 9780-9784). doi: 10.1609/aaai.v33i01.33019780. 

[19] BERG MV, Kuiper O, HAAS YV, Gerlings J, Sent D, Leijnen S. A Conceptual Model for Implementing 

Explainable AI by Design: Results of an Empirical Study. InHHAI 2023: Augmenting Human Intellect: 

Proceedings of the Second International Conference on Hybrid Human-Artificial Intelligence 2023 Jul 7 

(Vol. 368, p. 60). IOS Press. doi: 10.3233/FAIA230075. 

[20] Dzindolet MT, Peterson SA, Pomranky RA, Pierce LG, Beck HP. The role of trust in automation reliance. 

International journal of human-computer studies. 2003 Jun 1;58(6):697-718. doi: 10.1016/S1071-

5819(03)00038-7. 

[21] Markus AF, Kors JA, Rijnbeek PR. The role of explainability in creating trustworthy artificial 

intelligence for health care: a comprehensive survey of the terminology, design choices, and evaluation 

strategies. Journal of biomedical informatics. 2021 Jan 1;113:103655. doi: 10.1016/j.jbi.2020.103655. 

[22] Hoffman RR, Mueller ST, Klein G, Litman J. Metrics for explainable AI: Challenges and prospects. 

arXiv preprint arXiv:1812.04608. 2018 Dec 11. doi: 10.48550/arXiv.1812.04608. 

[23] Simkute A, Surana A, Luger E, Evans M, Jones R. XAI for learning: Narrowing down the digital divide 

between “new” and “old” experts. InAdjunct Proceedings of the 2022 Nordic Human-Computer 

Interaction Conference 2022 Oct 8 (pp. 1-6). doi: 10.1145/3547522.3547678. 

[24] Bertrand A, Belloum R, Eagan JR, Maxwell W. How cognitive biases affect XAI-assisted decision-

making: A systematic review. InProceedings of the 2022 AAAI/ACM Conference on AI, Ethics, and 

Society 2022 Jul 26 (pp. 78-91). doi: 10.1145/3514094.3534164. 

[25] Wang D, Yang Q, Abdul A, Lim BY. Designing theory-driven user-centric explainable AI. InProceedings 

of the 2019 CHI conference on human factors in computing systems 2019 May 2 (pp. 1-15). doi: 

10.1145/3290605.3300831. 

[26] Kahneman D. Thinking, fast and slow. New York: Macmillan 2011. doi: 10.1007/s00362-013-0533-y. 

H. Maathuis / Developing Meaningful Explanations for Machine Learning Models 385



Towards Value Alignment for Opaque
Agents Through Concept Analysis and

Inter-Agent Value Modelling

Jack MCKINLAY
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Abstract. Value alignment, ensuring that artificial intelligence acts in
ways aligned with humans, is a key challenge in the deployment of AI
systems and an important aspect in the development of hybrid intelli-
gence. A notable issue in value alignment is the lack of precision around
what value alignment actually is and how to evaluate its success. An-
other issue is the fact that multiple agents are involved in value align-
ment, but these agents’ values may not be easily understood or ex-
pressed. In order for autonomous agents to readily adapt to these agents’
needs, and to promote interpretability of the system, an evidence-based
means to assess the value priorities of agents is required. In my PhD,
I am proposing a precise definition of value alignment through a qual-
itative concept analysis, synthesising themes from across the literature
to produce a cohesive description. In addition, I am developing a novel
mechanism for inter-agent value inference to enable agents to assess
other agents’ values in an interpretable way. My PhD will generate a
cohesive description of the value alignment problem, identifying sub-
problems for further research, and build a means for autonomous agents
to perform value inference in pursuit of achieving value alignment.

Keywords. Value Alignment, Value Inference, Agent Modelling

1. Introduction

Artificial Intelligence (AI) offers numerous benefits for the world, but hasty
deployment without proper preparation presents significant risks regarding the
safety and usability of the technology. Value alignment, broadly understood as the
challenge of ensuring that autonomous artificial agents will act in ways aligned
with humans when deployed in society, is crucial to mitigating these risks.

Values are essential concepts in shared decision-making for humans, being
guiding factors shared between cultures [1], and differences in how we act on
values are a common source of conflict. If we develop AI that does not also act
towards these values in ways we find agreeable, it will lead to problems in their
use. For example, if a loan-decision AI model prioritised profit as the owning bank
valued, but failed to consider unfair discrimination or avoiding economic risk as
other stakeholders like customers and regulators would value, the tool would be
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potentially harmful or banned. Instead, our goal should be to use value alignment
to create AI systems that cooperate synergistically, proactively, and purposefully
with humans, amplifying instead of replacing human intelligence, and empowering
human values.

Themes within the topic of value alignment range from issues of user trust
in AI and reliable operation [2,3], to philosophical debates around the ethics of
creating AI [4] and the treatment of AI systems [5,6,7]. Most literature within
value alignment research either focuses on the question of which values to align AI
systems with, or how to align AI systems with values; these are referred to as the
normative and technical challenges, respectively [8]. My PhD focuses primarily on
the technical aspects of the problem, specifically the problems of defining value
alignment in a technical context, and inferring values held by agents in a system.

A recurring issue in the value alignment literature is the lack of a consistent
definition on what value alignment means. Many authors borrow from Russell [9],
describing the problem as “aligning AI with human goals/values/preferences.”,
but this definition is flawed. The verb ‘align’ does not convey a precise criterion,
and the inconsistency regarding whether the authors intend to align with goals,
values or preferences is problematic as these terms are not interchangeable [8,10].
Other themes that repeatedly occur in definitions include AI acting ‘beneficially
for humans’ [11,12] or ‘ethically’ [13,14,15], as well as mentions of behaviour
guarantees [16,17]. What qualifies as beneficial or ethical is itself determined by
individual values and ethical frameworks, while behaviour guarantees are difficult
to prove. The lack of a consistent definition of value alignment is unhelpful, as
it makes it more difficult to synthesise research and exacerbates disagreement
among key decision-makers [18, p. 154].

Another issue in current agent models is the lack of a means for agents to
reason about the values held by other agents in the system. Values serve an
important role in coordinating behaviour in social contexts [19], and the absence
of a mechanism for AI to infer these values and reason about them, a process
referred to as value inference [20], could explain their perceived amorality. If we
can endow AI with the capacity to model values and their relative importance in
other entities, and how its own actions will impact these values, it will contribute
towards improving its ability to act in morally positive ways by not ignoring
others’ values in its decision-making. In addition, being able to express these
beliefs used in the reasoning process will improve the system’s interpretability by
providing evidence behind decisions.

In my PhD, I am investigating both issues. First, I aim to create a clear
definition of value alignment by synthesising literature from across the topic. My
goal is to provide researchers with a coherent definition for developing solutions
in the field. In the second part of my PhD, I will use this definition to guide the
development of my mechanism for modelling the values present in agents in a
system, for the purpose of assessing alignment and interpreting agents and their
decision-making.

1.1. Background

While values themselves cannot be directly observed, we can do so indirectly
through their influence on the agents’ actions. Aler Tubella et al. [21], supported
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by van de Poel’s work [22], explored value monitoring through their glass-box
framework, which maps moral values into explicitly verifiable norms for the sys-
tem, and uses these to constrain inputs and outputs. Schwartz’s model of val-
ues [23], the predominant definition in the literature, also supports our ability to
model values. Through a cross-cultural survey of over 20 countries, he identified
a circumplex model containing 10 motivational domains for values. This provided
a conceptual formalism of the relationship between different human values, sup-
ported by empirical evidence. Brunswik’s lens model [24] was developed to exam-
ine probabilistic functionalism, the perceptive theory that cues are approximate
indicators of underlying objects [25]. This suggests an approach for integrating
perception and uncertainty into value inference, with the latter being cited as a
necessity in safe AI development by Russell [26].

1.2. Research Questions & Challenges

My first research question reflects my goal of generating a precise definition of
value alignment:

“How do we define value alignment in such a way that is practical and con-
sistent with previous theory?”

This can be further divided into two sub-questions:

1. What are the practical components of a value aligned system?
2. What are the consistent elements of value alignment considered in previous

research?

Generating a definition consistent with previous theory comes from my in-
tention to synthesise the topic’s diverse interdisciplinary discussion. To date, re-
views on value alignment have generally avoided examining the topic as a whole,
instead focusing on sub-topics within the domain, and hence have not produced
a definition that draws upon all areas of the field.

I consider a practical definition to mean one that is:

1. Quantifiable, to allow for implementation in a machine-usable form.
2. Commensurable, in that the degree of alignment can be compared mean-

ingfully between different systems.
3. Interpretable, in that the degree of alignment can be meaningfully at-

tributed to the system’s behaviour.
4. Tractable, in that alignment can be measured and assessed in a practical

time frame.

My second research question concerns the modelling of values in a system
containing autonomous agents:

“How can we infer the values possessed by an opaque agent with reference to
a predefined group of values?”

This can also be split into sub-questions:

1. How do we establish what values are relevant to an opaque agent?
2. How do we construct and validate an inference mechanism?
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The reason for focusing on opaque agents, referring to agents whose reasoning
process cannot be interpreted, is two-fold: to create a model that is agnostic to
the reasoning process used; and because of the prevalence of opacity in AI systems
[27]. By a predefined group of values, I mean a collection of human values identified
as relevant in the given context and given a relative importance ordering. I use
this predefined group because modelling values without a reference point would
most likely lack semantic meaning in any values identified, which would limit the
method’s interpretability. Identifying these values poses a normative challenge,
and it is worth examining the processes involved in doing so to better understand
value alignment overall, but this is not the focus of this project.

Existing work in modelling values in opaque agents usually does so through
methods that encode humans’ preferences into the utility functions of autonomous
agents [28,29,12]. These methods are problematic in that the humans modelled
are usually opaque agents themselves, and utility functions are notoriously lacking
in interpretability. Hence this creates a situation where it is difficult to determine
what values have been encoded, and how effectively this has been done. Utility
functions also imply an inherent commensurability between values, which often
causes problems in practice.

My research instead intends to exploit the relationship between values and
indicators within the problem environment to create an interpretable model for
values held by agents. I will do this by grounding these values as features in
the agent’s operating environment, and then infer preference orderings between
values by connecting an agent’s actions to their impacts on these features. By
establishing preferences, or lack thereof, between an agent’s values using orderings,
I reduce the concern regarding the commensurability of values, as orderings lack
the need for scalar weights. I also support interpretability by being able to justify
assumed value preferences based on observed behaviour.

2. Methodology

My PhD project consists of two parts. The first consists of a structured literature
review to construct a definition of value alignment using qualitative coding. The
second involves developing a mechanism for interpretable value inference, leading
to the assessment of value alignment. The definition obtained in the first part will
be used to inform the development of the mechanism in the second part.

2.1. Structured Literature Review

I am constructing a definition of value alignment incorporating previous theory
through a qualitative concept analysis. I am the sole coder, negating the risk of
coding disagreement. Saturation will be assessed by a running average of new
codes retrieved from papers, with saturation reached when a given threshold is
not reached for several papers. The exact criteria will be assessed as part of the
review. Codes are collected inductively and synthesised into themes, from which
a definition for value alignment will be derived in line with our criteria. The
nature of this definition will take the most appropriate form, based on the analysis
output.
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So far, I have retrieved literature from the Scopus database, which was chosen
due to featuring peer-reviewed papers from non-predatory journals, and limited
myself to English language papers. Papers have been screened to focus on contri-
butions to the implementation of value alignment. I have excluded discussions of
the moral status of autonomous agents and governance around ethical AI. I have
also conducted a bibliography search within relevant papers to find additional
material not captured in the initial search.

My initial search has identified 167 relevant papers, for which I have per-
formed an initial coding to identify important themes in the value alignment
space. A high-level consolidation of this is given in Figure 1. Note that the survey
is ongoing and these themes are not final.

Figure 1. The current consolidated themes in the value alignment literature produced by the
initial coding in my analysis.

From this initial work, I have built a framework to continue analysis and
expand on my identified themes. This will involve further screening papers to
select those that can best develop the codes of interest. I anticipate the review
being completed by the summer.

2.2. Value Inference in Opaque Agents

I am developing a mathematical model to explicitly encode agents’ perspectives of
values in a given context for the sake of modelling other agents’ values. My focus
on agents’ perspectives is because the process of determining value alignment will
require inferring the values held by other agents in the system, but an agent’s
perspective of values will depend on their own ontology. I represent these per-
spectives as an agent’s orderings over predefined values and how they relate these
values to features in the environment. Values are assumed to follow Schwartz’s
definition as shared latent constructs that influence contextual behaviour and can
be ordered [23]. The mathematical details are in development, and I intend to use
graphical modelling to describe the relation between values and features. From
here I will infer preference orderings between values based on observed actions.
My choice of graphical modelling is inspired by the glass-box framework from Aler
Tubella et al. [21]. It will promote interpretability in the system and also allow the
integration of uncertainty through Bayesian modelling techniques. Incorporating
uncertainty is done to improve the robustness of decision-making [30]. I illustrate
my working model in Figure 2.

I treat values as latent variables that influence the agents’ behaviour to vary-
ing degrees, which leads to the agent impacting observable features in the system
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Figure 2. The model for inter-agent value inference. Agent 1’s latent values (VA1) are encap-
sulated in the agents’ behaviour (πA1), which is observed through the agent acting in the en-
vironment (F). The observing agent (agent 2) uses its lens, the mechanism that encodes the
relationships between environment features and values, to make value judgements (JA1) about
the observed agent (agent 1).

environment. How features are related to each value is based on the observing

agent’s perception, which I call their lens. The lens gives contextual meaning to

values by grounding them in contextual features and determines how the agent

ascribes different value preferences to other agents based on what it observes. How

these lenses might change between contexts is an important research question,

but beyond the scope of the current work. For autonomous agents, I can control

how features are related to values, but direct control is obviously not possible

with humans. The output of this model is a probabilistic ordering of the observed

agent’s values. By comparing these orderings with an agent’s own values, which

can either be directly encoded or estimated through the agent’s lens, I will gener-

ate information that can be interpreted using our previously obtained definition

of value alignment to make a judgement on the degree of alignment.

At this stage of my project, I am focusing on two-agent scenarios. This will

allow me to focus on refining the inference mechanism without having to construct

and manage an excessively complex simulation. Systems of practical interest will

undoubtedly contain more than two agents, necessitating a deeper understand-

ing of value aggregation mechanisms and promising future opportunities for this

research. While I am not involving humans in this stage of the research, future

studies will investigate the process of modelling humans’ value priorities by au-

tonomous agents, and how this can be exploited to make value aligned decisions.
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Abstract. Autism Spectrum Disorder (ASD) poses unique challenges, with indi-
viduals often experiencing difficulties in emotional regulation, leading to disrup-
tive behaviors such as tantrums. This research protocol outlines the development
of an innovative system designed to monitor and prevent tantrums in individuals
with ASD, employing a neuro-symbolic approach. The proposed system integrates
neural networks and symbolic reasoning to improve understanding and prediction
of tantrum episodes. Leveraging real-time physiological and behavioral data, col-
lected through wearable devices and user input, the system employs machine learn-
ing algorithms to detect patterns indicative of imminent tantrum events. Further-
more, a symbolic reasoning system interprets these patterns, taking into account in-
dividualized factors. The outcomes of this study are anticipated to contribute valu-
able insights to the growing field of technology-assisted interventions for neurode-
velopmental disorders.

Keywords. Autism, Human-AI interaction and collaboration, User modeling and
personalisation, Integration of learning and reasoning, Biosensing techniques

1. Context

1.1. Clinical problem

Autism remains an etiological mystery, its treatment has attracted the attention of many
researchers who have used different techniques and technologies to improve the quality
of life of ASD subjects.

In this regard, recent methodological advancements have focused on measuring
emotions as organized patterns that emerge within interactions with others which may
aid in better understanding the developmental mechanisms that underlie the nature,
causes, and consequences of emotions—including tantrum. Machine learning is one of
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the above-mentioned advances in computer science that can process data to highlight
meaningful patterns. When artificial intelligence is used to investigate affective states of
the human being, we enter the field of affective computing, defined as “computing that
relates to, arises from, or deliberately influences emotion or other affective phenomena”
and use “affect” and “emotion” interchangeably [16].

1.2. Related Literature

Most of the literature found with the keywords ”ASD” and ”Machine learning” refers
to the diagnosis of the disorder itself, however the use of machine learning in tantrum
detection in ASD children has been studied and applied in many researches (for a com-
plete review: [10]), but only a few of these used biometric data: most used data related
to facial expression, kinetics and motor movements ([15], [9], [8], [17]).

Studies that specifically deal with the detection of tantrums in ASD patients through
the use of wearable devices and biometric data are now presented.

The first study [13] aims to examine the feasibility of detecting agitated behaviors in
children with autism spectrum disorder (ASD) using data from wearable devices. Data
were collected on a 9-year-old autistic child using the Empatica E4 device, which records
electrodermal activity (EDA), pulsating blood volume (BVP), and acceleration (ACC).
The study demonstrated the possibility of using data from wearable devices to detect the
agitated behaviors of children with ASD during their daily activities. This could improve
the quality of life of ASD patients and their caregivers by providing timely notification
of such behaviors and preventing harmful consequences.

The second study [11] proposes and implements a non-invasive real-time deep
learning-based Meltdown / Tantrum Detection System (MTDS) for ASD individuals.
The system uses a prototype hardware in the form of a wearable bracelet, which records
the heart rate, skin temperature, and galvanic skin response of individuals with ASD,
and transmits the data to a server connected to the internet, where it is analyzed by deep
learning models such as CNN, LSTM, and CNN-LSTM. The system can detect the state
of anger or panic crisis in real-time and generate an email alert to caregivers or clinicians,
and it also offers a graphical interface to monitor and analyze data and results. The size
and sociodemographic and clinical characteristics of the sample are not specified. The
results show that the CNN-LSTM-based system achieved higher accuracy (98) and lower
absolute mean error (0.04) than the other algorithms.

The aim of the third study [19] is to create a device that can detect and prevent
meltdowns in autistic children using stress sensors and machine learning algorithms. An
optical sensor was used to measure heart rate and an electrodermal sensor to measure
the galvanic response of the skin. An STM32-F446RE microcontroller converted analog
signals to digital and transmitted them via bluetooth to an Android application. The lo-
gistic regression model showed promising results with an accuracy score of 0.82 and a
recall score of 0.83. The decision tree model showed a lower accuracy score of 0.76 and
a recall score of 0.62. These results depend on the only child tested for this thesis and
could change for other users depending on how their body reacts to stressful situations.
The study has shown that meltdowns can be predicted using simple machine learning
algorithms that don’t require large data to give generally good accuracy scores.

The aim of the latest study [7] was to evaluate whether physiological and movement
data collected by a wearable biosensor can be used to predict aggression toward others in
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young people with autism spectrum disorder (ASD). Cardiovascular, electrodermal and
accelerometric activity was recorded from a biosensor worn by 20 young people with
ASD (ages 6-17 years) during 69 nature observation sessions in a specialized psychiatric
unit. The results indicate that aggression towards others can be predicted 1 minute before
it occurs using 3 minutes of previous data from the biosensor with an average area under
the curve of 0.71 for a global model and 0.84. The biosensor was well tolerated, usable
data were obtained in all cases, and no users withdrew from the study. These findings lay
the groundwork for the future development of real-time adaptive intervention systems to
prevent or mitigate the emergence, occurrence, and impact of aggression in ASD.

As far as patient intervention is concerned, research so far has focused on robotic
agents in the field of social robotics: social robots, also known as Socially Assistive
Robots [5], have been designed to leverage their social and affective attributes to sustain
people’s engagement as well as to motivate, coach, educate, facilitate communication,
monitor performance, improve adherence to health regimen, and provide social support
to people [14]. Researchers have found that if a robot communicates using the same sorts
of non-verbal cues that people use, then people subconsciously interpret, form social
judgments, and respond to robots much as they do when these cues are used by people
[1].

2. Research Question

The research question is as follows: how does the integration of affective computing
with physiological signal processing, and a symbolic reasoning framework with Answer
Set Programming (ASP) contribute to the development of a virtual agent for tantrum
monitoring and prevention in individuals with ASD?

It is hypothesized that the virtual agent, incorporating advanced affective computing
techniques and a dynamic symbolic reasoning framework through ASP, will significantly
prevents or reduce the severity of tantrum episodes in individuals with ASD. Addition-
ally, it is anticipated that the personalized interventions generated by the virtual agent,
based on real-time emotional data and individualized factors, will enhance emotional
regulation and well-being, contributing to an improved quality of life for both individu-
als with ASD and their caregivers. Through iterative testing and refinement informed by
user feedback, it is anticipated continuous improvements in the virtual agent’s effective-
ness and user satisfaction over the course of the study. One of the possible explanations
for this clinical pattern is that individuals with ASD experience extreme difficulty filter-
ing sensory and social inputs, a fundamental process to discriminate important informa-
tion from irrelevant information when interacting with their environment (physical and
social) [20].

To talk about the novelty of this research, it is good to underline, starting from the
prevalence of robotic agents compared to virtual ones as therapeutic and educational
tools for autism, a particular phenomenon: the practices of the of the use of the robot
in the field of ASD, often considered best practices, are determined by the mainly from
manufacturers or professionals in the robotics sector who take little into the considera-
tion of clinical aspects [21]. The following research will be carried out with the collab-
oration of a strongly multidisciplinary team that will ensure rigor both from a computer
science point of view and from that of social sciences and clinics. The second funda-
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mental element of novelty is the use of a Neuro-Symbolic approach, which represents
a convergence of symbolic reasoning and neural network based learning. This hybrid
methodology leverages the strengths of both symbolic AI, which excels in rule-based
reasoning and logical inference, and neural networks, which excel in learning complex
patterns from data [6]. In the context of the presented research, the neuro-symbolic ap-
proach is particularly advantageous. It facilitates the integration of symbolic reasoning,
crucial for modeling individualized factors influencing emotional states in ASD, with
the adaptability and learning capabilities of neural networks. This synthesis enables the
virtual agent to dynamically interpret and respond to complex emotional cues, evolving
its interventions based on real-time data.

3. Methodology

3.1. Design

The design of this research is a cross-sectional study with quantitative and qualitative
methodologies to investigate the development and impact of a virtual agent. This mixed-
methods approach allows capturing both quantitative effectiveness metrics and the qual-
itative richness of user experiences. On the quantitative front, a pre-post intervention de-
sign will be implemented through a structured set of outcome measures, including fre-
quency and severity of tantrums and identify the system’s effectiveness. Additionally,
physiological data, collected through wearable devices, will be subject to statistical anal-
ysis to provide objective insights into emotional regulation changes. Complementing this
quantitative foundation, a qualitative research strand will employ in-depth interviews and
usability testing sessions. These qualitative components aim to uncover subjective expe-
riences and perceptions of individuals with ASD and their caregivers regarding the vir-
tual agent. Thematic analysis will be applied to extract rich narratives, providing a deeper
understanding of how the virtual agent influences emotional well-being and daily life.

To develop a comprehensive understanding of the ASD population, a specific sam-
pling strategy will be implemented. The sample will ideally be formed by subjects with a
confirmed diagnosis of level 2 ASD between the ages of 18 and 30: by tailoring interven-
tions to the specific needs and strengths of young adults, the effectiveness and long-term
impact can be maximized. In tandem, caregivers closely associated with the daily lives
of these individuals will also be invited to participate, providing a holistic perspective
on the efficacy of the virtual agent proposed. To initiate participant recruitment, collabo-
rative efforts will be made with the DISCAB Neuropsychology Clinic and the Abruzzo
Regional Autism Reference Center. This collaborative approach, involving healthcare
professionals and advocacy groups, will facilitate the identification and invitation of po-
tential participants who meet the specific inclusion criteria. Informed consent will be
obtained to confirm a clear and voluntary understanding of the purpose of the study. Fi-
nally, the determination of sample size will be guided by a balance between practical
considerations and statistical power. Given the unique nature of the ASD population, an
approach that prioritizes a smaller sample size with in-depth qualitative data collection
will be adopted, ensuring a comprehensive exploration of the impact of the virtual agent
on diverse individuals.
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3.2. Neural network

In this section, we will explain how you intend to develop the ML system that will pro-
cess the input data.

Physiological Signal Processing Integration: The biosignals that will be measured
in the research have been chosen after the evidence highlighted previously in the review
paragraph. Heart Rate Variability (HRV) is defined as the variations between consecu-
tive RR intervals or heartbeats. HRV components are regarded as significant dependent
measurements in psychophysiology and behavioral medicine, and they have attracted in-
terest in both fields [2]. Galvanic Skin Response (GSR), also called Electrodermal Ac-
tivity (EDA), is considered to be one of the most robust physiological indices of stress
and it is widely used [12]. The aim is develop algorithms for HRV and GSR analysis to
extract patterns associated with varying emotional states in individuals with ASD. It will
be necessary to develop signal processing techniques to discern subtle changes indicative
of heightened arousal or emotional distress.

Real-time Emotional State Inference: The system will integrate HRV and GSR sig-
nal processing components into a system for real-time emotional state inference. The
aim is to provide the virtual agent with accurate and timely information regarding the
user’s emotional state. Cognitive empathy is the capacity to understand and identify the
feelings of another individual; it makes us better communicators because it helps us relay
information in a way that best reaches the other person. It involves having the ability to
comprehend the mental condition of others and what they might be thinking in response
to the situation. This is associated with the concept known to psychologists as the ”The-
ory of Mind,” or the capacity to consider the thoughts of others. Although they are far
from the formalization of artificial empathy, several studies have highlighted how neces-
sary it is for an agent to be able to intercept the emotional states of the user and respond
in a relevant way [4].

3.3. Automated Reasoning

On the other side, this research will develop a comprehensive symbolic reasoning system
that includes a broad understanding of individualized factors influencing emotional states
in individuals with ASD. Automated reasoning is more complex than just analysing
users’ behaviours since it requires problem solving based on numerous processes. The
aim is to establish a knowledge base that incorporates symbolic representations of var-
ious contextual factors; this base will serve as the foundation for the virtual agent’s
decision-making process, allowing it to interpret emotional cues within a rich and per-
sonalized context. To accomplish this, we plan to use ASP. This programming paradigm
is widely used and has also been applied to the development of logical agents [3]: the
reason is that, unlike neural networks, it allows for reliability, transparency, and trust-
worthiness. In addition, the absence of a black box makes it possible to intervene in a
targeted manner to modify, if necessary, the system and ensure maximum customization.
Using ASP’s expressive syntax will represent complex relationships and dependencies
within the knowledge base, allowing for flexible and efficient reasoning. Another ap-
plication of automatic reasoning within this research could be relative for mobility and
transportation, as the cognitive profile of people with ASD can lead to some difficulties
during their journey. This can involve difficulties with communication, the incapacity to
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utilize public transportation securely, and frequently the requirement to be accompanied
by a caretaker [18]. The problem of connecting two places as quickly as possible is a
classic example used in ASP, which seems to have been created specifically to solve this
type of problem. This element of the research will serve to provide ASD subjects with
greater autonomy and reduce dependence on caretakers, providing overall a significant
improvement in their quality of life.

4. Discussion and future works

The presented research poses several ethical considerations. Some potential ethical prob-
lems include:

1. Privacy and Informed Consent: Collecting sensitive data, including facial expres-
sions, physiological signals, and behavioral patterns, raises concerns about pri-
vacy. Ensuring informed consent, especially considering the vulnerability of the
ASD population, is crucial. In this regard, implement informed consent proce-
dures is in plane: clearly explaining the purpose of data collection, how the data
will be used, and measures in place to protect participant privacy.

2. Stigmatization and Bias: A virtual agent designed specifically for ASD individ-
uals may unintentionally reinforce stereotypes or stigmatize participants if not
developed and implemented carefully. To avoid this, in this research they will be
kept as a reference of inclusive and person-centered design principles, ensuring
that the virtual agent’s responses and interventions are respectful and unbiased.

3. Equity and Accessibility: Ensuring equitable access to the virtual agent from di-
verse backgrounds is essential. Socioeconomic factors or limited access to tech-
nology could create disparities in the benefits of the intervention. For this reason,
it is expected that the development of the agent and the affective computing sys-
tem will be carried out through tools within everyone’s reach, such as common
smartwatches or EMPATICA’s devices and monitoring platform.

By merging neural network and symbolic reasoning, this research aims to provide
a novel and effective tool for supporting individuals with ASD in emotional regulation,
fostering improved quality of life for both individuals and their caregivers. At present,
the research is in the neural network development phase. Until now, the design of the
agent has been based on data from the literature. The user’s interaction with the agent has
not been specified in this paper because, for a design that is maximally user-oriented and
context-specific, a survey is being completed to map the needs and expectations of young
ASD subjects and their caregivers. These phases, carried out in parallel, are expected to
be completed by July 2024; subsequently, with the data collected, we will move on to the
development of the symbolic component: The idea behind this choice is the belief that
similar interventions designed a priori have limited effectiveness. In conclusion, beyond
the interdisciplinary synergy within IT science, this research underscores the imperative
collaboration with psychology. It is in the confluence of IT science methodologies and
psychology’s deep understanding of human behavior that we find the transformative po-
tential to improve interventions in ASD.
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Abstract. Medical imaging is a critical component of clinical decision-making, pa-
tient diagnosis, treatment planning, intervention, and therapy. However, due to the
shortage of qualified radiologists, there is an increasing burden on healthcare prac-
titioners, which underscores the need to develop reliable automated methods for
interpreting medical images to reduce the time spent on commonplace cases and
to support radiologists on more complex cases. Despite the development of novel
computational techniques, automatically interpreting medical images remains chal-
lenging due to the subtlety and nuance of the patterns to be interpreted as well
as the presence of noise and varying acquisition conditions. One promising solu-
tion to improve the reliability and accuracy of automated medical image analysis
is interactive machine learning (IML), which integrates human expertise into the
model training process. However, IML methods often lack compelling explana-
tions to help users understand how a model is processing an image. To overcome
this limitation, this study introduces a novel approach that leverages active learning
(AL) to iteratively query for high-uncertainty samples while utilizing explanations
from a prototypical part network to improve model classification. The proposed ap-
proach utilizes prototypical parts, which are snapshots of image sections, to deter-
mine an unlabelled image’s class based on the presence of the prototypical parts.
Interaction occurs during the selection of prototypes and the AL phase, where a set
of decision rules is designed to consider the contributions of which combinations
of prototypical parts are the most representative of the unlabeled image output by
the AL. The proposed explainable interactive machine learning (XIL) framework
empowers medical experts to interact with the model’s training process, enabling
more efficient and personalized learning through explanation and interaction.

Keywords. Human-in-the-loop (HITL), Interactive Machine Learning (IML),
Active Learning (AL), Explainable Artificial intelligence (XAI), Explainable
interactive Machine Learning (XIL), Prototypical Part Network.

1. Context

The field of interactive machine learning (IML) has gained significant attention in the
medical field in recent years [3,4,5,6,7]. Training image-based machine learning models
typically relies solely on automated processes to learn patterns and make predictions,
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Figure 1. Basic Interactive Machine Learning (IML) Framework

offering no ability for interaction between the user and the model [7]. In contrast, IML
incorporates human input and feedback into the modelling process, resulting in more
interpretable and domain-specific models [3,4]. A typical IML workflow is presented in
Figure 1, where the model training process is automated and periodically interspersed
with interactions with a user. The user provides feedback to queries posed by the train-
ing process, which is then incorporated into another round of automated model training.
Active learning [8], is a well known example of IML, and aims to reduce the number of
labeled instances required to train machine learning models. However, there is an oppor-
tunity to deepen the interaction between the oracle1 by enabling the system to accom-
pany user feedback queries with model explanations and allowing for more sophisticated
feedback than simple labels in active learning.

The imperative for explainable artificial intelligence (XAI) in medical image analy-
sis is driven by the need for transparency and understandability in model predictions [9].
Techniques such as local interpretable model-agnostic explanations (LIME) and shap-
ley additive explanations (SHAP) have set benchmarks in demystifying model decisions
by attributing predictions to specific features in the input data [10,11]. The integration
of XAI into IML frameworks (XIL) ushers in an era where users can not only interact
with models, but they can also grasp the ’why’ behind model predictions. This is critical
in medical diagnostics, where understanding the rationale for a particular diagnosis or
treatment recommendation can significantly impact patient outcomes and clinician trust
in AI tools.

Another emerging trend in XAI for medical imaging is the use of prototypes. Chen
et al. [12] define a prototype as part of an image that is representative of features that
capture the essential characteristics of a class. To prevent confusion with prior research
that employs the term ”prototype” [13], we adopt the phrase ”prototypical part” to refer
specifically to a portion of an image that captures essential characteristics, rather than full

1A human expert who actively participates in the training process of an Interactive Machine Learning (IML)
model.
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image prototypes. To arrive at a final classification for an unlabelled image, the evidence
of multiple prototypical parts are combined.

Following this discourse, the AIMEE system [14] is one example of a family of
XAI approaches that extract rules from models to help users understand how a model
works, and even provide an opportunity to adapt a model. Systems like AIMEE work
with numerical data only, however. There is though an opportunity to combine the use of
prototypical parts with systems like AIMEE for models that work with medical images.
To illustrate, we could have a rule such as ”IF (prototype A) AND (prototype B) AND
NOT (prototype C) THEN (Class B)”. These rules could then serve to elucidate the
current state of the learned model to a user, who could provide feedback to the learning
process by adjusting the rules accordingly. Our work proposes to build such a system.

To complement the decision rules, we propose implementing interactive methods
for training prototypical parts. The current approach outlined by Chen et al. [12] offers
a relatively static methodology. However, not all prototypical parts may be readily inter-
pretable by human specialists. For example, a model might generate a set of prototypical
parts for specialists to either accept or reject. While rejected prototypical parts still hold
value for the model, they may lack interpretability for human experts and consequently
might not be incorporated into the Interactive Machine Learning (IML) framework. This
setup would empower an oracle to exert influence in the training process by accepting or
rejecting prototypical parts based on their representativeness of the class. This function-
ality offers an opportunity for the system to leverage the expertise of the human oracle,
thereby ensuring the selection of more relevant prototypical parts.

The combination of these approaches AL, prototypical parts, and rule-based ex-
planations—presents a holistic strategy for enhancing machine learning applications in
medical image analysis. By prioritizing interpretability, efficiency, and expert integra-
tion, the framework being built in our work addresses key challenges in the field, offering
a path toward models that are not only technically proficient but also clinically valuable.

2. Research Questions

This research will address the following research questions:
RQ1: When using AL for medical image classification problems, which combi-

nation of model (low, medium or high capacity), data representation (raw images
or bottleneck features from a pre-trained model), and selection strategy (random,
margin or Least-Confidence) leads to the most accurate models with the fewest la-
belled images?

When choosing an AL framework, several key factors come into play. Firstly, the
nature of the dataset is crucial, as different AL strategies excel in different data con-
texts. For instance, uncertainty sampling may shine in image classification datasets, while
ensemble-based AL could be more effective for text data. Additionally, the size of the
dataset matters; some AL methods may require a larger initial labeled dataset to be ef-
fective, while others work well with smaller sets. Model capacity is also a considera-
tion; high-capacity models may need more labeled data and time to converge, whereas
simpler models might suffice with less data. Finally, the choice of sampling and query
strategies—such as uncertainty sampling or query-by-committee—can significantly im-
pact AL effectiveness.
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In terms of classifier effectiveness within AL scenarios, it’s hypothesized that mod-
els capable of learning from few labeled examples are preferable. Pre-trained models
like ResNet50 are anticipated to offer robustness but may be computationally intensive.
To address this, an alternative AL framework is proposed, leveraging bottleneck features
from ResNet50 combined with a Random Forest classifier. Additionally, shallow Convo-
lutional Neural Networks (CNNs) are seen as promising due to their flexibility in archi-
tecture and training. This study aims to validate these hypotheses by analyzing various
AL frameworks and classifiers, offering insights into optimal combinations for different
dataset characteristics.

RQ2: How can interpretable decision rules based on prototypical parts (rather
than feature values) be created to improve model interpretability?

In order to generate informative explanations, an XIL system will necessitate inter-
pretable explanations, such as decision rules or rankings of feature importance that are
understandable by humans.the process begins by translating the prototypical parts into
a vector space. This enables a direct mapping of decision rules to specific prototypes or
their combinations. The mapping would guide the network in emphasizing certain pro-
totypes over others based on the decision rules. For example, if a decision rule indicates
a particular feature is highly indicative of a class, the prototypes corresponding to that
feature could be weighted more heavily in the classification process.

Additionally, the feedback mechanism from AIMEE, where users can edit or pro-
pose new rules, could be used to refine the set of prototypes uses. If a user identifies
a prototype that does not contribute effectively to classification or misses a critical as-
pect, the network could be adjusted to incorporate this feedback, either by modifying the
existing rule or learning new ones that better capture the user-defined rules.

RQ3: How can decision rules be modified by users based on the presence or ab-
sence of prototypical parts and incorporated as user feedback into an Explainable
interactive Machine Learning (XIL) framework?

In addressing this question, the focus is on enabling user engagement with deci-
sion rules in medical image classification within the XIL framework. Challenges include
simplifying complex rules without losing effectiveness, designing intuitive interfaces,
establishing effective feedback mechanisms, ensuring model interpretability, and tech-
niques to incorporate revised rules back into a model. By prioritizing user interaction and
overcoming these challenges, we aim to enhance the transparency and interpretability of
machine learning models in medical image classification.

RQ4: To what extent can the integration of IML enable the discovery of more
human interpretable prototypes?

In the initial pool of labeled data, prototypes are established to harness domain
knowledge for the model. However, these prototypes, while valuable, may not always be
interpretable to the user. To bridge this gap, a prototype ranking system is introduced,
prioritizing user interpretability. Prototypes less clear to users remain important to the
model’s functionality but are sidelined during user interactions. By enabling user interac-
tion with the prototypes, allowing them to rank these based on interpretability, the model
ensures that users are presented with prototypes that are meaningful and understandable.
This strategy aims to balance domain significance with user interpretability, ensuring that
engagement with decision rules always yields interpretable prototypical parts.
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Table 1. The summary of results, measured by the Area Under Learning Curve (AULC), shows the best
performing approach highlighted in bold

Representation Model Sampling Strategy PnemoniaMNIST BloodMNIST DermaMNIST OrganMNIST3D FractureMNIST3D

Bottleneck Features Random Forrest
Random
Margin
Least-Confidence

0.8270
0.8295
0.8284

0.6399
0.7144
0.6341

0.6649
0.6783
0.6789

0.6529
0.6456
0.6531

0.4351
0.4109
0.4273

Raw Image ResNet50
Random
Margin
Least-Confidence

0.7960
0.8614
0.8452

0.9194
0.9302
0.9262

0.6892
0.6919
0.7134

0.9027
0.9211
0.9180

0.4329
0.4283
0.4542

Raw Image Shallow CNN
Random
Margin
Least-Confidence

0.8213
0.7879
0.8333

0.7421
0.6571
0.7488

0.6562
0.6587
0.6602

0.7121
0.7558
0.7307

0.4098
0.3922
0.4073

3. Methodology

Early work has addressed RQ1 and designed an experiment aimed to assess the perfor-
mance of pool-based active learning using various combinations of query strategies (ran-
dom, margin, and Least-Confidence), model representations (raw image and bottleneck
features), and model types (random forest, 5-layer CNN, and ResNet50). The raw image
representations were resized to 224x224 and were used as input for the medium and high
capacity models. To ensure a balanced representation across all classes, the AL work-
flow began by selecting an initial subset of labeled images consisting of 20 samples in all
studies. Instead of relying on human agents for labeling, a synthetic approach was used
to simulate adding a labels to images per iteration. During each of 240 iterations, the
four most informative unlabeled instances were labeled and added to the dataset based
on the chosen query strategy. The test set, which had already been split by the authors of
MedMNIST [15], was used to evaluate the model’s generalization on unseen data at each
iteration. Performance evaluation was based on two metrics: the area under the learning
curve (AULC) and accuracy (ACC) after 100 iterations. The process was repeated for
each combination of query strategy, model representation, and model type

4. Results

This experiment aimed to determine the most effective combination of model represen-
tation, model capacity, and query strategies for active learning (AL) scenarios involving
medical images. Our experiment involved two image representations (bottleneck feature
and raw image representations) and three model architectures (Random Forest (low ca-
pacity), a 5-layer CNN (medium capacity), and a ResNet50 (high capacity)). We em-
ployed three query strategies, namely Random, Margin, and Least-Confidence, to iden-
tify the most informative data points for labeling.

The results, summarized in Tables 1 and 2, reveal that the high-capacity ResNet50
model using raw image representation, coupled with either the margin or least-confidence
query strategies, consistently achieved superior performance compared to other combi-
nations.

In summary, our study highlights the effectiveness of employing ResNet50 with
raw image representations in AL scenarios. This approach achieves impressive accu-
racy while requiring significantly fewer labeled samples compared to benchmark models.
Furthermore, our findings underscore the importance of selecting the appropriate query
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Table 2. The summary of results, measured by the Accuracy metric (ACC %), shows the best performing
approach highlighted in bold.

Representation Model Sampling Strategy PnemoniaMNIST BloodMNIST DermaMNIST OrganMNIST3D FractureMNIST3D

Bottleneck Features Random Forrest
Random
Margin
Least-Confidence

83.02
84.13
83.33

62.76
73.66
61.36

65.97
68.07
67.98

68.03
68.52
68.53

40.83
39.58
42.08

Raw Image ResNet50
Random
Margin
Least-Confidence

79.81
87.82
86.70

93.74
96.66
96.14

69.02
72.15
72.76

87.51
93.12
92.89

43.75
40.41
45.00

Raw Image Shallow CNN
Random
Margin
Least-Confidence

83.81
80.81
86.86

77.05
67.52
79.63

63.48
63.91
64.66

75.78
81.76
82.13

37.08
40.83
40.41

Benchmark ResNet50 85.70 95.60 73.1 85.70 49.40
Shallow CNN 83.20 79.42 68.54 81.93 40.12

strategy for optimal AL performance. The preferred strategy may vary depending on the
image types and regions, as evidenced by our results. Moving forward, we plan to in-
corporate both Least-Confidence and Margin-based query strategies in future studies to
ensure robustness and generalizability across different datasets and to investigate the use
of different pre-trained model architectures, especially those targeted at medical images.

5. Future Work

The future work and completion plan outlined in this section focuses on addressing three
key research questions related to improving model interpretability and incorporating hu-
man feedback in the context of medical image analysis. RQ2 aims to explore the creation
of interpretable decision rules based on prototypical parts, rather than feature values,
to enhance model interpretability. The plan involves integrating the ProtoPNET algo-
rithm into the IML framework and adapting the AIMEE framework to generate decision
rules based on prototypes. This approach aims to define clear conditions for prototypi-
cal parts in unlabeled images, thereby improving the interpretability of the model. For
RQ3, the objective is to investigate how decision rules can be modified by users based
on the presence or absence of prototypical parts and incorporated as user feedback into
an XIL framework. The plan involves exploring how oracles can modify decision rules
based on prototypes to build more trustworthy models using domain expertise. This ap-
proach aims to refine the model’s output to increase the expert’s understanding and es-
tablish trust during the decision-making process. Finally, RQ4 seeks to assess the extent
to which the integration of IML can enable the discovery of more human-interpretable
prototypes. This involves incorporating IML approaches into prototype discovery algo-
rithms to involve human experts during the generation of prototypical parts. The aim is to
identify more human-interpretable prototypes, thereby enhancing the applicability, trust,
and interpretability of the models.
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Abstract. Current generative AI interfaces have posed challenges for creative pro-
fessionals to interact with AI effectively. To address this issue from an interaction
perspective, the primary focus of my research is designing expressive interaction
with AI using mainly human-centered design approaches. More specifically, my
research will delve into understanding how creative professionals use generative AI
in professional settings, designing interactions with AI expressively and visually,
and building engaging and controllable creative AI systems that keep a balanced
agency between users and systems.

Keywords. Human-AI Interaction, Human-Centered Design, Creativity Support
Tools, Expressivity

1. Context

Advancements in Generative Artificial Intelligence (GenAI) and Large Language Models
(LLMs) have facilitated the production of high-quality synthetic images using descriptive
text prompts [17,39], which has lowered the barriers to AI engagement for a wider range
of audience including designers and artists. Current creative GenAI applications such as
DALL·E 3 [35], stable diffusion [33], and midjourney [32] allow designers and artists
to generate novel images, modify and iterate visual designs through text input. Research
has shown that LLMs-based image generation can be especially useful in fast iteration
and combining ideas in creative tasks [23]. Moreover, GenAI exhibits versatility across
various creative fields by generating a range of outputs beyond images, such as music,
videos, 3D models, and dance movements [47,37,1,9,29].

While current GenAI applications offer low-barrier text input access and great cre-
ative possibilities, non-AI professionals still often find it difficult to accurately express
their intentions to AI and achieve their desired results [50,24]. More specifically, Subra-
monyam et al. have described the challenges with interacting with LLMs as intentionality
gap (user only stating goals without other cognitive task processes), capability gap (user
being unaware of AI’s capabilities) and language gap (user unable to express themselves
clearly and effectively to AI) [44].
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One of the most common technical solutions to these challenges is “prompt engi-
neering”, which is a means of structuring text in order to efficiently interact with AI
models and tune the generation process towards desired outcomes [48,41], for instance
in text-to-image generation, using the structure like “A MEDIUM of SUBJECT in the
STYLE style” and specifying explicitly color, technique, relationships in space, and mo-
tifs [26]. There are a large number of existing studies on prompt engineering that have
been focusing on effective strategies for prompt writing [27,25,36,10,26], interactive
prompt feedback [40,12] as well as more customized suggested prompt refinement [6].
Prompt engineering has also been studied in design practice. A study conducted by Chiou
et al. on co-ideation between participants and AI image generators has demonstrated that
strategies such as preparing data, breaking design into steps, crafting specific styles and
reviewing can help generate effective prompts in design[10].

Apart from formulating effective prompts, some research uses conversational and
turn-taking approaches in the interactions with GenAI, in order to share semantics be-
tween humans and AI and develop repairing mechanisms [44]. For instance, ChatPainter,
a GAN-based model, uses a Q&A interaction such as “Q: is the woman standing on the
board? A: no she is beside it.” to facilitate create image details that meet users’ expecta-
tions [43]. ControlNet allows users to use additional text descriptions to have incremental
spatial control on existing generated images with diffusion models [51].

While these studies have provided insights into utilizing different AI input strategies
to generate more satisfying results, the interaction remains text-heavy and always ends
up in “trials and errors”. For visually oriented creative professionals, optimizing inputs
in a rule-based way seems counter-intuitive, especially in divergent thinking processes
[22]. Apart from prompt engineering and other techniques for detailing textual input,
there seems to be a lack of studies on expressive and efficient approaches to empower
designers and artists in interacting with GenAI.

In addition to inefficient and non-intuitive input interaction, I also see user engage-
ment and control as another challenge in creative AI applications from a human-centered
perspective. Despite GenAI has already been applied in a wide range of creative domains
and practices such as quick exploration of visual ideas [46], UI design [34], fashion style
clustering, forecasting and merging [18], speeding up design process [45], visual com-
munication and fast prototyping [20,11], a large number of creative AI applications seem
to be built in a fairly result-oriented way, where the results are presented but the creative
process is missing. These tech-driven applications reflect an inclination within AI devel-
opment to prioritize substitution over augmentation [46], and the absence of interaction
makes them closer to “direct execution of goal” [44]. This potentially raises broader so-
cietal concerns such as deskilling [49]. On the other hand, the lack of engagement and
control of the creative process also prompts users to view AI as an obedient tool. How-
ever, the relationship between human and AI can be rather versatile, and there can be
different levels of agency in such interactions [21]. For instance, instead of functioning
solely as a tool, AI can serve as a cooperative companion and assistant, guiding discus-
sions and task outcomes [42]. Questions on how to maintain a balanced agency between
humans and AI during interaction in context, and how to support such mixed-initiative
and complex relationships remain to be answered.
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2. Research Questions

In my research, the key research questions I am interested in are:

1. What are the interactions in users’ current creative practice, and how this can
inform us to build a more controllable and meaningful system for professional
design?

2. How to use expressive but controllable modalities and interaction techniques in
designing interaction to support creative professionals to engage with GenAI?

3. How to integrate GenAI system interpretation and results meaningfully in design
process to help users produce results more aligned with their expectations?

3. Methodology

In this section I will briefly introduce the theories and methodology I am likely to apply in
my future research. I aim to use a mixed methodology in my research, where my primary
methodology will be rooted in human-centered design, while also remaining receptive to
theories and methodologies originating from other communities.

3.1. Generative Theories of Interaction as Methodological Building Block

In current human-AI collaboration research, a large number of methodologies applied
seem to be tech-centered or highly reliant on existing technology. To ground my research
from a human-centered perspective and envision interaction without being constrained
by existing technology and existing usages of technology, one of the theoretical con-
structs that I will apply in my research is generative theories of interaction. A generative
theory of interaction is grounded in empirically-based human activity and behavior theo-
ries, built based on concepts and generative principles related to the theories, and enables
analytical, critical and constructive lenses to understand existing artifacts and inform fu-
ture design [3]. In the context of HCI I see it can fit in my research both theoretically (as
a theoretical foundation) and methodologically (using other theories as part of building
blocks to inform design) since it constructs a generative bridge between HCI concepts
and creating new designs. Two human-centered design theories that are closely relevant
to my research and well-suited for the construct of generative theories are instrumental
interaction [2] and human-computer partnership [30]. Since my research focuses on in-
stant and immediate interaction between creative professionals and AI also new software
adapting and appropriating patterns, these two theories will be great fits since they are
suited for interactions in short-term and mid-term [3]. However, it might also be inter-
esting to design for collaboration (although not being my main focus at the moment) and
observe long-term community practices of using expressive AI interaction in the creative
community, which might make community and common objects a relevant theory in a
long-term project.

Considering using generative theory of interaction as a methodological building
block, I would use “expressivity” as the main concept in my future research. Since in
recent literature researchers have investigated the term “expressivity” in HCI context and
found its meanings in sensories, dynamic forms, social activity and values [8], the level
of concept abstraction should be appropriate, although the concept’s detailed definition
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might still require more in-depth elaboration. In terms of principles, initial thoughts are
“input richness”, “expressive awareness” and “output variability”. “Input richness” and
“output variability” are inspired by the principle of expressivity for human-computer
partnership [30]. However, here I use two lower-level interpretations of the principle
and they refer to the different levels of abstraction or resolution supported by input, and
the capability of producing various and customized output based on different inputs.
“Expressive awareness” is inspired by previous works on expressive communication de-
vices [15,16]. From my perspective “expressive awareness” refers to the implicit sense of
presence and connection during the interaction. The analytical, critical and constructive
lenses that can be applied to the concept and principles remain to be researched from
other existing literature.

3.2. Mixed Perspectives in Design

HCI methodologies that I apply in research will be primarily from a human-centered
perspective. Depending on the stage of the research, different methodologies, mostly
empirical will be applied such as semi-structured interviews, walkthroughs [28], thematic
analysis and structured observation [14,5,19,22]. In the process of design, I will mainly
design from third-person and second-person perspectives, meaning designing for users
based on user studies and co-designing with users in context [13]. The decision on the
perspectives is largely motivated by the discipline and the initiative to build more human-
centered technology. Thus, design decisions are primarily informed by user perspectives
or co-evolved in an engaging process. However, I am also open to using first-person
methods such as research-through-design, which will be further deliberated depending
on the subdomain of future research.

3.3. Learning and Getting Inspired from Users in Creative Practice

As an increasing number of GenAI applications built with different approaches are po-
sitioning at creativity support, one concern that comes into place is who the potential
users will be for these new systems and how they will interact with them. From a human-
centered perspective, I prefer to gather insights about users and draw design implications
at the initial stage of design. In one completed project, a preliminary study has been
conducted to understand how visually oriented users can interact with GenAI in their
moodboard process, especially in terms of prompt formulation. The focuses are on the
interaction and workflow with existing moodboard tools, how they prompt textually with
GenAI, and their responses and actions towards the AI-generated output. The study in-
cluded two think-aloud sessions, one of which was creating themed images with GenAI.
An appropriated version of “Wizard of Oz” method [7] has been applied, which is instead
of directly interacting with the GenAI, the experimenter played a mediator between the
participant and the AI encouraging them to express their intents with technical impact
minimized.

Apart from understanding users from a third-person perspective, more engaging ac-
tivities such as participatory design workshops can be conducted to involve users in the
design process [31]. In the scope of my research, participatory design is particularly
suitable in the initial stage of exploring how artists and designers create professional
work and how they are currently using GenAI in their practice. Activities such as co-
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brainstorming, co-design with AI and finding creative usages of AI can be explored with
various themes, such as the creative needs for precision or abstraction, their expectations
of the roles of AI, their preferred ways of expressing intentions to AI.

3.4. Interaction in Human-AI Collaboration

To design interaction that is expressive but also controllable in professional creative set-
tings, in my research design decisions are mainly drawn from relevant HCI theories, pro-
totyping activities as well as empirical studies. Theories such as instrumental interaction
[2], technical reasoning [38] and activity theory [4] used in HCI context work as an aid
in creating a connection from thinking on objects of interests and actions to designing
interaction. Prototyping as a process, particularly paper prototyping, prompts reason-
ing interactively, also enables a representation in physical form and helps form a rough
model for interaction. Studies can also inform interaction design. In one of my completed
projects, the results show that some designers consider “ease of steering” important thus
they prefer using a system with simple interfaces and low cognitive workload; some
designers think “system assumptions” affect controllability, thus they sometimes prefer
manual control rather than let AI or the computer “make interpretations” for them; some
designers think being able to control the input to AI precisely is the key to control, while
some others interpret control as controlling over the whole AI generation process. These
findings suggest that designers’ definitions of “control” over the AI affect their choice of
interaction and inform design possibilities from each or combined implications.

4. Preliminary results

In the first project completed during my PhD research, I developed an interactive ideation
system that allows designers to explore and express themselves when working together
with GenAI tools using multimodal interaction. The system is built based on design im-
plications obtained from the preliminary study, and it is digital web-based moodboard
tool that incorporates GenAI functionalities with multimodal prompts including images,
colors and semantics rather than pure text prompts. In comparative structured observation
study with 12 professional designers, I compared the multimodal prompt moodboard tool
with a baseline system that uses text prompts. The results have highlighted that prompt
decomposition (from text to multimodal) allows users to explore underlying image con-
nections and express intentions to GenAI. The work suggests design implications for
designing expressive and controllable human-GenAI interaction in a design context and
provides insights into the potential of using multimodal input to help designers better
express themselves.

5. Discussion and Future work

Findings from my finished research project indicate that utilizing multimodal input rather
than relying solely on textual input enhances designers’ ability to express ideas and ex-
plore diverse creative AI system usages. Given that my completed work incorporated
images, colors, and semantics as AI input, future projects can delve into varied aspects
which can include investigating the suitability of different modalities for creative AI in-
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teraction in different use cases, assessing the stability and reliability of these modalities
in AI interaction, exploring the expressive potential inherent in these modalities, and de-
termining meaningful ways to combine them in future AI-incorporated designs. Apart
from modalities, I am also interested in the potential of expressive and artistic mediums,
e.g. drawing and sketching. In my future research, I would like to explore using drawing
and sketching as an interaction technique or a part of design activity in collaborating with
AI.

Implicated by different “control” interpretations, my future work will also dive
deeper into specific controllability needs and navigate the balance between these differ-
ent facets of control. In order to achieve this goal, part of my future work would focus on
rethinking the interaction paradigm in human-AI from a user action point of view. I aim
to use more expressive interaction techniques such as sketching to build a controllable
system. Additionally, I am also interested in designing more fluid relationships and con-
trol between human and AI with different levels of agency, rather than using AI solely as
a tech-driven obedient tool. In the long term, I envision my research potentially extending
beyond GenAI interaction with creative professionals to include a broader demographic
in their daily routines.
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[40] Téo Sanchez. Examining the Text-to-Image Community of Practice: Why and How do People Prompt
Generative AIs? In Proceedings of the 15th Conference on Creativity and Cognition, C&amp;C ’23,
pages 43–61, New York, NY, USA, June 2023. Association for Computing Machinery.

[41] Victor Sanh, Albert Webson, Colin Raffel, Stephen H. Bach, Lintang Sutawika, Zaid Alyafeai, Antoine
Chaffin, Arnaud Stiegler, Teven Le Scao, Arun Raja, Manan Dey, M. Saiful Bari, Canwen Xu, Urmish
Thakker, Shanya Sharma, Eliza Szczechla, Taewoon Kim, Gunjan Chhablani, Nihal V. Nayak, Debajyoti
Datta, Jonathan Chang, Mike Tian-Jian Jiang, Han Wang, Matteo Manica, Sheng Shen, Zheng Xin Yong,
Harshit Pandey, Rachel Bawden, Thomas Wang, Trishala Neeraj, Jos Rozen, Abheesht Sharma, Andrea
Santilli, Thibault Févry, Jason Alan Fries, Ryan Teehan, Stella Biderman, Leo Gao, Tali Bers, Thomas
Wolf, and Alexander M. Rush. Multitask prompted training enables zero-shot task generalization. CoRR,
abs/2110.08207, 2021.

[42] Albrecht Schmidt, Passant Elagroudy, Fiona Draxler, Frauke Kreuter, and Robin Welsch. Simulating
the Human in HCD with ChatGPT: Redesigning Interaction Design with AI. Interactions, 31(1):24–31,
January 2024.

[43] Shikhar Sharma, Dendi Suhubdy, Vincent Michalski, Samira Ebrahimi Kahou, and Yoshua Bengio.
Chatpainter: Improving text to image generation using dialogue, 2018.

[44] Hariharan Subramonyam, Christopher Lawrence Pondoc, Colleen Seifert, Maneesh Agrawala, and Roy

X. Peng / Designing Expressive Interaction with Generative Artificial Intelligence416

https://www.midjourney.com/
https://stability.ai/news/stable-diffusion-public-release
https://stability.ai/news/stable-diffusion-public-release
https://openai.com/dall-e-3
https://www.midjourney.com/
https://stability.ai/news/stable-diffusion-public-release
https://stability.ai/news/stable-diffusion-public-release
https://openai.com/dall-e-3


Pea. Bridging the gulf of envisioning: Cognitive design challenges in llm interfaces, 2023.
[45] Jakob Tholander and Martin Jonsson. Design Ideation with AI - Sketching, Thinking and Talking with

Generative Machine Learning Models. In Proceedings of the 2023 ACM Designing Interactive Systems
Conference, DIS ’23, pages 1930–1940, New York, NY, USA, July 2023. Association for Computing
Machinery.

[46] Mathias Peter Verheijden and Mathias Funk. Collaborative diffusion: Boosting designerly co-creation
with generative ai. In Extended Abstracts of the 2023 CHI Conference on Human Factors in Computing
Systems, CHI EA ’23, New York, NY, USA, 2023. Association for Computing Machinery.

[47] Benedikte Wallace, Clarice Hilton, Kristian Nymoen, Jim Torresen, Charles Patrick Martin, and Rebecca
Fiebrink. Embodying an Interactive AI for Dance Through Movement Ideation. In Proceedings of the
15th Conference on Creativity and Cognition, C&amp;C ’23, pages 454–464, New York, NY, USA,
June 2023. Association for Computing Machinery.

[48] Jules White, Quchen Fu, Sam Hays, Michael Sandborn, Carlos Olea, Henry Gilbert, Ashraf Elnashar,
Jesse Spencer-Smith, and Douglas C. Schmidt. A prompt pattern catalog to enhance prompt engineering
with chatgpt, 2023.

[49] Allison Woodruff, Renee Shelby, Patrick Gage Kelley, Steven Rousso-Schindler, Jamila Smith-Loud,
and Lauren Wilcox. How Knowledge Workers Think Generative AI Will (Not) Transform Their Indus-
tries, March 2024.

[50] J.D. Zamfirescu-Pereira, Richmond Y. Wong, Bjoern Hartmann, and Qian Yang. Why Johnny Can’t
Prompt: How Non-AI Experts Try (and Fail) to Design LLM Prompts. In Proceedings of the 2023 CHI
Conference on Human Factors in Computing Systems, CHI ’23, pages 1–21, New York, NY, USA, April
2023. Association for Computing Machinery.

[51] Lvmin Zhang, Anyi Rao, and Maneesh Agrawala. Adding conditional control to text-to-image diffusion
models, 2023.

X. Peng / Designing Expressive Interaction with Generative Artificial Intelligence 417



Interactive Multi-Objective Optimization
for Military Helicopter Route Planning

Thomas QUADT a,1

a Tilburg University, Netherlands Defense Academy (NLDA)
ORCiD ID: Thomas Quadt https://orcid.org/0009-0009-4357-9781

Abstract. Information overload and the labor-intensive nature of the military
decision-making process have made human decision-making deficient in modern
warfare. To mitigate the current deficiencies, AI systems have been proposed. In
a military context, these systems should be reliable and explainable, warranting a
human-AI collaboration approach. One process that can greatly benefit from deci-
sion support is military helicopter route planning. It has many different conflicting
criteria related to it, necessitating multi-objective optimization (MOO) techniques.
In the literature, there is a lack of research on the decision-maker’s role. To fill this
gap, interactive MOO is proposed to utilize the advantages of human-AI collabora-
tion and create a shared understanding of the problem and its tradeoffs. Unlike the
current interactive MOO research, the project is done with the active involvement
of domain experts. Four different studies are proposed to investigate this problem.
First, a literature study will be performed to review the state of the art. Next, an
interactive MOO method will be designed, which will be applied to an Air Inter-
diction mission. Simultaneously, we will investigate the effect of the level of de-
tail of threat modeling on the resulting optimization problem. Finally, the decision-
support tool will be applied to a Strike Coordination and Reconnaissance mission.

Keywords. Route Planning, Mission Optimization, Interactive Multi-Objective
Optimization, Human-AI Collaboration, human-in-the-loop

1. Motivation and Background

In 2020, the Dutch Ministry of Defence published its vision for 2035, stressing the need
to become an information-driven organization [1]. One key planning process that can
benefit from an information-driven approach is the Military Decision-Making Process
(MDMP). It is used to facilitate creative, critical, and collaborative planning [2]. For the
MDMP to be successful, decisions must be grounded in up-to-date, relevant, and timely
information [3]. Yet, today’s increased unstructured data supply has complicated the op-
erational environment of mission planning [2], resulting in information overload. Be-
sides information overload, the MDMP suffers from its labor-intensive nature. It is heav-
ily reliant on creating handcrafted products, making it a time-intensive production pro-
cess [4]. This is problematic because, at the tactical level, military victory can be gained
by outpacing the opponent’s OODA loop (Observation, Orientation, Decision, Action)
[5], necessitating efficient planning processes [6]. Based on information overload, and
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the labor-intensive nature, Meerveld et al. [7] argue that human decision-making mech-
anisms are deficient in modern warfare. In fact, military units have suffered a significant
loss in their ability to conduct a detailed MDMP [2].

As a solution Artificial Intelligence (AI) systems have been proposed. Their expand-
able memory, processing speed, consistency, and logical reasoning power [8,7] make
them highly valuable in supporting human decision-making and optimizing its outcome
[9,10]. For example, they can greatly speed up the OODA loop, outpacing the opponent
[11]. However, like humans, machines have their weaknesses. They are susceptible to a
multitude of biases [12] as well as a lack of explainability [8]. This poses a significant
challenge as NATO warrants a high level of explainability, responsibility, reliability, and
bias mitigation for using AI within a military context [13]. Many of the drawbacks (e.g.
lack of trust and explainability) of AI tools are characterized by the lack of collaboration
with the system and decision maker (DM) [14]. Moreover, the complementary relation-
ship between human decision-making and machine decision-making suggests the need
for a higher level of human-AI collaboration [8]. Therefore, AI systems and humans
working collaboratively with a shared understanding of the task, the context, and each
other’s perspectives and capabilities can greatly benefit the MDMP [14].

A specific case in which the MDMP can benefit from AI-powered decision support
is planning helicopter missions [10]. More particularly, helicopter route planning, which
in its most simplistic form can be defined as finding the optimal route from A to B and
back to A. The definition of an optimal route is shaped by different goals, mathematically
represented as optimization objectives. Therefore, finding such a route is no trivial task.
In the literature, nearly all methods include the objectives of minimizing route length
and maximizing survivability (for surveys see: [15,16,17,18]). Even in trivial cases, these
objectives become conflicting. For example, the shortest route could go straight through
a hostile threat zone, whilst a safe route would take a longer detour and go around the
threat zone. Besides safety and speed, studies can include the conflicting objectives of
terrain masking [19], helicopter performance limits [20], mission effectiveness [21], pilot
workload [22], and many more. All these conflicting objectives result in a possibly infi-
nite set of optimal solutions instead of a single optimal solution. Therefore, to get a single
optimal solution, the DM’s preferences need to be included in the decision-support.

The multi-objective optimization (MOO) literature [23] has identified four different
classes of handling conflicting objectives based on the role of the DM in the optimization
process. Firstly, in no-preference methods: no DM is present so a neutral compromise
solution needs to be identified. In a-priori methods, a DM specifies preference informa-
tion before the optimization process. A DM can, for example, specify the relative im-
portance of safety and route length (e.g. (60%, 40%)). The advantage is that after linear
aggregation, single-objective optimization techniques can be used to identify one unique
solution. Note that even this single-objective optimization problem is often NP-hard [24].
The main limitation is that the DM’s limited knowledge of the problem beforehand re-
sults in inaccurate and misleading preferences [25,26]. Alternatively, a-posterior meth-
ods can be used. These methods aim to approximate the entire Pareto Front and let the
DM choose their preferred solution afterward. The Pareto Front is the set of solutions
where no objective can be improved without degrading the performance of another ob-
jective. The resulting set (i.e. routes) can show, for example, that to improve the surviv-
ability with a single percentage a large increase in flight time is needed. The main limi-
tation occurs due to the computational complexity of generating a Pareto optimal set of
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solutions [27]. Moreover, when there are more than two objectives, the large amount of
information required to be compared by the DM becomes problematic (i.e. information
overload) [25]. When a DM is present to participate in the optimization process, these
limitations can be overcome by using human-AI collaboration [28]. Interactive optimiza-
tion methods enable a DM to guide the optimization process to its preferred region on
the Pareto Front, drastically reducing the computational complexity [29,30]. At the same
time, focusing computational power on preferred regions results in better approximations
of those regions [31]. The iterative optimization process consists of identifying the pre-
ferred region, optimizing the Pareto Front in that region, and understanding the tradeoffs.
It utilizes human-AI collaboration to find an optimal route preferred by the DM whilst
simultaneously building trust and understanding of the problem, the tradeoffs involved,
and the feasibility of their preferences [29,32,33].

To date, the research on military (helicopter) route planning has neglected the role
of the DM. The literature has predominantly focused on a-priori optimization techniques
[17] with pre-specified weights. Although less common, several studies have focused on
a-posterior optimization methods [34,35] but they rarely investigated how a DM should
select solutions from the Pareto Front [31]. The only work on interactive optimization
methods for military route planning was done in [27]. They discretize the world into a
grid and create an interactive algorithm that generates a preferred region of the Pareto
front, including the objectives of safety and flight time. So far, the algorithm has only
been tested in the highly simplified setting of visiting five points avoiding three static
known radars. Although they extend their work to a continuous terrain setting [36], the
application remains simplified. Most importantly, they do not investigate the interplay
with the DM but simply assume the user has a linear weighted preference beforehand.
This trend follows a general research trend in the interactive MOO community: there is a
strong focus on optimization, neglecting the DM [37,38]. For example, a survey assess-
ing the performance evaluation of interactive MOO methods showed that only 4 out of 45
methods included domain experts in their experiments [29]. Therefore, it is no surprise
that current methods do not sufficiently support the DM in finding the optimal solution
and are often too cognitively demanding resulting in limited real-world usability [38].
This oversight is noteworthy because an increased focus on human-AI collaboration has
the potential to mitigate the problems of human and machine decision-making thereby
improving real-world usability of interactive MOO methods drastically.

2. Problem Statement and Research Questions

Considering a DM-centered human-AI collaboration approach, this Ph.D. project aims
to examine the following research problem:

How can interactive multi-objective optimization help the Defence Helicopter Command
(DHC) with military helicopter route planning?

To answer the problem above, performance metrics need to be defined. Traditionally, the
research has mainly focused on assessing the performance of MOO methods based on
algorithmic properties: the cardinality, convergence, and distribution of the Pareto Front
[39]. Unfortunately, these metrics fail to capture the true goal of the decision-support
tool. Namely, at its core, it is designed to aid the DM in finding their most preferred
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solution. Consequently, properties concerning the DM: 1) the degree of confidence in
the acquired solution, 2) the cognitive burden on the DM, 3) the extent to which prefer-
ences are captured, and 4) whether the DM has learned to understand the problem and
its tradeoffs, need to be measured as well [29]. Moreover, Pour et al. [40] have shown
that performance indicators specific to interactive optimization methods are needed since
a-priori or a-posterior performance indicators are not directly applicable [40]. Currently,
only one such method exists [41] and it only measures algorithmic properties. In conclu-
sion, the choice of metrics is a difficult one and an emerging research field. A definite list
of performance indicators is thus not feasible at this stage of research but is in progress.
Besides performance indicators, the military helicopter route planning problem and its
modeling choices need to be defined, which introduces the first research question:

RQ1: What modeling choices are important for the military helicopter route planning
problem and how does the state-of-the-art model them?

Based on the results of RQ1, an interactive MOO method will be developed (see Section
3). The resulting tool will first be designed to aid in an Air Interdiction mission. The
Air Force defines Air Interdiction as air operations to disrupt, delay, divert, or destroy
already located enemy military resources before they can be used effectively [42,43]. It
happens so far from friendly forces that coordination with friendly movement is unnec-
essary. Since Air Interdiction is used on pre-located targets, it can be modeled as routing
the helicopter from A to B and back. Within the military route planning literature this
is the most investigated problem. Its many objectives are usually aggregated into safety
and flight time, making it a bi-objective problem [17]. The novel application of interac-
tive MOO methods for route planning, designed with the active involvement of domain
experts, has given rise to the following research question:

RQ2: How does interactive MOO compare to a-priori, a-posterior, and manual route
planning in the context of Air Interdiction missions

Next, we will further investigate the level of detail of modeling required for the most im-
portant factor related to military route planning: threat modeling. In most cases, threats
cannot be avoided entirely. Therefore, it is important to minimize the exposure to threats.
The current literature has proposed many different methods of modeling threats. For ex-
ample, the distance [44,45] or a function of the radar power [46,47] are used. At the cost
of highly increased time complexity, more advanced methods like simulations can be
used to estimate flight time and threat exposure as reliably as possible. Moreover, in real-
istic mission settings, the exact location and power of the threat are often unknown. Be-
sides that, threats can be dynamic, moving around the battlefield, responding to or antic-
ipating the helicopter’s route. As there is no research on the effect of the level of detail of
threat modeling on route planning, the following research question will be investigated.

RQ3: How does the threat model’s level of detail impact the performance of the military
route planning problem?

Finally, the decision-support tool will be applied to a comprehensive realistic mission.
More particularly, an extension of Air Interdiction, namely Strike Coordination And Re-
connaissance (SCAR) will be investigated. SCAR missions are defined as detecting and
coordinating or performing an attack or reconnaissance on a target in a prespecified ge-
ographic zone [43,48]. The difference between SCAR missions from Air Interdiction
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Figure 1. Timeline of the Ph.D. project

missions is that the exact location of the target is unknown beforehand. The target has to
be searched and detected in a mission area. In practice, this extension of the problem is
done by adding an objective of maximizing the search gain. Important to note is that the
target is not necessarily static. It can move around the battlefield, responding to the loca-
tion of the helicopter. Therefore, game-theoretic notions of searching are required. This
natural extension of applying interactive MOO to planning the route for Air Interdiction
missions gives rise to the following research question:

RQ4: How can an interactive optimization technique help determine the optimal heli-
copter route in searching for a target in a specified geographic zone (SCAR mission)?

In general, the decision support tool will serve as a basis for incorporating human-AI
collaboration within the MDMP. In particular, it will serve as a basis for the Helicopter
Warfare Center of the DHC to improve its mission planning using interactive optimiza-
tion. Moreover, the active involvement of domain experts in designing interactive MOO
techniques is a valuable contribution to the interactive MOO community. Note that the
current mission selection can be changed based on feedback from the DHC. To answer
all of the aforementioned research questions, a detailed research plan is needed.

3. Research Plan and Proposed Methodology

A detailed explanation of the five-stage research plan can be found in Figure 1.

Stage 1: Defining the State-of-the-Art The first stage will consist of two literature stud-
ies integrated with ongoing extensive discussions with domain experts. The goal of the
discussions is to get information on how route planning is done within the DHC. It will
include, but will not be limited to, modeling the current planning process, listing relevant
factors, and defining the mission scenario. To get this information both semi-structured
interviews and attending multiple mission plannings are and will be done. Secondly, A
scoping literature review of the military flight route planning problem will be performed.
In this review, papers avoiding the threat zone will be excluded due to its unrealistic set-
ting. This review will reveal criteria relevant to the military route planning problem and
the current State-of-the-art modeling choices (RQ1). The result of this literature review
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will be published in an internationally peer-reviewed journal. Simultaneously, a study on
interactive MOO will be performed. In this review, the most appropriate interactive MOO
method will be defined. The literature [30] classifies Interactive MOO methods on 1)
when interaction is requested from the DM, 2) the type of preference information asked,
3) the preference model used to model the DM’s preferences, 4) and the search engine
[30]. The exact modeling choices of these four points are to be done in collaboration and
experimentation with domain experts. After all, it is of the utmost importance that the
developed method is well-tailored to the domain experts. For example, the preference
information has to be cognitively easy for the pilot to provide whilst being informative
enough for the preference model to capture the DM’s preferences. Finally, an evaluation
framework, based on the aforementioned desired properties, will be defined.

Stage 2: Developing an interactive MOO method The route planning process is a pro-
cess that involves a heterogeneous group of DMs making a collaborative decision. For
example, intel officers, pilots, etc. are all included in the decision-making, necessitating
group decision-making strategies. The interactive MOO method will need to be tailored
perfectly to these domain experts, limiting simply reusing existing techniques. There-
fore, based on the results of Stage 1, a novel interactive MOO method will be developed.
Moreover, as the interface of interactive methods is crucial to the success of the method
[29], a graphical user interface will be developed. The programming for both the inter-
face and optimization method will be done using Python since this is mostly used by the
MOO community (see for example, DESDEO [49] or pymoo [50]). Moreover, it will be
done in an object-oriented programming fashion to ensure modularity of the code. This
will enable easy extension of the model for Air Interdiction missions to SCAR missions.

Stage 3: First Experiment; Air Interdiction Mission To answer RQ2, a user experiment
that applies interactive MOO to Air Interdiction will be designed. The goals of this ex-
periment are to validate the utility of human-AI collaboration within route planning and
to further tailor the method to its users based on received feedback. The general idea
is to compare manual route planning, a-priori, a-posterior, and interactive optimization
methods with one another. More particularly, we will evaluate them on algorithmic and
DM-focused performance. To measure these performance metrics, domain experts of the
army will be used as DM in the project. The next stage aims to investigate the most
important factor of military helicopter route planning, namely, threat modeling.

Stage 4: Threat modeling To answer RQ3, different levels of detail of threat modeling
will be compared to one another. This experiment aims to evaluate the effect of different
levels of detail on the resulting route. Different test scenarios need to be defined, after
which the resulting routes can be compared to each other.

Stage 5: Final Study; Interactive MOO for SCAR missions To answer RQ4, a com-
prehensive mission scenario will be defined. This realistic SCAR mission will facilitate
measuring the utility of the developed decision-support tool for complicated missions.
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Abstract.
Adherence to procedures and rules is essential in order to obtain the best results

in medicine and sports. However, traditional clinical setups can induce stress in
patients, hindering recovery. Meanwhile, advancements in activity recognition and
monitoring technology have revolutionised the sports industry, yet systems suggest-
ing exercises for performance improvement are sparse. At the same time, children
training supervision is lacking comprehensive research altogether. In my research,
I propose a project that aims to unify wearables solutions in physical therapy, sport
training and children development. The key aspects of the research include the ex-
ploration of sensor modality fusion in order to obtain better results, body motion
tracking, and physiological parameters recording. Planned experiments will focus
on joint and torso movement mapping, integration with vital signs in order to per-
form real-life evaluations in cooperation with athletes, patients, coaches, and ther-
apists.

Keywords. embedded intelligence, health care, sports, human activity recognition,
human computer interaction

1. Context

More and more new sensors are created and improved. It is not a surprise anymore that
the wear of mechanical parts can be measured in real-time or that during a football match,
we can have statistics about the condition of the players. The wide selection of types and
available modalities of detectors makes it possible to do a wide range of projects that
would be otherwise impossible to finish. Diverse properties such as speed, exact position,
sound intensity, applied force, pressure and many more are not a mystery anymore for
researchers and innovators.

There are quite a few fields in which new technology proves to be of utmost value.
Medicine and sports are the ones that are widely explored as they pose significant interest
to many people. The first one is an essential part of our life without which more patients
would be sick and die due to many various illnesses and accidents. It is only logical that
a researchers are trying to improve tools and medication used for saving lives. Sport is
an elemental piece of the nature of humans. Whether it is a professional career or a late
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run for a bus or playing with friends, it is always present. It is not a surprise then that we
want to know more about ourselves and the impact of sport on our bodies.

In medicine, new technologies and a better understanding of anatomy and physiol-
ogy lead to the creation of more and more guidelines and norms. Adherence to proce-
dures is necessary for patients’ safety. There are procedures in place when surgeries are
performed, when the treatment plan is created, and when patients are guided through the
first steps of recovery [9,23,36,33,3,25]. In every place in all hospitals in the world, rules
are strictly followed and obeyed which allows for easy routine and followings of the re-
covery process. However, a sterile clinic is not an optimal environment for the healing
process as it puts psychological stress on patients: a necessity of being in a strange room,
surrounded by strangers. It is believed that patients can heal faster at home where they
can relax [8,19]. On their way out of hospital patients are usually equipped either with
a physical therapy plan or a recommendation of visiting physician. Nevertheless, due
to various reasons such as high costs, long distance, need to return to work or lack of
necessary time, many convalescents have to resign from following recovery plan which
can result in wrongly healed injuries or movement limitations [27]. Existing research has
mostly concentrated on interactions with older people, sport rehabilitation, etc. [13,15].

At the same time, a great number of children start professional sports training at
a young age [32,22,37,11,35]. Their training plan is created by coaches based on their
work experience. However, adjusting the workload during the growth phase is crucial
for the correct development of the human body [34]. Unfortunately, it is not always
possible in large training groups where the coach has to take care of all the athletes.
Moreover, due to great differences in children’s bodies, and the way they change over
time, it becomes a challenge to properly guide them in their sport career. Right now,
there is hardly any research performed in the field of youth supervision, except for a
few, singular works about specific sports or coping with various disabilities [38,26]. A
solution that would allow for monitoring of performed exercises, predict fitness progress
and recovery outcomes would help in both: rehabilitation and young athletes’ training.

On the other hand, the sports industry in recent years was enhanced by recently de-
veloped activity recognition and monitoring technology. Various technological solutions
were used and tested to obtain the best results in case of movement tracking: IMU sen-
sors, camera tracking etc. [28]. However, despite a great number of producers of spe-
cialised devices, there are only singular ones that would suggest types of exercises to per-
form to improve one’s physical form. This type of setup could be helpful for individual
training and for coaches to supervise the athletes’ development.

In my dissertation, I want to concentrate on closing the existing gap between an
available technology, and the needs of patients and athletes for remote training supervi-
sion. The most important questions of this research that need to be explored are move-
ment tracking in all environments, recording and analysing physiological parameters and
making predictions of fitness development and recovery progress. To investigate possible
designs for such tools a series of experiments will be performed. Firstly the body move-
ment recording test will be held in a sports environment which should provide informa-
tion about the optimal number and placing spots of sensors. In a similar way, the physi-
ological parameters will be explored with additional consultations with medical doctors
and physiotherapists. To answer the last question experiments combining movement and
body data will be performed in cooperation with experts to ensure correct comprehension
of analysed data.
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1.1. Related work

Recently, one of the most popular area of sport science is movement recognition. There
is a huge amount of papers that describe usage of various types of sensors in order to
track and map body movements [16,4]. One of the most popular technologies is inertial
measurement unit (IMU) that with use of accelerometer, gyroscope and (usually) magne-
tometer is able to precisely determine a position of the sensor and through that - position
of tracked place [4,7,2]. However, there are a few challenges related to this technology
such as existence of a drift which requires calibration phase in order to work properly.
Another difficulties is the needed number of sensors for proper mapping of the body
movement: to fully record the state of the joint (bending angle) two sensors are required.
Despite existing issues, a lot of works obtained satisfactory results that allow for activity
recognition [5,6,1,13]. Many types of sports were tested and for each one different sen-
sors positions were used on athletes bodies as well as on used equipment [4,16]. In some
of these papers researchers concentrated not only on the body tracking but also on the
determining factors coming into creating a good team, proper assessment of athletes by
coaches, physical strain assessment, and more.

On the other hand the capacitive sensing technology is more and more experimented
with. While there are a few technical approaches to this method (sensing the body self
generated electrical field or creation electrical field in an electrode and measurements
of body capacitive changes) in a human activity recognition field those sensors are used
with conductive textiles [6,14]. This produces systems that are easy to mount onto the
human body and can be soft and easy to maintain (washing etc.) [12,31]. However, one of
the disadvantage of this technology is that the gathered data can provide only information
about the relative movement of body parts in relation to themselves [10,31]. This aspect
makes it hard to use capacitive sensors as a stand alone solution.

Physiological data such as pulse, breathing pattern and more can be obtained in
many various ways. However, taking into account that the final solution might be worn by
athletes or recovering patients the bio impedance sensors were chosen. The electrodes are
using low amplitude, high frequency current on the body which allows for measurements
of the body impedance which is dependant on the body tissue percentage [18,29]. This
parameter is utilised, among other applications, in cardiac disease examinations [17],
as well as in works concerning human body tissue percentage [20], medical condition
diagnosis [24], and cybersecurity authentication problems [21,30].

2. Research Idea

Presented above related papers individually are very well covering small parts of a broad
field which is human activity recognition in areas of sport supervision and physical ther-
apy assistance. Nevertheless none of those works presents a solution that would cover a
few areas or could be easily transferred into another domain of interest. A system like
this could be an invaluable help for people that deal daily with patients and athletes. The
possibility of quick adjustment of a training or rehabilitation plan to individual needs is
crucial for the success in most cases.

However creation of a solution like that poses a few questions that are pivotal to
answer while development process occurs:
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1. What type of data physical therapists require in order to make informed decision
on recovery plans for individual patients?

2. What data coaches require in order to make informed decision on training plans
for individual athletes?

3. What body parts need to be tracked for algorithm to be able to detect type of
performed activity?

4. What type of body parameters (e.g. pulse, oxygenation, breathing tempo) are re-
quired additionally to tracking body movements in order to determine the training
effects that performed activity has on the muscles?

5. What joints movement are required to be tracked in order to determine the whole
body posture?

6. What combination of various sensors technologies is the most effective in terms
of mapping specific joints movements?

To answer those questions it is necessary to performs a series of experiments. Start-
ing from the most simple ones to determine the best fusion of sensors in attempt to get
the most accurate and descriptive data. Through research focusing on gathering infor-
mation about training types, decision making reasons etc. Ending with work on the final
combination of previously observed data and creation a functional, easily adapted system
for sport and rehabilitation purposes.

Due to the nature of described experimentation course a few challenges arise:

1. Integration of sensors data from different modalities;
2. Choosing the smallest number of sensors that would allow for accurate activity

tracking;
3. Getting the sufficient number of participants from various sport backgrounds for

long term study;
4. Getting the sufficient number of participants from various stages of rehabilitation

for experiments;
5. Connecting all sensors together in a well working system;
6. Ensuring acceptable levels of data and system security in an Internet of Things

system;
7. Creating an easy to understand and comprehend user interface for people from

various background and all ages.

To overcome them it is essential to firstly, perform a throughout background research
about already finished experiments and about fusion of various modality sensors; sec-
ond, to begin cooperation with universities and institutions that concentrate on sport and
physical therapy science; third, to ensure that the newest cyber-security procedures are in
place; and fourth, perform study about user interface design including surveys in target
groups of society.

3. Methodology

In order to confirm the proper work of a system each step will be tested. Experiments
will be designed in small steps to ensure that nothing is missed. Ground truth for most
of the experiments will be data obtained from video recordings of the experiments as it
is a state of the art method in human activity tracking. The angles of the joints for first
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testing stages can be obtained with one of the few programs used for bio-mechanical
measurements such as Kinovea. This part will be done in groups: first, hint joints (knee,
elbow) second, ball and socket joint (hip, shoulder) third, the construct of a few types
of joints (ankle, wrist), and in the end mapping of the torso. This order was designed
to gradually raise the difficulty level of bio-mechanical description of the levels of free-
dom and movement equations. In experimentation in which it is impossible to collect
sufficient video data, other methods, like motion capture with active markers, are con-
sidered. As the later phase is planned to examine strictly activity recognition in natural
sport or rehabilitation environment manually created (by qualified personnel) labels will
be utilised. For the last part, which is designed to be user interface, specially designed
surveys will provide required feedback from testers. Classification problems will be tried
with traditional machine learning methods as well as deep learning algorithms. Gathered
data will be evaluated with a series of state of the art statistical parameters such as F1
score and consulted with experts in physiotherapy, and sport training fileds.

4. Future works

Each part of the research is designed as a different project to maintain order and clar-
ity. Experiments will start with tests of joint movement mapping for ankle, knee, hip,
elbows and wrists. In the next part the testing of the torso mapping will be performed.
As in physical therapy and some sports the spine position is essential to the performed
movement it is necessary to be able to track this part carefully. In those stages one of
the priorities, apart from the accuracy of measurements, will be to minimalize number of
required sensor in order to keep the cost of final system as low as possible.

After those experiments will be finished, the evaluation of a necessary physiological
parameters to first determine the state of the body during performed exercises and second,
to predict how it will behave in the future during similar activity.

This knowledge combined will allow to perform tests with real athletes, coaches,
patients and therapist. This is a significant part of the research as it will allow fine tuning
of previously created models with the aim in providing the best possible outcomes that
would be useful for exactly those groups of people. In this stage it will be crucial to also
create the best practices of data handling to ensure an acceptable level of security.
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Abstract. The advancement of digital technologies has raised concerns about their 
potential impact on human memory and cognitive autonomy. This research proposal 
explores the phenomenon of digital externalization, where reliance on mnemonic 
and informational tools such as smartphones and AI assistants may lead to a decline 
in natural memory capabilities. We critically examine the existing literature, 
including Sparrow et al.'s seminal "Google-effect" study, and propose an alternative 
theoretical hypothesis that digital externalization might not be inherently negative 
but could potentially have positive effects on cognition. We present four research 
questions aimed at investigating various aspects of cognitive externalization, 
including its intentionality, mediation by AI, and impact on memory processing. We 
outline three experiments designed to address these questions, incorporating 
methodological improvements and theoretical insights. Preliminary results from 
Experiment 2 support the intentionality of the "Google-effect", while ongoing work 
aims to refine our understanding through additional experiments. Finally, we discuss 
the broader implications of digital externalization for cognitive psychology and 
hybrid intelligence research and outline future directions for theoretical refinement 
and empirical investigation. This interdisciplinary inquiry underscores the need for 
a holistic understanding of digital externalization to inform the development of 
future hybrid intelligent systems that enhance human cognition while preserving 
individual autonomy. 

Keywords. Digital externalization, cognitive offloading, hybrid intelligence, 
Google-effect 

1. Introduction 

There is a prevalent concern that the advancement of digital technologies, which serve 
to augment our cognitive processes, could potentially impair our cognitive functions and 
autonomy [1, p. 73]. Particularly in relation to human memory, the reliance on 
omnipresent mnemonic and informational tools such as smartphones, Google, and 
ChatGPT might lead to a decline in memory capabilities, inversely proportional to the 
enhancement of these technologies. This phenomenon, known in psychology as digital 
externalization [2], has yet to be thoroughly integrated into the discourse on hybrid 
intelligence, where an in-depth understanding of nuanced changes in cognitive 
architecture is essential. 

One of the most referenced empirical investigations into this issue within the field 
of psychology is the experimental study conducted by Sparrow, Liu, and Wegner [3]. 
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Their research, which comprises four studies, indicates that when individuals are 
presented with challenging questions, they are automatically predisposed to think of 
computers. Moreover, it was observed that when people anticipate having future access 
to information, their ability to recall the information itself diminishes, while their ability 
to remember where the information can be accessed improves. This phenomenon was 
called the “Google-effect”. 

Sparrow et al. also revealed that mnemonic externalization occurs irrespective of an 
individual's intention to remember information, suggesting that the decline in natural 
memory capacity might be an automatic response to the availability of external memory 
aids. This finding has potentially bleak implications for the future of hybrid intelligent 
humans. The inadvertent nature of cognitive offloading, especially when paired with 
increasingly sophisticated tools like ChatGPT, could significantly spoil human cognition 
then. 

Efforts are underway to mitigate these possible concerning outcomes. Some studies 
focus on altering the current dynamics between humans and digital tools to foster more 
beneficial interactions, such as employing memory cues rather than complete content 
externalization [4]. Although these approaches show promise, it's uncertain whether 
major corporations will adopt them, as the trend towards increasing content 
externalization seems unstoppable. On the other hand, theoretical [5,6] and empirical 
research [7,8] suggests that the initially observed effects might not be consistently 
replicated, arguing that our cognitive functions, honed over millions of years, are robust 
against the transient impact of the digital age. Nonetheless, this line of inquiry cannot be 
deemed entirely successful, as this theoretical position is arguable [9], and subsequent 
studies have still managed to replicate the so-called "Google effect" [10]. 

We present an alternative perspective on digital externalization, suggesting that its 
effects might not be inherently negative but rather potentially positive. Our hypothesis 
posits the negative consequences of digital externalization are not due to a 
malfunctioning old memory mechanism but rather to an insufficiently evolved new 
mechanism. Therefore, we aim to explore the characteristics of this worsened memory 
and to determine the nature of the potential new mechanism.  

The impression of memory degradation may arise from a viewpoint that sharply 
delineates between humans and computers. In anticipation of a future dominated by 
hybrid intelligence, which is poised to redefine human intelligence [1, p. 58], it becomes 
imperative to reassess our understanding of what constitutes a decline in memory 
capabilities. Memory impairment should not be judged by an individual's inability to 
execute tasks without external aids like Google or ChatGPT, but rather by their failure 
to adeptly manage these aids. The essence of human oversight lies in the ability to 
manipulate high-level concepts and chart the course of action. Memory is considered 
compromised only when an individual's grasp of these overarching concepts is 
insufficient for the flexible operation of devices. In this context, a well-functioning 
human “memory” is more about strategic thinking than conventional recall. It involves 
maintaining the core essence while offloading detailed information and derived 
meanings to external aids, thus freeing up cognitive resources for higher-level processing. 
However, traditional aids like notebooks or Google searches may fall short, as they lack 
the flexibility needed for effective task management, leading to mistakes perceived as 
memory decline. Conversely, generative AI technologies offer greater adaptability by 
enabling the on-the-fly reconstruction of meanings from the basic understandings 
retained in human memory, thus enhancing high-level cognitive functions and reasoning 
in future hybrid intelligence systems. 
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Should this hypothesis be true, it implies that even current cognitive offloading is 
not an automatic epiphenomenon (contrary to the findings of the original Sparrow study). 
Moreover, this selective offloading should not encompass all information; instead, the 
essential themes or core ideas should remain intact, or they might even be enhanced in 
human own memory. 

2. Research questions 

In accordance with our hypotheses, we propose four research questions that range from 
narrow empirical research questions to the broader theoretical framework of cognitive 
externalization in future hybrid intelligence systems: 

1. Is there an inclination towards digital technology usage when individuals face 
complicated situations? This was initially observed in the Sparrow experiment with the 
emotional Stroop task, which was primed by the intention to 'google' challenging 
questions. However, subsequent attempts to replicate these findings were unsuccessful 
[11,12,13]. We speculate that this inconsistency may stem from the lack of a precise 
empirical framework in the original and replication studies. 

2. Is the mnemonic 'Google effect' a result of automatic processes, or is it intentional 
and driven by specific purpose? Although the original study suggested that 
externalization does not depend on the participants' intention, we propose that this might 
be due to the participants implicitly setting a goal to remember information in all 
experimental conditions, even those that explicitly instructed them not to do so. 

3. How does the effect of cognitive externalization differ when mediated by AI as 
opposed to search engines like Google? We hypothesize that with AI mediation, 
participants will be more likely to retain and focus on general concepts while offloading 
less critical details. 

4. What is the metatheoretical foundation for the cognitive architecture of future 
hybrid intelligence systems? Our research aims to conclude by proposing potential 
mechanisms of digital memory integration, drawing from psychological theories. 

3. Method 

In Experiment 1, we aim to resolve a possible methodological limitation identified in the 
first Sparrow experiment, which we believe may have contributed to the failure of three 
subsequent replication attempts. Our concern is that the original framework, which 
utilized the Emotional Stroop task, lacked sufficient precision for detecting the effect in 
question. This may be due to the low ecological validity of using text labels (not images) 
as stimuli and due to the lack of semantic conflict with the color of the text. To address 
this, we propose employing a more suitable framework that allows for higher accuracy 
and the use of images as stimuli – the antisaccade task. In this experiment, participants 
will be presented with lists of trivia questions, categorized as either difficult or easy, 
followed by an antisaccade task featuring stimuli associated with the internet (e.g., the 
Google logo) and non-internet related stimuli (e.g., the Nike logo). We hypothesize that 
exposure to internet-related stimuli, following difficult trivia questions, will result in 
increased latency and a higher error rate in comparison to non-internet related stimuli. 
This effect is expected to be absent or significantly reduced after easy trivia questions. 
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Experiment 2 is designed to further investigate the mnemonic "Google-effect" by 
incorporating a more nuanced approach to controlling participant intent. According to 
our theoretical hypothesis, digital externalization is an intentional feature, rather than an 
unintentional "bug" of human memory. This is supported by the success of a recent 
replication study [10], which managed to effectively influence participant goals by 
demonstrating the reliability of the experimental procedure. The aim of our Experiment 
2 is to address a potential oversight in the original studies, where the effect of 
externalization appeared to be independent of the experimenter-defined objectives, 
possibly due to an intrinsic motivation among participants to remember information 
regardless of the experimental conditions.  

To subtly influence participants' intrinsic motivations, the experiment will employ a 
detective-like game that allows for the combination of three different intents (to 
remember, not to remember, and no explicit goal) with three actions (save, delete, and 
no action). This setup creates a 3x3 matrix of conditions, each backed by a compelling 
rationale to ensure participant engagement and understanding. 

The assessment of memory will be conducted one week after the initial phase, 
integrated into a non-memory-related detective task. Participants will be required to 
select from a set of previously encountered stimuli to solve a detective puzzle. This 
approach hypothesizes that the "Google-effect," characterized by a diminished retention 
of saved information, will be most apparent when participants are explicitly instructed to 
remember or when no specific goal is provided, mirroring the conditions of the original 
study. However, in scenarios where participants lack a genuine intent to remember, an 
automatic saving process is expected to occur, facilitated by the use of a recognition-
based test rather than recall. This saving process is anticipated to be uniform across 
different operation actions, indicating that the intentional aspect of memory 
externalization plays a crucial role in the "Google-effect." 

Experiment 3 is aimed at proving that digital externalization is not merely an 
intentional offloading of all possible memory content onto an external device. The 
underlying premise is that digital externalization is a deliberate, purpose-driven process 
aimed at sparing cognitive resources for higher-level memory tasks by transferring 
lower-level information processing to technological aids. This assumption is partially 
supported by the experimental study conducted by Lu et al. [14], which concluded that 
externalization does not negatively affect gist memory. However, this conclusion 
requires further examination in light of our hypothesis concerning AI mediation. 

In Experiment 3, participants will be exposed to various text stimuli and then 
instructed to remember them. Participants have to perform three types of operations for 
managing this information: deleting it, saving it to notes, or saving it to ChatGPT. This 
design allows for the comparison of different forms of digital externalization. 

A week later, participants will be tested on their recollection of the stimuli (without 
any external devices) through questions designed around the modified Levels of 
Processing framework [15]. This test will include four categories of questions: perceptual 
(e.g., the color of the text), factual (e.g., details like the color of the curtains in a scene), 
semantic (e.g., the actions of a character), and the overarching gist or themes that were 
not explicitly stated in the text (e.g., the character's underlying motives). 

The hypothesis posits that participants will offload less meaning in the AI 
(“ChatGPT”) condition compared to “Google” condition. This expectation is based on 
the assumption that AI, like ChatGPT, offers a more interactive and sophisticated form 
of externalization, potentially enabling users to retain higher-level conceptual 
information more effectively than when using more straightforward search tools. The 
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results of this experiment could provide valuable insights into the strategic choices 
individuals make when deciding what information to externalize and what to retain, 
highlighting the cognitive strategies employed to manage the vast amounts of 
information encountered in the digital age. 

Addressing the broad implications of digital externalization within future hybrid 
intelligent systems indeed requires a robust theoretical framework alongside empirical 
studies. Integrating concepts from the theories of "cognitive gadgets" by Cecilia Heyes 
[16] and the "higher mental functions" by Lev Vygotsky [17] can provide a 
multidimensional understanding of the potential evolutionary psychological mechanisms 
underpinning the memory architecture of future hybrid intelligence. 

The concept of "cognitive gadgets," as proposed by Heyes, suggests that cognitive 
skills are primarily cultural products, learned and refined through social interaction rather 
than being entirely innate. This perspective can be particularly relevant when considering 
digital externalization, as it frames the integration of digital tools into cognitive processes 
as a form of cultural evolution, where tools like AI and digital devices become part of 
our cognitive toolkit through social learning and cultural transmission. 

On the other hand, Vygotsky's theory of "higher mental functions" emphasizes the 
role of social environment and cultural tools in cognitive development, arguing that 
complex cognitive processes are mediated by symbols and tools that are provided by the 
culture. This theory supports the idea that external cognitive aids (like digital tools) can 
become integral components of human cognitive processes, transforming basic, innate 
mental functions into more sophisticated and culturally augmented ones. 

By combining these perspectives, a theoretical model can be developed that 
envisions future hybrid intelligence systems as the next step in the cultural and cognitive 
evolution of humanity. This model would propose that through the continuous 
integration of digital tools and AI into our cognitive practices, we are not merely 
offloading memory tasks but are fundamentally reconfiguring the architecture of human 
memory itself. This reconfiguration could lead to the emergence of new forms of 
cognitive processes that are inherently hybrid, leveraging both innate human capacities 
and the vast capabilities of artificial intelligence. 

Such a model can also be used in exploration of the implications of these 
transformations for individual identity, social interaction, and collective knowledge 
construction, considering how the boundaries between human cognition and artificial 
intelligence may blur, leading to new challenges and opportunities in understanding what 
it means to be intelligent in a digitally augmented world. 

4. Preliminary results 

To current date there are only results of Experiment 2 available (N=69). The obtained 
results generally replicated the original mnemonic "Google-effect": under conditions of 
an explicit "remember" goal and in the absence of a clearly stated mnemonic goal, there 
was an advantage in choosing stimulus material for which the operation of "deletion" 
from an external medium was performed, compared to the "save" operation and skipping 
the operation. 

A result corresponding to our empirical hypothesis was also obtained. In the 
condition where the game's narrative explicitly set the material's uselessness and aimed 
to "not remember" it, regardless of the operation performed on such material, an equal 
probability of recognizing it in the second series was observed. Notably, the equal 
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probability result for all three operations is not explained by the absence of imprinting 
due to the early-stage filtering of information as irrelevant. On the contrary, the 
accumulated frequency of errors (choice of distractors) in this condition was significantly 
lower than the probability of choosing preceding stimuli and did not differ for all three 
mnemonic goals, indicating the preservation of mnemonic traces. Thus, subjects 
imprinted the stimulus material at the level of reproduction in the "not remember" goal 
condition, however, this material was not differentiated or prioritized depending on the 
fact of its preservation on an external medium or deletion.  

Preliminary results for our ongoing research are currently being compiled, with 
Experiment 1 actively in its conducting phase. This experiment, which revisits and 
refines the methodology of the original Sparrow experiment through the implementation 
of the antisaccade task, is expected to provide nuanced insights into the methodological 
challenges previously encountered in replications. We anticipate completing the 
participant acquisition for Experiment 1 within the next three months.  

Experiment 3, on the other hand, is in its planning stage. Our objective with this 
experiment is to explore the intentional aspects of digital externalization and its effects 
on various levels of memory processing. By employing a detective-like game to 
modulate participants' intrinsic goals, we aim to delve deeper into how digital tools, 
particularly AI, influence memory retention and offloading. The planning phase for this 
experiment is projected to last one month, with an additional four months allocated for 
participant acquisition.  

The projected timeline for these steps ensures a structured approach to our research, 
allowing for meticulous data collection and analysis, which will contribute to the broader 
discourse on the evolution of human cognition in the digital age. 

5. Discussion and Future work 

Our intermediary conclusion posits that adopting a broader perspective on digital 
externalization not only facilitates the convergence of cognitive psychology and hybrid 
intelligence research but also presents opportunities to address prevailing challenges 
within both domains, particularly concerning human memory. In the realm of cognitive 
psychology, digital externalization is mired in controversies, some of which have been 
delineated in the preceding sections of our paper. By envisaging memory not as a static 
entity but as a dynamic construct that evolves through the integration of new mechanisms 
within future human-AI systems, we can empirically address these contentious issues. 

The primary focus of our future work will be on the successful execution of 
Experiments 1 and 3. In addition to the empirical work, a significant portion of our future 
efforts will be dedicated to refining and articulating our theoretical model. This model 
aims to bridge cognitive psychology and hybrid intelligence research, providing a 
comprehensive framework that accounts for the evolving nature of human memory in 
the context of increasing digital integration. It is imperative that this model is presented 
in a clear and accessible manner, enabling both scholars and practitioners across 
disciplines to grasp its implications and applications. By elucidating the theoretical 
underpinnings of our research, we hope to contribute to a more nuanced understanding 
of digital externalization and its impact on cognitive processes, thereby informing the 
development of future hybrid intelligent systems that enhance human cognitive 
capabilities while preserving individual autonomy and agency. 
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Abstract. This project explores the applicability of computational argumentation
and knowledge graph methods for the validation and updating of scientific hypothe-
ses. Starting from a game setting example, we suggest that such framework could
be extended to the scientific discovery domain as a long-term plan.
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1. Introduction

Motivation: developing scientific assistants. In recent years, there has been an ex-
tremely fast increase in the volume of scientific publication: for example, science and
engineering publications increased from about 2 millions in 2010 to 3.3 millions in 2022
[1]. As a consequence, delving into the amount of literature can often feel an intractable
task. In this sense, it feels natural to explore the possibilities for the creation of scientific
assistants able to help with sifting through the literature and validating/evolving the hy-
pothesis proposed by the researcher. Following the recent rise of Large Language Mod-
els (LLMs), various attempts of assistants have been studied [2,3] but, despite their clear
potentialities, they share some of the common explainability pitfalls of deep learning ap-
proaches (hallucinations, bias and retrieval of non existent sources are often mentioned
as possible concerns [4]).

Example Scenario. Consider a scenario where a team of researchers is trying to de-
velop new treatments for asthma. Starting from the findings of paper A, they consider
studying the introduction D-vitamin in the therapy as paper A links it to reduced symp-
toms severity and control. They then input the research question and the related literature
supporting the idea to an assistant. The assistant consults a paper [5] in its knowledge
base, where a systematic review on diabetes and D-vitamin correlation is performed, with
milder conclusions. The agent suggests lack of strong evidence for a positive interaction.
An assistant could help the researchers to further develop or revisit their hypothesis: in
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this simple scenario, the system could ’argue’ against the original hypothesis, while the
researchers would be given the option of providing additional supporting literature or up-
dating their hypothesis after the attack, iterating the process until they are satisfied with
the new revised hypothesis.

Towards an hybrid intelligence solution. Various stakeholders [6,7] have pushed for a
shift of the publishing paradigm towards a more standardized and machine-readable ap-
proaches, as more and more research effort is put into the creation of annotated databases
of scientific research. In this context, new opportunities and challenges appear, among
which the possibility of automatically validating a given novel hypothesis against the
machine-readable resources encoded in the form of Scientific Knowledge Graphs (SKG).

While SKGs provide structured knowledge for a scientific assistant, they might not
be enough to foster the development of Hybrid Intelligence [8] systems, where humans
and agents are intended enhance each others’ capabilities toward achieving a shared com-
mon goal in an explainable, collaborative, responsible setting. Computational argumen-
tation could then represent an inherently explainable approach to bridge the gap: con-
sidering that the scientific discourse is argumentative by nature, one could thus imagine
a scientific assistant that opens a dialogue with the researcher, highlighting the possi-
ble weaknesses (attacks) and strengths (support) of the proposed hypotheses and helping
their validation and revision via an iterative process.

2. Related work

This section will provide an overview of existing literature on the two more technical as-
pects of this project: machine readable research and computational argumentation. Due
to space limitations, we will leave a detailed discussion on how to integrate those tech-
niques into hybrid intelligence systems for further work, as we expect it to require an
in-depth exploration.

Machine-readable research: datasets and models. In the scope of providing machine
readable scientific knowledge, Knowledge Graphs have been employed [9]. Many SKGs
are already available, but they are usually limited to a single area of expertise: to mention
a few examples, mentioned in [10], Papers with Code2 for machine learning, MetaLab3

for cognitive sciences and coda4 for social sciences.
There also exist attempts to provide a systematic collection of research works from

different domains, populating graph data model from annotated papers: the Open Re-
search Knowledge Graphs (ORKG) [10] aims to collect an extensive amount of papers
from different areas, and present them in accordance with FAIR (Findability, Accessibil-
ity, Interoperability, Reusability) guidelines [11]. PubGraph [12] is a large scale knowl-
edge graph, which maps the metadata of the OpenAlex [13] to Wikidata [14] properties,
further integrated with data from the Semantic Scholar Academic Graph (S2AG) [15],
and it additionally provides large-scale benchmarks for knowledge graph completion
tasks. OpenAIRE [16] is an European project that aims to provide a Graph Data Model
to ‘foster, support and monitor Open Science scholarly communication in Europe’; be-

2https://paperswithcode.com/about
3https://langcog.github.io/metalab/
4https://cooperationdatabank.org/about-coda/
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yond the model, an actual research graph is provided, with a focus on Open Science and
highlighting links between scientific resources and findings.

Other options relate top-down approaches, defining generic models to represent sci-
entific claims, their provenance and their evolution. For example, nanopublications [17]
define a minimal model to encode independent scientific publications into Knowledge
Graphs and reference them; a nanopublication consists of an assertion, its provenance
and its related publication info (metadata), which could offer an initial bridging tool for
available data (SKGs) and novel hypotheses. Similarly, the DISK framework [18] defines
a model to keep track of hypothesis revision and updating in the context of automated
discovery. It is specifically integrated as an open source framework for scientific knowl-
edge discovery, and as we aim to focus on hypothesis updating, it could provide insights
and functionality for tracking the evolution during the interaction.

Computational Argumentation. Computational argumentation stems from non-monotonic
logic and defeasible reasoning and it is generally concerned with the acceptabily of sets
of statements and arguments that might be incompatible, or alternatively provide support,
to each-other.

A large number of modern argumentation frameworks is originated from the intro-
duction of Abstract Argumentation Frameworks (AFs) [19]. In this seminal work, the
author ‘abstracts’ from the content of the arguments per se and focuses on analyzing the
relations between arguments. Specifically, only attacks are considered, and intuitively
an argument can be accepted if either it has no attackers, or if additional arguments are
(recursively) accepted such that they attack all the original argument’s attackers.

[19] also introduces various semantics defining ‘rational’ ways to justify acceptabil-
ity of sets of arguments. As an example, the grounded extension includes the arguments
that can be accepted without disagreement (i.e. representing the ‘common ground’ in a
debate), while an admissible extension is a set of arguments where each element is ad-
missible, possibly different from the grounded counterpart as multiple admissilbe exten-
sions could exist, contrasting with each other (e.g. given arguments A and B attacking
each other, both the single element sets {A} and {B} are admissibile, while only the
empty set {} is grounded).

Bipolar Argumentation Frameworks [20], and Quantitative Bipolar Argumentation
Frameworks (QBAF) [21] further extend AFs by respectively introducing the support re-
lations and a quantitative weighting to attacks and supports. In QBAFs, semantics change
from value-based, where arguments are accepted or rejected, to quantitative: each argu-
ment initially starts with a given strength, and semantics defines how such values are
updated depending on attackers and supporters.

An alternative approach to include quantitative information in AFs is proposed by
[22] with Weighted Argumentation Frameworks (WAF), which are value-based and ex-
tend original AFs by defining the concept of a inconsistency budget, where attacks can
be disregarded until their combined strength reaches a given threshold.

In the context of this project, we expect to not only consider the relations among
arguments, but the content of the argument themselves, and how (scientific) hypotheses
can be mapped into argument structures. The work by Toulmin [23] could be seen as a
promising starting point to the aspects of hypotheses representation. He proposes a stan-
dardized high-level model of arguments, which at its core defines the concepts of claim,
data (evidence) and warrant (the explanation that links data and claim). The model and
its extensions could be adapted to represent and compare scientific claims.
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Alternatively, Argumentation Schemes [24] (AS) also define templates of argu-
ments, often following a structure similar to modus ponens. Argumentation Schemes try
to provide a compendium of common argument patterns, together with a list of critical
questions, which if true could be used as defeaters. They could thus provide a model for
the discourse on scientific hypotheses verification: finding an appropriate AS for map-
ping the claims, the critical questions could be used to guide the search in the knowledge
base for possible attacks. Argument schemes are also formalized in the Argument Web
[25], which is based on the Argument Interchange Format (AIF) [26]. These tools aim to
provide a standardized, shareable and interoperable ecosystem of various computational
argumentation resources and approaches in the context of the Semantic Web [27].

3. Research Questions and Challenges

The wider research question we aim to tackle with this proposal is to what extent a
combination of scientific knowledge graphs and argumentation frameworks can provide
assistive functionalities for hypothesis verification and updating.
Specifically, we propose the following sub-questions as steps towards the core one:

• Can we re-utilize existing formalization and models for representing scientific
knowledge and hypotheses?
In the context of FAIR science, it is fundamental consider reusability of models
and thus preference should be given to extending what resources already exist and
are consolidated. As a consequence we aim to adapt and extend existing models
and verify if they are sufficient to capture the information needed to compare
scientific claims.

• Which argumentation framework already exist that can provide updating function-
ality for hypotheses?
Multiple argumentation frameworks have been proposed in the literature, often
with different expressivity and use-cases. We plan to investigate which of the
available formalization options can be used for the described research problem,
and which trade-offs between their complexity and expressivity are involved in
the task of comparing hypotheses.

• Are the semantics related to such frameworks suited to verify and update hypothe-
ses from SKGs?
Each argumentation framework offers different types of semantics for the accept-
ability of arguments. While the more common concept of grounded and admissi-
ble semantics can already represent valuable evaluation tools, it might be the case
that more on-point semantics need to be suggested for formalising the condition
for accepting a proposed hypothesis and its justifications.

• How can a scientific assistant support researchers by aligning with the principles
of Hybrid Intelligence?
Aiming to achieve an hybrid setting, a scientific assistant should be designed to
enhance and support the capabilities of the human users. Being able to sustain an
argumentative dialogue could be a first requirement, but we also plan to explore
what other collaborative techniques could foster positive interaction.
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Figure 1. High level example of the described system.

4. Approach and evaluation

Figure 1 provides a high level visualization of the pipeline we intend to implement. Cho-
sen an appropriate scenario, we will create and populate a dataset in the shape of a knowl-
edge graph (0), which we will use to generate arguments to test the hypotheses. In the
pipeline we propose, the user’s hypotheses (1) will be mapped into a common represen-
tation (2): initially, as we intend to try to reuse and adapt available resources, we plan to
study the possibility of using Toulmin’s model and nanopublications for such represen-
tation. The represented hypothesis and the information contained in the KG will then be
aligned (3), and arguments in support or contrasting the hypothesis will be identified, thus
creating an argumentation graph. In the initial phase, we will employ simple techniques
tailored on the toy ontology akin to pattern matching. As argument schemes have already
been widely treated in the literature, the first iteration of the pipeline development will
could then finding schemes that can map relevant reasoning strategies and match them to
the information available in the graph. In the future, we also expect to shift towards more
complex techniques as we tackle the scientific assistant topic, possibly using machine
learning-based methods like graph embeddings or graph neural networks. We intend to
study the applicability of increasingly complex argumentation frameworks for validating
the hypotheses against the available knowledge base (4), ideally QBAFs or WAFs would
represent the most expressive options as they allow quantitative information, but in the
first phases we will first test the potentiality of simpler frameworks as AFs, which could
nonetheless provide baseline functions in detecting faulty hypotheses.

The results of the argumentation will be an ‘argumented hypothesis’, containing
some criticism or some additional suggestions for strengthening the claim. Iteratively,
the user will be able to provide a refined version of the hypothesis, possibly answering
to the attacks, until a satisfying result is reached. Ideally, the system will also keep track
of the various updates, for which we initially intend to adapt the DISK framework.

We plan to develop the project incrementally, starting from a controlled ‘toy’ con-
text and later applying the results to the more generic scientific assistant area. At various
steps of the iteration, we plan to evaluate our results via user studies. Additionally, per-
formance and ease-of-use might be further evaluated by comparison with deep-learning
based (scientific) assistant models.
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5. Current results and Conclusion

Current results. The context of choice for the toy setting is the social deduction board
game ‘Avalon’, in which players constantly create hypotheses regarding the hidden roles
of other players given shared evidence. There are multiple reasons for which we chose
the game as a starting point. First, its nature reflects a core part of the problem at hand: as
a social deduction game, players are required to formulate hypotheses about the hidden
role of other players by using imperfect and limited evidence. Second, the search space
is restricted by the ruleset, creating a more controlled use-case, which can be more easily
analyzed compared to directly tackling the task of scientific knowledge discovery. Third,
a large corpus of open data is available from the online platform ProAvalon5 which will
allow us to directly approach the development of a prototype, bypassing the need to
develop experiments and data collection for the initial phase.

In the next steps we plan to develop a ’proof-of-concept’ system. While we have
full control over the Avalon dataset, scientific resources contained in SKGs often vary in
representation and completeness of information. This will require us to explore ways of
mapping such variety of representation into the chosen argument models, overhead we
can temporarily ignore in Avalon where the arguments can be hand-crafted from game
knowledge.

At present, we built a Knowledge Graph based on the Avalon dataset for which
we designed and populated an owl ontology. It currently contains 19 classes and 17
properties, and maps data from the online matches and from the rules of the game, which
we will employ for the argumentation process. It has a total of 2700 axioms from the
mapping of the first 10 game entries of the dataset, but it can be easily extended to a
larger scale once the rest of the pipeline is developed.

As following steps, we aim to analyze which argumentation schemes can be used to
map common reasoning patterns in the game, and try to represent role hypotheses and
their justifications via such schemes, verifying and updating using critical questions.

For the user-based evaluation, the administrators of the ProAvalon platform have
shown interest in possibly allowing the integration of bots as available game options,
which could provide preliminary results regarding the applicability of the framework.

Conclusion. In this work, we presented a doctoral research proposal for combining
knowledge graph and computational argumentation technologies for hypothesis valida-
tion and updating. After reviewing the main resources that we intend to employ for
the project, we described the proposed pipeline and presented the current results of the
project.
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The introduction of Large Language Models (LLMs) has taken the world by
storm, and society’s reaction has been anything but unanimous, ranging from
humorous amusement to catastrophic fear. Among the most prominent LLMs are
OpenAI’s GPT-3, GPT-3.5, and GPT-4. GPT-3 and GPT-4 are powerful and
flexible models that can be fine-tuned to perform a wide variety of natural lan-
guage processing tasks, while GPT-3.5 turbo is a variant of the other two, specif-
ically designed to perform well in conversational contexts. All three belong to the
family of generative pre-trained transformer (GPT) models that are trained on
massive amounts of textual data to learn patterns and relationships in text. While
these models have proven to be incredibly useful tools for everyday tasks such as
composing emails, writing essays, debugging code, and answering questions, they
have been shown to demonstrate harmful biases similar to the ones that humans
possess. Biases in LLMs are misrepresentations and distortions of reality that
result in favouring certain groups or ideas, perpetuating stereotypes, or making
incorrect assumptions [1]. While these biases can be influenced by many factors,
they largely originate from implicit biases in the massive text corpora on which
the models are trained. Thus, the output produced by LLMs inevitably reflects
stereotypes and inequalities prevalent in society. This is problematic since expo-
sure through interaction with LLMs could lead to perpetuating existing stereo-
types and even the creation of new ones [2,1]. Therefore, it is ever more important
to understand the behavior and risks of these models. This challenge requires
developing new benchmarks and methods for quantifying affective and semantic
bias, keeping in mind that LLMs act as psycho-social mirrors that reflect the
views and tendencies that are prevalent in society. One such tendency that has
harmful negative effects is the global phenomenon of anxiety toward math and
STEM subjects. Just as negative biases towards math and STEM are absorbed
by children from their teachers and parents, LLMs acquire such negative biases
from their training data. Understanding these biases in LLMs is essential, since at
the societal level, math anxiety may deter capable students from pursuing careers
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in STEM, especially females. In this work [3], we investigate biases produced by

LLMs, specifically GPT-3, GPT-3.5, and GPT-4, regarding their perception of

academic disciplines, particularly math, science, and other STEM fields. To ac-

complish this, we apply behavioral forma mentis networks (BFMNs) as a method

of investigation. BFMNs are a type of cognitive network model that capture how

concepts are perceived by individuals or groups by building a network of concep-

tual associations [4]. To build such a network, we gather data obtained by probing

the three LLMs in a language generation task that has previously been applied to

humans. We repeatedly asked the LLMs to produce associative responses to the

various cue words related to academic disciplines (e.g. math, science). From these

cues and associated responses, we built associative networks such that cues were

linked to all of their responses. Furthermore, we asked LLMs to provide sentiment

ratings (positive, negative, or neutral) for all cues and provided responses. These

sentiment ratings were used to enrich the networks with node features. We thus

obtained feature-rich behavioral forma mentis networks representing conceptual

knowledge related to the cues. To better understand this conceptual knowledge,

we applied semantic frame analysis to investigate the biases that emerge within

these networks with respect to the cues. Our findings indicate that LLMs have

negative perceptions of math and STEM fields, with the most negative biases

toward math compared to other academic disciplines. These findings mirror the

negative attitudes of high school students from previous work [4]. Despite over-

all negative perceptions, we observe significant differences across OpenAI’s mod-

els: newer versions (i.e. GPT-4) produce semantically richer responses with more

emotionally polarized perceptions and fewer negative associations compared to

older versions and high school students. These findings suggest that advances in

the architecture of LLMs may lead to increasingly less biased models that could

even perhaps someday aid in reducing harmful stereotypes in society rather than

perpetuating them.

Figure 1. Sentiment enriched semantic frames for math produced by GPT-3, GPT-3.5, and
GPT-4. GPT-3.5 and GPT-4 produced much richer semantic frames compared to GPT-3, and
GPT-4 produced a significantly more positive semantic frame compared to GPT-3 and GPT-3.5.
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1. Introduction

Previous work has shown that users of AI-based decision-support systems prefer con-
versational forms of explanations, i.e. interfaces that enable users to request and obtain
explanations for model predictions in natural-language dialogues between user and sys-
tem [1]. However, issues regarding how to design, implement and evaluate such inter-
faces remain relatively unexplored (exceptions include [2,3,4]). One of the challenges
that requires more attention concerns feature contributions, i.e. how an AI prediction is
underpinned by particular features (factors). In everyday conversation, relations between
features and judgements are often expressed as rhetorical arguments, as in the utterance
“Let’s walk along Walnut Street. It’s shorter.” [5, emphasis added], where a route’s short
distance is presented as support for its goodness. Typical methods for explainable AI,
such as LIME [6] and SHAP [7], only convey how much a feature contributes to a pre-
diction (i.e. feature importance), not how they contribute. In natural language, this corre-
sponds to merely referring to features by their name: “Based on distance, I suggest that
we walk along Walnut Street.” (cf. [2,8]). This communicative strategy might be success-
ful in cases where the explainee can easily infer the nature of the contribution. For exam-
ple, if the explainee already knows that the route via Walnut street is shorter than other
options at hand, merely referring to distance may suffice. But if the goal of an AI-based
decision-support system is to facilitate hybrid human-AI intelligence [9] – including the
possibility to make better decisions with the help of AI – explanations cannot assume
that an AI always “reasons” in similar ways as humans. In line with this, one of the aims
of the prototype described in this paper is to show how feature contributions in the form
of more explicit arguments can be supported in a dialogue interface between a human
and a statistical model.
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2. Prototype

We demonstrate MindTone2, a browser-based game featuring conversational argumen-
tative explainability between AI and human. The task of the game is to estimate whether
persons are extraverted or introverted based on their music preferences. In each round
of the game, the player is shown specific tracks that a person has listened to frequently
as well as audio statistics of music heard by the person, such as loudness and energy.
The player is assisted by a chatbot that predicts whether the person is extraverted or in-
troverted using a logistic regression model trained on audio statistics (mean values for
loudness etc.) as independent variables and degree of extraversion as dependent variable
[10]. The dialogue manager is implemented in a rule-based information-state update ap-
proach [11] inspired by conversation-oriented semantics [12] and argumentation theory
[13,5]. It supports various dialogue strategies including feature contribution arguments,
as examplified by the following dialogue between user (U) and assistant (A):

A: I think this person is introverted.
U: Why?
A: The person likes music with high energy.
U: I don’t understand
A: Statistically, people that like music with high energy tend to be more intro-

verted.
U: OK, I see. Why do you think this person likes music with high energy?
A: Music heard by the person has a higher average score for energy than music

in general.
U: OK, and does the the fact that the person likes music that is not danceable

support the assessment that the person is introverted?
A: Yes.

For natural-language understanding, the system uses GPT-4 [14] to parse user utterances
into a formal language for dialogue moves, while templates are used for natural-language
generation.

3. Future Work

In the future, it would be useful to empirically study how conversational strategies such
as feature contribution arguments affect human-AI team performance, e.g. compared to
a similar interface that only supports feature importance. Extending the prototype to
support model-agnostic explanations (rather than only logistic regression) could also be
an interesting avenue for further work.
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Abstract. Behavior change support systems need to take into account individual
needs and preferences to provide appropriate support. In this demonstration, we il-
lustrate how this might be achieved through the explicit modeling of user charac-
teristics within knowledge graphs (KG), captured in a dialogue between the system
and the user. We demonstrate how up-to-date information enables reasoning for
providing personalized support.

Keywords. Dialogue, Knowledge graphs, Reasoning, Behavior support system

1. Introduction

For behavior change support systems to offer adequate support, they should be able to
adapt to the diverse and evolving nature of the users in unforeseen circumstances [1].
One way to adapt a system is by implicitly learning users’ preferences in different cir-
cumstances from behavior data. However, behavioral data reflects people’s past behavior
rather than their future desired behavior. Capturing the latter is particularly important for
systems intended to support a user in changing their behaviors. In this demo, we propose
a complementary approach that accurately and explicitly represents important domain-
specific information (domain KG) and user-specific information such as context and
its influences on norms and values (user KG). Besides the ability to store dynamic and
static knowledge, KGs offer transparency and explainability, as the system’s reasoning
process becomes explicit [2]. This user model must be updated at run-time to capture,
for example, the changes in context [3, cf.] through direct dialogue. This dialogue be-
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Figure 1. System Architecture.

tween the system and users allows for the exploration of evolving contextual nuances
[4], enabling the user model updates and consequently adapting to changes in users’ con-
text and needs. The insights gathered are then extracted using RDF triples and named
graphs [5] to update the user model. With the information in the KG-based user model,
the system can reason about the next steps, whether to provide support, request further
information, or resolve any inconsistencies, ensuring the support remains personalized
and relevant.

This demo presents a system aimed at supporting individuals, particularly those
managing Type 2 Diabetes (T2D), in adopting healthier lifestyles. The primary purpose
is to showcase the integration of various research domains—namely, dialogue, informa-
tion extraction, knowledge representations, and reasoning—into a unified pipeline that
addresses the complex challenge of behavior support.

2. Demo Overview

The system integrates five key components, as shown in Figure 1. Below we elaborate
on the technical aspects of each component and illustrate their roles in creating a com-
prehensive support system that adapts to individual user needs and contexts.

1 Dialogue A dialogue component engages users in “Alignment Dialogue” [6], de-
signed to gather information crucial to ensuring the support provided is in alignment
with the users. Given the complexity inherent in such dialogues, a rule-based approach
is employed in this demonstration to manage and guide the interactions effectively.

2 Information Extraction This component transforms text (e.g., “I love walking”) into
a subject-predicate-object structure (e.g., Pedro-like-walking). We use RDF triples and
named graphs to recursively combine knowledge units into complex structures capable
of expressing the content, form, and context of a dialogue [5].

3 User KG The User KG organizes RDF triples from the Information Extraction Com-
ponent. The User KG uses an OWL-based Ontology that includes concepts to represent
user contexts, preferences, values, and others. The User KG contains the user’s health
data such as blood sugar and weight, as well as the user’s values, preferences, and other
important factors. This information is used to make personalized recommendations.

4 Domain KG The Domain KG contains medical knowledge about Diabetes and treat-
ment options, e.g. which treatment types work best for which kind of user.

5 Reasoning Engine This component determines the required intervention type, based
on the user’s health data from the User KG and medical information from the Domain
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KG. The system then uses the user’s preferences, values, and context from the User KG
to select the most suitable action within this intervention type.

An interactive prototype2 of the support system will be available at the conference.
Attendees will be able to converse with the system, see in real time how it updates
its knowledge graphs, and examine the reasoning outcomes that inform the user dia-
logue. This prototype aims to showcase the system’s potential for supporting personal-
ized lifestyle changes.

3. Future Work

We plan to test our systems’ personalization capabilities against a wide array of different
user profiles by interacting with LLM-based simulated users[7], and to personalize the
recommendations using reinforcement learning [8].
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Abstract. Understanding the potential impact of policy changes before implemen-
tation is vital, and can be achieved through modelling and simulation. To adequately
model stakeholders and regulative constraints, we propose the use of Institutional
Grammar to facilitate institutional modelling in Agent-based Social Simulations.
We present an early-stage case study exploring the Swedish organ donation system.

Keywords. Agent-Based Social Simulation, Policy Support, Model Formalisation

1. Introduction

Organ donation (OD) systems involve a multitude of stakeholders as well as logisti-
cal and medical constraints, disciplined by legal regulations. Hence, introducing new or
adapting existing donation policies is challenging as the health of patients could be jeop-
ardized. Agent-Based Social Simulation (ABSS) has proven to be a suitable paradigm
for analyzing complex systems within healthcare scenarios and to investigate the poten-
tial consequences of policy changes [1,2]. To date, model formalisation does not follow
a fixed methodology; its execution relies on the expertise of modellers [3]. Additionally,
when developing ABSS aimed at policy support, a focus on scenarios and transparency
is required [4]. Institutional modelling is the practice of developing agent-based mod-
els leveraging the social aspects of the target system [5]. In this work, we demonstrate
how an ABSS model of the Swedish OD system can be formalised through institutional
modelling and Institutional Grammar (IG) 2.0 [6].

Institutional modelling is based on institutions, here divided in three types: rules,
norms and shared strategies. Institutions can be individuated using IG [7], defining in-
stitutional statements from sources such as interviews, field observations and law doc-
uments. Institutions are agglomerates of institutional statements, which can be formed
of six components: Attribute (actor), Object (target entity), Deontic (enforcement level),
Aim (activity), Context (context), and Or else (consequence of violation). The varying
level of definition of each statement (i.e. which components are present within it) de-
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termines which type the institution belongs to. The entirety of the target system can be
described via institutions [5].

2. Modelling the Organ Donation System of Sweden

Our project ”Facilitators and barriers to the use of agent-based social simulation in or-
gan donation” explores the potential of ABSS to support policy making in the Swedish
national OD system. The target system presents multiple scenarios for implementing
ABSS, such as the recent change to Donation after Circulatory Death, the withdrawal of
family veto, new rules concerning organ preservation treatment and a logistical optimiza-
tion of organ procurement zones. In the system analysis phase, domain knowledge of
the infrastructure was sought. This process led to the discovery of relevant policy docu-
ments, namely the Swedish Transplantation law 1995:831 and proposition 2021/22:128.
We analysed these documents according to IG 2.0 principles. Headings and sections per-
taining activities outside the scope of the model (e.g. living donors) were removed, the
components were individuated, text split into atomic institutional statements from hori-
zontally nested statements [7]. An additional step necessitated by the nature of the doc-
ument (Swedish text) was that of translating the original text to English by means of
DeepL [8]. The text can then be processed with IG Parser [9]. Thanks to the atomization
of statements, areas in which the legal text does not provide sufficient details are discov-
ered and targeted questions to stakeholders can be compiled. We speculate that the same
is true for interviews with stakeholders, which can generate a discovery loop between
top-down and bottom-up sources. Applying the method to stakeholder interviews will
allow agents to deliberate on the top-down regulatory structure of the system, providing
a key element of ABSS which is agent autonomy [10].

The method structures the process of model formalisation, which has been method-
ologically deficient, and increases its traceability, while funneling stakeholder partici-
pation in the modelling process. Validation practices might be incorporated within the
pipeline in future work. The process has similarities with the one proposed in MAIA
[11], but grounds itself in IG 2.0, rather than IAD. Furthermore, the predetermined scope
of the project guides modellers to focus on relevant aspects of the law and disregard in-
formation not relevant to the model. This approach allows the modellers to investigate
the system in a structured manner which is replicable and increases procedural trans-
parency. We propose that the approach can be generalised to other cases once remaining
questions are answered: does the method produce blind-spots or error patterns in the re-
sulting simulations? Is there an imbalance between agent behaviour generated via top-
down and bottom-up approaches? The increased transparency of the proposed method
reinforces trust in the simulation, which is key to incorporating ABSS into data-driven
policy making mechanisms [12].
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Abstract. We present an innovative augmented reality game which aims to demon-
strate a new dimension of interaction between humans and large language mod-
els through non-verbal gesture-based communication. Players collaborate with an
LLM-controlled avatar to identify and correct discrepancies in an augmented re-
ality environment, relying solely on non-verbal cues. The game aims to explore
the emergence and evolution of pragmatic communication between humans and AI
agents.
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1. Introduction

Human-machine interaction may occur across many types of communication chan-
nels [1], a common form for this channel to take is of natural language. However, natural
language in the form of speech and text may not be suitable given restrictions set by the
environment such as in noisy and dynamic environments where these modalities may
lead to delays and possible misunderstanding. In such situations non-verbal communica-
tive gestures present themselves as a robust alternative communication channel to enable
rapid communication. Importantly the meaning behind individual gestures can change
depending on the nature and context surrounding the interaction [2].

Our proposed game‡ introduces a novel approach to human-machine interaction
through gesture-based communication within a game developed for HoloLens 2. While
recent work has explored the idea of collaboration between humans and large language
models (LLMs), the focus has been on the text domain for example [3,4]. This game
poses various collaborative challenges to a human player and a companion driven by
a LLM, that requires them to communicate using exclusively hand gestures. The chal-
lenges aim to aid the development of a gesture-based pragmatic language between the
two participants and will explore how this new language emerges and improves during
various play-throughs with different players, and the implications of this phenomenon
for the future of human-computer interaction.

1Equal contributors
2Corresponding Author: Kristian Fenech, fenech@inf.elte.hu
‡Demo available https://youtu.be/j_bAw8e0lNU?si=wVB23530QID6bMbU
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2. Methodology

Although the game is specifically engineered for human-machine interaction, two hu-
mans are also able to complete the game in its entirety. The game takes place in aug-
mented reality, with various interactive objects (puzzle elements) placed in different parts
of the room. Interacting with these objects changes their properties and configuration.
An object has a specific configuration that it must be set to at the end of the level for a
point to be scored. However, only one of the two participants is able to interact with the
objects in augmented reality, and only the other party has access to the rules that define
the correct configurations. The two parties are not allowed to exchange this information
verbally and are restricted to the use of gestures only.

The game features gesture-based back-and-forth interaction between human and a
LLM. The hand-gesture approach allows for enough complexity so that a dictionary of
gestures that represent various concepts might emerge. Various metrics are calculated,
with some being presented to the participants as they complete (or fail) a level. This
serves the purpose of encouraging the advancement of their emerging language, as better
metrics reflect more effective communication. The presented metrics include efficiency
and score, while hidden metrics also include the overall speed of completion, as well as
the appearance of complex concepts in the language.

In our implementation, LLMs are instrumental by stepping into the role of one of
the players, engaging in the game’s two-way gesture-based communication. The model
currently in use for this is OpenAI’s GPT-4 [5]. After receiving an encoded series of
hand motions from the players, the LLM interprets these inputs and replies in the same
manner. This creates an environment where both parties can use each other’s gestures
and ideas to come to an understanding.

An animated character in augmented reality represents the LLM within the game’s
virtual environment, serving as its avatar. Gestures received from the LLM are visually
depicted through this avatar’s animation. By controlling its avatar, the LLM can intu-
itively reply to the human player, guiding them to identify and rectify the errors within
the virtual room

We aim to demonstrating that LLMs can understand and contribute to the creation
of a new, personalized language, created in collaboration with a human. We believe this
will pave the way for more unique and adaptive methods of interacting with artificial
intelligence.
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Abstract. Digital transformation (DT) alongside the increasing use of robots in 
agriculture prompts at behaviors of startups developing them. This poster2 presents 
a stable robotic startup AGROS3 and draws upon the theory of dynamic capabilities 
(DC) together with perspectives on strategy from IS and management. It is noticed 
that collaboration with startup research partners cannot be neglected if we seek to 
understand startup trajectory over time. Several outcomes are possible depending 
whether it collaborates explicitly, relies unconsciously on collaboration or starts 
showing the intentions to cognitively collaborate. The contributions to strategy 
research and IS literature on entrepreneurship and DT are highlighted. 

Keywords. Strategy, Startup, Robotics, Dynamic Capabilities, Entrepreneurship 

1. Introduction 

Despite the differences between types of farms they all face the challenge to produce 
more and better, with less, while ensuring productivity and improving biodiversity. 
Researchers still expect more agricultural innovation to stem from robotics, image 
recognition and smart farming technologies [1,2,3,4]. Yet, robots can be rented or sold, 
need software updates and adjustments for the use of new components and, finally, offer 
versatile functionalities for research on crops. Hence, multi-stakeholder approach 
becomes a necessary extension of the classical company-centered view to account for 
this this complexity rooted in heterogeneous actor types engaged in robotic co-creation 
(cf. [5]). The current situation on the robotic market resembles a gold rush. “Dozens of 
autonomous tractors and tool carriers – concepts, prototypes and full production models 
– have appeared in the past decade. Most of these come from start-up companies and 
research institutes” [6]. Cases are understudied if a robotic network of multi-stakeholder 
innovation involves a startup. Ref. [7] note that digital innovation refers to “the use of 
digital technology during the process of innovating…breaking up … vertical industry 
silos and creating business … where different players come together and innovate by 
combining and re-combining their digital technology components and knowledge.” 
Digital entrepreneurship means “the exchange, transfer and acquisition of knowledge 
through the use of technology to initiate new ways of doing business” [8]. Industry 4.0, 
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3 AGROS is a pseudonym used for the robotic startup (est. 2015) and CROPROBOT is their product. 

Once the company’s consent to use the real names will be obtained, I will replace it, also the foundations. 

I

HHAI 2024: Hybrid Human AI Systems for the Social Good
F. Lorig et al. (Eds.)
© 2024 The Authors.

This article is published online with Open Access by IOS Press and distributed under the terms
of the Creative Commons Attribution Non-Commercial License 4.0 (CC BY-NC 4.0).

doi:10.3233/FAIA240226

466



AI race among firms and digital artifacts places tech ventures into a high-paced and 
ambiguous environment [9,10,11]. In the previous IS research, the scholars’ focus often 
was on entrepreneur’s individual traits or creation of new ideas by a startup alone [12]. 
Yet, as startups usually depend on resources of many stakeholders, I choose to focus on 
forging research collaborations (as one of its DC) and investigate how they are built and 
maintained over time. RQ: What are the DC enablers for a collaborating company 
at a startup phase to guarantee its survival over time? 

2. Methodology 

Ref. [13] specified four steps for a research design, starting from selecting the case, 
defining the additional evidence necessary to strengthen the study and jointly analyzing 
the data from the case and additional evidence. The primary data was collected through 
interviews and additional evidence was found through press releases, also in archives of 
the company, news on Google and farmer online resources. Due to the exploratory nature 
of this work the initial step was to conduct a pilot case-study (ibid) based on several 
interviews with executives of a robotic startup and stakeholders, which took place 
between May 2023 and March 2024, were transcribed and coded. 

3. Case and preliminary analysis; from a newborn to semi-mature startup 

AGROS gradually loses characteristics of a newly founded startup and approaches 
the stage of semi-mature business. Its CROPROBOT platform is based on modularity of 
the 3 main entities of guidance and control system, tractor frame and implements 
connection. Today around 50 robots were sold. The bright outlook for AGROS was aptly 
put by its Board Chairman after the new investment deal in 2020: “AGROS is in the 
process of a major transition from being an engineering house to … an internationally 
leading company within the sustainable plant breeding of the future. With the new round 
of investment, … [it] gets the opportunity to execute our international commercialization 
strategy.” 

4. Conclusions 

I sought to demonstrate how the business of robotic startups depends on DC of 
forging strong collaborations with research-oriented institutions. Another goal was to 
shed light on different phases of startup development until it reaches a maturity stage. 
The case study enables depicting of personal values of management which shape 
managerial cognition in certain ways [14]. Focusing on research collaborations in 
robotics, I aim at stressing the role of interactions among actors in the process of digitally 
inspired innovation. In one of the workshops covering the umbrella of collaborators it 
was concluded that: “[w]e introduced the added value of data-exchange between 
scanning devices –service providers – acting providers and the opportunities of a digital 
ecosystem between them.” Thus, the next steps include conducting more interviews with 
the startup management and its research collaborators to find out the exact attitude 
changes to research projects and ecosystem perception in the 2nd relative to the 1st phase.  
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Abstract. This paper explores the integration of mixed-initiative systems in human-
AI teams to improve coordination and communication in Search and Rescue (SAR)
scenarios, leveraging dynamic control sharing to enhance operational effectiveness.
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1. Introduction

The integration of Artificial Intelligence (AI) into collaborative environments has shown
promising results in enhancing team effectiveness, particularly in high-stakes environ-
ments such as Search and Rescue (SAR) operations. Effective collaboration requires
robust communication and dynamic coordination, which are critical when AI systems
are involved in decision-making processes. Explainability in AI, especially for mixed-
initiative (MI) robotic control, is important for calibrating trust. It not only ensures that
AI outcomes can be trusted but also highlights when they cannot be, e.g. signalling
when control should be transferred [1]. Moreover, research has demonstrated that mixed-
initiative systems, where control is dynamically shared between humans and AI, can sig-
nificantly improve the adaptability and efficiency of teams [2]. This study builds on the
premise that effective human-AI teaming can dramatically enhance operational outcomes
in SAR scenarios.

2. Research Approach

To systematically explore the impact of mixed-initiative systems on human-AI teaming,
we developed a simulation environment that mirrors the complexities of real-world SAR
operations. This environment serves as a testbed for experimenting with various human-
AI interaction paradigms.
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Our implementation involved designing a series of game-like scenarios that not only
simulate the unpredictability and urgency typical of SAR missions but also integrate both
autonomous and semi-autonomous robots with human teams. This setup enables con-
tinuous interaction and decision-making under pressure, where AI systems are equipped
with capabilities to propose actions, request information, and prioritize tasks dynami-
cally. The game was designed as follows: One human player interacts through the com-
mand line with an autonomous (reactive planning) robot in a 6 x 6 grid world called the
Shyre. The native inhabitants of the Shyre are called Bobbits and are in need of saving
from a fire that is spreading across the environment. Trees also populate this grid world;
they are obstacles for the robot, but also promote faster spread of the fire in-game. The
human and robot have a joint mission: to save the Bobbit from the fire in the Shyre. Each
team member can take initiative in the task of navigating the grid world and reaching
the Bobbit in time, using two implementations of the MI control: 1) a single switch for
toggling control between human-operated and AI-operated modes, and 2) a mixed con-
trol mechanism where both AI and human actions are integrated and may simultaneously
compete for control.

Our planned user studies will develop several versions of the Bobbit game to explore
information dynamics: 1) no proactive information delivery, 2) random proactive infor-
mation delivery, and 3) context-aware anticipatory information delivery, while allowing
information request by the user. Using the same game platform and scenario, we also
intend to address what is presented and how, which are identified as important consider-
ations for MI robotic control [1]. Further, we will assess the impact of these information
delivery modes on user perception and performance, culminating in a comprehensive
model that integrates all aspects of information interaction. This approach leverages cog-
nitive theories to inform system design and improve human-AI collaboration by focusing
on high-level decision-making processes in the presence of varying information flows.

We evaluate domain modeling and initiative sharing dynamics using two methods:
behavior trees for small-scale clarity and reinforcement learning from human feedback
(RLHF) for larger, complex contexts. The game’s simplicity allows initial encoding using
behavior trees. However, for scalable, dynamic contexts, we leverage RLHF, effective in
fine-tuning LLMs and aligning with Gricean Maxims to foster social, conversational be-
haviors in small groups. During RLHF, participants guide the learning process by voting
on the AI’s anticipatory information pushes, refining a reward model to enhance the AI’s
predictive capabilities.

We assess mixed-initiative system performance based on problem-solving efficiency
and participant satisfaction, measured through game scores, resource utilization, and
cognitive load, with methods including sensory data and interviews. Focus groups with
robotic SAR and RLHF experts further refine our approach, aiming for robust, context-
aware AI behaviors.

3. Conclusions

The preliminary findings suggest significant potential for mixed-initiative systems to
enhance human-AI teaming in complex, dynamic environments like SAR operations,
paving the way for future research and implementation.
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Abstract. The emergence of no-code AI platforms presents a revolutionary 

opportunity for democratizing AI, making it accessible for non-technical users to 

engage in AI-driven innovation [1]. This democratization is particularly evident in 
the realm of Generative AI (GenAI), which holds substantial promise for creative 

and problem-solving applications [2]. Despite the wealth of frameworks addressing 

IT development and adoption [3, 4], the integration of generative AI's disruptive 
capabilities into existing paradigms remains underexplored, often relegated to the 

insights of private consultancy reports [5].This paper aims to address this gap in 

academic literature within the interdisciplinary concept of Hybrid Intelligence (HI), 

[6, 7], synthesizing insights from human-centered AI interface development [8], 

organizational upskilling [9], and the significance of a psychologically safe 

environment for collaborative innovation [10,11]. Here, we propose a 

comprehensive framework for integrating generative AI within organizational 

change management. This framework, highlighting common challenges and 

opportunities for innovation in GenAI adoption, is informed by product 
development workshops and training sessions with hundreds of industry leaders in 

Northern Europe over the past year. 

Keywords. Generative AI, Hybrid Intelligence, Human-Centered AI, change 

management, organizational learning 

1. Challenges in Generative AI Adoption 

Organizations face numerous obstacles in leveraging Generative AI, including: 

Inadequate Policy: Many organizations lack the necessary IT security policies and 

funding mechanisms for exploratory AI tool adoption, impeding innovation. 

Misaligned Expectations: An IT-centric approach often leads to initiatives that fail 

to garner widespread support, stifling holistic organizational innovation. 

Training Gaps: Simplistic training programs fail to equip employees with the skills 

needed for effective GenAI utilization, leading to inefficient use of AI outputs. 

Leadership vision: Lack of a concrete leadership response to popular tech-

narratives of imminent job loss 
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Figure 1. a) GenAI users and product and process innovators double-ladder from IT-driven over 

IT+Business Unit (BU) teams to all employees. b) GenAI product ladder with increasingly complex use cases 

from nano-innovations (simple GPT prompts), micro (chatbots on a knowledge base such as documents and 
websites), mini (systematic operations on a well defined structured data set such as an extract from a 

customer support data-base) to full Virtual Assistants (VA) operating on a dynamical database. Each 

innovation should progress through a corresponding product customization ladder, see text below c) Training 

all GenAI innovations should follow a human-AI training cycle. Example: while training a website chatbot, 

large amounts of questions and answers can be automatically generated (prediction task) whereas the 

evaluation of the quality of each response involves human, contextual judgment. d) GenAI applications 

should progressively move from outer to inner-layers of data privacy.  

2. Framework for HI-powered Generative AI Adoption 

Overarching considerations: 

1: Human-controlled assistants: in the GenAI future, all employees will become high-

level task-operators of complex Virtual Assistants (VA) 

2: Empowering Employees as Innovators: Due to the unprecedented accessibility of 

GenAI, any employee can become a user and an innovator with GenAI, Fig1a) 

3: Culture today, disruption tomorrow: Rather than identifying your organizational 

killer VA application of GenAI, start by building a culture of upskilling and micro-

innovations, Fig1b) 

4: Complementary role of GenAI: GenAI can assist in any task but take over very few  

 

Successful GenAI organizations rely on deliberate and simultaneous 

emphasis on three key factors: 

a) Product innovation: We advocate for a graduated approach to GenAI integration, 
starting with simple prompt-based tasks and progressing to complex data-driven 

applications, Fig1b). Each innovation type should progress through three stages of 

customization; i) Adoption of an external prompt or service without modification, ii) 

Adaptation of the innovation to the organizational context via text or functionality edits 

and iii) Training through iterative application development involving several learning 

loops of generating output, evaluating/rating them and learning from failure cases. The 

latter can only be achieved within a Human-Machine-Learning-Loop (HMLL) which 

involves an efficient decomposition of tasks into machine and human actions, Fig1c). For 

this, we recommend applying the notion of prediction (manipulation of large amounts of 

well-structured data) and judgment (manipulation of large amounts of tacit or contextual 

knowledge), respectively [12].  

b) Cultural innovation: A few highlights of the identified steps towards creating a 

comprehensive and inclusive GenAI innovation culture. 

HI prompt engineering understanding both strengths and weaknesses of LLMs and 

changing from an emphasis on rapid LLM-output production and subsequent iterative 

improvements to a more deliberate task description and calibration with the AI-partner. 
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Sharing and celebrating nano and micro-innovations organization-wide to create an 

inclusive culture of innovation in which any employee can contribute. This includes an 

organization-wide prompt library both as concrete process improvement as well as a part 

of communicating leadership commitment to upskilling and organizational learning. 

Including explicit emphasis on prompt curation: a continuous and comprehensive effort 

to invoke a cultural change in mindset. 

ChatGPT@Home: Organize an after-work social lecture on utilizing GPT technologies 

at home, such as fixing a bike with chatGPT image recognition assistance [13]. 

c) Strategic innovation highlights: 

Human-centered vision: Formulate an easily communicable vision of how the 

transformation will benefit not just the company but also the employees, e.g. shifting 

tasks from prediction to judgment or that GenAI is perfectly suited to bolster existing 

strategic competences. 

An innovation friendly data security strategy, In particular introducing a middle layer, 

where a risk assessment of the potential of business value loss is low, is crucial for 

climbing efficiently up the GenAI product innovation ladder. Fig1d) 

GenAI innovation fund allowing employees easy access to experimentation tools across 

the GenAI modality spectrum.  
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Abstract. The concept of Hybrid Intelligence (HI) is frequently used 

interchangeably with Human-Centered AI (HCAI) and more broadly as human-in-
the-loop. Dellerman et al. [1] outlined three differentiation criteria, emphasizing in 

particular the need for an evolving continuum of human-AI learning, a concept that 

has proven challenging to operationalize effectively. Recent efforts aim to expand 

the definition of HI beyond the domain of human-computer interaction to include 

application-oriented insights from management science [2]. This broader 

perspective integrates vital components such as facilitating end-user co-creation 

through narrative frameworks that foster psychological safety by addressing fears 

of job displacement [3,4], mitigating risks of deskilling during system deployment 

and scaling [5], and supporting business process innovation [2]. Additionally, in 
contrast to HCAI, the name hybrid intelligence conveys the possibly symmetric 

human-machine relationship and thereby preserves some of the disruptive potential 

of automated AI rather than relying on purely augmentation of human tasks and 
intentions [3]. Explicitly, the HI interaction should not only augment the existing, 

predefined task but also support aspects such as (business) process and business 

model re-engineering. Despite these considerations, a thorough discussion on which 
of the many established HCAI concepts and design guidelines form crucial 

components in achieving the aims of HI has so far been absent in literature. In 

particular, as it is becoming more and more likely that most knowledge workers will 

within a short timeframe become operators of complex virtual assistants tapping into 

LLMs and natural language interfaces, it becomes urgent to ensure that the human-

ai interface and associated narrative is constructed to support HI principles and 

objectives. To initiate this discussion, we formulate explicitly updated HI design 

criteria in particular for generative AI virtual assistant design and discuss relevant 

HCAI concept. 

Keywords. Keyword, keyword 

1. HI Design Criteria 

1: Interaction objective: Design an interaction that empowers users to reimagine and 

innovate workflows as well as entire task purposes and intended value generation 

streams while preventing long term effects of employee deskilling due to excessive 

technological reliance.  
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2: Interaction narrative: Incorporate these human-centered objectives explicitly into 

the overall application narrative and visual design to facilitate psychological safety 
ensuring end-user engagement into the co-creation of the design process as well as 

adaptation and continuous innovation after tool deployment. Note, a use case is only 

truly hybrid intelligent if it can be used as a case for a positive Future of Work for 
humanity. 

3: Interaction design: Design for a continually evolving mutual human-AI learning 
while realizing high degrees of automation and sense of human control. 

The aim is to evolve HI design into a prescriptive set of design principles that 

application developers can strive to achieve as well as allow for concrete discussions of 

phenomena that are absent in order to differentiate clearly from the more generically 

applied concepts such as human-in-the-loop. 

Some design concepts and challenges that need to be deliberately and 

contextually designed for in a hybrid intelligence VAs include: 

Narrative explicitation and Interactive visualization to incorporate human concerns 

into an HCAI loop [6]. This includes taking concerns such as fear of job loss explicitly 

into the naming and design of virtual assistants. For instance, although presented with a 

friendly graphic the name Einstein GPT of the Salesforce virtual assistant  may  not instill 

a sense of equal partnership: when a query fails, whose fault is it? Einstens or the 

potentially technologically inexperienced and fearful end user? 

 
Seamless vs seamful design: whereas seamless interaction can enhance a sense of user-

flow, it can also hide algorithmic complexities within a black box. Conversely, within 

seamful design one can anticipate potential breakdowns and exploitatively craft custom 

solutions and procedural shortcuts connecting and traversing seams [7]. An application 

of this would be transforming the “undo-button event” in which the user cancels an 

attempt of automation from a frustrating interruption into a positive, collective learning 

experience.  

 

Navigate the transition from producer to evaluator to avoid productivity loss by i.a. 

(i) continuous feedback, (ii) system personalization, (iii) ecological interface design, (iv) 

main task stabilization and timing, and (v) clear task allocation [8]. A critical HI design 

challenge involves facilitating users to navigate and experiment with task flows and 

loops that were unfeasible before Generative AI due to the extensive manual effort 

required. For example, shifting the focus from detailed writing processes to more 

strategic planning and outlining activities. 

 
Convergent vs divergent support: Designers explicitly need to consider on a case-by-

case basis if the assistant should support divergent or convergent thinking by presenting 

options or suggested solutions. This could involve showing several options for the next 

step vs showing/completing several steps along the workflow. Here, attention should in 

particular be given to the pleasing vs provoking tradeoff either fulfilling expectations or 

instilling new ideas [9]. The user provocation can be particularly relevant for overcoming 

confirmation bias and, in the HI context, in supporting task objective re-engineering.    
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Level of foresight: The phenomenon in human-AI interaction where the AI anticipates 

the user's desires based on ambiguous input and performs several automated steps in one 

action is referred to as proactive automation or predictive interaction [10]. This involves 

the AI system analyzing patterns in user behavior, preferences, and context to predict 

and execute tasks without explicit instructions at every step, aiming to streamline the 

user experience by reducing the need for direct commands or inputs. 
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Abstract. This study investigates the optimization of Generative AI (GenAI) 

systems through human feedback, focusing on how varying feedback mechanisms 
influence the quality of GenAI outputs. We devised a Human-AI training loop where 

32 students, divided into two groups, evaluated AI-generated responses based on a 

single prompt. One group assessed a single output, while the other compared two 

outputs. Preliminary results from this small-scale experiment suggest that 

comparative feedback might encourage more nuanced evaluations, highlighting the 

potential for improved human-AI collaboration in prompt optimization. Future 

research with larger samples is recommended to validate these findings and further 

explore effective feedback strategies for GenAI systems. 

Keywords. Generative AI, prompt engineering, human-machine learning, education 

1. Introduction 

The incorporation of Generative AI (GenAI) technologies within organizational and 

research environments emphasizes the urgent need to maximize the performance of these 

systems to reflect intricate human knowledge and contextual subtleties. Although there 

is a widespread agreement on the usefulness of GenAI models, optimizing prompts 

remains a sophisticated challenge that necessitates a thorough examination of the 

mechanisms that enable productive human-AI interaction. 

It is generally essential for a human to be at the center of the improvement loop in 

order to evaluate the quality of the output produced by a generative AI system like 

ChatGPT. A human is better equipped to comprehend the context and the circumstances, 

and can exhibit a refined expertise in the concepts presented, while also adopting a more 

distinctive and often more pertinent style. 

Thus, we recommend the establishment of a human-AI training loop, which begins 

with a single prompt that is refined and improved over time. In this process, the human 

plays a pivotal role by evaluating the output and determining its fine-grained properties. 

By drawing upon their expertise and sensitivity, humans can identify what aspects of the 

output are more useful and effective. The integration of critical feedback and knowledge 

of AI-type virtual assistants by experts is crucial to enhancing the quality of Gen AI 

outputs. This, in turn, leads to a virtuous cycle of continuous skill improvement between 
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AI and humans, ultimately resulting in better acceptance and feedback from users and 

companies. 

However, it is often difficult for domain experts to explicitly specify their 

knowledge within their field of expertise. Indeed, expressing a nuanced and contrasting 

opinion on anything requires comparison. As it stands, there are no "golden standards" 

for evaluating these prompts, which is why we wanted to propose several readings for 

evaluating the effectiveness of a prompt, inspired by studies on absolute and relative 

performance [4, 5, 6]. In this type of study, it is generally emphasized that there are 

several examples of a task to be performed (for us, the identical prompt) in the evaluation 

of situations or texts [2, 3]. 

Tools like ChatGPT are able to facilitate this seamlessly, offering us several 

solutions and letting us choose which one we prefer to suit our style. However, this 

strategy does not provide viable answers immediately, which could be improved by the 

virtuous loop discussed earlier. 

Therefore, we have conducted a pilot study with two conditions, both with the same 

general objective: to read one or more outputs from a generative AI and to evaluate them 

in two groups. For the first group, the aim was to carry out a set of systematic evaluations 

of the results of a prompt: reading the prompt, evaluating it on a scale ranging from 1 

(very bad) to 5 (very good), then describing their reflections, clearly stating the positive 

and negative elements, and distinguishing avenues for improvement from the 

commentary. In the second group, the aim is to study several outputs that are still based 

on the same Gen-AI and the same prompt. This is in line with Shah's [7] remarks on how 

to make prompt and outcome studies more scientific. In cases where concrete contextual 

feedback is required, users will be more able and motivated to provide it if they are 

presented with two outcomes from the same prompts and asked to rate and comment on 

both on an absolute scale, as opposed to the rule of displaying only one outcome to rating 

at a time? 

We conducted an experiment with 32 Danish high-school students divided into two 

groups to examine the impact of varying prompts on their critical response skills. The 

prompt was designed to be relevant to problems that students may encounter in real life, 

and aimed to assess the feasibility of incorporating AI into their daily school activities. 

Based on the overall school-task, the prompt produced a detailed a task breakdown and 

for each made suggestions for the potential level and method of incorporating AI into the 

subtask solution giving a human-AI task hybridization level ranging from 1 (human 

performed the majority of the task) to 5 (AI performed the majority of the task). This 

prompt was used multiple times in different ChatGPT4 conversations to ensure the 

presence of two distinct AI individuals. The first group (NGr1 = 19) received only one 

response, while the second group (NGr2 = 13) received two, one identical to the first 

group and the other different. Both groups were asked to describe the outcome, rate it on 

a scale of 1 to 5 (1 being very bad and 5 being excellent) and provide justification for 

their scores. 

Although our sample size was small, we found it interesting to examine the 

descriptive differences between the two groups. Most notably there was an inverse 

difference in the number of words used, with Group 1 using fewer words (mean of 21) 

than Group 2 (mean of 26), which might indeed suggest that Group 2 engaged more 

deliberately in the evaluation process. Because additional research is necessary to 

establish a definitive conclusion, we believe that these initial descriptive findings are 

worth exploring. It is possible that the number of words used is an indicator of the quality 

of a student's justification or argument [1]. 
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Despite the fact that our research did not yield statistically significant outcomes as 

a result of the limited number of participants, it is noteworthy that, at least in terms of 

descriptive statistics, disparities do exist and appear to support our hypothesis. Further 

investigation could be conducted by engaging larger sample sizes, examining 

participants' critical abilities, broadening the demographic scope, and considering 

additional variables. 
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Abstract. Disagreements are common in online societal deliberation and may be
crucial for effective collaboration, for instance in helping users understand oppos-
ing viewpoints. Although there exist automated methods for recognizing disagree-
ment, a deeper understanding of factors that influence disagreement is currently
missing. We investigate a hypothesis that differences in personal values influence
disagreement in online discussions. Using Large Language Models (LLMs) for es-
timating both profiles of personal values and disagreement, we conduct a large-
scale experiment involving 11.4M user comments. We find that the dissimilarity of
value profiles correlates with disagreement only in specific cases, but that incorpo-
rating self-reported value profiles changes these results to be more undecided.

Keywords. perspectives, values, natural language processing, hybrid intelligence

1. Introduction

A large number of users participate in online deliberations on societal issues such as cli-
mate change [1] and vaccination hesitancy [2]. Disagreement is important to deliberation
[3,4], since it helps users understand the opposing viewpoints [5,6]. Measuring disagree-
ments may therefore be useful for measuring deliberation quality [7]. However, recog-
nizing the level of disagreement in a discussion is hard because a deeper understanding
of factors that influence disagreement is currently missing [8].

To a degree, automated methods can be used to analyze disagreement in opinions
expressed through text. Contemporary approaches are usually based on LLMs, and en-
compass a variety of tasks like Sentiment Analysis [9], Stance Detection [10], and Ar-
gument Mining [11]. However, these methods are shown to disregard diverse opinions
[12,13,14], and only paint a partial image of the opinions at play. Analyses of delibera-
tions require a more accurate description of the diverse opinions to be effective [15,16].

We propose to instead use a proxy for disagreement by focusing on value conflicts,
a potential root cause for disagreement [17]. Preferences among values are used for rep-
resenting the motivations underlying opinions and actions. In this abstract, we briefly
describe how we tested the hypothesis that when users with conflicting values engage in
a discussion, diverging views come up [18].

1Corresponding author: Michiel van der Meer, m.t.van.der.meer@liacs.leidenuniv.nl.

HHAI 2024: Hybrid Human AI Systems for the Social Good
F. Lorig et al. (Eds.)
© 2024 The Authors.
This article is published online with Open Access by IOS Press and distributed under the terms
of the Creative Commons Attribution Non-Commercial License 4.0 (CC BY-NC 4.0).
doi:10.3233/FAIA240231

481



Collection of 
User 1’s Posts

User 1

Debagreement Dataset

User 1: Rich people should pay for 
innovations  tackling climate change.

Collection of 
User 2’s Posts

User 2

Value Profile 
Estimation

Value Profile 
Estimation

Disagreement Value  Conflict
Do Value Conflicts 

Influence Disagreements 
in Online Discussions?

Self-direction
Universalism

Benevolence

Conformity

Tradition
Security

Power

Achievement

Hedonism

Stimulation

Self-direction
Universalism

Benevolence

Conformity

Tradition
Security

Power

Achievement

Hedonism

Stimulation

Value Extraction

Value Extraction

Climate change is partially caused by greedy rich
people. Which is ironic because  those suffering

from climate change paid them.  

A post Schwartz Values

Achievement
Universalism

... ......
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Figure 1.: Analyzing disagreement & value conflicts via Value Profile Estimation (VPE).

2. Value-Sensitive Disagreement Analysis

To evaluate our hypothesis, we estimate individual value profiles based on user com-
ments on Reddit, a social media platform. A value profile captures the relative impor-
tance a user ascribes to values from the well-known Schwartz theory of basic values [19].
We compare the similarities among profiles to cases of (dis-)agreement among users.
This allows us to investigate the association between value conflict (low similarity) and
disagreement. Figure 1 shows a detailed overview of our approach. We train a classifier
to perform Value Extraction on individual user comments. We aggregate predictions for
a single user and construct the value profile by scoring the relative frequency of value
mentions. We test if there is a significant difference among the profiles of user pairs that
have been shown to agree with each other versus those that disagree with each other.

We gather 11.4M comments from 19K users on Reddit to construct value profiles.
We perform up to 200 tests with different settings to investigate our hypothesis. We fur-
ther experiment with replacing estimated value profiles with self-reported ones. To do
so, we collect 572 judgments from 26 annotators in combination with self-reported value
profiles. We mostly observe negative evidence of a correlation between profile similarity
and disagreeing users when using VPE. This corroborates the difficulty of solely auto-
mated discussion analysis with LLMs. When including self-reports, the results change
for a majority of the cases, alluding to differences in how profiles are obtained. The spe-
cific cases in which value conflicts correlate with disagreements are those where values
are likely to be relevant and diverse. Therefore, while value conflicts may not be directly
related to disagreement, they signal the diversity of the underlying motivations of partic-
ipants. How context influences the meaning and relevance of values is usually unknown,
though Hybrid Intelligence (HI) approaches can be used to inform decision-making [20].
This opens up human-machine collaboration opportunities for a more constructive con-
versation [21,22,23].
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Abstract. Recent research challenges the notion that digital offloading impairs 

memory, suggesting instead that at least gist memory may stay intact.  Drawing from 

Walter Kintsch’s tripartite model of text comprehension, we hypothesize that 
offloading spares cognitive resources, thus not merely sparing gist memory, rather 

improving it. Our methodology involves two experiments testing memory retention 

across different levels of text comprehension, under conditions of anticipated text 
accessibility, including the use of ChatGPT. Preliminary results from these 

experiments indicate comprehension level effect, with higher-order cognitive 

processes benefiting more from offloading. Although pilot data has no statistical 
significance, they hint at a potential advantage of digital offloading for gist memory, 

challenging traditional perceptions of memory decline due to technological reliance. 

The ongoing research aims to further elucidate the impact of digital offloading on 
memory processes, potentially shaping future hybrid cognitive architectures where 

human creativity and AI-driven memory retention coalesce. 

Keywords. Сognitive offloading, Google-effect, digital externalization, hybrid 

intelligence. 

 

Experimental evidence suggests that individuals are more likely to forget information 

that they have saved digitally, whereas information that has been deleted is more likely 

to be remembered [1]. This tendency to offload information is often perceived as a 

general decline in memory capacity. Recent experiments, however, reveal 

inconsistencies in this observed decline. A series of studies [2] demonstrated that the 

advantage in recalling categorized words, as opposed to non-categorized ones, was either 

equivalent to or greater in the offloading condition than in a condition where participants 

did not anticipate having access to their written lists during the recall test. Therefore, it 

appears that gist memory, which is bolstered by semantic associations, does not undergo 

significant reduction when offloading. 

Here we propose a stronger hypothesis that gist memory may be not merely intact, 

but rather increased, because the cognitive resource, spared by offloading, is redirected 

from memorizing towards comprehension. To address this improvement, we need to use 
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more detailed approach to levels of memory. The proper theoretical framework was 

proposed by Walter Kintsch [3], who suggested the tripartite model of text 

comprehension: text surface (TS), textbase (TB), and situation model (SM). The TS 

refers to the exact wording, the TB covers the semantic content that can be seen as a 

network of propositions, the SM is a coherent representation of the situation referred to 

in the text and is constructed by drawing inferences. 

To examine our hypothesis, we conducted two experiments, each comprising of text 

reading and test stages. The instructions in the first stage present three conditions about 

text accessibility in the following test stage: 1) the text will not be available, 2) the text 

will be available, and 3) ChatGPT can be used for task resolution. Participants are 

students well-versed in ChatGPT's functionalities. In both experiments, during the 

testing phase, participants were, in fact, denied access to the text, allowing for the 

assessment of actual memory retention. 

The first experiment employed sentence recognition paradigm [4] to access memory 

separately for three levels. Participants read 12 short texts on different topics under three 

aforementioned conditions. On the text day, they are presented with separate sentences 

from the text and asked to decide whether this sentence had appeared in the original text. 

These sentences could be either verbatim from the text or modified to align with one of 

the three memory levels being tested. 

In the second experiment, we refined the textbase level into two sub-levels to 

differentiate between micro and macro semantic comprehension. During the initial stage, 

participants were exposed to three texts. In the testing stage, they were presented with 

multiple-choice questions designed to directly assess comprehension at one of the four 

specified levels. This approach allowed us to more precisely evaluate the nuances of 

semantic understanding facilitated by the offloading process. 

Analysis of pilot series (N=27) from the second experiment yielded inconclusive 

results that, while not statistically significant, tended to support our hypothesis. A two-

way repeated measures ANOVA revealed a significant effect for the Comprehension 

level (p < 0.001), but no significant interaction between Offloading type and 

Comprehension level (F(6, 26) = 1.67, p = 0.131). Absolute mean values show that in 

“ChatGPT” performance in macrosemantic and SM levels was highest, while in 

microsemantic and surface it was poorest. The performance in no-offloading condition 

was greatest on microsemantic level. To assess the quality of the questions, we 

administered them to individuals who had not read the texts. Their responses did not 

surpass the level of random guessing, indicating that the formulation of the questions 

was neutral and did not prime the answers.  

Due to the high variance in the data and the small sample size in the pilot study, we 

were unable to obtain statistically significant results. However, the general patterns 

observed in the results align with our hypothesis, suggesting that AI and digital 

offloading might not necessarily impair human memory. Instead, they may offer benefits 

for higher-order gist memory of texts. The forthcoming results from the main 

experimental series are expected to provide significant insights into hybrid cognitive 

architectures. In these architectures, the role of humans is envisioned to be more creative, 

focusing on the management of generalized ideas, while AI fosters information retention.
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AI + Object Making & Creative Content 
Kio ZHU and William NICKLEY 

 The Ohio State University 

Abstract. Research in AI inspired instrument making and content creation. This 
study explores the integration of Artificial Intelligence (AI) in the creation of artistic 
and musical objects, employing hybrid human-machine processes. AI technologies, 
including text generation, text-to-picture, and the innovative text-to-3D, are rapidly 
evolving and becoming more accessible to artists and designers. Our project 
investigates the potential of these technologies to enhance creative processes in the 
arts and design. 

Keywords. Hybrid human/machine process, object design, instrument, virtual 
content creation 

1. Introduction 

The project is an investigation into what it means culturally for AI to make creative 
contents, which is fundamentally human centered. How would AI interpret abstract 
concepts? How do we as humans assign meaning to AI generated contents?  

The inception of our project was inspired by Dream-field, a text-to-3D model 
developed by researchers at UC Berkeley and Google Research, including Ajay Jain, 
Ben Mildenhall, Jonathan T. Barron, Pieter Abbeel, and Ben Poole. Since then, the field 
has advanced with the introduction of several models, including Stable-Dreamfusion, 
which is based on Google’s Dreamfusion and incorporates Stable-Diffusion techniques. 
Our work has led to the creation of physical objects that embody the sonic characteristics 
of various musical artists, through a complex, collaborative, hybrid human-machine 
process. This process involves generating descriptive prompts with ChatGPT, creating 
virtual 3D objects with Stable-Dreamfusion, and transforming these into tactile, 
interactive objects using virtual reality and 3D modeling technologies. 

2. Research 

Our methodology involves multiple stages: conducting interviews with musicians, 
generating textual descriptions of their sound, creating 3D models of these descriptions, 
manually refining the models, prototyping through 3D printing, and ultimately producing 
real-scale, interactive musical instruments with sonic, physical, and visual components.  

An initial focus has been the production of both physical and virtual representations 
of sound artists’ work, incorporating feedback from local, underground music scenes to 
enrich our creative process. Collaborations with local bands such as Catchwords and 
Abel have been instrumental in this endeavor. Future phases will focus on refining our 
outputs to fully functional musical instruments suited for live performances, and 
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exploring the development of new AI-driven 3D modeling techniques that go beyond 
textual inputs. 

Our project also brings into focus cultural implications of AI in creative content 
generation, questioning how AI interprets abstract concepts and how humans attribute 
meaning to AI-generated content. This exploration is crucial in understanding the 
broader impact of AI on creative industries associated with art and design. 

3. Presentation and showcase 

Imagine being drawn by intriguing sounds to a corner where a dazzling display 
awaits. You see individuals skillfully manipulating beautiful, strange objects, almost 
dancing in sync with the captivating music they control. Nearby, another object invites 
you to join this symphony. This isn't just a demonstration—it's an invitation to engage 
directly with our AI-inspired creations, where technology meets human expression. 
Come explore how these objects transform sounds and visuals in real-time, inviting you 
to be part of the artistry. 

During the workshop, we aim to demonstrate our streamlined process for creating 
AI-inspired musical objects and allow participants to engage with this process firsthand. 
Additionally, we are constructing an interactive installation where attendees can interact 
with musical object prototypes, triggering AI-generated sounds and visuals. This 
immersive experience is designed to engage participants directly with the outcomes of 
our research and explore the intersection of AI and human creativity. 

4. Link to video demo 

https://youtu.be/Hv9k4VJr_mA  

5. Special Thanks 

Grace Gerber as 3D-modeler, a human in our hybrid process. 
Catchwords (band) and Abel (band) as musician collaborators, humans in our process. 

6. AI models used 

OpenAI. (2023). ChatGPT [Large language model]. 
Jiaxiang Tang. (2022). Stable-dreamfusion: Text-to-3D with Stable-diffusion. 
Stability ai. (2023). SD Turbo. 
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