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Abstract

In this thesis, a convolutional neural network (CNN) is investigated as a non-invasive
approach for detecting drought stress in trays of Pinus Sylvestris seedlings using RGB
imaging acquired in a controlled environment. The trays were divided into two classes,
healthy and stressed, which were subjected to different growth conditions. Images of the
trays were collected using an automated data acquisition protocol and were used to create
a custom dataset for training a CNN through transfer learning.

Two iterations of data acquisition were performed, where the first dataset was used to
develop and test the model’s performance, while the second was used to test the model’s
ability to generalize to previously unseen data. To gain an insight into what the model
bases its predictions on, saliency-based interpretability methods were applied to examine
which regions of the image contributed most to its decision.

Results from ten independent training runs on the first dataset show that the model
reached an accuracy of 94% = 1%, indicating that the model is able to distinguish between
images of stressed and healthy trays. When evaluated on the second dataset, the model
achieved an accuracy of 82%, suggesting that it is able to generalize to new data. These
results indicate that the performance of the tested approach was successful in detecting
drought stress under controlled conditions.

The result saliency maps suggested that the model focused more on background in-
formation rather than plant structure when making its prediction. While this does not
take away the performance observed during testing, it highlights that evaluation metrics
alone are not sufficient to evaluate a model’s performance, and emphasizes the impor-
tance of combining evaluation metrics with interpretability methods to understand the

decision-making nature of a CNN.

Al Use

In this thesis the Al-based language model ChatGPT [1] was used to generate portions of
the code for the model, Latex code for some figures as well as general language changes to
the report. Furthermore, it was used continuously to verify the understanding of concepts

and discuss different aspects of the theory.
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Introduction

1 Introduction

1.1 Background

Wood production has reached historically high levels [2], placing increasing pressure on
the forest industry to meet demand while ensuring long-term sustainability. To achieve
this, large-scale reforestation practices that rely on the continuous planting of seedlings are
required, making monitoring of seedlings health critical in sustainable forest management.

Seedlings can be subjected to various stresses throughout their life cycle, commonly
categorized as either biotic or abiotic. While biotic stresses are caused by living organ-
isms such as pathogens and weeds, abiotic stresses arise from unfavorable environmental
conditions [3]. Among these, drought is becoming an increasing threat. According to
the Sixth Assessment Report of the IPCC, drought represents a major climatic hazard,
leading to economic losses and increased vulnerability within the cropping systems [4]. It
is therefore important to detect the onset of drought stress.

Historically, detection of drought stress has relied on manual inspection performed by
controllers, where morphological and structural changes in stems and leaves as well as
reductions in growth, were used as indicators of stress [5]. Although manual inspection is
still employed, it is limited by the subjectivity of the controller and by its time-ine ciency,
particularly in large-scale settings.

With advancements in technology and an increased accessibility to sensors, more ob-
jective approaches for assessing plant water status have been developed. These include
the use of in situ sensors, such as microtensiometers, that provide continuous measure-
ments of the water status by measuring the stem water potential in trees [6]. However,
despite their e ectiveness many of these methods are highly invasive and are therefore
not suitable for large-scale monitoring of seedling.

Non-invasive spectral imaging techniques are also being used in drought stress research.
These include thermal infrared [7], multispectral (MS) [8], and hyperspectral (HS) imaging
[9]. While thermal infrared images only contain spectral information from the infrared
spectrum, MS and HS images contain spectral information from multiple regions of the
electromagnetic spectrum.

MS imaging has been used in drought stress research due to its ability to capture
re ectance information from limited numbers of discrete spectral bands, allowing for the
calculation of vegetation indices (VIs), which are mathematically derived indices com-
puted from sensing data, that can be used to monitor the health of plants [10]. Studies
have shown that MS-based methods for computing VIs combined with machine learning
have been e ective in drought stress detection [8], [11].

Extending on the principles of MS imaging, HS imaging is able to capture re ectance
information across a large number of spectral bands, providing a higher spectral resolution
compared to MS images, and allowing subtle changes associated with drought stress to be
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detected, often before visible symptoms appear [12]. Studies have shown that HS imaging
can be e ective in capturing changes to plant physiology due to stress, such as alterations
in water content, pigment composition, and photosynthetic activity [9], [13].

Despite their e ectiveness, spectral imaging techniques are mainly used in research
settings due to high costs and large data volumes, particularly for hyperspectral imaging
[12], [14]. These factors limit their applicability for large-scale monitoring.

As a result, increasing attention has been directed toward RGB-based approaches
[14]. RGB imaging relies on standard digital cameras, which are much more accessible
and require less storage compared to spectral systems. Although RGB images lack explicit
spectral information beyond the visible range, recent advances in arti cial intelligence have
enabled the extraction of subtle visual cues related to stress in plants [15]. In particular,
convolutional neural networks (CNNs) are capable of learning feature representations
directly from image data, allowing for the possibility of stress-related changes in color,
wilt, or morphology to be captured. This makes RGB-based approaches especially suitable
for controlled experimental environments, where imaging conditions can be standardized
and background variability minimized.
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1.2 Goal, Aims and Objectives

The goal of this thesis is to examine whether a convolutional neural network (CNN) can
be trained to detect drought stress in trays of Pinus Sylvestris seedlings in a controlled
environment using RGB imaging. The seedlings used in this study were provided by
Holmen, and the work can be viewed as a proof-of-concept for applying image-based deep
learning methods to drought stress detection in a large-scale forestry context.

To build on this goal, the aims of this thesis are to study the use of convolutional
neural networks for drought stress detection in trays of Pinus Sylvestris, and to evaluate
both the performance and interpretability of the used model. In order to address these
aims, the following research questions are formulated:

1. RQ1l: Can a model, that is trained on a limited custom dataset, learn to classify
between images of healthy and stressed trays?

2. RQ2: Is the model able to generalize to an independent dataset with similar images?

3. RQ3: Is it possible to see what the model bases its predictions on?
In order to answer these questions, the following objectives were de ned:

1. Create a data acquisition protocol

2. Acquire RGB images of the trays under healthy and drought-stressed conditions
using a robotic arm

3. Use a model initialized with parameters from a pretrained network and ne-tune it
for drought stress classi cation

4. Analyze the model's behavior during training, validation and testing
5. Test the model's performance and evaluate it using multiple standard metrics
6. Evaluate the model on an independent dataset to assess generalization performance

7. Apply explainable Al methods to analyze model sensitivity and interpret prediction
behavior.
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2 Theory

2.1 Convolutional Neural Networks

Convolutional neural networks (CNNs) are a class of neural networks that consist of
multiple interconnected layers, as seen in Figure 1, and are specialized for image-based
input [16]. They utilize the fact that neighboring pixels in an image contain related
information to extract features.

Figure 1: An overview showing the multiple layers and architecture of a convolutional neural network.
Image used from [17].

As suggested by the name, the convolution operation forms the basis of a CNN. This
operation is performed in the convolutional layer of the network through the use of learn-
able lters, also referred to as kernels [18]. These are small matrices that are used to
detect speci c patterns in an image by sliding across the input and computing responses
based on the underlying pixel values. The responses of the kernels to the input data are
used to produce feature maps that contain spatial information about where in the image
a pattern has been detected [19].

In the early convolutional layers, these feature maps primarily contain information
about simple, low-level features such as edges and basic shapes, whereas in the deeper
layers, the network is able to combine the information contained in the feature maps to
learn more abstract and high-level features, such as complex shapes and objects.

To decrease the computational complexity resulting from multiple convolutional lay-
ers, pooling layers are often alternated between blocks of convolutional layers. These
layers reduce the spatial resolution through operations that summarize the information
contained in a region of a feature map while still keeping the most important information
[20].

Once the input has passed the input, convolutional and pooling layers it reaches the
fully connected layer, where the nal task of the model is performed [21]. In contrast to the
earlier layers, where the network has learned features by looking at speci ¢ regions of the
image, the fully connected layers collects all features in order to make a nal prediction.
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2.2 Training, Validation and Testing

During the training stage the goal is to nd the optimal parameters such that a model's
prediction align with the ground truth obtained by the input data. In order to adjust the
parameters of the model, a loss function is used. The loss function provides a measure
that describes how wrong a model's prediction is, and its aim is to minimize this values.
As the loss decreases the models con dence increases and its predictions are closer to the
ground truth [22].

The two parameters that are changed throughout the course of training are the weights
and biases in the kernels, and their values are updated through the process of backprop-
agation. When the loss function has been calculated, the model propagates back through
its layers and derives the gradients of the loss function based on each of the models param-
eters. In this process, the parameters that had the largest impact on the nal prediction
are updated using an optimization algorithm in order to reduce the loss function. Once
the parameters have been updated, a new input is passed through the model and the
same procedure is repeated.

Training takes place under a prede ned number of epochs. During an epoch all images
contained in a training dataset are passed through the model, the loss function is calcu-
lated and backpropagation is performed. The number of epochs that a model is trained
a ects the models predictive ability, as too many epochs can lead to memorization of
inputs, leading to over-con dence and resulting in over tting, while too few epochs can
lead to an inability to make correct predictions, causing the model to make incorrect
predictions and resulting in under tting. A measure of the training process is given by
the training loss, which compares the model's predictions to the ground truth.

Validation is often done in parallel with training as a means to evaluate the perfor-
mance of the trained model to new data. Once an epoch has passed and the loss function
has been minimized, a separate dataset is passed through the model, and the loss is com-
puted. In contrast to training, parameters are not updated during validation. Instead,
the validation process is used to monitor how well the model generalizes to new data and
whether it is able to apply the features learned during training to unseen images.

The losses from training and validation are often compared to each other as they
provide an insight into the model's behavior. Depending on the interplay between them
it is possible to deduce wether the model is under tting or over tting, or wether the
parameters have been optimized to generalize to unseen data [23].

Once a network has been trained and validated, the best performing parameters ob-
tained during training are used to test the model. A common practice is to pick the
parameters that made the validation loss the smallest, as these are the weights and bi-
ases that generalized the model best. Once the nal parameters have been chosen, that
model is subjected to a new dataset. Similarly to the validation phase, the model is only
evaluated during this stage and no changes to the parameters are made once the model
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has made its predictions.

The purpose of testing is to evaluate the performance of the model by seeing how
it performs by di erent metrics, e.g., accuracy, precision and recall, and its ability to
generalize to previously unseen data. As the training and validation dataset are passed
through the model during an epoch, over tting due to memorization becomes a problem.
By introducing new data the model's real predictive performance is measured.

2.3 Explainable Al

Convolutional neural networks are sometimes referred to as black-box models, as their
decision-making process is di cult for humans to interpret. Although the architecture
and parameters of a network are known, the information exchange between layers and the
complex transformations applied to the input data makes it di cult to explain how the
input's features lead to a prediction [24].

Due to the black-box nature of neural networks, there is a need to understand how
the model works, why it makes the predictions that it does, and what features it bases its
predictions on. The eld of explainable Al was developed with the aim to provide answers
to these questions by introducing methods and techniques that allow for the visualization
of features and pixels that in uence the model's predictions.

There are several aspects that can be considered when trying to understand a model's
predictions. One way to go about it is to consider how much a change in each pixel in the
input in uences the model's prediction, referred to as Vanilla gradient [25]. The output
layer in a network contains the number of possible outcomes a model is allowed to have,
called neurons. In a binary classi cation problem there are two possible outcomes, and
thus there are two neurons in the output layer. Once the input has passed the nal fully
connected layer, the two neurons are given a score, called a logit. This score represents
the model's output and describes how con dent the model is that the input belongs to
each class. By computing the gradient for the neuron with the highest logit value with
respect to the input pixels (@ score=@ pixel), a saliency map that describes the importance
of each pixel to the model's prediction can be generated [26].

Another approach to understanding a model's decision is to look at which features have
the biggest in uence. As the most abstract features are found in the last convolutional
layer, the feature maps in this layer are used. By calculating the gradient of the highest
score with respect to each feature map, an importance weight for each feature is obtained.
These weights are used in combination with their respective feature map to generate a
new feature map that highlights the most signi cant regions in an image. This approach
Is the core of Gradient-weighted Class Activation Mapping (Grad-CAM) [27].
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2.4 Evaluation metrics

In a binary classi cation problem there are four possible outcomes: true positive (TP),
false positive (FP), false negative (FN), and true negative (TN). A table visualizing these
outcomes is seen in Figure 2, where the rows represent the ground truth of a class and
the columns represent the two ways that they can be classied. The following section
introduces a set of evaluation metrics used to analyze di erent aspects of the results,
where they have been de ned with respect to a positive class.

Predicted
Negative Positive
C_G;% TN FP
=
<:|FN | TP

Figure 2: Confusion matrix for a binary classi cation problem. The rows represent the actual classes and
the columns represent the predicted class.

The accuracy of a classi cation is given by the ratio of correct predictions to the total
number of predictions, and is calculated according to Eq. 1. Although it is a good measure
to evaluate overall performance, it does not provide information about how reliable the
predictions are. To understand how often a prediction for a given class is correct one uses
precision, calculated in Eg. 2. In comparison, recall quanti es how often samples from a
given class are correctly predicted to belonging to their actual class, and is computed for
the positive class in Eq. 3.

When there is an imbalanced distribution of samples between classes, thes€ore,
which is the harmonic mean of precision and recall, as shown in Eq. 4, is used. The
reason for this is that the accuracy for such datasets can be misleading, and thed€ore
balances out the impact of false positives and false negatives.

TP +TN

Accuracy—_I_P+_|_N+FP+FI\| (1)

. TP
P = 2
recision TP +FP (2)

TP
Recall = TP+EN 3)

2 Precision Recall

F,-score = 4)

Precision + Recall
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3 Materials and Methods

3.1 Plant and Growth Conditions

The trays of Pinus sylvestris seedlings were grown in a commercial industrial environment
and were obtained from Holmen, where all seedlings followed their growth and irrigation
protocols and were considered well-watered at the start. At the time of the data acquisi-
tion the seedlings were entering dormancy due to the season, limiting their physiological
activity and increasing their resilience toward di erent stresses.

Four trays containing 60 seedlings each, as seen in Figure 3, were kept in a controlled
indoor environment with stable environmental condition and limited sun light. After
consultation with a plant specialist at Holmen, it was concluded that the risk of light
de ciency occurring simultaneously was negligible, and that LED-light was su cient to
prevent onset of light stress.

Figure 3: Top view images of the trays, where each tray contains 60 P. Sylvestris seedlings.

3.2 Experimental Design

The trays were divided into two classes: healthy and stressed, where examples of images
from each class are seen in Figure 4. To establish the duration for the data acquisition
and determine when drought stress could be detected using manual inspection, a trial
experiment was conducted before the rst iteration of data collection.

The trays with healthy seedlings were bottom-watered once every seventh day and
were placed in a plastic container for 30 minutes, allowing them to absorb the amount of
water they needed. To avoid overwatering and unwanted side e ects, such as mold, the
trays were placed on plastic lids to allow excess water to drain. In contrast, the stressed
trays were not watered at all.
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Figure 4: Images showing the di erence between a healthy tray (top), and a stressed tray (bottom).

From day 1 to day 7, the trays from both experimental groups were subjected to
identical treatment, therefore all images collected during this period were classi ed to
belong to the healthy class. This decision was further motivated by the risk of the model
learning to di erentiate between the classes by distinguishing characteristics of the trays
rather than focusing on symptoms of stress.

By day 9, the trays subjected to stressed condition began exhibiting visible symptoms
and morphological changes, such as signi cant structural and color changes, and by day 12,
they displayed signs of irreversible damage, and the duration of the data acquisition was
established.

In order for the model to have two classes with distinct features to learn from, the
images captured from the stressed trays between days 8 and 9 were excluded from the
dataset. However, due to the imbalance of stressed images compared to healthy, all four
trays were later subjected to extreme drought conditions in order to impose severe stress.
The trays were left unwatered for an additional 14 days and images were collected for an
additional two days to capture the visual characteristics of severely stressed plants.
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