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Abstract

Machine learning (ML) has become a powerful tool, with remarkable success
across a wide range of areas. In medical image analysis, ML has shown great
potential for supporting diagnosis, treatment planning, and disease monitoring
by extracting patterns from complex imaging data.

This thesis focuses on structure-aware ML methods for medical image
analysis. Medical images exhibit strong spatial structure rather than consisting
of independent pixel or voxel intensities. The central idea in the work is to
incorporate this prior knowledge into the learning process. The work combines
theoretical method development with empirical evaluation on medical imaging
applications.

The work begins by introducing mathematical morphology as a form of
regularization, encouraging the selection of spatially coherent features while also
controlling the size of the selected structures (Paper I). The proposed methods
are further developed for the multi-class classification task, with particular
emphasis on identifying spatially coherent and interpretable image regions
associated with disease progression (Paper II).

The work then develops a structured prior distribution based on total
variation (TV) within a Bayesian regression framework. Specifically, a well-
defined family of structured priors that combines TV with an ℓp norm is
constructed and proven to be proper. The resulting Bayesian formulation
enables the estimation of tissue-specific parameter maps together with the
quantification of their associated uncertainty (Paper III & Paper IV).

Finally, an input-dependent model is developed in which a neural network
generates sample-specific regression coefficients. The Fisher information is
used to quantify uncertainty in these coefficients, providing both interpretable
predictions and uncertainty estimates (Paper V).

These contributions demonstrate how incorporating prior structure knowl-
edge can guide models toward anatomically plausible solutions. By additionally
quantifying uncertainty in estimated parameters, the developed methods provide
information about how certain a model is in its outputs, thereby improving the
reliability and interpretability of ML methods for medical image analysis.
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Sammanfattning

Maskininlärning (ML) har blivit ett kraftfullt verktyg som har nått anmärk-
ningsvärda framgångar inom en rad olika områden. Inom medicinsk bildanalys
har ML visat stor potential för att stödja diagnostik, behandlingsplanering
och uppföljning av sjukdomsförlopp genom att identifiera mönster i komplexa
bilddata.

Denna avhandling fokuserar på strukturmedvetna ML-metoder för medicinsk
bildanalys. Medicinska bilder uppvisar en tydlig spatiell struktur och består
inte enbart av oberoende pixel- eller voxelintensiteter. Den centrala idén i
arbetet är att införliva denna förhandskunskap i inlärningsprocessen i ML.
Arbetet kombinerar teoretisk metodutveckling med empirisk utvärdering inom
medicinska bildtillämpningar.

Arbetet inleds med att introducera matematisk morfologi som en form av
regularisering, vilket främjar valet av spatiellt sammanhängande strukturer
samtidigt som storleken på de valda strukturerna kontrolleras (Artikel I). De
föreslagna metoderna vidareutvecklas därefter för klassificering, med särskilt
fokus på att identifiera spatiellt sammanhängande och tolkbara bildregioner
som är associerade med sjukdomsprogression (Artikel II).

Därefter utvecklas en strukturerad a priori-fördelning baserad på total vari-
ation (TV) inom det Bayesiska regressionsramverket. Mer specifikt konstrueras
en väldefinierad familj av strukturerade a priori-fördelning som kombinerar TV
med en ℓp–norm, och det bevisas att dessa a priori-fördelningar är korrekta. Den
resulterande Bayesiska formuleringen möjliggör skattning av vävnadsspecifika
parameterkartor tillsammans med kvantifiering av den tillhörande osäkerheten
(Artikel III och Artikel IV).

Slutligen utvecklas en indataberoende modell där ett neuronnätverk gener-
erar stickprovsspecifika regressionskoefficienter. Fisherinformationen används för
att kvantifiera osäkerheten i dessa koefficienter, vilket möjliggör både tolkbara
prediktioner och osäkerhetsskattningar (Artikel V).

Dessa bidrag visar hur införlivandet av a priori-kunskap om strukturer kan
vägleda modeller mot anatomiskt trovärdiga lösningar. Genom att dessutom
kvantifiera osäkerheten i de skattade parametrarna ger de utvecklade metoderna
information om hur säker modellen är på sina resultat och bidrar därmed till att
förbättra tillförlitligheten och tolkningsbarheten i ML-metoder för medicinsk
bildanalys.
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followed by Bayesian linear regression as an illustrative example. The chapter
then presents Markov chain Monte Carlo (MCMC) methods for approximating
posterior distributions when analytical solutions are unavailable. Finally, these
concepts are applied to T1 mapping, which is formulated within a Bayesian
framework.

A particular focus of this thesis is the incorporation of structured information
into ML models. This is achieved through structured regularization techniques
based on mathematical morphology and total variation. By combining data-
driven learning with prior knowledge about spatial relationships, the proposed
methods aim to improve both predictive performance and interpretability in
medical image analysis applications. The overall methodology is illustrated
through a collection of applications addressing different aspects of medical
image analysis, including classification, regression, and quantitative parameter
estimation. Together, these studies contribute to the development of structure-
aware ML methods broadly applicable to medical image analysis.
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Figure 2.2: Precession of magnetic moments in a static magnetic field. The
magnetic moments are aligned either parallel or anti-parallel to the external
magnetic field B0 and precess around the z-axis at the Larmor frequency ω0.
The dashed circles indicate the precessional trajectories. The z-axis represents
the longitudinal direction, parallel to the static magnetic field B0, while the
xy-plane, perpendicular to B0, is known as the transverse plane.

is the measurable MR signal. Immediately after excitation, the transverse
magnetization begins to decay due to loss of phase coherence among spins.
This decaying signal is known as the Free Induction Decay (FID) and typically
follows an exponential decay pattern.

Relaxation

After the RF pulse is switched off, the system returns to its equilibrium state
through relaxation processes. Two fundamental relaxation mechanisms occur
simultaneously: T1 relaxation (also known as longitudinal relaxation or spin–
lattice relaxation) and T2 relaxation (also known as transverse relaxation or
spin–spin relaxation).

T2 relaxation describes the loss of phase coherence among spins due to
interactions between neighboring spins. These interactions cause slight variations
in the local magnetic field experienced by each proton, leading to differences in
precession frequencies. Over time, the spins dephase, resulting in a decay of
the transverse magnetization. In addition to intrinsic spin–spin interactions,
inhomogeneities in the main magnetic field B0 further accelerate dephasing. In
practice, the observed decay is often characterized by an effective time constant
T ∗
2 , which includes both intrinsic and extrinsic effects.
T1 relaxation refers to the recovery of the longitudinal magnetization as

spins release energy to the lattice (surrounding environment). Over time, the
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Figure 2.4: VFA signal model. Steady-state longitudinal magnetization Mz is a
function of the excitation flip angle for representative T1 values of white matter,
grey matter, and cerebrospinal fluid.

Thus, for each voxel, Mz(α)
sinα can be fitted as a linear function of Mz(α)

tanα using
measurements acquired at different flip angles. The slope of the fitted line
provides an estimate of E1, from which the longitudinal relaxation time is
calculated as T1 = −TR/ ln(E1).
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Figure 3.1: Illustration of the relationship between model complexity and the
expected training error (blue) and the expected test error (red). As model com-
plexity increases, the expected training error decreases monotonically because
increasingly flexible models can fit the training data more closely. In contrast,
the expected test error initially decreases as the model captures the underlying
relationship in the data, but increases once the model becomes sufficiently
complex to fit noise in the training data, leading to overfitting. Models with
low complexity are characterized by high bias and low variance, whereas highly
complex models have low bias and high variance.
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