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Abstract

Virtual Knowledge Graphs (VKGs), also known as Ontology-Based Data Access
(OBDA), provide a paradigm for querying data sources, typically relational
databases, through a conceptual layer defined by an ontology. Classes and
properties in the ontology are connected to the underlying data sources through
declarative mappings. VKGs are increasingly used for data management in
domains such as healthcare, where the abundance and sensitivity of data raise
important concerns about the confidentiality of stored information.

Controlled Query Evaluation (CQE) addresses confidentiality through a
confidentiality policy, which represents the information that must be protected,
and a censor, which modifies query answers so that a user cannot infer in-
formation whose disclosure would violate the policy. Policy-Protected VKGs
(PPVKGs) integrate CQE into the VKG paradigm by embedding the confiden-
tiality policy directly into the mappings. Although the theoretical foundations
of this approach are well established, it had not been realized on an open-source
VKG system, and it was not known whether the framework could support the
broader privacy requirements of a real, regulated organization.

This thesis investigates these limitations from implementation, regulatory,
and access-control perspectives through four contributions: an open-source
realization of PPVKGs, an assessment of their adequacy against healthcare
privacy requirements, role-based access control for di!erentiated access, and
Break-the-Glass mechanisms for controlled emergency access. Healthcare is
used as the setting throughout the thesis because hospitals already use ontolo-
gies as a data access layer and operate under detailed legal and organizational
requirements. The results show that PPVKGs can provide strong protection
against inference over sensitive combinations of facts and can do so while re-
taining the existing VKG query engine and practical query performance. At
the same time, the assessment identifies structural limitations: the framework
cannot transform values, modify the underlying source, or make disclosure
depend on the identity of the requester or exceptional circumstances. The
thesis addresses the latter limitations through role-based and emergency access
mechanisms implemented at the mapping level, preserving the confidentiality of
the underlying PPVKG framework. Together, these results establish an open-
source and extensible foundation for privacy-aware VKGs while also clarifying
the limits of what can be achieved through mapping-level policy enforcement.
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Sammanfattning

Virtuella kunskapsgrafer (VKG), även kända som ontologibaserad dataåtkomst
(OBDA), är ett paradigm för dataåtkomst som gör det möjligt för användare att
fråga relationella datakällor utifrån begreppen i sin domän snarare än utifrån
databasens schema. En ontologi tillhandahåller ett konceptuellt lager, deklara-
tiva mappningar kopplar detta till den underliggande datakällan, och systemet
översätter frågor som ställs mot ontologin till SQL som exekveras direkt mot
datan. Denna metod hanterar diskrepansen mellan hur användare tänker om
data och hur databaser lagrar den, utan att replikera eller materialisera datan
i sig. Trots dessa fördelar förändrar denna abstraktion hur information expon-
eras, eftersom ett svar inte enbart beror på lagrad data utan även på vad som
kan härledas från den med hjälp av ontologin. Kontrollerad frågeutvärdering
(CQE) hanterar detta genom en sekretesspolicy, som specificerar den infor-
mation som behöver skyddas, och en censor, som filtrerar frågesvar så att en
användare inte kan härleda konfidentiell information som skulle innebära en
överträdelse av policyn. Policyskyddade VKG:er (PPVKG) integrerar CQE i
VKG-paradigmet genom att kompilera policyn direkt in i mappningarna. De-
ras teoretiska grunder är väl studerade, men de hade inte realiserats i ett system
med öppen källkod, och det var inte känt om ramverket är tillräckligt uttrycks-
fullt för sekretesskraven hos en verklig, reglerad organisation. Detta resulterar i
ett ramverk vars praktiska ändamålsenlighet endast kunde bedömas teoretiskt.

Denna avhandling undersöker dessa frågor utifrån implementations-, reg-
ulatoriska och åtkomstkontrollsperspektiv med fyra bidrag: en realisering
med öppen källkod, en regulatorisk utvärdering, rollbaserad åtkomstkontroll,
samt nödåtkomst. Hälso- och sjukvård används som tillämpningsdomän
genomgående, eftersom sjukhus redan använder ontologier som ett lager för
dataåtkomst och verkar under detaljerade lagkrav.
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Chapter 1

Introduction

In the last few decades, the increasing digitalization of society has resulted in
an unprecedented growth in the amount and variety of data produced every
moment of the day. Sensors embedded in industrial machinery, medical devices,
and mobile phones continuously record measurements, online transactions and
administrative systems store vast logs of operational activities, and scientific
instruments generate high-resolution datasets at a pace unimaginable only a
generation ago. This continuous production of data is not merely a question
of scale. It reflects a structural transformation in how modern organizations
operate, interact, and make decisions. Data has become central to healthcare
delivery, financial analysis, scientific research, and public administration, and
the ability to access and interpret this data e!ectively has become a fundamen-
tal requirement.

Although data is now abundant, gaining meaningful access to it remains
complex. Users such as clinicians, researchers, analysts, or policy makers typ-
ically reason about their domain in terms of conceptual entities and relation-
ships, for example, patients, diagnoses, laboratory tests, or financial transac-
tions. However, these conceptual structures rarely correspond to how data
is physically stored. Since the 1970s, when relational database systems first
emerged as the dominant paradigm for data management, database schemas
have been designed primarily for e"ciency, normalization, and transactional
integrity rather than for representing domain semantics. As a result, formu-
lating a query requires users to understand tables, foreign keys, normalization
rules, and other schema conventions rather than the conceptual structure they
have in mind.

This gap between conceptual understanding and physical storage introduces
a significant cognitive burden. Expressing a simple domain question often
requires navigating complex SQL queries involving joins, projections, filters,
and schema-specific constructs. The challenge becomes even more severe when
data is distributed across multiple heterogeneous sources, each with its own
schema, vocabulary, and structure. In such settings, users must understand not
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only one database structure but several, and they must harmonize di!erences
in naming, formatting, and semantic interpretation. This situation is common
in large hospitals, research institutes, government agencies, and multinational
corporations, where information systems have evolved independently over time.

The Virtual Knowledge Graph (VKG) paradigm, also known as Ontology-
Based Data Access (OBDA), has emerged in recent years as one of the most so-
phisticated and principled approaches to addressing such challenges [40, 30]. In
VKGs, a domain ontology provides a unifying conceptual layer that represents
the knowledge structure of the domain through classes, object properties, and
data properties. Rather than querying the database schema directly, users pose
queries over an ontology, expressing their information needs in terms consis-
tent with their conceptual understanding of the domain. Declarative mappings
(expressed, e.g., in R2RML [17]) connect ontology terms to the data stored in
underlying relational sources, enabling the VKG system to translate high-level
queries, formulated in the SPARQL language [21], into e"cient SQL queries
that are executed directly over the data.

The strength of VKGs lies in its separation of concerns. Ontologies for-
malize intensional knowledge using the well-studied formalism of Description
Logics (DLs), in particular OWL 2 QL [27], whose computational properties,
notably the first-order rewritability of ontological queries, ensure that query
answering over ontologies remains computationally tractable [15]. Databases
retain full autonomy and scalability, and mappings provide a flexible mecha-
nism for semantically lifting the relational layer into a virtualized graph. The
resulting Virtual Knowledge Graph thus provides a powerful abstraction that
enables semantic interoperability, reuse of existing data infrastructures, and
improved expressiveness in querying.

Despite these advantages, semantic abstraction fundamentally changes how
information is exposed to users. Since query answers may depend not only on
stored data but also on ontology reasoning and mapping definitions, protecting
sensitive information becomes substantially more di"cult than in conventional
database systems. Consequently, privacy and access control emerge as critical
challenges that must be addressed before OBDA systems can be safely deployed
in privacy-sensitive domains. We elaborate on this aspect in the following
sections.

1.1 Motivation

Although VKGs provide a powerful abstraction for semantic data access, they
o!er limited support for controlling how information is disclosed through onto-
logical reasoning and processing of mappings during query answering. Indeed,
existing VKG systems are primarily designed to maximize data accessibility
by reformulating SPARQL queries into SQL over relational sources while pre-
serving the semantics of the ontology. Their primary objective is to provide
complete and correct answers to user queries rather than regulating the infor-
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mation that may be revealed through the query answering process.
However, the same semantic abstraction that makes data more accessible

also introduces new challenges for protecting sensitive information. In con-
ventional relational database systems, access control mechanisms operate over
explicit database objects such as relations, tuples, attributes, and views, where
permissions are enforced through authorization models, including SQL privi-
leges and role-based access control [9, 34]. In VKGs, however, users interact
with an ontology rather than the underlying database schema, and query an-
swers are obtained by combining relational data with knowledge represented
in ontological axioms and mapping assertions. Consequently, the information
returned to a user is not restricted to explicitly stored facts but may also in-
clude knowledge inferred through logical reasoning. This additional inference
layer fundamentally changes the privacy landscape and creates inference-based
disclosure risks that are absent in traditional database systems.

Existing privacy-preserving techniques, including SQL authorization, view-
based access control, attribute masking, and data anonymization, primarily
regulate access to stored data. While these mechanisms are e!ective in conven-
tional database systems, they do not provide guarantees against information
disclosure resulting from semantic inference. Even when sensitive attributes are
successfully hidden, users may still derive confidential knowledge by combining
query answers with ontology axioms and mappings. Therefore, privacy preser-
vation in VKGs cannot be addressed solely at the storage level but must instead
consider the knowledge that users are able to infer through ontology-mediated
query answering.

Several approaches have investigated confidentiality preservation in
ontology-mediated query answering and knowledge representation, proposing
frameworks for logical inference control and confidentiality preservation [10].
Among these, Controlled Query Evaluation (CQE) [20] has emerged as one of
the most principled approaches for preventing inference-based disclosure while
preserving as much useful information as possible. Rather than determining
whether users may access particular database objects, CQE evaluates whether
answering a query would enable the disclosure of confidential information spec-
ified by a confidentiality policy. If answering the query violates the policy,
the system suppresses or modifies the answer, thereby ensuring that confiden-
tial knowledge cannot be inferred while maximizing the amount of information
released to authorized users.

Although the theoretical foundations of Controlled Query Evaluation have
been extensively studied, its integration into practical VKG systems remains
largely unexplored. Applying CQE within Virtual Knowledge Graphs intro-
duces several new challenges. Confidentiality policies must be expressed over
ontology concepts while remaining compatible with mappings to relational
data. Privacy enforcement must preserve the correctness of ontology-mediated
query answering without significantly a!ecting performance. Furthermore, im-
plementations must integrate naturally with existing VKG architectures and
remain scalable for realistic datasets. Existing implementations, such as the
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Policy-Protected Virtual Knowledge Graph (PPVKG) framework developed
within the closed-source Mastro system [14], have demonstrated the feasibility
of policy-aware semantic data access. However, because Mastro is not publicly
available, the PPVKG implementation is likewise inaccessible to the broader
research community. This lack of an open-source implementation hinders re-
producibility, independent experimental evaluation, and the adoption and ex-
tension of privacy-preserving VKG techniques. These limitations motivate the
development of practical, extensible, and open-source privacy-preserving mech-
anisms for VKG systems.

The need for such mechanisms becomes particularly important in privacy-
sensitive domains such as healthcare, public administration, finance, and in-
dustrial systems, where Virtual Knowledge Graphs are increasingly adopted to
integrate heterogeneous information sources. In these environments, protect-
ing confidential information is not only a technical requirement but also a legal
and ethical obligation. Regulations such as the General Data Protection Reg-
ulation (GDPR) [38] and the Health Insurance Portability and Accountability
Act (HIPAA) [26] require organizations to enforce fine-grained access control
while ensuring accountability, transparency, and the protection of personally
identifiable information. Since ontology reasoning may reveal information that
is not explicitly stored in the underlying databases, satisfying these regula-
tory requirements demands privacy mechanisms that operate at the semantic
level rather than relying exclusively on conventional database authorization
techniques.

Healthcare presents an especially demanding application domain. Hospi-
tals involve multiple categories of users, including physicians, nurses, special-
ists, laboratory personnel, researchers, and administrative sta!, each requiring
di!erent levels of access to patient information depending on their responsibil-
ities. Consequently, privacy policies must support fine-grained, role-dependent
authorization rather than relying on static access restrictions. Moreover, access
requirements may change dynamically according to the clinical context, making
flexible and policy-aware access control essential for practical deployment.

At the same time, confidentiality cannot always be treated as an absolute
requirement. Emergency situations frequently require healthcare professionals
to access information that would normally be protected in order to safeguard
patient safety or preserve human life. Such exceptional situations are commonly
addressed through Break-the-Glass (BtG) mechanisms [2], which temporarily
override confidentiality restrictions while maintaining accountability through
auditing, justification, and policy enforcement. Integrating Break-the-Glass
functionality within policy-aware VKGs therefore represents an additional chal-
lenge that extends beyond traditional access control models and is essential for
supporting realistic healthcare deployments.

This thesis is motivated by the need to bridge the gap between the the-
oretical foundations of privacy-preserving query answering in VKGs and the
practical deployment of VKGs in privacy-sensitive environments. It investi-
gates how confidentiality policies can be specified, enforced, implemented, and

4



evaluated within VKGs while preserving the advantages of semantic data ac-
cess. In particular, this thesis studies the privacy requirements of CQE, devel-
ops Policy-Protected VKGs for enforcing fine-grained confidentiality policies,
investigates practical implementation strategies within open-source VKG sys-
tems, evaluates their applicability on realistic datasets and healthcare scenarios,
and extends the framework with role-aware authorization and Break-the-Glass
mechanisms for controlled emergency access. Collectively, these contributions
establish a comprehensive framework for trustworthy, privacy-aware, and prac-
tically deployable VKGs.

1.2 Problem Statement

Although CQE provides a promising foundation for privacy-preserving VKGs,
several fundamental challenges remain before such systems can be e!ectively
deployed in real-world environments.

The first challenge concerns the practical deployment of CQE within VKGs.
Existing CQE approaches have primarily been investigated from a theoretical
perspective, whereas, to the best of our knowledge, an open-source implemen-
tation integrated into a VKG platform is still not available. Without practi-
cal implementations, evaluating performance, reproducibility, extensibility, and
interoperability becomes di"cult, limiting the adoption of CQE in real-world
semantic data management systems.

The second challenge concerns the suitability of existing confidentiality poli-
cies for representing real-world privacy requirements. Current policy models
have largely been evaluated based on their formal properties, while considerably
less attention has been devoted to assessing whether they adequately capture le-
gal and organizational privacy requirements. In privacy-sensitive domains such
as healthcare, regulations including the GDPR [38] and the HIPAA [26] impose
complex requirements concerning sensitive information, disclosure restrictions,
accountability, and data protection. Consequently, it remains an open question
whether PPVKGs can faithfully represent such requirements while preserving
e"cient query answering.

The third challenge concerns authorization. Existing PPVKG frameworks
assume that confidentiality policies are static and uniformly applicable to all
users. Such assumptions rarely hold in practical environments, where access de-
cisions depend on users’ roles, organizational responsibilities, and operational
context. Furthermore, domains such as healthcare require mechanisms that
support controlled emergency access, allowing temporary privilege escalation
without compromising accountability or confidentiality. Supporting adaptive
authorization, including both role-based access control and Break-the-Glass
emergency access, while preserving the confidentiality guarantees of CQE there-
fore remains an important open research challenge.
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1.3 Research Questions
The primary objective of this thesis is to develop a comprehensive framework
for privacy-aware VKGs based on CQE. To achieve this objective, the thesis
investigates the practical implementation of CQE within an open-source VKG
platform, evaluates the suitability of PPVKG for representing real-world pri-
vacy requirements, and develops adaptive authorization mechanisms capable of
supporting di!erentiated and emergency access while preserving the confiden-
tiality guarantees of CQE. To accomplish these objectives, this thesis addresses
the following research questions.

RQ1. How can CQE be e"ciently integrated into open-source VKG platforms
while preserving the correctness and performance of query answering in
such setting?

RQ2. How e!ectively can PPVKGs represent and enforce real-world privacy
requirements in privacy-sensitive domain?

RQ3. How can PPVKGs be extended with adaptive authorization mechanisms
while preserving the confidentiality guarantees of CQE?

RQ3.1. How can PPVKGs support role-based access control to provide
di!erentiated semantic access according to users’ organizational re-
sponsibilities?

RQ3.2. How can PPVKGs support Break-the-Glass emergency access
while preserving accountability and confidentiality?

The answers to these research questions collectively contribute to the devel-
opment of a comprehensive framework for privacy-aware VKGs that combines
practical implementation, regulatory validation, and adaptive authorization.
Together, these contributions demonstrate that privacy-preserving semantic
data access can be achieved without compromising the scalability, interoper-
ability, and semantic expressiveness that characterize modern VKGs.

1.4 Thesis Contributions
This thesis addresses the research questions presented in the previous section
through four complementary scientific contributions that collectively advance
the state of the art in privacy-preserving VKGs. These contributions span
practical implementation, regulatory validation, and adaptive authorization,
resulting in a comprehensive framework for secure query answering in privacy-
sensitive ontology domains. Specifically, in this thesis we provide the following
four contributions:

C1. open-source implementation of PPVKGs;
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C2. assessment of privacy requirements for PPVKGs;

C3. role-Based Access Control for PPVKGs;

C4. break-the-Glass Authorization for PPVKGs;

In the following, we provide more details for each of the contributions.

C1.Open-source Implementation of PPVKGs
The first contribution of this thesis addresses RQ 1 by providing the first
open-source implementation of PPVKGs. While the original PPVKG frame-
work demonstrated the feasibility of integrating Controlled Query Evaluation
(CQE) into a closed source VKG engine, Mastro, its proprietary implementa-
tion limited reproducibility, extensibility, and adoption by the wider research
community [14].

To overcome these limitations, the article Implementing Controlled Query
Evaluation in VKGs [7] (included as Paper I in this thesis) re-implements the
PPVKG framework within Ontop [13, 41], an open-source Virtual Knowledge
Graph platform supporting OWL 2 QL reasoning and R2RML mappings. The
proposed implementation integrates confidentiality policies directly into On-
top’s query rewriting and unfolding process, enabling SPARQL queries to be
evaluated under policy constraints while preserving first-order rewritability and
maintaining compatibility with existing Semantic Web standards. This contri-
bution establishes an open, extensible, and reproducible platform for privacy-
preserving VKGs and provides the foundation for the subsequent developments
presented in this thesis.

C2. Assessment of Privacy Requirements for PPVKGs
The second contribution addresses RQ 2 by investigating the extent to which
PPVKGs can represent and enforce real-world privacy requirements. Although
CQE provides formal confidentiality guarantees, little was previously known
about whether such policy model is expressive enough to capture legal and
organizational privacy constraints encountered in practice.

To address this challenge, the article Assessing Privacy Requirements for
Controlled Query Evaluation in VKGs [4] (included as Paper II in this thesis)
evaluates PPVKGs using realistic healthcare data obtained from the MIMIC-III
critical care database, represented through the Observational Medical Outcomes
Partnership Common Data Model (OMOP-CDM)1 and semantically enriched
using the Fast Healthcare Interoperability Resources (FHIR) ontology2 [39].
The study systematically analyses the privacy requirements imposed by the
GDPR and HIPAA, demonstrating how many disclosure restrictions can be
represented as first-order denial constraints embedded within VKG mappings.

1https://ohdsi.github.io/CommonDataModel
2http://www.hl7.org/fhir/structuredefinition.html
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At the same time, the analysis identifies important limitations of static policy
models. These findings provide practical guidance for the future development
of PPVKGs.

C3. Role-Based Access Control for PPVKGs

The third contribution addresses RQ 3.1 by extending PPVKGs with Role-
Based Access Control (RBAC) [34, 19]. Existing PPVKG frameworks assume
that confidentiality policies are uniformly enforced for all users, an assumption
that does not reflect the requirements of real-world organizations, where access
privileges depend on professional responsibilities.

The article User Access Control in Policy-Protected Virtual Knowledge
Graphs [6] (included as Paper III in this thesis) introduces an RBAC model
that integrates role-dependent authorization directly into the VKG mapping
layer. Rather than constructing a single semantic view for all users, the pro-
posed framework dynamically activates mapping assertions according to the
roles associated with a user’s session, enabling the generation of role-specific
VKGs. The framework also supports organizational constraints such as separa-
tion of duties and session-based role activation, providing fine-grained semantic
access while preserving the confidentiality guarantees of Controlled Query Eval-
uation. This contribution significantly extends the applicability of PPVKGs to
domains requiring di!erentiated access to sensitive information.

C4. Break-the-Glass Authorization for PPVKGs

The fourth contribution addresses RQ 3.2 by extending PPVKGs with BTG
authorization mechanisms for emergency situations. While RBAC governs rou-
tine access to sensitive information, many application domains, particularly
healthcare, require exceptional access under circumstances where patient safety
or operational continuity takes precedence over standard confidentiality restric-
tions.

The article Break-the-Glass in Ontology-Based Data Access [5] (included
as Paper IV in this thesis) proposes a BTG extension for PPVKGs that
enables temporary privilege escalation for authorized users under emergency
conditions, while preserving accountability, auditability, and policy compliance.
The proposed approach integrates emergency authorization into the PPVKGs
framework, ensuring that exceptional access remains controlled and traceable
without compromising the underlying confidentiality guarantees provided by
CQE. This contribution extends PPVKGs beyond static authorization models
and supports realistic deployment in safety-critical environments.

Collectively, these four contributions establish a comprehensive framework
for privacy-aware VKGs that bridges the gap between the theoretical foun-
dations of CQE and the practical requirements of real-world semantic data
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management. By combining open-source implementation, regulatory valida-
tion, role-based authorization, and emergency access control, this thesis demon-
strates that VKGs can support expressive privacy protection without sacrificing
semantic interoperability, scalability, or e"cient query answering. Together,
these contributions provide both a practical foundation for deploying PPVKGs
in sensitive application domains and a basis for future research on secure se-
mantic data access.

1.5 Thesis Outline
The remainder of this thesis is organized as follows. Chapter 2 introduces the
formal background on which the rest of the thesis builds: DLs and the DL-LiteR
family, the formalization of VKGs as a triple of an ontology, a relational schema
and a set of mappings, the Ontop system used as the query engine throughout,
and CQE together with its integration into VKGs as PPVKGs. This chapter
fixes the notation, terminology and running examples used throughout the rest
of the thesis. Chapter 3 asks whether the PPVKG framework introduced in
Chapter 2 is su"cient for the privacy requirements of a realistic healthcare
deployment. It presents the first open-source realization of PPVKG, on which
the assessment and every later contribution depend; introduces the healthcare
deployment, built from MIMIC-III, OMOP and FHIR, used throughout the
thesis; derives a catalogue of privacy requirements from HIPAA and the GDPR;
and assesses the framework against that catalogue. The assessment finds that
PPVKG fully addresses the requirement it was designed for, protecting combi-
nations of facts against inference, but cannot support de-identification through
transformation of values, cannot make disclosure depend on the requester, and
provides no mechanism for exceptional access or accountability. These findings
are restated as design requirements that organize the following chapter. Chap-
ter 4 addresses two of the design requirements identified in Chapter 3: that
disclosure should depend on the role under which a user is operating, and that
a designated subset of policies should be relaxable, in a bounded, authenticated
and recorded manner, under emergency conditions. Both extensions are real-
ized as transformations of the mapping layer rather than as modifications of
the query engine, so that each inherits, rather than re-establishes, the confiden-
tiality guarantee of Chapter 2. The chapter shows how the two constructions
compose, states precisely what confidentiality guarantee survives that compo-
sition, and closes with what remains open, in particular the transformation of
values and the accumulation of knowledge across sessions. Chapter 5 summa-
rizes the four papers appended to this thesis, returns to the research questions
posed in this chapter and answers each in turn, and concludes with directions
for future work.
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Chapter 2

Preliminaries

This chapter provides the mathematical, semantic, and technological founda-
tions upon which the theoretical and methodological contributions of this thesis
are developed. It introduces a unified set of concepts shared across this work
to introduce Virtual Knowledge Graphs (VKGs), based on Description Logics,
and their formalization, query answering, the Ontop system that implements
such technology, Controlled Query Evaluation as the main formal tool to handle
privacy-aware data management, and its integration with VKGs.

Throughout this chapter, we adopt the terminology of the VKG paradigm.
This framework was formalized initially under the name Ontology-Based Data
Access (OBDA), however, VKG has now become the more widely used term
to describe virtual, ontology-mediated access to relational data sources. In the
same way, the earlier notion of Policy-Protected OBDA (PPOBDA) is here con-
sistently referred to as Policy-Protected Virtual Knowledge Graphs (PPVKGs),
considering that the underlying formalism is identical.

2.1 Description Logics and Ontologies

Ontologies provide a formal and explicit representation of knowledge within
a particular application domain. They describe the concepts of the domain,
the relationships between them, and the constraints that govern their inter-
actions, thereby establishing a shared conceptualization that is independent
of the physical organization of the underlying data. By providing a common
vocabulary and formally defined semantics, ontologies facilitate data integra-
tion, interoperability, and knowledge sharing across heterogeneous information
systems. Within the Semantic Web, ontologies are commonly represented us-
ing the (OWL) [27, 8], whose logical foundations are given by the family of
Description Logics (DLs) [3].

DLs are a family of decidable fragments of first-order logic specifically de-
signed for knowledge representation. They o!er a balance between expres-
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sive power and computational tractability, allowing domain knowledge to be
represented in a formally precise manner while supporting automated reason-
ing. Unlike unrestricted first-order logic, whose reasoning problems are gener-
ally undecidable, Description Logics restrict the available language constructs
to guarantee decidability and, for many DL families, e"cient reasoning algo-
rithms. Over the past two decades, Description Logics have become the stan-
dard formalism underlying ontology languages and semantic data management
systems.

The fundamental building blocks of Description Logics are concepts, roles,
and individuals. Concepts denote sets of individuals and correspond to classes
in ontology languages, such as Patient or Hospital. Roles represent binary
relationships between individuals, for example treatedBy or hasDiagnosis. In-
dividuals denote concrete objects in the application domain, such as a specific
patient or healthcare professional. By combining these elements through log-
ical constructors, DLs provide a rich language for modeling the semantics of
complex application domains.

A DL knowledge base consists of two complementary components: the TBox
(Terminological Box) and the ABox (Assertional Box). The TBox captures the
intensional knowledge of the domain by defining concepts, roles, and the rela-
tionships among them, hence it plays the role of an ontology schema. Typical
TBox axioms specify subclass relationships, role hierarchies, disjointness con-
straints, or domain and range restrictions. In contrast, the ABox contains
extensional (or factual) knowledge in the form of assertions about individual
objects. For example, while a TBox may state that every Doctor is a Health-
careProfessional, the ABox may assert that a particular individual is a doctor
or that a doctor treats a specific patient. Together, a TBox T and an ABox A
form a knowledge base (KB), K = →T ,A↑.
Example 1 (Running example: a healthcare ontology). Throughout
this chapter we illustrate the notions we introduce by means of a small
ontology O = →T ,A↑ modeling a simplified healthcare domain, in the spirit
of the Doctor/HealthcareProfessional example above. The TBox T contains,
among others, the axioms

HIVDiagnosis ↓ Diagnosis,
↔hasDiagnosis→ ↓ Diagnosis,

↔treatedBy ↓ Patient,
↔treatedBy→ ↓ Doctor,

stating that an HIV diagnosis is a diagnosis, that the range (i.e., the second
argument) of the role hasDiagnosis is Diagnosis, and that the role treatedBy
relates patients to doctors. A representative ABox A contains the assertions

hasDiagnosis(John, D1!11), HIVDiagnosis(D1!11),
treatedBy(John, Alice), Doctor(Alice)

We return to this ontology throughout the chapter: first to illustrate mappings
and VKGs (Section 2.2), then to illustrate the Ontop system (Section 2.3), and
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finally, once extended with a confidentiality policy, to illustrate censors and
their compilation into mappings (Section 2.4 onwards). ω

The meaning of a DL KB is defined through standard model-theoretic se-
mantics. An interpretation

I = →!I
, ·I↑

consists of a non-empty domain !I together with an interpretation function ·I
that assigns each concept name C to a subset CI of !I , each role name R to a
binary relation R

I over !I , and each individual name a to an element aI of !I .
A KB is considered satisfiable if there exists at least one interpretation that
satisfies all axioms contained in both the TBox and the ABox. This semantic
foundation enables a variety of reasoning tasks, including concept satisfiability,
subsumption, instance checking, and query answering, which form the basis of
VKG.

The work presented in this thesis is based on the DL-Lite family of DLs,
and in particular on the logic DL-LiteR [15]. DL-Lite was specifically designed
to support e"cient query answering over large relational databases while re-
taining su"cient expressive power to model conceptual schemas. Its defining
property is first-order rewritability, which guarantees that conjunctive queries
posed over an ontology can be rewritten into equivalent first-order queries and
subsequently translated into SQL for execution over a relational database. This
property makes DL-Lite particularly suitable for VKGs (and OBDA systems),
where reasoning must remain scalable even for very large datasets. Further-
more, DL-LiteR constitutes the logical foundation of the W3C OWL 2QL pro-
file, ensuring compatibility with existing Semantic Web standards [27].

Throughout this thesis, a VKG ontology is therefore represented by a DL-
LiteR TBox. The TBox consists of concept and role inclusion axioms together
with disjointness axioms of the following form:

B1 ↓ B2,

Q1 ↓ Q2,

B1 ↓ ¬B2,

Q1 ↓ ¬Q2

where a basic concept Bi is either a concept name C or an existential restric-
tion ↔Q, and a basic role Qi is either a role name R or its inverse R

→. The
corresponding ABox contains assertions of the form

C(a), R(a, b),

where a and b are individual names. For instance, in Example 1 the axiom
HIVPatient ↓ Patient is a plain inclusion between two concept names, while
↔treatedBy ↓ Patient and ↔treatedBy→ ↓ Doctor illustrate inclusions involving
an existential restriction on a basic role, expressing the domain and range of
treatedBy in accordance with the general schema above.

The interpretation function is extended to the constructors of DL-LiteR as
follows. The interpretation of an existential restriction is defined as

(↔Q)I = {x ↗ !I | ↔y ↗ !I such that (x, y) ↗ Q
I},
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while the interpretation of an inverse role is given by

(R→)I = {(y, x) | (x, y) ↗ R
I}.

An interpretation I satisfies a concept inclusion axiom B1 ↓ B2 if BI
1 ↘ B

I
2 ,

and satisfies a role inclusion axiom Q1 ↓ Q2 if QI
1 ↘ Q

I
2 . Similarly, I satisifes

a concept disjointness axiom B1 ↓ ¬B2 whenever B
I
1 ≃ B

I
2 = ⇐, and a role

disjointness axiom Q1 ↓ ¬Q2 whenever Q
I
1 ≃ Q

I
2 = ⇐. The interpretation I

satisfies C(a) if aI ↗ C
I and R(a, b) if (aI , bI) ↗ R

I . An interpretation satisfies
a KB K = →T ,A↑ if it satisfies every axiom in the TBox T and every assertion
in the ABox A, and a KB is said to be satisfiable if such an interpretation
exists.

Unless stated otherwise, this thesis adopts the standard assumptions of
DL-LiteR reasoning, including the unique name assumption, whereby distinct
individual names denote distinct elements of the interpretation domain, i.e., if
a ⇒= b then a

I ⇒= b
I . These assumptions are inherited by the VKG framework

presented in the following section and constitute the logical foundation upon
which ontology based query answering and the privacy-preserving mechanisms
developed in this thesis are built.

2.2 Virtual Knowledge Graphs

While ontologies provide a conceptual representation of domain knowledge, the
vast majority of enterprise and scientific data are stored in relational databases.
These databases are designed to support e"cient transaction processing and
data management rather than semantic interoperability, and consequently ex-
pose application-specific schemas that often di!er significantly across systems.
Accessing such data therefore requires detailed knowledge of the underlying
database structures, making data integration and query formulation increas-
ingly di"cult as the number and heterogeneity of data sources grow.

VKGs address this challenge by introducing a semantic layer over exist-
ing relational databases without replicating or materializing the underlying
data [41]. Instead of transforming relational data into an RDF knowledge
graph, the ontology and mappings define a VKG that is generated dynami-
cally during query evaluation. Users formulate queries in terms of the ontology,
while the system transparently translates these queries into SQL statements ex-
ecuted over the underlying relational databases. This virtualization approach
avoids data duplication, guarantees that query results always reflect the current
database contents, and enables ontology based access to large-scale relational
data while preserving the scalability of modern database management systems.

Formally, a VKG specification is defined as a triple V = →T ,S,M↑, where
T is a DL-LiteR ontology (TBox), S is a relational database schema, and M is
a finite set of mapping assertions relating the relational schema to the ontology
vocabulary. The ontology provides a conceptual description of the application
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domain, the relational schema represents the physical storage layer, and the
mappings establish the correspondence between the two.

A mapping assertion m ↗ M specifies how tuples retrieved from the re-
lational database are transformed into ontology assertions. It has the general
form

ε(ϑx) ↭ ϖ(IRI(ϑx)),

where ε(ϑx) is a SQL query over the relational schema S with answer variables
ϑx, and ϖ(IRI(ϑx)) is a set of ontology atoms whose predicates belongs to the
vocabulary of the TBox T . The term IRI(ϑx), which we use here to represent
the arguments of the predicates in the ontology atoms, denotes a collection
of IRI templates iri(ϑx), each of which constructs an ontology individual or an
ontology literal from database values, while ensuring a uniform representation
of entities across multiple mappings and data sources. In an IRI template,
we represent in curly brackets the answer variable of the SQL query, which is
meant to be replaced by the value returned in an answer tuple.

Given a database instance D over the schema S, the mappings generate
a virtual ABox, commonly referred to as the retrieved ABox. Formally, it is
defined as

ret(V,D) = {ϖ(IRI(ϑt)) | ε(ϑx) ↭ ϖ(IRI(ϑx)) ↗ M, ϑt ↗ eval(ε(ϑx),D)}.

Unlike traditional ontology systems, this ABox is never materialized explicitly.
Instead, it is generated conceptually through the mappings whenever a query
is evaluated. Consequently, the knowledge graph always reflects the current
state of the underlying relational database while avoiding the storage overhead
associated with maintaining duplicated RDF data.

We call a pair →V,D↑ consisting of a VKG specification V = →T ,S,M↑ and
a database instance D that conforms to S, a VKG instance.

Example 2 (Mappings). We assume to have in the ontology a class :Patient
with data property :Patient.gender. In the data source we have a table Person,
which is mapped to the class :Patient and the :Patient.gender data property,
as follows:
mappingId m1
target :Patient /{ person_id} a :Patient ; :Patient.gender {gender }^^xsd:string .
source SELECT person_id , gender FROM Person P

In this example, the answer variable person_id is used in the IRI template
:Patient/{person_id}.

We can extend this specification to also populate the remaining predicates of
the running ontology of Example 1. Assume, in addition to Person(person_id,
gender), a table Diagnosis(person_id,diag_code,diag_type) recording, for
each diagnosis of a patient, its code and its type, and a table
Treatment(person_id,doctor_id) recording which doctor treats which patient.
The following mappings populate :hasDiagnosis, :HIVDiagnosis, :treatedBy,
and :Doctor:

15



mappingId m2
target :Patient /{ person_id} :hasDiagnosis :Diagnosis /{ diag_code} .
source SELECT person_id , diag_code FROM Diagnosis

mappingId m3
target :Diagnosis /{ diag_code} a :HIVDiagnosis .
source SELECT diag_code FROM Diagnosis WHERE diag_type = ’HIV ’

mappingId m4
target :Patient /{ person_id} :treatedBy :Doctor /{ doctor_id} .
source SELECT person_id , doctor_id FROM Treatment

mappingId m5
target :Doctor /{ doctor_id} a :Doctor .
source SELECT DISTINCT doctor_id FROM Treatment

For a database instance D in which Person contains the row for John, Diagnosis
contains the row (John, D1!11, HIV), and Treatment contains the row (John,
Alice), these mappings generate exactly the ABox of Example 1. ω

The semantics of a VKG instance →V,D↑ are inherited from the one of
the underlying Description Logic knowledge base →T , ret(V ,D)↑. Indeed, an
interpretation over T is a model of →V,D↑ if it is a model of the knowledge base
→T , ret(V,D)↑. Query answering is then performed over the VKG rather than
directly over the underlying relational database.

The primary reasoning task considered in VKGs is query answering. Users
formulate queries over the ontology using SPARQL or, equivalently, conjunctive
queries. A conjunctive query is an expression of the form

q(ϑx) = ↔ϑy.ϱ1(ϑx, ϑy) ⇑ · · · ⇑ ϱn(ϑx, ϑy),

where each atom ϱi is expressed using a predicate from the ontology vocabulary.
The arity of q is the number of elements of ϑx, and a query of arity 0 is called
boolean.

Given an interpretation I, a conjunctive query q(ϑx) of arity n is interpreted
in I as the set q

I of n-tuples ϑo ↗ (!I)n of domain elements such that the
formula q(ϑx) evaluates to true in I under the assignment that assigns each
object in ϑo to the corresponding variable in ϑx [1]. We call q

I the answer
to q over I. Notice that the answer to a boolean query is either the empty
tuple, “()”, considered as true, or the empty set, considered as false. Given
a DL-LiteR KB K = →T ,A↑ and a query q(ϑx) over T of arity n, an n-tuple
(c1, . . . , cn) of constants appearing in K is a certain answer to q over K, written
K |= q(c1, . . . , cn), if for every model I of O, we have that (cI1 , . . . , c

I
n) ↗ q

I .
Finally, the certain answers to a conjunctive query q(ϑx) over a VKG instance
→V,D↑ correspond to the certain answers to q(ϑx) over the KB →T , ret(V,D)↑,
i.e., those tuples that satisfy the query in every model of the VKG:

cert(q,V,D) = {ϑt | →T , ret(V ,D)↑ |= q(ϑt)}.

A key property enabling e"cient query answering is the first-order
rewritability of DL-LiteR. Rather than performing logical reasoning directly
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Figure 2.1: Query processing in VKGs

over the retrieved ABox, the ontology based query is first rewritten using the
ontology axioms and subsequently unfolded through the mapping assertions
into an equivalent SQL query over the relational database. The database man-
agement system is then responsible for evaluating the resulting SQL query us-
ing its native optimization techniques. This rewriting-based approach is shown
schematically in Figure 2.1. It combines the expressive conceptual modeling ca-
pabilities of ontologies with the e"ciency and scalability of relational database
engines, making VKGs suitable for large-scale data access and data integration
applications.

We now describe the concrete VKG system used throughout this thesis to
implement the rewriting-and-unfolding architecture just described.

2.3 The Ontop System

The work presented in this thesis employs Ontop [13, 41], the leading open-
source implementation of the VKG paradigm, as the underlying VKG engine.
An Ontop installation operates over a VKG specification V = →T ,S,M↑, where
T is an OWL2 QL TBox, M is an R2RML mapping [17], and S is a relational
schema, possibly annotated with integrity constraints. Given a database in-
stance D for S, Ontop e"ciently answers SPARQL queries over the VKG in-
stance →V,D↑ according to the OWL2 QL entailment regime. For the purposes
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of this thesis, we will be treating SPARQL as a concrete syntax for conjunctive
queries.

Ontop implements query answering by rewriting : rather than materializing
the retrieved ABox ret(V,D), it computes the certain answers cert(q,V ,D)
to a query q by reformulating q into a logically equivalent SQL query qSQL

expressed over S, which is then executed by the underlying database engine.
This computation proceeds in two conceptual steps, mirroring the classical
VKG architecture: an o!-line phase, in which Ontop pre-processes T , S, and
M (in particular, saturating M with respect to T so that subsumption and
role-inclusion reasoning is compiled once into the mapping layer rather than
repeated at every query), and an on-line phase, in which an incoming query is
rewritten and unfolded with respect to the preprocessed TBox and mappings
into qSQL. The resulting query is further optimized by taking into account both
the mapping structure and the integrity constraints declared over S.

Ontop is compliant with the relevant W3C standards for OBDA
(OWL 2 QL, R2RML, SPARQL) and supports all major relational database
engines, as well as data federation tools such as Denodo, Dremio, and Teiid,
which expose heterogeneous data sources through a single relational schema.
Its toolkit includes a plugin for the Protégé ontology editor, which facilitates
the interactive development of VKG specifications, and a command-line in-
terface for exposing a VKG instance as a SPARQL endpoint that users can
query via HTTP requests. Throughout this thesis, Ontop is used essentially
as a tool, exploiting its query rewriting and unfolding functionalities both for
ordinary VKG query answering and, for compiling confidentiality policies into
policy-protected mappings.

2.4 Controlled Query Evaluation
Controlled Query Evaluation (CQE) is a confidentiality-preserving approach
to query answering in which access to information is mediated according to
a declarative confidentiality policy. The central observation underlying CQE
is that confidentiality cannot always be guaranteed by hiding individual facts.
When background knowledge is available, sensitive information may be inferred
from other facts that are individually non-confidential. A protection mechanism
must therefore reason about the consequences of the information released to
the user.

Example 3. Consider the ontology of Example 1, and suppose we want to
protect the fact that John is a patient who has an HIV-diagnosis. Ob-
viously, preventing direct access to the combination of facts Patient(John),
hasDiagnosis(John, D1!11), and HIVDiagnosis(D1!11) is necessary. However,
confidentiality enforcement becomes more subtle when sensitive information
follows from the combination of ontology axioms and other disclosed asser-
tions, as is the case with the ontology of Example 1, where the latter two facts
are part of the ABox, but the fact that John is a patient is not stated explicitly.
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Indeed, Patient(John) can immediately be inferred from the fact that John is
treated by Alice, i.e., treatedBy(John, Alice), and that the domain of treatedBy
is Patient, i.e., ↔treatedBy ↓ Patient, which are both part of the ontology. ω

More generally, a user may submit multiple queries and combine the re-
turned answers with knowledge of the ontology. CQE therefore considers the
information that can be inferred from the complete interaction with the system
rather than treating each query independently. At an abstract level, a CQE
setting consists of a knowledge base, a confidentiality policy specifying the in-
formation that must remain protected, a query language through which users
request information, and a censor mediating access to the knowledge base’s
consequences.

Policy. Confidentiality requirements must be represented in a form against
which the information disclosed by a censor can be checked. In the setting
considered throughout this thesis, policies are expressed through denials.

A denial is a first-order logic sentence of the form

⇓ϑx.ε(ϑx) ⇔ ↖,

where ↔ϑx.ε(ϑx) is a Boolean conjunctive query (BCQ). The denial states that
the pattern described by ε must not be derivable. Denials can express con-
fidentiality requirements involving either individual facts or combinations of
facts.
Example 4. A policy protecting a sensitive concept can be expressed as:

⇓x.HIVDiagnosis(x) ⇔ ↖

A policy protecting the combination of multiple ontology assertions can be
expressed as:

ς : ⇓x, y.Patient(x) ⇑ hasDiagnosis(x, y) ⇑ HIVDiagnosis(y) ⇔ ↖

The latter policy does not necessarily require each participating atom to remain
secret independently. Rather, it protects the information represented by their
conjunction. This policy ensures the confidentiality of the combination of a
patient’s identity and HIV-diagnosis. ω

Let O be a set of first-order sentences and let ς be a denial. We say that
O↙ {ς} is consistent if O ⇒|= ¬ς. In particular, if ς is of the form ⇓ϑx.ε(ϑx) ⇔ ↖,
consistency requires that O ⇒|= ↔ϑx.ε(ϑx). A finite set of denials constitutes a
confidentiality policy. Confidentiality enforcement then amounts to ensuring
that the information visible to a user remains consistent with this policy.

An important feature of this representation is that policies are formulated
over the conceptual ontology vocabulary rather than over physical database
structures. This distinction becomes particularly significant in the VKG set-
ting: a policy can state that a particular ontology-level pattern is confidential
without referring to the tables, columns, joins, or mapping assertions from
which the corresponding facts originate.
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Censor. Let L be the language in which a censor discloses information; typ-
ical choices are CQ, the language of conjunctive queries, or GA, the language
of ground atoms. A censor is confidentiality preserving if every formula it dis-
closes is a consequence of the underlying knowledge base and the disclosed
information remains consistent with the policy, and it is optimal if no strictly
more informative confidentiality-preserving censor in L exists: intuitively, an
optimal censor follows maximal informativeness, that is, it discloses as much
as it safely can. Early work on CQE for Datalog and the OWL 2 QL profile
ontologies [20] realized such a censor in one of two dual ways: a view cen-
sor, materializing the safe information as an alternative dataset against which
queries are answered by ordinary reasoning, or an obstruction censor, checking
at query time whether an answer would let the user derive a forbidden pat-
tern; both are tractable for Datalog and OWL 2QL (actually, for the tractable
OWL 2 profiles).

Example 5. For the ontology O = →T ,A↑ and policy ς of Example 4, a cen-
sor operating at the level of ground atoms (L = GA) can restore consistency
with ς by withholding any one of the three participating facts (i.e., hasDiag-
nosis(John,D1!11), HIVDiagnosis(D1!11), treatedBy(John,Alice), but no single
fact is privileged as “the” one to withhold. This yields (at least) three incom-
parable optimal censors, whose disclosed theories are

V1 = {hasDiagnosis(John, D1!11), HIVDiagnosis(D1!11)},
V2 = {Patient(John), treatedBy(John, Alice), HIVDiagnosis(D1!11)},
V3 = {Patient(John), treatedBy(John, Alice), hasDiagnosis(John, D1!11)}.

Each Vi is confidentiality-preserving and maximal with respect to set inclusion,
yet no Vi dominates another: V1 withholds that John is a patient and that John
is treated by someone, disclosing instead that John has diagnosis D1!11, which
is an HIV diagnosis; V2 withholds that John has a diagnosis at all, disclosing
instead that John is a patient treated by Alice and that there is the HIV
diagnosis D1!11, without linking the two; and V3 withholds that D1!11 is an
HIV diagnosis, disclosing instead that John is a patient treated by Alice and
that John has been diagnosed with D1!11, without disclosing that D1!11 is an
HIV diagnosis. Each censor keeps exactly one of the three facts mentioned in
the policy confidential, at the cost of fully disclosing the other two, and none
is comparable to another: every Vi discloses a fact the other two withhold, and
withholds a fact the other two disclose. ω

This non-uniqueness is not an artifact of the example: even for lightweight
DLs, several incomparable optimal censors may exist for the same CQE instance
in general [24]. In [24], Lembo et al. study also cautious (certain) and brave
(possible) query-answering semantics that aggregate answers across all of the
censors, returning, respectively, only what every optimal censor discloses, or
what some optimal censor discloses.

The PPVKG framework introduced next sidesteps resolving non-uniqueness
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deterministically with L = GA, through the intersection of all optimal censors,
rather than through a choice between cautious and brave semantics.

2.5 From CQE to PPVKGs

The preceding CQE frameworks assume that the factual component of the
protected knowledge base is directly available to the confidentiality mecha-
nism. VKGs introduce an additional level of indirection. The ABox A is not
maintained explicitly, instead, it is defined virtually by evaluating mapping
assertions over a relational database.

Given a VKG specification V = →T ,S,M↑ and a database instance D, the
retrieved ABox ret(V,D) is (virtually) generated by applying the mappings M
to D. As discussed in Section 2.3, a practical VKG system does not construct
this ABox in its entirety. Queries are instead rewritten with respect to the
ontology and unfolded through the mappings into SQL.

A direct implementation of classical CQE could defeat virtualization real-
ized by this architecture. If confidentiality enforcement required materializing
the retrieved ABox, explicitly computing its consequences, or executing a spe-
cialized censor after ordinary VKG query answering, one of the principal bene-
fits of virtualized access would be lost. CQE in VKGs must therefore preserve
the architecture of ontology based query answering: the data should remain in
the relational source, and confidentiality-aware queries should ideally still be
executable through standard database technology. This requirement motivated
the introduction of Policy-Protected Virtual Knowledge Graph (PPVKG) [16].
So, the integration of CQE within VKG is what gives us PPVKG.

A PPVKG augments the standard VKG specification with a confidentiality
policy. Formally, a PPVKG specification is a tuple E = →T ,S,M,P↑, where
→T ,S,M↑ is a VKG specification and P is a finite set of denials over the
signature of T , such that T ↙ P is consistent. The requirement that T ↙ P be
consistent ensures that the ontology itself does not entail information forbidden
by the policy independently of the source data. Otherwise, confidentiality
would already be violated solely by the public intensional knowledge.

The semantics of a PPVKG specification coincides with that of the underly-
ing VKG specification. In other words, for a source database D, the mappings
determine the retrieved ABox ret(E ,D), and the ontology together with this
retrieved ABox determines the models of the PPVKG instance. Indeed, the
policy does not change what the underlying VKG means, rather, it constrains
which of its consequences may be disclosed. PPVKG does not reinterpret the
source data according to the confidentiality policy. Nor does it remove confi-
dential information from the database. Instead, it adds a confidentiality layer
governing the observable consequences of the VKG.

Example 6. The mapping set M of Example 2, together with the TBox T of
Example 1 and the policy P = {ς} of Example 4, forms a PPVKG specification
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E = →T ,S,M,P↑ that we use as our running example for the remainder of this
chapter. ω

The general notion of a confidentiality-preserving, optimal censor intro-
duced above instantiates naturally to a source database D. Let L(T ) denote
the restriction of L to predicates occurring in T , and let LD denote the formu-
las in L that mention only constants occurring in the database instance D. A
censor for E in L then returns, for each source database D, a set cens(D) ↘ LD
such that

→→T ,S,M↑,D↑ |= ε, for every ε ↗ cens(D),

and
T ↙ P ↙ cens(D) is consistent.

These are precisely the two conditions bundled into confidentiality-preserving
disclosure above, now made precise with respect to the models determined by
D: the first guarantees truthfulness, the censor cannot disclose information that
does not follow from the underlying VKG; the second guarantees confidentiality,
the total information disclosed must not entail a violation of the policy.

These two requirements alone do not ensure that the censor is useful. For
example, cens(D) = ⇐ satisfies confidentiality but provides no access to the data.
Consequently, the framework considers optimal censors, which are maximal
among the censors satisfying the above requirements: an optimal censor cannot
disclose any additional formula in the censor language without compromising
confidentiality. The set of all optimal censors in L for a PPVKG specification
E is denoted by L-OptCensE .

As discussed above, this set may contain several censors. The existence of
multiple optimal censors creates an important di"culty for practical PPVKG
implementations. Selecting one arbitrary optimal censor would make query
answers dependent on that selection, while reasoning over all optimal censors
directly may be computationally expensive and di"cult to integrate with the
rewriting-and-unfolding architecture of VKG systems.

2.5.1 Ground-Atom Censors
The PPVKG framework introduced in [16] (called PPOBDA there) addresses
this problem by considering censors whose disclosure language is restricted to
ground atoms. The corresponding censor language is denoted by GA.

A ground atom represents an elementary ontology assertion, such as A(a)
for a concept assertion, or R(a, b) for a role assertion. A GA-censor therefore
determines which atomic consequences of the VKG may safely be exposed.

Restricting the censor language to ground atoms is significant for both con-
ceptual and implementation reasons. First, ground atoms correspond directly
to the assertions constituting the virtual ABox. The output of a GA-censor can
therefore itself be understood as an ABox-like representation of the information
that remains visible after confidentiality enforcement. This makes GA-censors
particularly compatible with the VKG architecture.
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Second, restricting the censor language separates the confidentiality mech-
anism from the language of user queries. The censor determines a safe set of
atomic facts, while arbitrary queries can subsequently be evaluated over the
information represented by these facts together with the ontology. In this way,
privacy enforcement can be realized at the level where virtual RDF assertions
are generated rather than requiring a specialized censor for every incoming
query.

Third, and crucially for PPVKG, a safe set of ground atoms can potentially
be represented through a transformation of the mapping assertions. Since
mappings determine which ground ontology assertions are virtually generated
from database tuples, modifying the mappings provides a natural mechanism
for controlling the virtual ABox without materializing it.

However, GA-censors do not eliminate the non-uniqueness of optimal cen-
sors. For a given PPVKG instance, several maximal safe sets of ground atoms
may still exist. Indeed, in our running example (Example 6), GA-OptCensE
applied to the database D of Example 2 contains (at least) three optimal GA-
censors, whose theories on John’s record are exactly V1,V2,V3 of Example 5.
A deterministic and implementation-friendly semantics is therefore required.

2.5.2 The IGA Censor
To obtain a notion of censor suitable for embedding confidentiality policies
into mappings, the PPVKG framework considers the information common to
all optimal GA-censors. This leads to the Intersection of all Ground Atom
censor, or IGA censor.

Definition 7 (IGA censor [16]). Given a PPVKG specification E =
→T ,S,M,P↑, the Intersection of all Ground Atom (IGA) censor for E is the
function censIGA(·) such that, for every database instance D for S,

censIGA(D) =
⋂

cens↑GA-OptCensE

cens(D).
ω

The IGA censor contains precisely those ground atoms that belong to every
optimal GA-censor: an atom is disclosed only when its disclosure is compati-
ble with every maximal confidentiality-preserving choice, so returning it avoids
committing to any one particular optimal censor when several alternatives ex-
ist. This makes the IGA censor fundamentally di!erent in purpose from an
individual optimal censor. An optimal censor is itself maximal, one possible
way of releasing as much information as possible, whereas the intersection of
all optimal censors need not be maximal at all; instead, it captures the infor-
mation invariant across all of them, providing a unique semantics that does not
depend on an arbitrary choice between alternative maximal disclosures.

The running example makes this concrete. For the PPVKG instance E of
Example 6 and John’s record, GA-OptCensE(D) = {V1,V2,V3}, and

censIGA(D)
∣∣
John

= V1 ≃ V2 ≃ V3 = ⇐ :
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none of Patient(John), hasDiagnosis(John, D1!11), HIVDiagnosis(D1!11), and
treatedBy(John, Alice) belongs to all three optimal censors, so the IGA cen-
sor discloses none of them for this record, even though each of the four atoms
is disclosed by at least one optimal censor. Although this may disclose less
information than any single optimal censor, it provides an unambiguous, de-
terministic confidentiality-preserving result in the spirit of skeptical reasoning,
an atom is accepted only when it survives every maximal alternative.

Why the IGA Censor is Suitable for VKGs. The significance of the
IGA censor for this thesis lies in the possibility of realizing its behavior within
the standard VKG query-processing architecture, not merely in resolving the
ambiguity of multiple optimal censors. A mapping assertion determines which
ontology assertions are generated from database tuples; if the conditions under
which a ground atom belongs to the IGA censor can be characterized at the
mapping level, confidentiality enforcement can be compiled directly into the
mappings themselves, so that the resulting mapping set generates only the
information sanctioned by the IGA censor semantics.

Schematically, starting from

E = →T ,S,M,P↑,

policy compilation constructs a transformed VKG specification

V ↓ = →T ,S,M↓↑,

where M↓ incorporates the restrictions induced by P . Because DL-LiteR, un-
derlying OWL 2QL, is first-order rewritable, both ordinary ontology reasoning
and this additional confidentiality condition can be pushed towards the rela-
tional database layer: query answering over V ↓ reproduces the answers sanc-
tioned by the IGA censor semantics using nothing but ordinary, unmodified
VKG query answering: the relational data remain untouched at the source,
the complete ABox is never materialized, and users continue to formulate or-
dinary ontology-level queries, answered through the same rewriting, unfolding,
and SQL execution pipeline as in Section 2.2. Confidentiality enforcement
therefore follows the same architectural principle that makes VKGs scalable
in the first place: reasoning is transformed into database-executable queries
rather than performed by materializing and reasoning over a complete knowl-
edge graph.

In the next chapter, we show how to make this compilation concrete, using
the Ontop VKG system.
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Chapter 3

Towards Real-World
Privacy-Preserving Virtual
Knowledge Graphs

The previous chapter introduced Policy-Protected Virtual Knowledge Graphs
(PPVKGs) as an extension of the Virtual Knowledge Graph (VKG) paradigm
that integrates it with Controlled Query Evaluation (CQE). By expressing con-
fidentiality requirements as policies and enforcing them through policy-aware
mappings, PPVKGs provide a principled mechanism for preventing the dis-
closure of confidential information while preserving the conceptual abstraction
and scalability o!ered by VKGs. This framework represents a significant step
towards privacy-preserving semantic data access by protecting information not
only against direct disclosure but also against logical inference enabled by on-
tology reasoning.

Nevertheless, confidentiality alone does not completely characterize privacy.
Although PPVKGs formally guarantee that users cannot infer information pro-
hibited by the confidentiality policy, real-world information systems must sat-
isfy substantially broader privacy requirements. As the healthcare domain
increasingly uses ontologies as a data access layer over existing clinical data
management systems, we take healthcare as the real-world setting for the re-
mainder of this thesis. Modern healthcare infrastructures operate within com-
plex organizational, ethical, and legal environments in which access to infor-
mation depends not only on the information itself, but also on the identity of
the requester, the organizational context, and exceptional situations that may
temporarily justify overriding ordinary restrictions. Deploying PPVKGs in
practical healthcare environments therefore requires considering privacy from
a broader perspective than inference control alone.

This chapter investigates the following question, which corresponds to RQ2
in Chapter 1, building on the realization of the framework that answers RQ1:
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Is the Policy-Protected Virtual Knowledge Graph framework su"-
cient for supporting the privacy requirements encountered in realis-
tic healthcare applications?

Answering this question requires four things.

1. It requires being precise about what the PPVKG guarantee covers (Sec-
tion 3.1).

2. It requires a PPVKG that can actually be run, since a claim about what
a framework can or cannot express is only as good as the system it is
checked against, and this is exactly what Paper I supplies (Section 3.2).

3. It requires a concrete deployment (Section 3.3) and a concrete regulatory
standard (Section 3.4) against which the framework can be measured,
rather than an abstract one.

4. And it requires acting on the result: the assessment in Section 3.5 is the
key place in the chapter where the above research question is answered.

The answer we reach, is that the PPVKG framework is not su"cient, but
that its limitations follow from the specific problem CQE was designed to ad-
dress, i.e., confidentiality and not privacy, rather than from the way it addresses
that problem.

3.1 Confidentiality Is Not Privacy
Recall from Chapter 2 that a censor for a PPVKG specification E =
→T ,S,M,P↑ in a censor language L returns, for each source database D, a
set cens(D) that is entailed by the underlying VKG and consistent with T ↙P,
and that the IGA censor adopted throughout this thesis selects the ground
atoms common to every optimal GA-censor. Two properties of this definition
determine the scope of the guarantee, and everything the rest of this chapter
finds the framework unable to express traces back to one or the other of them.

(i) The censor is a function of the source database. Its value depends on T ,
S, M, P, and D, and on nothing else, i.e., not on who is asking, for what
purpose, or under what circumstances. This is what allows a policy to
be compiled into the mappings once, ahead of query time, rather than
evaluated per request.

(ii) The disclosed set is a subset of the ground atoms entailed by the underlying
VKG. A censor selects among true consequences of the data; it does
not construct new ones. This is what makes the disclosed information
truthful, and it is also what makes the guarantee strong: it holds against
a user who combines several query answers with the ontology, not merely
against one who reads a single table.
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Both properties are essential to why PPVKG works as a framework, and
neither is a shortcoming of CQE on its own terms. CQE was designed to answer
a specific question: can a user, reasoning from what they are told together with
the ontology, derive a fact the policy forbids? And it answers that question well.
Whether that question is the whole of what a hospital’s privacy obligations
require is a separate research gap. The gap is the one between confidentiality
and privacy. Confidentiality asks whether information reached someone not
entitled to receive it. Privacy also asks whether the information should have
been collected, retained, combined, and released in the first place, and under
what conditions. What the two properties above delimit is precisely the first of
these; the remainder of this chapter is concerned with how much of the second
a PPVKG can also be made to carry.

3.2 An Open-Source Realization of PPVKG
Addresses RQ1. Corresponds to Paper I in Chapter 5, Implementing Controlled
Query Evaluation in OBDA (JOWO 2024).

Before any of the requirements introduced later in this chapter can be as-
sessed, one precondition must be met: a PPVKG system must be available
that we can run, query, and measure. The original PPVKG framework demon-
strated that CQE could be integrated into a VKG system by embedding policies
into mappings, but it did so within Mastro, a closed-source VKG system [16].
A framework that cannot be executed cannot be checked against a regulation, a
dataset, or a query workload; it can only be reasoned about on paper. The first
contribution of this thesis therefore consists in giving PPVKG an open-source
realization, and everything else in this chapter presupposes that this realization
exists.

Figure 3.1: Query processing in VKG (left) vs. PPVKG (right)

The method is policy integration into the mapping layer (shown in fig-
ure 3.1). Given a PPVKG specification E = →T ,S,M,P↑, the policy P is first
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expanded with respect to the TBox, so that a denial stated over one predicate is
propagated to every predicate from which it is reachable through the ontology.
Each ontology predicate mentioned in the expanded policy is then extended
with the negated conditions that would otherwise allow it to participate in a
violation, and the result is rewritten with respect to T and unfolded with re-
spect to M, producing a policy-protected mapping MP . Querying →T ,S,MP↑
with an ordinary, unmodified VKG engine then returns exactly the answers
sanctioned by the IGA censor over E . Confidentiality enforcement has been
reduced to standard ontology based query answering, and no component of the
engine needs to be aware that a policy exists. Paper I gives the algorithm, the
reduction in rewriting calls it achieves over the previous closed-source imple-
mentation, and the two engine-specific obstacles that had to be solved now to
implement it with the open-source Ontop system.

Two properties of this construction are used repeatedly in what follows,
and are worth isolating here. First, the only e!ect of a compiled policy is to
remove tuples from the answer of a source query : what a denial contributes is
a negated condition, and a negated condition filters. This is the premise of the
assessment of privacy requirement R2 in Section 3.5. Second, enforcement is
resolved once, when the specification is built, and not once per query, which is
why the cost of a policy at query time is small enough to be measured rather
than estimated. Both properties follow from the choice of enforcement point
rather than from any detail of the algorithm, and both remain exactly the same
in the extensions discussed in Chapter 4.

3.3 A Healthcare Deployment

Addresses RQ2. Corresponds to Paper II in Chapter 5, Assessing Privacy Re-
quirements for Controlled Query Evaluation in OBDA (MDAI 2025).

Whether a framework meets a privacy requirement is not a question that can
be settled in the abstract. A claim that some requirement cannot be expressed
in PPVKG can always be met with the response that a su"ciently elaborate
policy might express it. For this reason, the work in this thesis fixes one
concrete deployment, instantiated over the open-source system of Section 3.2,
and evaluates every requirement against it. We describe here only what the
assessment depends on; Paper II gives the construction of the deployment in
full.

The source database we adopt is MIMIC-III [23], a critical care database
of roughly 46,000 patients and more than 60,000 intensive care admissions,
converted into the OMOP Common Data Model and exposed through a module
of the OWL 2 formalization of the FHIR standard [39]. The choice matters
for the argument that follows: both the relational schema and the ontology
are community standards, adopted independently of any research on VKG,
so the deployment is one a hospital could plausibly operate rather than one
constructed to make a framework look good.
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Two features of the deployment are used directly in the assessment. The
first is that a hospital is not served by a single kind of user. The deployment
distinguishes clinicians, receptionists, researchers, data administrators, phar-
macists, and patients, whose legitimate information needs di!er not only in
extent but in kind: a pharmacist requires medication orders but not patient
identity, a receptionist requires encounters and practitioners but no clinical
content, a researcher requires clinical content but no identity, and a patient re-
quires their own record and no other. This is what makes privacy requirement
R4 in Table 3.1 a substantial mismatch rather than a marginal one, and it is
the setting for the role-based extension of Chapter 4.

The second is that MIMIC-III is distributed in de-identified form. This al-
lows us to model the re-identification problem, and to test whether the frame-
work can express the controls that identifiable data would require, without
handling such data. It also explains an otherwise puzzling feature of the role
analysis in Chapter 4: the researcher role is subject to no policy, not because
researchers require no restriction in general, but because the data they receive
in this particular deployment have already been de-identified at source.

3.4 Privacy Regulations for Healthcare Data

With an implementation and a concrete deployment in place, we turn to the
source of the privacy requirements themselves. Among the privacy regulations
adopted worldwide, HIPAA [22]1 in the United States and the GDPR [28]2 in
the European Union have had the greatest influence on the design of healthcare
information systems. They di!er in scope and legal tradition: HIPAA applies
to a single sector and regulates designated covered entities, whereas the GDPR
applies to any processing of personal data by any controller. They nevertheless
converge on a common set of demands, which is what makes them a suitable
benchmark.

Our purpose here is not legal analysis, and the substantive content of both
regulations (what protected health information or personal data consists of,
and what the named mechanisms below do in detail) is not repeated at length,
since it is already presented in Paper II and is easily consulted at the citations
given. What follows instead is what we did not manage to include in the paper
for space reasons: what each regulation demands of a query answering system
specifically, read against the VKG architecture of Chapter 2 rather than against
the regulation’s own structure.

1
45 C.F.R. Parts 160 and 164. Consolidated text: https://www.ecfr.gov/current/title-45/

subtitle-A/subchapter-C/part-164.
2
Regulation (EU) 2016/679. O!cial text: https://eur-lex.europa.eu/legal-content/EN/

TXT/?uri=CELEX:32!16R!679.
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3.4.1 HIPAA

The Privacy Rule defines protected health information (PHI) by eighteen cat-
egories of identifiers, whose presence, individually or in combination, ren-
ders health information identifiable and therefore protected [22, § 164.514].
This combinational definition is a first indication that the policy language of
PPVKGs, built on denials over conjunctions of facts, is well matched to at least
part of the regulation.

Three mechanisms matter for a query-answering system: (i) De-
identification [22, § 164.514] (via Safe Harbor, Expert Determination, and the
weaker Limited Data Set) is defined throughout as a transformation of values
(e.g., truncating a date to the year or a ZIP code to its first three digits), never
as the removal of a record. A regime built this way cannot be implemented by
a mechanism whose only available operation is to withhold. (ii) The minimum
necessary standard [22, § 164.502(b)] limits disclosure relative to a purpose and,
in its implementation specifications [22, § 164.514(d)], relative to the role of the
requester. (iii) Permitted disclosures [22, § 164.512(j)] allow a covered entity
to disclose PHI it believes necessary to prevent a serious and imminent threat
to health or safety. Emergency disclosure is a case the Rule provides for, not a
deviation from it.

What is easy to miss, because the literature on privacy-preserving data ac-
cess draws almost exclusively on the Privacy Rule, is that the Security Rule
goes further than permitting emergency access: it requires specific capabili-
ties. Its technical safeguards [22, § 164.312] include, as required implementation
specifications, unique user identification [22, § 164.312(a)(2)(i)] and an emer-
gency access procedure [22, § 164.312(a)(2)(ii)], alongside audit controls [22,
§ 164.312(b)] and person or entity authentication [22, § 164.312(d)]; the ad-
ministrative safeguards add an information access management standard [22,
§ 164.308(a)(4)] naming role-based access authorization as an addressable spec-
ification. The consequence is worth stating plainly: a framework with no emer-
gency access pathway is not merely declining a permission under § 164.512(j)
it is failing a required specification of the Security Rule. Break-the-Glass, dis-
cussed in Chapter 4, is in this setting a compliance obligation, not a conve-
nience, and no existing VKG framework supplies it.

3.4.2 GDPR

The GDPR [28] defines personal data functionally, as information relating to
an identified or identifiable person [28, Art. 4(1)], and classifies health data as
a special category requiring a specific lawful basis [28, Art. 9] on top of the
general one [28, Art. 6].

Article 5 [28, Art. 5] states four principles that recur across privacy regula-
tions more broadly, and that form part of the vocabulary used in the assessment
of Section 3.5. Purpose limitation requires that personal information be col-
lected for explicit and legitimate purposes, and not subsequently processed in
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ways incompatible with those purposes. Data minimization requires that only
the information necessary for a specific objective be collected or disclosed. Stor-
age limitation requires that data be kept no longer than the purpose requires.
Integrity and confidentiality require appropriate technical and organizational
safeguards against unauthorized access, disclosure, or modification. To these,
Article 5(2) [28, Art. 5(2)] adds accountability, which requires that an organi-
zation be able to demonstrate its compliance, and not merely achieve it. Ar-
ticles 16 and 17 [28, Art. 16, Art. 17] grant rights to rectification and erasure.
These are rights to have the data change, not merely to have it hidden, which
a mechanism that governs disclosure alone cannot satisfy. This is background
shared with Paper II.

Three provisions matter here specifically because they were not needed for
the paper’s expressiveness argument, but are needed for the architectural ar-
gument this chapter makes.

1. Recital 26 [28, Recital 26] states that the Regulation does not apply
to anonymous information. Anonymisation is therefore not one compli-
ance measure; once data is completely anonymised, they fall outside the
GDPR, which makes R2 in Table 3.1 sharper than a “useful feature the
framework lacks”: a framework unable to transform values cannot support
the route by which clinical data processing may cease to fall under the
GDPR. Pseudonymisation [28, Art. 4(5)] is weaker and remains within
the Regulation, a distinction any future extension supporting R2 would
need to respect.

2. Article 25 [28, Art. 25], data protection by design and by default, re-
quires measures to be implemented at the time of determining the means
of processing, not only at the time of processing itself. This is the pro-
vision that argues for the architecture of this thesis rather than for its
policy language: compilation into the mapping layer (Section 3.2) fixes
enforcement when the specification is built, so there is no configuration
under which a query can be evaluated against a specification lacking the
policy. This is exactly what Article 25 asks for, and something a run-
time filter, evaluated at the moment of processing, would not guarantee.
We return to this in Section 3.4.3, where it grounds the deployability
constraint applied throughout the assessment.

3. National law. The GDPR leaves member states scope to legislate further
on health data. E.g., the Swedish Patient Data Act [31] does so by requir-
ing care providers to assign each sta! member an individual authorisation
limited to what their duties require, and to document and review access
to patient records.

3.4.3 Common Demands
The two regulations arrive at their requirements by di!erent routes: HIPAA
by enumerating identifiers and prescribing safeguards, the GDPR by defin-

31



Id Requirement Source
R1 Protect information that becomes identifying

or sensitive through a combination of facts,
including combinations obtained by inference.

[22, § 164.514];
[28, Art. 4(1), Art. 9]

R2 Support de-identification, anonymisation and
pseudonymisation as transformations of val-
ues, and not only as removal.

[22, § 164.514];
[28, Recital 26, Art. 4(5)]

R3 Limit each disclosure to the information nec-
essary for the task at hand.

[22, § 164.502(b)];
[28, Art. 5(1)(c)]

R4 Make disclosure depend on the identity, role
and organizational context of the requester.

[22, § 164.312(a), (d),
§ 164.308(a)(4)];
[28, Art. 32(1)(b)]; [31]

R5 Act on requests by data subjects for era-
sure and rectification, at the level of the data
rather than of the answer.

[28, Art. 16, Art. 17]

R6 Permit exceptional disclosure where life or
safety is at stake, in a controlled and bounded
manner.

[22, § 164.512(j),
§ 164.312(a)(2)(ii)];
[28, Art. 9(2)(c)]

R7 Record disclosures, and support demonstrable
compliance and review after the fact.

[22, § 164.312(b)];
[28, Art. 5(2), Art. 30]; [31]

Table 3.1: Privacy requirements derived from HIPAA and the GDPR.

ing identifiability functionally and granting rights. But they converge closely
on what they demand of a query answering system: (i) protection of combi-
nations rather than individual values; (ii) a lawful route to release through
transformation, which in both regimes is the principal means by which clin-
ical data reaches secondary use; (iii) disclosure limited according to the re-
quester; (iv) protection that yields under authenticated emergency conditions,
with HIPAA additionally mandating the capability outright; and (v) access
attributable to an individual and recorded for review. Two demands appear
in only one regime: erasure and rectification are GDPR-specific, and HIPAA’s
Security Rule is markedly more prescriptive about specific technical capabili-
ties than anything in the GDPR. But the convergence is close enough that a
single catalogue serves for both.

We record these demands as requirements R1 to R7, listed in Table 3.1.
They serve as the yardstick for the assessment in Section 3.5, and in Chapter 4
they indicate which requirement each contribution of this thesis addresses.

One further constraint is not a privacy requirement at all, but governs
whether any of R1–R7 can be met in practice: a mechanism that substantially
degrades query performance, or that requires an unmanageable policy for every
user, will not be deployed, and a mechanism that is not deployed protects
nothing. We refer to this as the deployability constraint and apply it throughout
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the assessment below. Article 25 gives it a legal dimension, as discussed in
Section 3.4.2: a safeguard is expected to be built into the means of processing,
and a mechanism too costly to leave permanently enabled does not meet that
expectation.

3.5 PPVKG Privacy Assessment
We can now answer the question posed at the beginning of the chapter, re-
quirement by requirement. Table 3.2 gives the outcome, i.e., whether PPVKG
supports the requirement or not, and the reason for each; the reasons matter
more than the outcome itself, since they indicate what kind of extension each
requirement would need.

Paper II (Section 4) reports these reasons and the corresponding exper-
iments in full. There, R1 corresponds to the protection of Protected Health
Information (PHI), R2 to De-identification, R3 to the Limited Data Set, and
R5 to the Right to Erasure and Right to Rectification (RTE and RTR, re-
spectively); all four are discussed in an explanatory way. R4, R6, and R7,
by contrast, are met not by the framework assessed in Paper II but by the
access-control extensions developed in Paper III and Paper IV, discussed in
Chapter 4.

3.6 Related Privacy Notions
With the requirements and assessment now in place, we can ask a question that
could not previously be addressed: why do existing, well-established privacy
techniques fail to close the gaps identified above? In this section, we exam-
ine some established privacy notions and their limitations when applied to a
PPVKG.

Statistical disclosure control. Notions such as k-anonymity [37] (and its
variations, e.g., φ-diversity [25]) model precisely the re-identification risk arising
from combinations of quasi-identifiers, the risk behind R1 and R2, and counter
it through generalization and suppression of attribute values. These notions
are defined over a released table, published once, and their guarantees are
properties of that published artifact. A VKG publishes no such artifact: the
virtual ABox is never materialized, and users pose arbitrary queries rather than
receiving a fixed dataset. The idea of generalization transfers to our setting
and is exactly what R2 asks for, but the machinery does not.

Di!erential privacy. Di!erential privacy [18] does address interactive query-
ing and provides a strong formal guarantee, but the guarantee concerns ag-
gregate statistics computed under noise, which suits population-level analysis
and not clinical care. Similarly, local di!erential privacy permits to protect
a database in similar terms, but it is record based. Di!erential privacy is a
plausible complement for secondary uses of clinical data (the population-level
workload identified in Section 3.3) but it cannot govern access at the point
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Req. Support Reason
R1 full Denials over conjunctive queries, expanded with re-

spect to the TBox, express exactly the protection
of combinations under inference, and survive a user
reaching the same combination through a di!erent
route in the ontology.

R2 none A censor discloses a subset of the ground atoms en-
tailed by the underlying VKG; a transformed value is
not entailed and so cannot belong to the censor lan-
guage.

R3 partial Any individual restriction is expressible as a denial,
but an optimal censor discloses as much as it safely
can, while minimum necessary asks for as little as
the task allows; the two coincide only for a policy
written for one specific requester, which a uniform
policy cannot be. Largely a consequence of R4.

R4 none The specification E has no component in which a user,
role, or session could be recorded, and the censor is a
function of D alone.

R5 indirect Erasure can be simulated by adding denials that ex-
clude an individual’s data from every answer, leav-
ing the data inaccessible but not deleted; rectification
admits no such simulation, since correcting a value
means changing it, and a censor can only withhold.

R6 none Policies are compiled before query time; the frame-
work has no notion of a bounded, licensed relaxation,
and moving between specifications at query time is
not an operation it defines.

R7 none The framework does not address records of disclosure.
Accountability is, however, what makes R4 and R6
defensible once addressed: role assignments must be
reviewable, and every exceptional disclosure must be
attributable and examined afterwards.

deployability satisfied Compiling policies into mappings costs little at
query time, and the same deployment and evaluation
methodology are reused across Papers II, III and IV
to confirm this independently in each.

Table 3.2: Assessment of the PPVKG framework against the requirements of
Table 3.1.

34



of care. For example, a physician who receives a perturbed list of a patient’s
allergies has received something worse than no answer. Hence, it does not close
R2 in the setting that matters most for R4.

Secure multiparty computation. Secure multiparty computation allows sev-
eral parties to jointly compute a function of their private inputs while revealing
nothing beyond the output [42]. It addresses a di!erent threat model from the
one at issue here: it protects each party’s input from the other participants in
a joint computation, whereas a PPVKG has a single data holder and a sin-
gle authorized requester, and the risk is what that requester can infer from a
truthful answer to their own query. Secure computation therefore has little to
say about R4, and nothing to say about R2, since the value it protects is never
disclosed to any party, whereas de-identification is precisely about disclosing a
value in modified form.

3.7 Design Requirements
The requirements the framework does not meet fall into three groups, and this
grouping organizes the extensions developed in Chapter 4.

1. The first group concerns what a policy may do. R2 and R5 ask for infor-
mation to be transformed or changed, whereas a censor can only withhold.

2. The second group concerns what a policy is evaluated against. R3 and
R4 make disclosure depend on who is asking and in what organizational
context, whereas a censor depends only on the source database.

3. The third group concerns governance. R6 and R7 ask for exceptions
that are regulated rather than arbitrary, and for compliance that can be
demonstrated, neither of which the framework currently provides.

We restate these as design requirements for Chapter 4.

D1. The framework must be realizable on an open-source VKG system with-
out proprietary components, since a system that cannot be run cannot
be assessed, and a system that cannot be modified cannot be extended.
This requirement is already satisfied, by the realization presented in Sec-
tion 3.2.

D2. Disclosure should depend on the role under which a user is operating,
with the role established when the user connects, and enforced within
the mapping layer rather than by an external filter. (R3, R4)

D3. The framework should permit relaxation of policies where life or safety
requires it, limited in scope, authenticated, justified, and reversible, while
a designated set of policies remains in force in all circumstances. (R6)

D4. Every exceptional disclosure should leave a record that can be reviewed
afterwards and that the user cannot alter. (R7)
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Two requirements are deliberately not carried forward as design targets for
this thesis. D2, D3, and D4 address only user- and circumstance-dependent
disclosure (R3, R4, R6, R7). We leave R2 and R5 (i.e., transformation of val-
ues, and action on the underlying source) as future work, since they require
extending what a mapping is permitted to do to a value, rather than only ex-
tending what it is permitted to condition on, and this is a materially di!erent
technical problem from the one addressed in Chapter 4. The deployability con-
straint is not listed separately, since it governs all of the above: each extension
is acceptable only if its cost at query time remains modest, which is why the
compilation of policies into mappings, established in Section 3.2, is retained
throughout rather than replaced by enforcement at query time.

This chapter asked whether the PPVKG framework is su"cient for the pri-
vacy requirements of realistic healthcare applications. It is not. The framework
meets the requirement it was designed for, the protection of sensitive combina-
tions against inference, essentially completely, and at negligible cost at query
time. However, it does not support de-identification by transformation, the
rights of data subjects, disclosure that depends on the requester, exceptional
access, or accountability. In each case the reason traces to one of the two struc-
tural properties of a censor stated at the beginning of this chapter: a censor
discloses a subset of the entailed ground atoms, and a censor is a function of
the source database alone.

None of the gaps identified requires giving up the compilation of confiden-
tiality requirements into mappings, which is what makes PPVKG compatible
with the VKG architecture in the first place, and what makes it deployable
at negligible cost. Chapter 4 develops extensions along the context and gover-
nance axes identified above (D2 and D3/D4 respectively), and shows that even
exceptional access, which appears at first to require a decision procedure oper-
ating at query time, can be realized as a transformation of mappings resolved
when a query is unfolded, leaving the underlying VKG engine untouched.
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Chapter 4

Extending Policy-Protected
VKGs with Role-Based and
Emergency Access Control

Chapter 3 assessed the PPVKG framework against the privacy requirements of
a realistic healthcare deployment and found that it meets the requirements it
was designed for, but not those that make disclosure depend on who is asking or
on the circumstances of the request. Of the design requirements this produced,
D1 is already discharged by the open-source realization of Section 3.2, and R2
and R5 were set aside as future work, since they ask a mapping to transform a
value or to write to the source rather than to condition on something. What
remains, and what this chapter addresses, are D2, D3, and D4.

These three are all requirements of access: they change who receives which
answers, and under what circumstances, without changing what a censor is
permitted to do to a value. They also divide naturally into two problems,
and the chapter takes them in turn. Section 4.1 establishes why a PPVKG
cannot serve users with di!erent entitlements, and Section 4.1.2 answers it
with role-based access control (D2, Paper III). Section 4.2 establishes why a
confidentiality policy that never yields is itself a hazard, and Section 4.2.2
answers it with a Break-the-Glass mechanism (D3 and D4, Paper IV).

4.1 User-Dependent Disclosure

All users access the same data in the VKG framework, where it is unproblem-
atic. In a real-world use case, however, uniform access authorization cannot
possibly be maintained, especially in a domain like healthcare. An authoriza-
tion is, in general, a decision about which operations a given requester may
perform, and a permission is one such decision made explicit: the right of
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a particular requester to obtain a particular piece of information. Ordinary
access control frameworks build a whole system out of authorizations of this
kind, and Section 4.1.2 reviews the main ways of organizing them. The specifi-
cation of VKG V = →T ,S,M↑ of Section 2.2, and its policy-protected extension
E = →T ,S,M,P↑, contain no such notion at all: nothing in either tuple records
who is asking, so there is nothing for a permission to be a permission of. To the
best of our knowledge, authorization in VKGs has not been investigated much;
the only model the framework supports by default is the one in which the data
holder possesses unrestricted access and every other requester is treated identi-
cally to them, which is to say that the single policy P constitutes the system’s
only, and only ever uniform, set of permissions.

This is exactly what a real deployment cannot a!ord, and not merely for
organizational convenience. As established in Section 3.4, both HIPAA and
GDPR state the principle of least privilege as a legal requirement: a disclosure
must be limited to what the requester’s task demands [22, § 164.502(b)], [28,
Art. 5(1)(c)], and both regulations expect this to be discharged by distinguish-
ing classes of requester, not by a restriction that applies uniformly to everyone
who reaches the endpoint. A framework whose specification has no place for a
requester cannot implement a principle whose content is that permissions must
di!er between requesters. Combining this observation with design requirement
D2 gives the research gap this chapter fills. We explain it by extending the
healthcare example of Chapter 2.

The consequences are concrete in the hospital deployment of Section 3.3.
If the policy is written for the physician, the receptionist gains access to clin-
ical data they have no reason to see. If it is written for the receptionist, the
physician is denied information needed for treatment, while still seeing personal
contact information not relevant to it. No single policy serves both, because
the two views are not ordered by inclusion: each user requires information the
other should not receive.

Example 8. Consider the PPVKG specification E of Example 6, whose policy
P = {ς} protects the combination of a patient’s identity with an HIV diagnosis.
Two users query it. Alice, who by treatedBy(John, Alice) is John’s treating
doctor, needs precisely the combination that ς withholds, since D1!11 is what
she is treating him for. A receptionist, who needs to identify John as a patient
in order to register him, has no clinical reason to see D1!11 at all, and for
that user, ς is exactly the protection required. Under E both receive the same
answer, so the specification must either enforce ς, and withhold D1!11 from
Alice, or omit it, and disclose D1!11 to the receptionist. Neither is acceptable,
and no policy over T alone resolves it, because the di!erence lies in who is
asking rather than in what is stored. ω
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4.1.1 Access Control and Limitations

We therefore studied access control [34, 9], which o!ers several established
ways of making disclosure depend on the requester, di!ering in what an autho-
rization is attached to, and it is instructive to see why the three most direct
choices are unsatisfactory, before settling on a fourth.

Under discretionary access control [35], the owner of a resource grants per-
missions to individually named users; applied here, this would mean writing
one policy per physician and per receptionist. This is adequate in principle
and unmanageable in practice: the number of policies grows with the number
of sta!, the organizational meaning of a restriction is lost among individual ex-
ceptions, and it becomes impossible to check whether the system as configured
reflects the intentions of the hospital.

Under mandatory access control [35, 33], permissions follow a fixed secu-
rity classification assigned to subjects and objects. This suits military-style
clearance hierarchies but not a hospital, where a physician and a pharmacist
are not ordered by a single scale of sensitivity but di!er in kind: neither role’s
permissions are a subset of the other’s.

The third is to filter the answers after they have been computed, using a
component placed in front of the SPARQL endpoint. This leaves the framework
untouched, but removing atoms from a set of certain answers is not the same
as computing the certain answers of a more restricted specification, and a
filter that removes some atoms without considering what the remaining atoms
entail may leave the protected combination derivable [11], which is precisely
the failure CQE exists to prevent.

Role-based access control avoids the first two problems directly: permissions
attach to organizational roles rather than to individually named users or to a
fixed clearance scale, and users acquire them by being assigned to a role [36,
34, 32]. A role interposes an organizational abstraction between users and
permissions, so that policies are written about positions, which are stable,
rather than about people, who are not; this is also the model already adopted
in the healthcare access-control literature specifically [2], since it matches how
a hospital already describes itself. It answers exactly the question that a censor
does not, namely who is entitled to which information.

What it does not answer is the question of inference. Access control regu-
lates access to resources such as tables, columns, rows, or triples, whereas in
an ontology based setting the object to be protected is a consequence rather
than a resource, and a user denied every table storing a fact may still derive
that fact from the tables they are permitted to see, using the ontology. Exam-
ple 3 is exactly this situation: no table stores Patient(John), yet it follows from
treatedBy(John, Alice) together with ↔treatedBy ↓ Patient. Role-based access
control and CQE are therefore complementary rather than competing, and the
contribution of this chapter is to combine them.
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4.1.2 RBAC with PPVKG
Addresses design requirement D2. Corresponds to Paper III in Chapter 5, User
Access Control in Policy-Protected Virtual Knowledge Graphs (IJCKG 2025).

Addressing disclosure that depends on roles first requires extending the
specification with roles themselves. We introduce the extension formally in
Paper III and here, instantiate it on the running example of Chapter 2. Note
that here we have used the term “Physician” for a “Doctor”, to be aligned with
the terms of Paper III

Example 9 (Extending the running example with roles). We extend
the specification E of Example 6 with R = {Physician, Receptionist},
U = {Alice, Bob}, and UR = {(Alice,Physician), (Bob,Receptionist)},
where Bob sta!s the reception desk. Since a receptionist has no clinical
need for a diagnosis while a treating doctor does, the policy assignment is
RP(Physician) = ⇐ and RP(Receptionist) is

{↼ : ⇓x, y.Patient(x) ⇑ hasDiagnosis(x, y) ⇑ Diagnosis(y) ⇔ ↖}

Applying EncodeRP to the mapping m2 of Example 2, which popu-
lates :hasDiagnosis, yields two copies. The physician copy is mc2 guarded
by the role condition alone, since RP(Physician) is empty and EncodeP
leaves the mapping unchanged. The receptionist copy carries, in addi-
tion, the negated condition that EncodeP derives from policy ↼: since
such policy protects the combination of a patient’s identity with a diagno-
sis code specifically, the added condition includes only the rows for which
diag_code = NULL. Concretely, EncodeRP({m2},Physician) = {mc2} and
EncodeRP({m2},Receptionist) = {mr2}, where

mappingId mc2
target :Patient /{ person_id} :hasDiagnosis :Diagnosis /{ diag_code} .
source SELECT person_id , diag_code FROM Diagnosis

WHERE ontop_contains_role(’Physician ’)

mappingId mr2
target :Patient /{ person_id} :hasDiagnosis :Diagnosis /{ diag_code} .
source SELECT person_id , diag_code FROM Diagnosis

WHERE diag_code IS NULL AND
ontop_contains_role(’Receptionist ’)

Both mc2 and mr2 are present in mappings simultaneously; which one con-
tributes to an answer is determined by the role the requester is acting under,
not by the query. Since John’s diagnosis code is D1!11, querying for his diag-
noses returns D1!11 to Alice, who is logged in as Physician, and nothing to Bob,
who is logged in as Receptionist, from one endpoint and one specification. ω

The construction is instantiated over the deployment of Section 3.3, with
six roles, namely physician, receptionist, researcher, data administrator, phar-
macist, and patient, each assigned the policies its access scope requires. The
experiments confirm what the construction was built for: answers di!er by role
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as intended, and the overhead of the guard conditions is modest. Two findings
matter beyond that confirmation, and belong here rather than in the paper.

The physician and researcher roles are both assigned no policies, for opposite
reasons: the physician because full clinical access is required for care, and the
researcher because the data of this deployment are already de-identified at the
source. RBAC cannot distinguish these justifications, since it has no notion
of why access is granted, only of which role is active. A purpose-aware model
would treat the two di!erently, whereas a role-aware one cannot. The patient
role exposes a limitation of roles as such. Roles partition users according to
their position in the organization, whereas some requirements distinguish users
according to the particular record being accessed: a patient may see their own
record and no other, a physician may see the records of patients.

4.1.3 Sessions and Separation of Duty
Assigning policies to roles says nothing about when a role is in force, and this
matters because a user may hold more than one role: Alice may be registered
both as Physician and, for system maintenance, as DataAdministrator. If both
were in force at once, the mapping copies activated for each would participate in
unfolding together, and the union of two policy-restricted views is not in general
itself policy-restricted, since a fact suppressed under each role separately may
become recoverable by joining answers obtained under both. In Example 9, a
requester credited with both Physician and Receptionist at once would obtain
D1!11 from the unguarded physician copy mc2, and the restriction carried by
the receptionist copy mr2 would count for nothing.

RBAC addresses this with the notion of a session [32], in which a user
logs in under one of the roles assigned to them rather than under all of them
at once, together with separation of duty constraints restricting which roles
may ever be activated together. The standard distinguishes four cumulative
levels of sophistication, from Flat RBAC, which requires only user-role and
role-permission assignment, up to Symmetric RBAC, which adds permission-
role review; Constrained RBAC, in the middle, is the one that adds separation
of duty. Paper III adopts Constrained RBAC with the strictest separation-of-
duty constraint available: a user may hold several roles, but activates exactly
one per session, and only the mapping copies guarded for that role are ever
unfolded.

Returning to the example, suppose Alice is also assigned the DataAdminis-
trator role. She now logs in under one role at a time. In a session under Physi-
cian, the active copy of the diagnosis mapping is mc2, and querying for John’s
diagnoses still returns D1!11, exactly as before. In a session under DataAd-
ministrator, the physician copy mc2 is not activated at all, so whatever the
data-administrator’s own mapping copies expose, they do not carry ↼ exemp-
tion for clinical need. No session exists in which both sets of copies are active
together, so there is no way for Alice to combine the administrator’s broader
system access with the physician’s exemption from ↼ in a single query.
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This restriction is deliberate rather than an administrative simplification.
Confining a session to a single active role is what keeps the guarantee of the
IGA censor intact within that session, which is the property this extension
must not break. With roles, policy assignment, and sessions in place, D2 is
discharged: disclosure now depends on the role under which a user is acting,
enforced within the mapping layer itself rather than by an external filter. What
remains is identifying disclosure that depends not on who is asking but on the
circumstances of the request, which the next section takes up.

4.2 Exceptional Access

A confidentiality policy in a PPVKG holds under every circumstance, and in
ordinary operation this is exactly what one wants. In an emergency it may
instead be a hazard. A patient may arrive unconscious, decisions may have
to be taken within minutes, and the information required to treat them safely,
such as allergies, current medication, and existing conditions, may be protected
by a policy written for ordinary circumstances.

An exceptional access, or override, is a disclosure that the standing policy
forbids but that the circumstances of a particular request justify, granted delib-
erately and open to review afterwards. The specification E = →T ,S,M,P↑ has
no place for it: the policy P is fixed when the specification is built and compiled
into M before any query arrives, so nothing in the specification records under
what circumstances a request is being made. Relaxing a policy at query time
is not a parameter of the framework and needs an extended specification.

This is not a shortfall the regulations tolerate but one they forbid. As estab-
lished in Section 3.4, GDPR permits processing necessary to protect the vital
interests of a data subject incapable of giving consent [28, Art. 9(2)(c)], and
HIPAA goes further, making an emergency access procedure a required imple-
mentation specification for any system holding electronic protected health in-
formation [22, § 164.312(a)(2)(ii)]. A framework in which confidentiality never
yields is therefore not more compliant than one admitting exceptions; it is
less compliant, since it cannot perform a disclosure the law requires it to be
capable of. Combining this with design requirements D3 and D4 gives the sec-
ond research gap this chapter fills, and we explain it by continuing the same
example.

Example 10. Consider again the specification E of Example 6, and suppose
that John is brought in unconscious, and that the physician on duty is not Alice
but a colleague who has never treated him. The policy ↼ withholds precisely
the combination that colleague now needs, and it does so correctly: outside an
emergency, a physician with no treatment relationship to John has no claim on
his diagnosis. What has changed is not who is asking, since the role Physician
is the same in both cases, nor what is stored, but the circumstances under
which the question is put. Under E , and equally under the RBAC extension of
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Section 4.1.2, no configuration distinguishes the two situations, because neither
specification has anywhere to record that an emergency is in progress. ω

4.2.1 Break-the-Glass and Limitations
The mechanism adopted in healthcare domain for this purpose is known as
Break-the-Glass (BtG) [12, 29]. It allows an authorized user to override an
access restriction deliberately, on the condition that the override is declared and
subsequently open to scrutiny. The name refers to the physical arrangement
in which emergency equipment is kept behind a sealed panel: the equipment is
available, but reaching it requires a deliberate act that leaves visible evidence.
What distinguishes it from ordinary access control is that it replaces prevention
beforehand by accountability afterwards, accepting that not every legitimate
access can be anticipated in advance.

The simplest way to implement BtG in a PPVKG would be to maintain a
second specification carrying no policy at all, and to switch to it whenever a
user declares an emergency. Four objections show why this is inadequate, and
together they state what an acceptable design must provide.

1. The override must be limited in scope. An emergency justifies disclosing
what the emergency requires, not the entire content of the knowledge
graph. Some policies protect against harms no emergency mitigates: a
policy guarding the combination of a patient’s gender and address pro-
tects against re-identification, a risk present whether or not the clinical
situation is urgent, so relaxing it assists no one while breaching the min-
imum necessary standard at exactly the moment a disclosure is hardest
to justify.

2. The override must be authenticated. An override any user can trigger is
not an override but a default. The ability to activate it must itself be an
authorization, granted to a designated emergency role. Role membership
alone is not su"cient, since it establishes only that the user might be
facing an emergency; the request must also carry an explicit justification.

3. The override must be recorded. Each use of the override must record the
identity of the user, the role under which they acted, the justification
supplied, and the time of access, in a log the user cannot alter. Without
such a record the accountability the regulations require is absent [28,
Art. 5(2)].

4. The override must end. An emergency entitlement must lapse when the
emergency does. A design in which the override is a change of configura-
tion rather than a property that can be deactivated provides no natural
point at which ordinary enforcement resumes.

To these four we add one observation specific to the ontology based set-
ting. The answers obtained while an override is active form a superset of those
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obtained under ordinary enforcement, so a user free to switch it on and o!
can compute the di!erence, and that di!erence is itself information: it reveals
which facts the policy protects, and for which patients. Repeatedly triggering
the override would turn the mechanism into a means of examining the policy,
which is why each use, and not only the answers it returns, must be recorded
and reviewed.

4.2.2 Break-the-Glass with PPVKG
Addresses design requirements D3 and D4. Corresponds to Paper IV in Chap-
ter 5, Break the Glass in OBDA (MDAI 2026).

Granting an exception in a mapping-compiled framework raises a di"culty
that does not arise in conventional access control. There, an override changes a
permission and the data are untouched. Here, an override changes which map-
pings are unfolded, and therefore changes the retrieved (virtual) ABox itself,
so the guarantee the IGA censor establishes no longer describes what the user
is seeing. Paper IV addresses this by giving the policy set a structure extend-
ing the previous one, and here we instantiate that structure on the running
example.

The policy set P is partitioned into a subset of invariant policies, which
hold under all circumstances, including during an override, and the remain-
ing relaxable ones, which an authenticated emergency request may temporarily
suspend. The partition is not based on how sensitive the protected informa-
tion is, but on whether the emergency actually removes the reason the policy
exists. A policy guarding against re-identification, such as one protecting the
combination of a patient’s gender and address, is invariant: an emergency does
not make re-identification any less harmful, so there is no reason to relax it.
A policy restricting access to diagnoses, prescriptions, or observation values is
relaxable: the emergency is precisely the situation in which a treating doctor
needs this information, so disclosing it is proportionate to the emergency and
can be reviewed afterwards.

Example 11 (Extension with exceptional access). In the running exam-
ple, ↼ falls on the relaxable side: what it protects is exactly what a physician
treating an unconscious patient needs. Applying the Break-the-Glass encoding
to the receptionist based protected copy of m2 therefore yields a second copy,
guarded by a designated emergency role rather than by an ordinary one. Here,
we are making an assumption that there exist a list of “EmergencyReception-
ist” which can break into the system in case it becomes necessary to refer to
the right physician when an emergency occurs:
mappingId mr3
target :Patient /{ person_id} :hasDiagnosis :Diagnosis /{ diag_code} .
source SELECT person_id , diag_code FROM Diagnosis

WHERE ontop_contains_role(’EmergencyReceptionist ’)

Outside an emergency only mr2 is unfolded, and John’s diagnosis is withheld
as ↼ requires. Under a validated override, mr3 is unfolded instead and D1!11
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is returned for a special class of emergency receptionist. Had ↼ been classified
invariant, no second copy would have been generated at all, and the diagnosis
would remain withheld under every circumstance as shown in the example of
Paper IV. ω

The three checks of Section 4.2 are resolved by methods explained in Pa-
per IV. Authentication reuses the role condition of Section 4.1.2, restricting
activation to a designated emergency role. Justification and record require a
non-empty justification at the moment of use, with identity, role, justification,
and timestamp appended to an immutable audit log at that point, so that
accountability is a precondition of access rather than a report produced af-
terwards. Termination needs no additional mechanism, since nothing persists
between requests, and full enforcement resumes as soon as the emergency flag is
absent from a subsequent one. If any check fails, the request falls back silently
to the ordinary protected mapping, so an invalid override is indistinguishable
in e!ect from no override, and a failed attempt cannot be used to probe the
policy.

Paper IV reports experiments over the deployment of Section 3.3, measur-
ing, for a set of representative queries, how many answers each returns and
how long it takes, under ordinary enforcement and under a validated override.
Two of these queries are worth drawing out here, since each is chosen to test a
specific part of the mechanism rather than simply to report a result.

The first, from the public health surveillance scenario, returns nothing under
either mapping, because the query depends on data protected by an invariant
policy. It tests the distinction Section 4.2 insisted on, that an emergency jus-
tifies disclosing what the emergency requires and nothing more. A mechanism
unable to produce this refusal would not be bounding the override; it would
just be switching confidentiality o! under another name. The second, from the
inference-aware decision support scenario, shows something less obvious. Its
query never names a protected fact directly, only a value entailed from it, such
as whether a measurement exceeds a threshold. Under ordinary enforcement
this answer is withheld along with the measurement itself, for the same reason
given earlier: suppressing a fact suppresses everything derived from it. Under
a validated override, the answer returns, not because the override targets the
query, but because it reactivates the mapping the underlying fact depends on.

Together with the partition, the emergency role, the justification, and the
audit log, these two cases resolves D3 and D4. D3 holds because relaxation is
bounded, by the partition just shown, and reversible, since enforcement resumes
as soon as the emergency flag is absent from a request. D4 holds because
relaxation is never anonymous: each use requires a justification and leaves a
record the user cannot alter.

This chapter took up the two design requirements Chapter 3 left open.
A PPVKG specification has no place for a requester and no place for the
circumstances of a request; the two extensions developed here resolve one each.
RBAC resolves the first. It duplicates policy-protected mappings once per role,
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guards each copy so that only the one matching the requester’s active role is
unfolded, and confines a session to a single role so that this guarantee is not
lost when a user holds more than one. Break-the-Glass resolves the second. It
splits the policy set into what an emergency may relax and what it may not,
and makes every relaxation conditional on authentication, justification, and a
record that cannot be altered.

Neither extension modifies the query engine, and neither changes what a
policy is permitted to do to a value. Both only impacted the mapping assertion
that are used, which is why the confidentiality guarantee of Chapter 2 carries
over to each of them without needing to be re-proven.
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Chapter 5

Summary of Papers and
Conclusions

This chapter concludes the introductory part of the thesis. It first summarizes
the four appended papers, briefly and in the order in which their contributions
were developed in Chapters 3 and 4. The summaries are deliberately short,
they state what each paper asks, what it contributes, and how it was eval-
uated, and leave the definitions, algorithms, and experimental results to the
papers themselves. Section 5.1 then returns to the research questions posed in
Chapter 1 and answers each in turn, and Section 5.3 closes with directions for
future work.

Paper I: Implementing Controlled Query Evaluation in
OBDA
Published at JOWO 2024. Contributes C1, addresses RQ1 and design require-
ment D1. Discussed in Section 3.2.

This paper provides the first open-source implementation of PPVKGs (re-
ferred in the paper as, OBDA). The original framework [16] had established
that a confidentiality policy can be compiled into the mappings of a VKG spec-
ification, so that an ordinary engine returns exactly the answers sanctioned by
the IGA censor, but it was implemented only within the closed-source VKG
system, Mastro. So. PPVKG framework could not be run, measured, or ex-
tended by others.

The paper contributes a simplified compilation algorithm, EncodeMap-
ping, which reduces the number of calls to the DL-LiteR rewriting procedure
by expanding the policy with respect to the TBox once, adding the correspond-
ing negated conditions to each a!ected ontology predicate, and then rewriting
and unfolding the result into new mapping assertions. It further shows how this
can be implemented with an open source VKG system, Ontop without modify-
ing the engine, solving two obstacles that arise only in a real system: obtaining
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rewriting with respect to the TBox alone, which Ontop couples with unfolding,
addressed by generating a dummy direct mapping; and preserving the nega-
tion introduced by a denial through rewriting, addressed using SPARQL MINUS.
The implementation is validated on a university-domain VKG, confirming that
the compiled mappings enforce the intended policies and that the additional
conditions are inexpensive at query time.

Paper II: Assessing Privacy Requirements for Controlled
Query Evaluation in OBDA

Published at MDAI 2025. Contributes C2, addresses RQ2. Discussed in Sec-
tion 3.3 to Section 3.5.

This paper asks whether the implemented PPVKG framework (in Paper I)
is expressive enough to capture the privacy requirements that a real healthcare
use-case must satisfy. It is the systematic assessment of the framework against
regulation rather than against its own formal properties.

The paper builds a realistic deployment, consisting of MIMIC-III converted
to the OMOP Common Data Model, exposed through a module of the FHIR
ontology, and served by the implementation of Paper I, and analyses the re-
quirements imposed by HIPAA and the GDPR. It shows that a substantial
class of requirements is expressible as first-order denial constraints embedded
in the mappings, including the protection of personal identification combina-
tions underlying the HIPAA Limited Data Set. It also identifies, with reasons,
the requirements the framework cannot meet: de-identification and anonymiza-
tion, which require transforming a value rather than withholding it and there-
fore fall outside the censor language; the rights to erasure and rectification,
which require modifying the source; and any requirement making disclosure
depend on the requester, since a censor is a function of the source database
alone. Experiments over the deployment confirm that policy enforcement costs
little at query time, and often less than the unprotected baseline where a policy
empties a result.

Paper III: User Access Control in Policy-Protected Virtual
Knowledge Graphs

Published at IJCKG 2025. Contributes C3, addresses RQ3.1 and design re-
quirement D2. Discussed in Section 4.1.2.

This paper removes the assumption that all users of a PPVKG receive the
same answers, by integrating RBAC into the mapping layer.

Here, RBAC-PPVKG specifications are introduced which extends a
PPVKG specification with a set of roles, an assignment of policies to roles,
and a user-role assignment; the protected objects are the mapping assertions
themselves, and a permission is the right to have a role-specific copy of a map-
ping assertion participate in query unfolding. The construction composes the
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policy-embedding function of Paper I with a role guard, producing one policy-
protected, role-guarded copy of each mapping assertion per role, all served
from a single endpoint. The paper shows that the guard is resolved during
unfolding rather than left in the generated SQL, so that a role-specific VKG
is e!ectively materialized at query time at negligible cost, and it supports
Constrained RBAC with session-based role activation and separation of duties.
Evaluation over the healthcare deployment with six roles confirms that answers
di!er by role as intended and that overhead remains modest. The paper also
reports a negative result worth noting: because policies attach to roles rather
than to individuals.

Paper IV: Break the Glass in OBDA
To appear in the proceedings of MDAI 2026. Contributes C4, addresses RQ3.2
and design requirements D3 and D4. Discussed in Section 4.2.2.

This paper removes the assumption that a confidentiality policy holds under
all circumstances, by introducing a Break-the-Glass method for exceptional
access. Both HIPAA and the GDPR explicitly authorize disclosure where life
or safety is at stake, so a framework in which confidentiality is unconditional
cannot implement a disclosure the law permits.

The central design decision is to split the policy set into invariant policies,
which hold even during an override, and relaxable ones, which an authenticated
emergency request may suspend, depending on whether the emergency removes
the reason the policy exists in the first place. The method is realized as a
further mapping transformation, reusing the role machinery of Paper III for
authentication, and requires a justification and an immutable audit record at
the moment of use, so that accountability is a precondition of access rather than
a report produced afterwards. Three scenarios evaluate the method, including
one in which the override correctly fails to help because the query depends on
data protected by an invariant policy.

5.1 Answers to the Research Questions
RQ1. How can CQE be e!ciently integrated into open-source VKG

platforms while preserving the correctness and performance of
query answering?

By compiling the confidentiality policy into the mapping layer rather than
into the ontology or the query engine. Paper I shows that a policy, once
expanded with respect to the TBox, can be embedded into the source
queries of the mapping assertions it a!ects, and that the resulting speci-
fication can be served by an unmodified engine. Correctness is preserved
because the expansion makes enforcement closed under ontology reason-
ing, so the answers returned are exactly those sanctioned by the IGA
censor. Performance is preserved because the additional conditions are
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ordinary SQL conditions, optimized by the database alongside the rest
of the query, and because the cost of enforcement is paid once, when the
specification is built, rather than once per query.

RQ2. How e"ectively can PPVKGs represent and enforce real-world
privacy requirements in privacy-sensitive domains?
E!ectively, but partially, and the boundary is structural rather than inci-
dental. Paper II shows that the framework fully meets the requirement it
was designed for, protecting combinations of facts against inference, in-
cluding combinations reachable only through the ontology, and that this
covers a substantial part of what HIPAA and the GDPR demand. It does
not meet requirements that ask for a value to be transformed rather than
withheld, for the source data to change, or for disclosure to depend on
who is asking.

RQ3.1. How can PPVKGs support role-based access control to pro-
vide di"erentiated semantic access according to users’ organi-
zational responsibilities?
By resolving role dependence before query evaluation rather than dur-
ing it. Because the set of roles is finite and known when the system is
configured, the mapping can be built with one policy-protected copy per
role, each guarded so that it participates in unfolding only under the cor-
responding role. Paper III shows that this yields role-specific semantic
access from a single deployment, that the role condition is checked during
unfolding rather than left in the generated SQL and therefore costs noth-
ing at the database, and that the confidentiality guarantee of the censor
is inherited within each session.

RQ3.2. How can PPVKGs support Break-the-Glass emergency ac-
cess while preserving accountability and confidentiality?
By making the exception bounded, authenticated, justified, and recorded,
rather than by suspending policy enforcement. Paper IV shows that par-
titioning the policy set into invariant and relaxable policies keeps an over-
ride an exception rather than a bypass, that reusing the role mechanism
of Paper III makes the override available only to a designated emergency
role, and that requiring a justification and writing an immutable log en-
try at the moment of activation satisfies the accountability that both
regulations attach to the permission they grant.

5.2 Conclusions
This thesis set out to bridge the gap between the theoretical foundations of
privacy-preserving query answering in Virtual Knowledge Graphs and their
deployment in privacy-sensitive environments. It has done so along a single
line of development.
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An open-source realization of PPVKG made the framework runnable and
extensible, and supplied the compilation function that everything else builds on.
Assessing that realization against HIPAA and the GDPR, over a real use-case
of healthcare domain rather than an illustrative example, established precisely
where the framework holds and where it does not; it is worth emphasizing
that this assessment is a contribution in its own right, since the limitations it
identifies gives the motivation for remaining work. Role-based access control
then removed the assumption that all users are alike, and Break-the-Glass
removed the assumption that all circumstances are alike.

Two properties unify the technical contributions. First, every extension is
implemented as a transformation of mapping assertions by integrating policies
into original mapping. Thus, the method of query answering remains same
as the ordinary VKG query answering and no modification of the VKG en-
gine is required. This is what makes the results portable across VKG engines
and cheap at query time, and it is also what allows each extension to inherit
the confidentiality guarantee of the underlying censor rather than re-establish
it. Second, each extension was evaluated on the same use-case, so that its
behaviour can be compared against the others and attributed to the method
rather than to the setup.

The thesis also draws a clear boundary around what this approach can do.
A mapping transformation can restrict which tuples are retrieved and under
which conditions a mapping assertion is used. It cannot modify a retrieved
value, and it cannot write to the source. De-identification and the rights of
data subjects therefore remain outside the framework. Stating the boundary
precisely is, we would argue, as useful a result as crossing it would have been.

5.3 Future Work

The gaps identified in Chapter 3 and the extensions developed in Chapter 4
together point to four directions this thesis leaves open. One substantial gap
is the inability to release data in modified form. Extending the mapping lan-
guage to permit transformation functions, such as truncation, generalization,
and pseudonymization, would bring such protection within reach while pre-
serving the compilation architecture. The di"culty is not implementation but
semantics: a censor currently guarantees that everything disclosed is a true
consequence of the data, and a transformed value is not. A notion of confiden-
tiality that accommodates transformation without abandoning the guarantee
entirely is therefore the natural next question.

A second direction is access beyond roles. As Paper III shows, role gran-
ularity cannot express requirements that depend on a relation between the
requester and the record: a patient seeing their own record, or a physician
seeing the patients in their care. Extending the framework towards attribute-
based or relationship-based access control, while keeping enforcement inside
the mapping layer, would close this gap.
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A third direction concerns refinements of the access mechanisms developed
in this thesis. Several smaller extensions follow directly from the work pre-
sented here: hierarchical RBAC, so that senior roles inherit the permissions of
junior ones; temporal bounds on emergency access, so that an override expires
automatically rather than merely being logged; and finer-grained relaxation,
so that a policy may be weakened rather than completely suspended during an
emergency.

Finally, a less restrictive censor is another direction for future work. The
IGA censor used throughout this thesis provides a sound and tractable ap-
proximation of the optimal GA censors, which is what makes compilation into
standard OBDA possible. However, taking the intersection of all optimal GA
censors can withhold information that could be disclosed by some individual
optimal censor. A less restrictive censor could therefore retain the confidential-
ity guarantees of IGA while allowing more informative answers and preserving
the possibility of e"cient query answering.
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