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Abstract

Generalization is a central goal in machine learning. Good performance on
development data does not always mean reliable performance in practice. A
central clinical motivation for this thesis is to improve model performance for
pediatric patients, whose data are often underrepresented relative to adult pa-
tients. This reflects a broader challenge in machine learning: reliable general-
ization depends on both methodological choices and how well different groups
are represented in the training data. Against this background, the thesis asks
what methodological pitfalls affect observed performance and how they are
addressed in current machine learning research, how existing latent-space over-
sampling methods address imbalance, how the choice of learned representation
affects their effectiveness, and how learned representations can guide generative
models for minority-sample generation.

To address the first question, the thesis identifies 14 common methodological
pitfalls across the machine learning pipeline, examines their effects on observed
model performance through controlled experiments, and studies how clearly
they are reported in published work. The thesis then addresses the remaining
questions by focusing on data imbalance. Its main approach is synthetic over-
sampling in learned representation spaces, where new minority representations
are constructed and then used to generate synthetic samples. It first studies
DeepSMOTE, an existing latent-space oversampling method based on an au-
toencoder, and analyzes its penalty term and its effect on the learned latent
space. It then applies latent-space oversampling to adult—pediatric imbalance
in brain tumor segmentation using a cohort-conditioned StyleGAN2 model to
generate synthetic pediatric MRI and segmentation-mask pairs. Finally, it
studies representation-conditioned diffusion models for class-imbalanced image
classification and compares different strategies for constructing minority repre-
sentations.

The results show that methodological choices throughout the machine learn-
ing pipeline can notably affect observed model performance, and that such is-
sues are not always reported clearly in published studies. For latent-space over-
sampling, the results show that balancing the classes is not enough by itself.
What matters is also how the additional synthetic minority samples are created
and on the representation space in which this is done. In the adult—pediatric
setting, latent-space oversampling improved segmentation performance for the
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underrepresented pediatric cohort while maintaining performance for adult pa-
tients. Overall, synthetic data can improve generalization for minority classes
and subgroups. However, the benefit depends on the representation, the gen-
eration strategy, and the used training procedure.
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Chapter 1

Introduction

1.1 Motivation

Machine learning (ML) has reshaped many scientific and industrial fields through
its ability to learn complex patterns from large amounts of data. Progress in
ML has been driven by improvements in learning algorithms, computational
resources, and the growing availability of large datasets. These developments
have expanded the use of ML in areas ranging from medical image analysis and
industrial inspection to autonomous driving and natural language processing.
In many of these applications, ML systems now achieve performance that is
comparable to, or in some cases better than, that of human experts on well-
defined benchmark tasks. As a result, machine learning is increasingly being
used to support decision making in applications where accurate and reliable
predictions are essential.

Despite this progress, deploying machine learning models in real-world set-
tings remains a significant challenge [7, 54]. A model that performs well during
development may not remain reliable after deployment [19, 66]. In practice,
models are often applied under conditions that differ from those encountered
during development. This can reduce their performance, make their predictions
less reliable, and, in safety-critical applications, have serious consequences. En-
suring that models generalize beyond the conditions under which they were
developed is therefore an important challenge in machine learning.

The discrepancy between performance observed during model development
and performance after deployment is commonly referred to as the generaliza-
tion gap. Although some limitations in generalization are inherent in learning
from finite data, poor generalization can also result from methodological choices
made during model development [7, 5]. Methodological issues may arise at dif-
ferent stages of the ML pipeline and involve biased or limited data, inappropri-
ate evaluation procedures, information leakage, and confounding variables [49,
40, 33, 21]. Such factors may lead to overly optimistic estimates during devel-
opment that do not reflect how the model will perform on new data.



These methodological issues are often studied separately, making it diffi-
cult to obtain a comprehensive view of the potential pitfalls across the ML
pipeline [5]. The thesis therefore first takes a broader perspective on general-
ization by examining how methodological pitfalls across the ML pipeline can
contribute to the generalization gap. It then focuses on data imbalance as a
specific factor that can lead to poor generalization for underrepresented classes
and subgroups.

Data imbalance is common in many real-world applications, where some
classes or subgroups are represented by substantially fewer samples than oth-
ers [15, 28]. A central motivation for this thesis arises from brain tumor imag-
ing, where fewer data are available for pediatric patients than for adults. As a
result, models trained on such imbalanced data may perform less reliably for
the underrepresented pediatric population. More generally, examples of imbal-
ance include rare diseases and underrepresented patient populations in medical
imaging [22], and long-tail class distributions in image classification [23]. When
learning algorithms are optimized for overall predictive performance, the result-
ing models may favor majority groups and perform poorly on underrepresented
classes or populations [24]. These performance disparities can reduce model re-
liability and have practical consequences, particularly in applications where the
underrepresented cases are important.

A wide range of methods has been proposed to address data imbalance, in-
cluding data-level and algorithm-level approaches [28, 15]. Among these meth-
ods, synthetic data generation offers a way to increase the representation of
minority classes without requiring additional data collection [14]. Deep gener-
ative models extend this approach by learning to generate new samples from
the available data [57, 55]. The latent spaces of these deep generative models,
as well as representations learned by other models, can also be used to create or
guide the generation of minority samples [17, 60]. This thesis therefore investi-
gates how the choice of generative model and the use of learned representations
can help generate synthetic samples that mitigate the effects of data imbalance
and improve model generalization.

1.2 Objective

The overall objective of this thesis is to improve the generalization and relia-
bility of machine learning models, with a particular focus on performance for
underrepresented classes and subgroups. A central clinical motivation for this
thesis is the imbalance between adult and pediatric data in medical imaging,
specifically in tumor segmentation, where the limited availability of pediatric
data can result in models that perform less reliably for pediatric patients. The
thesis studies data imbalance as one factor contributing to this problem and ex-
plores synthetic oversampling based on learned representations and generative
models as a strategy for addressing it.

Before focusing specifically on data imbalance, the thesis takes a broader



perspective on generalization. The first objective is to identify methodological
pitfalls across the machine learning pipeline that can affect model generalization
or lead to misleading estimates of performance. Moreover, it aims to investigate
how such pitfalls affect experimental results, and how they are addressed and
reported in machine learning research. This broader perspective is needed
because addressing data imbalance alone is not sufficient for achieving reliable
generalization; other methodological factors also need to be considered.

The second objective is to investigate how oversampling based on synthetic
data generation can be used to improve learning from underrepresented data.
The thesis focuses on latent-space oversampling and investigates whether its
effectiveness depends on the learned representation space in which new minority
samples are constructed. For this, the thesis first studies an existing latent-
space oversampling approach to better understand its underlying mechanisms.
Later, it investigates whether alternative representation spaces can provide
more effective synthetic oversampling.

The final objective is to extend the investigation of representation-based
oversampling by studying whether learned representations can be used to guide
generative models in creating synthetic data for imbalanced learning. Rather
than performing oversampling directly in the latent space of a generative model,
this approach separates the representation space from the generation process.
New minority representations can then be constructed and used to guide the
generation of synthetic samples.

This thesis addresses the following research questions:

1. What methodological pitfalls can affect the generalization of machine
learning models and the reliability of their performance evaluation, how
do they affect observed performance, and how are they addressed in cur-
rent machine learning research?

2. How do existing latent-space oversampling methods address data imbal-
ance, and what are the underlying mechanisms and actual effects of their
different components?

3. How does the choice of learned representation space affect the effective-
ness of latent-space oversampling, including for adult—pediatric imbalance
in tumor segmentation?

4. How can learned representations be used to guide generative models in
creating synthetic data for imbalanced learning?

1.3 Thesis Outline

The remainder of this thesis is organized as follows. Chapter 2 introduces gen-
eralization in machine learning and the pitfalls that can affect it. Chapter 3 fo-
cuses on data imbalance as a specific challenge to reliable learning and discusses
the main approaches used to address it. Chapter 4 provides the background
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on learned representations, latent spaces, and deep generative models. Chap-
ter 5 summarizes and discusses the included papers, and Chapter 6 presents
the conclusions and future research directions.



Chapter 2

Generalization in Machine
Learning

2.1 Machine Learning

Machine learning aims to learn relationships from observed data and use them
to make predictions for new previously unseen samples. In supervised learning,
a dataset consists of N input—target pairs,

D= {(wz,yz)}fv:p (2.1)

where z; € X is an input and y; € ) is its corresponding target. An input may
be represented, for example, as a feature vector, an image, or a sequence of
measurements. The target describes the desired output and may, for example,
be a class label or a segmentation mask [51].

A supervised learning model defines a mapping

f@ X — y, (2.2)

where 6 denotes the model parameters. The parameters specify the particular
input—output relationship and are learned from the training data. Once trained,
the model can be applied to a new input x to obtain a prediction § = fp(x).
This use of a trained model is commonly referred to as inference [51].

The work presented in this thesis considers two supervised learning tasks:
image classification and image segmentation. In classification, each input is
assigned to one of a predefined set of classes. In segmentation, that can also
be viewed as a form of classification, each pixel or voxel is assigned a label,
producing a spatial map of the regions or structures of interest. Image classifi-
cation is considered in Papers I, I, and IV, while medical image segmentation
is considered in Papers I and III.



Model training. The model parameters are learned by minimizing a loss
function that measures the discrepancy between the model predictions and
their corresponding targets. Given a loss function ¢, the empirical risk on the
training set is [27]

N
=~ 1
Rtrain(g) = N Zg(jb(xz)ay1> (23)
i=1
Training consists of finding parameters that minimize this empirical risk,
6= arg main Etrain(Q). (2.4)

In practice, this objective is optimized iteratively using gradient-based meth-
ods. For large datasets, parameter updates are usually computed using smaller
subsets of the training data, called mini-batches. One complete pass through
the training set is referred to as an epoch [51].

Model parameters should be distinguished from hyperparameters. Parame-
ters are learned directly from the training data, whereas hyperparameters are
choices made when defining or training the model. Examples include the learn-
ing rate, batch size, network depth, and the strength of regularization. Because
these choices can greatly affect the learned model, they should be selected based
on performance on a validation set.

The available data are commonly divided into training, validation, and test
sets. The training set is used to learn the model parameters, while the vali-
dation set is used to select hyperparameters and make other decisions during
model development, such as when to stop training. The test set is kept sepa-
rate from both training and model selection and is used only to estimate the
performance of the final model on unseen data [5].

The loss minimized during training is not necessarily the measure used to
report the final performance. In many cases, the training loss serves as a proxy
for the actual objective of the task, since the quantity of interest may not be
directly suitable for optimization. Training losses are often chosen to be differ-
entiable so that they can be optimized using gradient-based methods, whereas
evaluation metrics are selected to reflect the objective of the application [52].
For example, a classifier may be trained using cross-entropy loss but evalu-
ated using accuracy. Similarly, a segmentation model may be trained using a
combination of cross-entropy and Dice-based losses, while its performance is
evaluated using the Dice similarity coefficient and boundary-based measures
such as HD95 [5].

2.2 Generalization
The observed dataset is a finite sample from an underlying data-generating

distribution Pyata(2,y). Standard supervised learning commonly assumes that
the observations are independent and identically distributed (i.i.d.) according



to this distribution. Independence means that the distribution of one obser-
vation does not depend on another, while identical distribution means that all
observations are drawn from the same underlying distribution [27].

The objective of supervised learning is not only to fit the training data,
but to perform well on previously unseen samples. This ability is referred to
as generalization. Let Pyata(z,y) denote the target data distribution. The
expected, or population, risk of a model is

R(0) = E(,y)~ Puna [é(fg(x),y)] ‘ (2.5)

Since Pyata is generally unknown, the population risk cannot be evaluated
directly. For a trained model f;, using an independent test set of M samples

Dtest — {( pest test)}J L (26)

the population risk can be estimated as [27]
M
Rtest 9 _ Z test 7 ;est). (2'7)

In its standard statistical sense, the generalization gap of the trained model
is
R(a) - Rtrain (9)7 (28)

which is commonly estimated by
Etest(é) - Rtrain(é)- (29)

In this thesis, the generalization gap is also used in a broader practical sense
to describe the difference between performance on an internal test set and
performance on an external target population [5]. This is distinct from the
standard statistical generalization gap above, since it reflects a change in data
distribution rather than the difference between training and test performance.

A model overfits when it achieves low error on the training data but high er-
ror on unseen samples. This can occur when the model learns noise or patterns
that are specific to the finite training sample rather than patterns that gener-
alize to the underlying population. In contrast, underfitting occurs when the
model is unable to capture relationships needed for accurate prediction, leading
to poor performance even on the training data. Whether a model underfits or
overfits depends partly on the model capacity, the amount and quality of the
training data, and the regularization used during training. Here, model capac-
ity refers to the complexity of the relationships that the model can represent.
Regularization includes methods that discourage the model from fitting pat-
terns specific to the training data and thereby improve performance on unseen
samples [51].

The assumptions underlying this empirical risk framework, including inde-
pendence between samples and consistency between the training and target
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distributions, may be violated in practice. Data collection, dataset construc-
tion, model development, and evaluation choices can introduce dependencies
between samples or differences between the training and target distributions.
Such issues can affect both the model’s generalization and the reliability of
the reported performance estimates [5]. The following section discusses these
methodological pitfalls in more detail.

2.3 Methodological Pitfalls Affecting General-
ization

The learning and evaluation framework introduced in the previous section is
based on assumptions about the data, the model development, and model eval-
uation. The methodological choices that we make in different steps of the
ML pipeline can violate these assumptions in different ways. Some choices, for
example, can prevent the model from learning useful relationships that general-
ize beyond the development data, while others can compromise the evaluation,
producing an inaccurate estimate of model performance. This distinction be-
tween poor generalization and flawed evaluation is important. A model may
generalize poorly even when it is evaluated correctly, while a flawed evaluation
may make a poorly generalizing model appear reliable. Paper I identifies four-
teen methodological pitfalls in the ML pipeline. This section focuses on several
important ones including distribution shift, confounding and spurious correla-
tions, information leakage, and related issues in evaluation, interpretation, and
reporting.

Distribution shift. Distribution shift happens when the distribution repre-
sented by the training data differs from that of the target population. That

is,

Ptrain (l‘, y) 7é Ptarget (.23, y), (210)

where Piarger denotes the target distribution on which the model is expected
to perform. This mismatch is commonly referred to as distribution shift or
dataset shift [46].

Distribution shift can arise when the collected sample does not fully rep-
resent the target population. This may result from the sampling procedure,
inclusion and exclusion criteria, or the underrepresentation or exclusion of par-
ticular subgroups. Note that, if the original dataset is not representative, ran-
domly dividing the available data into training and test sets does not solve the
problem, because both train and test sets will inherit the same limitation. As
a result, strong test performance only means that the model performs well on
the samples represented in that dataset [5].

Distributions may also differ across institutions, acquisition systems, and
time periods. For instance, in medical imaging, differences in patient popu-
lations, scanners, acquisition protocols, and annotation practices can change



the characteristics of the inputs or targets. Therefore, relationships that are
predictive in the development data may become weaker or disappear in the
target setting [19].

An internal test set is usually collected from the same sources and under
conditions similar to those of the training data. It can estimate performance
within the development setting, but provides limited evidence about perfor-
mance under changed conditions. An external test set instead uses data from
a source or setting not represented during model development and can reveal
failures that are not visible in an internal evaluation. Consequently, the ap-
propriate evaluation depends on the level at which the model is expected to
generalize. For example, a model intended for use across hospitals should be
evaluated on data from hospitals that were not represented during its develop-
ment [5].

Spurious correlations, confounding, and shortcut learning. Super-
vised learning models exploit associations between the inputs and the target to
make predictions. However, a model may learn associations that are different
from those intended by the developer. A feature may be strongly associated
with the target in the training data because of chance, data collection, or
preprocessing, but not remain predictive in other settings [63]. Such unin-
tended and unstable associations are commonly referred to as spurious corre-
lations [64].

Spurious correlations can arise when characteristics that are specific to a
dataset become associated with the class labels. For instance, in image analysis,
classes can differ regularly in their backgrounds, image resolution, acquisition
site, or preprocessing. As a result, a model may perform well by relying on
these cues instead of features that are directly related to the prediction task.
This behaviour is commonly referred to as shortcut learning, where the model
uses an easily available predictive signal that does not remain reliable when the
data conditions change [21].

Confounding is one possible source of these associations. A confounder is
a variable that affects both the input variables and the target and therefore
creates or distorts their observed relationship. For example, in medical imaging,
factors such as patient age and acquisition site can be associated with both the
image characteristics and the disease status. As a result, a model may use cues
related to these variables without learning the intended patterns related to the
disease [50].

Whether reliance on a confounding variable is problematic depends on the
objective of the study. It can improve prediction inside the development pop-
ulation, but make the learned relationship more difficult to interpret or less
stable under distribution shift. Hence, high predictive performance does not
necessarily mean that the model has learned the intended relationship. To iden-
tify these dependencies, we need knowledge of how the data were collected. We
also need to evaluate under conditions where the suspected feature is changed,
removed, or is no longer associated with the target [49].

9



Information leakage. Information leakage happens when information from
the test data is exposed into the training process. Leakage breaks the inde-
pendence between training, validation, and test data and can lead to overly
optimistic performance estimates [33]. It is different from ordinary overfitting
because it makes the test result itself unreliable.

A common source of leakage is to split the data at an inappropriate level.
For example, medical imaging datasets often include multiple images or slices
from the same patient. If the data are split at the image or slice level, samples
from the same patient may be included in both the training and test sets. This
may lead the model to rely on patient-specific information instead of patterns
that generalize to unseen patients. Therefore, the data should be split at the
level to which the model is expected to generalize. In medical imaging, this
often means putting all images or slices from the same patient or volume in the
same data partition [59].

Leakage can also be introduced during preprocessing, data augmentation,
and sampling procedures. Preprocessing steps, such as normalization and fea-
ture selection, must be applied on the training data and then used unchanged
for the validation and test sets. Similarly, if augmentation or over-sampling is
performed before the data are split, an original sample and a transformed or
duplicated version of it may appear in different sets and create dependencies
between them [56, 5].

Leakage can also occur through repeated interaction with the test set. For
example, using test performance to select hyperparameters, compare different
versions of the model, or revise the experimental setup can gradually intro-
duce information from the test set into model development. Hence, model-
development decisions should be based on validation data [33, 5].

Evaluation, interpretation, and reporting. FEvaluation gives us the evi-
dence required to draw conclusions about a model. However, this conclusion is
limited to the chosen metric and test data. Different metrics measure different
types of errors. For example, in classification, overall accuracy may hide poor
performance on minority or difficult classes. In segmentation, overlap-based
metrics evaluate how well the predicted and ground truth regions align, while
boundary-based metrics measure the differences between their contours [52].
The performance that we measure on a finite test set is typically an estimate of
the model’s expected performance on the target population, and therefore it is
subject to sampling uncertainty. Other stochastic elements of model training,
such as parameter initialization and mini-batch sampling can also contribute
to this uncertainty. As a result, the observed difference between two methods
may reflect sampling or training variability rather than a systematic difference
in their expected performance [5].

The meaning of an experimental result also depends on how it is interpreted
and reported. The conclusions based on the test set are limited to the pop-
ulations and conditions used in the evaluation procedure. Moreover, details
about data splitting, preprocessing, model selection, evaluation metrics, and

10



uncertainty are needed to assess how the result was obtained and whether the
experiment can be reproduced. Paper I discusses these issues as part of its
analysis of common evaluation and reporting pitfalls.

The issues discussed in this chapter apply to a wide range of ML problems.
The next chapter is focused on data imbalance as one particular limitation of
the available data and discusses methods for improving learning from under-
represented classes and subgroups.
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Chapter 3

Learning from Imbalanced
Data

3.1 Data Imbalance

Data imbalance describes uneven representation across the classes or subgroups
in a learning problem. For a classification dataset with C classes, let N, denote
the number of training samples in class ¢, and let N = Zle N.. Classes with
relatively many samples are referred to as majority classes and those with fewer
samples are called minority classes. A commonly used measure for the degree
of class imbalance is the imbalance ratio, and it is defined as

max. N,

IR = %X le (3.1)

. b)
min. N,

where IR = 1 corresponds to equal class sizes [28, 15].

Note that unequal class frequencies are not necessarily problematic by them-
selves. A class may be rare, but it can still contain enough representative ex-
amples for reliable learning. Conversely, similar class sizes do not guarantee
that all classes are equally represented, since one class may fail to cover im-
portant subtypes and variations within its distribution. Therefore, the effect
of imbalance depends not only on the relative differences in class size, but also
on the diversity of samples available in each class or subgroup [28, 15].

Class and subgroup imbalance. In class imbalance, the target classes
themselves are unequally represented. This setting is considered in Papers II
and IV, where the majority and minority groups are determined by the class
labels used for classification.

However, imbalance can also happen between subgroups of the data that
are not the prediction target. For example, these subgroups can be defined
by factors like age, gender, or acquisition site in a medical dataset. When

13
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Figure 3.1: Schematic examples of step-imbalanced and long-tailed class dis-
tributions, with shaded regions indicating head, middle, and tail classes.

a subgroup has relatively few samples, the model can achieve strong overall
performance, but have poor performance for members of the minority subgroup.

The adult—pediatric imbalance considered in Paper III is an example of sub-
group imbalance. In this setting, the model predicts tumor segmentation masks
and not the adult or pediatric labels, but the pediatric cohort is underrepre-
sented in the training data. Note that this is different from label imbalance
within the segmentation task, such as unequal numbers of tumor subregions.
The first leads to performance difference between cohorts, while the second
refers to how labels are distributed across pixels or regions.

Another point to note here is that sometimes the class counts can hide un-
even coverage within a class. As mentioned earlier, a class can contain many
samples overall but still have few examples of rare subgroups. This is referred to
as within-class imbalance, and it is particularly relevant to synthetic oversam-
pling discussed later in this chapter. Generating more samples is helpful only
if they improve the coverage of underrepresented subgroups of the class [65].

Imbalance distributions. The imbalance ratio, defined in Equation 3.1, de-
scribes the difference between the largest and smallest classes, but it does not
capture how samples are distributed across the remaining classes. Two datasets
can have the same imbalance ratio but differ in their number of underrepre-
sented classes, and the overall shape of their class-frequency distributions.
Class imbalance can follow different patterns, as illustrated in Figure 3.1. In
a step-imbalanced distribution, the classes are divided into two sets of majority
and minority classes. Classes within each set usually contain the same or a
similar number of samples, with a sharp difference in sample size between the
two sets. In a long-tailed distribution, class frequencies decrease gradually.
That is, a small number of head classes contain many samples, while the tail
classes contain progressively fewer samples. Classes between these two ends
are often referred to as middle classes [12, 15]. In research, step and long-
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tailed distributions are often constructed from balanced benchmark datasets to
study imbalance under controlled conditions, but similar patterns can also arise
naturally in real-world datasets. Paper II considers a long-tail distribution,
while Paper IV considers both step and long-tail settings.

Effects on learning. Under the standard empirical risk minimization intro-
duced in Equation 2.3, all training samples contribute equally to the average
loss. We can rewrite the empirical risk as a weighted sum of class-specific risks

as CN
NZXN@&% ZW (3:2)

c=11iy;=c

where

A—ZKn (3.3)
y;=c
is the empirical risk for class c¢. Because the class-specific risks are weighted by
N_./N, classes with more samples receive greater weight in the overall objective.
As a result, equal reduction in class-specific risk produces a larger reduction in
the total empirical risk for a majority class than for a minority class [24].

Since majority classes contain more training samples, the aggregate gradient
contains more contributions from those classes. Previous studies have found
that the gradient contribution of the majority class may dominate the update
direction, causing its error to decrease faster while the minority-class error
decreases more slowly or may initially increase [3, 24].

In addition to changing the relative contributions of the classes during opti-
mization, severe imbalance can also affect the structure of the learned classifier.
In a standard multiclass neural network with a linear classification layer, each
class is associated with a weight vector in the final layer. Fang et al. [20] found
that, as the imbalance ratio increases, the weight vectors associated with mi-
nority classes can become increasingly similar in direction. Under sufficiently
severe imbalance, they may collapse toward a common direction, making the
corresponding minority classes indistinguishable to the classifier.

A similar problem can happen for subgroup imbalance. When most training
samples belong to one subgroup, the optimization process is mainly influenced
by this majority subgroup, even when subgroup membership is not part of
the target [22]. As a result, features and relationships that are useful for the
majority subgroup can dominate the learned representation. If the minority
subgroup differs in anatomy, appearance, acquisition, or another task-relevant
characteristic, good overall performance can hide the performance gap between
the subgroups.

Evaluation under imbalance. As mentioned above, unequal representation
does not necessarily result in poor minority performance. Therefore, before
applying an imbalance-handling method, it is important to determine whether

15



imbalance is actually affecting the results. A useful starting point is to train
a standard baseline and examine its performance separately across classes or
subgroups [2].

The interpretation of metrics that summarize performance across classes or
subgroups depends on the test set. In an imbalanced test set, overall accuracy,
for example, gives greater weight to majority classes and can conceal poor mi-
nority performance [61]. As a result, balanced accuracy, defined as the average
recall across classes, is often more informative because it gives equal weight to
the performance of each class [11].

When the test set is balanced, overall accuracy is equal to the mean class-
wise recall and therefore equal to balanced accuracy. However, models with
the same overall score can still perform differently across individual classes
or subgroups. Hence, class or subgroup specific results are required to reveal
differences in performance across groups [61]. This is relevant to Papers IT and
IV, where performance across majority and minority classes, or head, middle,
and tail classes, is of interest. In Paper III, the adult and pediatric cohorts
are evaluated separately, and the difference between their Dice scores describes
the cohort performance gap. Note that since estimates for underrepresented
groups are often based on fewer observations, they also tend to have greater
uncertainty. Therefore, it becomes important to report confidence intervals or
other measures of variability.

3.2 Approaches to Imbalanced Learning

Existing approaches for imbalanced learning can be categorized into algorithm-
level, data-level, and hybrid approaches [28, 15, 2]. Algorithm-level methods
often rely on methods such as class weighting or cost-sensitive losses to change
the learning objective or training procedure and increase the influence of mi-
nority classes or subgroups. Data-level methods modify the training data to
obtain a more balanced distribution of samples, often by undersampling, over-
sampling, or creating synthetic samples. Hybrid methods combine elements of
both algorithm level and data level approaches.

In practice, however, the distinction between these categories is not always
strict. For example, class-balanced mini-batches change the distribution of
samples presented during training, and consequently change how frequently
each class contributes to the parameter updates. The following first introduces
algorithm-level approaches briefly, but focuses more on data-level methods as
these methods form the basis of Papers II-1V.

3.2.1 Algorithm-level approaches

Algorithm-level approaches address imbalance by modifying how a model is
trained. Here, they are organized into three types based on which part of the
training process they modify.
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Loss-contribution rebalancing. The first group changes how strongly dif-
ferent training errors affect the parameter updates. As mentioned before, under
standard empirical risk minimization, each sample contributes equally to the
loss, so majority samples have a greater influence on optimization. A common
approach is to introduce class-dependent weights,

N

where w,, is the weight assigned to the class of sample ¢. Larger weights for mi-
nority classes increase their contribution to the objective and therefore reduce
the dominance of majority classes. The weights can, for instance, be based
on class frequencies or on the relative costs of different prediction errors [28,
2]. The same idea can be extended to known subgroups by assigning weights
according to subgroup membership.

Other methods change the contribution of individual samples instead of
assigning one fixed weight to every sample in a class. For instance, Focal
Loss reduces the contribution of samples that are already classified with high
confidence and gives more emphasis on difficult samples [41]. Class-Balanced
Loss assigns weights based on the effective number of samples, accounting for
the fact that additional samples from frequent classes may provide progressively
less new information [16].

Reweighting methods keep all available training samples, and it is often
straightforward to add them to an existing objective. However, the choice of
weights affects the trade-off between majority and minority class performance.
Very large weights can lead to large emphasis on noisy or outlier minority
samples. Reweighting also cannot add variation that is not present in the
training data.

Decision-boundary and score modification. The second group of algorithm-
level methods modifies the class separation learned by the classifier. Instead of
increasing the importance of minority errors, they modify the margins, logits,

or probability formulation used to distinguish the classes.

For example, Label-Distribution-Aware Margin Loss (LDAM) assigns larger
classification margins to classes with fewer samples [13]. This requires stronger
separation for minority classes and can affect the geometry of the learned clas-
sifier. Other examples are Logit Adjustment [43], which modifies class scores
according to the training class frequencies, and Balanced Softmax [53], which
incorporates the class distribution into the softmax formulation.

Representation and classifier training adaptation. The third group of
methods changes how the different components of a model are trained. In a
neural network, the prediction process can be viewed as two connected stages:

x — learned representation — classifier.
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Imbalance may have a different effect on each of these stages. Kang et al. [32]
found that a representation learned from long-tailed distribution may still cap-
ture useful features, while the final classifier may remain biased toward ma-
jority classes. Decoupled training addresses this by separating representation
learning from classifier learning [32]. Here, a model first learns its feature
representation using the original long-tail training distribution. The feature
extractor is then fixed or only slightly updated, while the final classifier is re-
trained using a class-balanced objective or sampling procedure. Other methods
modify the representation itself. They often use contrastive, prototype-based,
or class-separation objectives that are designed to produce more discriminative
representations for minority classes [15].

Another set of methods also exists that operates on inference time and
changes the final decision after the model has been trained. For example,
threshold adjustment chooses the prediction threshold based on class prevalence
or the relative costs of different errors [31]. Similarly, prior correction adjusts
the output scores to account for a difference between the training and target
class distributions [12].

3.2.2 Data-level approaches

Data-level approaches address imbalance by modifying the data presented to
the model during training instead of changing the learning objective or model
architecture. For this, they either change the relative exposure of existing sam-
ples or create additional samples to improve the coverage of minority classes
or subgroups. Here, these approaches are organized according to the strat-
egy that they use to change the training distribution. They include sampling
and resampling methods, conventional data augmentation, interpolation-based
oversampling, and synthetic data generation using learned models. Since Pa-
pers II-IV focus mainly on interpolation-based and synthetic data generation,
greater emphasis is placed on these methods in the discussion that follows.

Sampling-based rebalancing. This type of method changes which avail-
able samples are used during training or how often they are used. They do not
modify the existing samples or create new ones. Instead, they change the class
or subgroup distribution seen during optimization [28, 15, 2].

At the mini-batch level, class-balanced or stratified mini-batch sampling
controls how many samples from each class or subgroup are included in a mini-
batch, rather than preserving the proportions found in the original training
data [12]. As a result, it can make minority samples appear more frequently
and contribute more often to the parameter updates. In this method the full
training set remains unchanged, and since no new samples are added, the same
minority samples may be selected repeatedly across mini-batches. Note that
despite being implemented at the data level, it has an algorithm-level effect. As
it’s shown in Paper II, changing the sampling frequency of a class changes how
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much it contributes, in expectation, to the total loss, even without modifying
the loss function [4].

At the dataset level, we have under-sampling approaches, which reduce the
representation of majority classes by removing some of their samples. Random
under-sampling selects the samples to remove without considering their content.
It can reduce the size and computational cost of training, but it may also discard
informative samples. Selective under-sampling instead uses properties such as
neighbourhood structure, distance, redundancy, or classification difficulty to
determine which observations to retain or remove. Examples include cluster-
based under-sampling, NearMiss, Tomek Links, Edited Nearest Neighbour, and
instance-hardness methods [28, 65].

Another approach operating at the dataset level is random over-sampling,
and it increases the representation of minority classes by duplicating existing
samples. It retains all available majority samples and is simple to apply, but it
does not introduce new minority variation. In this approach, the model is ex-
posed repeatedly to the same minority samples, which increases their influence
on learning but may also encourage the model to fit them too closely [28, 15,
14].

In these methods, the target distribution does not necessarily need to be
perfectly balanced and can be chosen according to the task at hand. To avoid
leakage, any dataset-level resampling should be performed only after the train-
ing, validation, and test sets have been split, or independently within each
training fold during cross-validation.

Transformation-based augmentation. Transformation-based augmenta-
tion methods create additional training samples by applying predefined trans-
formations to available samples. Unlike random oversampling, the resulting
samples are not exact copies of the originals [58, 51].

For image data, commonly used transformations can be grouped into geo-
metric, intensity-based, and perturbation-based operations. Geometric trans-
formations include flipping, cropping, resizing, rotation, and translation. Intensity-
based transformations modify properties such as brightness, contrast, or colour.
Finally, perturbation-based methods may add noise, apply spatial filtering, or
introduce elastic deformations [58, 47, 51]. There are also augmentation meth-
ods such as Mixup [68] and CutMix [67] that construct augmented samples by
combining information from multiple existing samples and therefore lie near
the boundary between transformation-based augmentation and interpolation-
based synthesis, which is discussed later in this section.

The choice and range of used transformations often depend on the appli-
cation. For example, a horizontal flip may preserve the class label in natural
images, but may be unsuitable when image orientation or anatomical laterality
carries important information. Also, strong geometric or intensity transforma-
tions may produce unrealistic medical images or change the structures that are
important for the prediction [47].
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Augmentation may be applied either offline or online. In offline augmen-
tation, synthetic samples are generated before classifier training and added to
the training set. This produces a fixed expanded dataset and can increase
the number of samples assigned to minority classes. In online augmentation,
a transformation is sampled when a sample is drawn during training. The
stored dataset remains unchanged, but different transformed versions of the
same sample may be presented to the model across iterations.

Interpolation-based synthetic oversampling. Interpolation-based syn-
thetic oversampling creates new minority samples by combining existing sam-
ples using a clear geometric rule. Unlike random oversampling, the generated
samples are not exact copies, and unlike transformation-based augmentation,
they are not produced by applying a predefined transformation to a single sam-
ple. Instead, their content is determined by the relation between two or more
samples in a chosen feature or representation space.

The Synthetic Minority Over-sampling Technique (SMOTE) is the standard
method in this category [14]. For a minority sample z;, one of its k nearest
neighbours z; in the same class is selected, and a synthetic sample is generated
as

Toyn = i + Nz — 24), A~U(0,1). (3.5)

The generated sample lies on the line segment between z; and x;. The lo-
cation of this generated sample depends on the selected source sample, the
selected neighbour, the representation in which distance is measured, and the
interpolation factor A.

There exist many extensions to SMOTE, and they all have the same in-
terpolation mechanism but differ in which samples are used or how synthetic
samples are distributed. For example, Borderline-SMOTE gives greater at-
tention to minority samples near the class boundary, where classification is
more difficult [26]. ADASYN is another example that allocates more synthetic
samples to minority samples that are surrounded by a larger proportion of
majority neighbours [29]. MWMOTE similarly identifies informative, hard-
to-learn minority samples and assigns them greater importance during sample
generation [8]. The main differences between these methods lie in seed selec-
tion, neighbour selection, local difficulty, and the number of samples generated
in different regions [28, 2, 65].

The effectiveness of these methods depends on the structure of the data and
the space in which interpolation is performed. When nearby minority samples
belong to the same local region, interpolation can improve the coverage between
them. However, when the minority class contains noise, separated subgroups,
or noticeable overlap with other classes, the line segment between two minority
samples may pass through an ambiguous or invalid region. The utilized distance
measure must also have a meaningful notion of similarity, and the feature space
must support linear combinations of observations [65].

Input-space interpolation. SMOTE was originally introduced for continuous
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feature data, where interpolation is applied directly to the observed feature
vectors [14]. This can be suitable for tabular data when the features, distances,
and intermediate values have meaningful interpretations. However, for images
and other high-dimensional data, direct interpolation may not be suitable.
Combining pixels linearly may blend object positions, anatomical structures,
or other characteristics [17].

Representation-space interpolation. An alternative is to first map each sam-
ple to a learned representation,

zi = Ey(@:), (3.6)

where E, denotes an encoder or representation model with parameters 1. In-
terpolation is then performed in the representation space,

Zeyn = 2 + Az — 2). (3.7)

The resulting latent vector can be used directly for downstream learning, de-
coded back into the input space, or provided as conditioning information to a
generative model. The motivation is that a learned representation may orga-
nize samples according to more meaningful characteristics than raw input val-
ues, and make neighbor selection and interpolation more suitable for complex
data [17, 65]. DeepSMOTE [17] is a prominent example of this approach. It
first trains an autoencoder, applies SMOTE to minority samples in the learned
latent space, and then decodes the resulting latent vectors into synthetic input-
space samples.

Interpolation in learned spaces is central to Papers II-IV. Paper II studies
the DeepSMOTE framework and the effect of its penalty term on the learned
latent space. Paper III applies SMOTE to inverted samples in the latent space
of a cohort-conditioned StyleGAN2 model and decodes the interpolated vectors
back into image space. Paper IV applies SMOTE to representations extracted
by a pretrained visual encoder and uses the resulting vectors to condition a
diffusion model. Although the complete methods in Papers IIT and IV also
include learned generators, their representation-sampling step belongs to this
category because the new latent or conditioning vectors are constructed through
explicit interpolation between observed representations.

Generative oversampling. In this method, a model is first trained to ap-
proximate the data-generating distribution and is then used to synthesize new
samples for minority classes or subgroups [65]. If ¢ denotes a class or subgroup
condition, the first stage can be described as learning a conditional distribution

po( | o),

from which new samples can later be generated. The distribution can be rep-
resented explicitly, as in probabilistic models, or learned implicitly by a neural
generator.
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Different types of generative models can be used for this purpose, including
Variational Autoencoders (VAEs), Generative Adversarial Networks (GANs),
and diffusion models [38, 25, 30]. Several variants have been developed specifi-
cally for imbalanced learning. For example, Balancing GAN (BAGAN) was pro-
posed to improve minority-class generation in imbalanced image datasets [42],
while more recent work has explored diffusion models for minority-class aug-
mentation [65]. Once the generative model has been trained, a second step
is to determine how the additional samples are generated from it. Genera-
tion can be conditioned directly on a class or subgroup label, or on a learned
representation of a sample. In the latter case, the conditioning representation
may itself be selected or constructed using methods such as interpolation or
representation-space SMOTE. Therefore, the generative model determines how
samples are produced, and the sampling or conditioning strategy determines
which part of the learned distribution will be used to generate new minority
samples.

The main motivation for using generative models is that they can model
more complex variation than duplication or direct interpolation and can gen-
erate new samples in the original data space. However, their ability to improve
minority coverage still depends on the data available for learning the gener-
ative model. If a minority class or subgroup contains only limited variation,
generating a larger number of samples does not necessarily solve the missing
variation and may simply just reproduce the existing samples [65].

Generative oversampling is central to Papers III and I'V. Paper III combines
interpolation in the latent space of a StyleGAN2 model with learned image gen-
eration, while Paper IV uses a representation-conditioned diffusion model to
generate minority-class images from existing or synthetically constructed rep-
resentations. Paper II is also related through its use of a learned latent space
for interpolation and decoding. These approaches rely on both learned repre-
sentations and deep generative models. Therefore, the next chapter introduces
the relevant background on representation learning, latent spaces, and the gen-
erative models used in these papers.
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Chapter 4

Learned Representations
and Deep (Generative

Models

The synthetic data generation methods considered in this thesis rely on two
closely related components: learned representations and generative models.
Learned representations provide spaces in which samples can be represented,
compared, or modified, while generative models provide a way to map latent
or conditioning information to new samples. These components are used dif-
ferently across Papers II-IV.

This chapter first introduces representation learning and the types of learned
representations used in this thesis. It then presents the deep generative models
relevant to Papers III and IV, with a focus on GANs and diffusion models, and
discusses the latent and conditioning spaces associated with these models.

4.1 Representation Learning

Representation learning refers to learning useful features directly from data
rather than defining them manually. In a neural network, the input is trans-
formed through a sequence of layers into representations that are used for the
final task. As introduced in the previous chapter, this mapping can be written
as

Z= E¢(SC),

where E, denotes an encoder or feature extractor and z is the learned repre-
sentation of the sample x [9, 51]. In this thesis, learned representations appear
mainly in two forms: as internal latent representations that can be mapped
back to the input space, and as representations produced by a separate pre-
trained encoder and used by another model.
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Learned Representations and Representation Spaces. A learned rep-
resentation does not have a single fixed interpretation. The information cap-
tured by the representation and how it is structured in the latent space depends
largely on how Ey is trained. As a result, the same input data may be repre-
sented differently depending on which features and patterns are useful for the
task [9, 51].

Several related terms are used throughout this thesis. Here, representation
is used as a general term for a learned description of an input. A latent code
refers more specifically to an internal representation of an encoder—decoder or
generative model, and such codes lie in a latent space. A conditioning rep-
resentation refers to a representation provided to another model to guide its
output. The term representation space is used more broadly and can include
both internal latent spaces and feature spaces produced by separate pretrained
encoders.

The structure of a representation space is important when operations are
performed directly in that space. In this case, distances between representa-
tions decide which samples are neighbours, and the arrangement of the samples
affects clusters and directions between samples. As discussed in Chapter 3,
interpolation-based oversampling assumes that nearby samples are meaning-
fully related and that points on the line segment between them remain mean-
ingful. Moving these operations from the input space to a learned representa-
tion may make these assumptions more suitable for high-dimensional data such
as images [17]. However, this is not always guaranteed.

The usefulness of a representation depends on the objective under which
it was trained. For example, a representation obtained from a model that is
trained for accurate reconstruction is not necessarily organized according to
class structure, and a representation optimized for classification may discard
details that are needed to reconstruct the original input. Also, proximity in a
learned space does not always imply semantic similarity. Interpolation between
two representations can produce intermediate points that do not correspond
well to the training data [51].

Autoencoder-Based Latent Representations. An autoencoder provides
a direct way to learn a representation of a sample and map that representation
back to the input space. It consists of an encoder Ey and a decoder Dy,

z = Ey(x), & = Dy(z), (4.1)

where z is the latent representation of  and % is its reconstruction. The encoder
and decoder are trained jointly so that the reconstructed sample is close in
some sense to the original input [51]. A common reconstruction objective can
be written as

1
Ni

WE

ﬁrcc = grcc (xia DG (E¢($Z))) ) (42)

1
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where /... measures the difference between the original and reconstructed sam-
ples. The latent representation z, which is typically of lower dimensionality
than the input, forms a bottleneck between the encoder and decoder that lim-
its the information that can pass through the model. By restricting the latent
representation, the model is encouraged to retain information that is useful for
reconstructing the input [51].

An important property of an autoencoder is that it provides mappings in
both directions, which makes it useful for latent-space synthetic oversampling.
Real samples can first be encoded into the latent space, new latent vectors
can then be constructed in that space, and the decoder can map those vec-
tors back to the input space. The autoencoder itself does not specify how new
latent codes should be sampled; this requires an additional sampling or inter-
polation step. DeepSMOTE, for example, uses this structure by first training
an autoencoder and then applying SMOTE to minority samples in its latent
space [17]. The interpolated latent vectors are subsequently passed through
the decoder to obtain synthetic samples. Paper II studies the objective used
during the autoencoder training stage of DeepSMOTE, with particular focus
on its additional penalty term. This is important because changing the au-
toencoder objective can also change the structure of the latent space on which
interpolation is later performed.

Pretrained Visual Representations. The autoencoder described above
learns its representation together with a decoder. A different approach is to
obtain representations from a separately pretrained encoder and use them in
another model or downstream task. Such a representation can be written as

r=F(z), (4.3)

where F' denotes a pretrained feature extractor. The encoder can then remain
fixed while its representations are used by another model.

Pretraining is often performed on a larger dataset, and the learned features
are then transferred to a new task. In supervised pretraining, this learning is
guided by labeled data. Self-supervised learning, on the other hand, defines the
learning objective based on the data itself and can use large image collections
without a need for manual labels. Representations that are learned in this way
can be transferred to different downstream tasks [48].

For instance, DINOv2 is a self-supervised visual representation model that
is developed to learn general-purpose image features without supervised la-
bels [48]. It maps an image to a feature representation that can be used by
other models without retraining the representation encoder for each task. Pa-
per IV uses a pretrained DINOv2 encoder in this way. Representations are
extracted from the training images using the fixed encoder and are then pro-
vided as conditioning information to a separate diffusion model. As a result,
the representation model and the generative model are learned separately.

The representations introduced above have different roles in the methods
considered in this thesis. In Paper II, the autoencoder latent representation is
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an internal representation that can be passed directly through the decoder to
obtain a sample. In Paper IV, the pretrained visual representation is produced
by a separate encoder and is instead used to guide a generative model. Paper II1
uses another type of internal latent representation, namely the latent space of a
StyleGAN2 generator. Since this space is defined by the generative model itself,
it is introduced together with StyleGAN in the following section. The external
conditioning representation used in Paper IV should also be distinguished from
the internal latent representation of a latent diffusion model, which is discussed
later in this chapter.

4.2 Deep Generative Models

As discussed in Chapter 3, generative models can be used to generate new
samples that reflect the distribution of the training data. This section explains
how these models learn to generate data and how learned representations are
used in the generation process. In general, a generative model aims to represent
a distribution pg(x) that approximates the underlying data distribution. When
additional information c is used to guide the generation, the model represents
a conditional distribution pg(z | ¢).

Deep generative models differ in how this distribution is represented and
how new samples are generated. In the following, three model families relevant
to this thesis are introduced: Variational Autoencoders (VAEs), GANs, and
Diffusion models.

4.2.1 Variational Autoencoders

VAEs are based on the encoder—decoder structure that was introduced in Sec-
tion 4.1. They treat the latent vector probabilistically [38, 51]. That is, in-
stead of mapping an input = to a single latent vector, the encoder defines a
distribution over possible latent variables. A common choice is to model this
distribution as a Gaussian,

96 (2 | 2) = N (g (), diag (05 (x))) , (4.4)

where ¢4(z | ) denotes the distribution of the latent variable z given the input
x, and ¢ represents the parameters of the encoder. The encoder predicts the
mean jig(x) and variance o} (x) of this distribution, and diag(-) indicates a
diagonal covariance matrix. A latent vector z is sampled from this distribution
and passed to the decoder. The decoder defines py(x | z), which denotes the
distribution of possible inputs given the latent variable. Here, § denotes the
parameters of the decoder.

The VAE training has two goals. First, the decoder should be able to
reconstruct the input data. Second, the latent distributions should remain

close to a predefined prior distribution, commonly

p(z) = N(0, 1),
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where I denotes an identity matrix [38]. This is achieved by maximizing the
evidence lower bound (ELBO), or equivalently minimizing its negative,

Lvag = —Eq,(z(2) logpo (2 | 2)] + Dxw (46(2 | 2) [ p(2)) - (4.5)

The expectation in the first term is defined over latent vectors sampled from
g¢(z | z), and this first term ensures that the decoder can reconstruct the
input accurately. The second term is the Kullback—Leibler (KL) divergence
between the encoded distribution ¢4(z | ) and the prior p(z). It forces the
latent distributions to remain close to the prior [38, 51].

This probabilistic formulation is what makes a VAE different from the de-
terministic autoencoders discussed in the previous section. In a standard au-
toencoder, there is no defined probability distribution for sampling new latent
vectors. Therefore, an additional method is needed to construct new latent
vectors. A VAE, on the other hand, makes the latent vectors follow a prede-
fined probability distribution. This provides a defined way of obtaining new
latent vectors: after training, they can be sampled from the prior distribution
and passed through the decoder to generate new samples [38, 51].

VAEs are not directly used as the main generative models in Papers III and
IV. However, their encoder—decoder structure is relevant to latent diffusion
models. In latent diffusion, an encoder maps an image to a lower-dimensional
latent representation, the diffusion process operates in this latent space, and a
decoder maps the generated representation back to the image space [55].

4.2.2 Generative Adversarial Networks

GANSs use an adversarial training process to generate samples following an ar-
bitrary data distribution [25, 51]. A GAN consists of two networks: a generator
Gy and a discriminator Dy,. Here, 6 and 1) denote the corresponding model
parameters. To generate a new sample, the generator takes a latent vector

z~p(2),

where p(z) is a predefined latent distribution (often a standard Gaussian dis-
tribution) and maps it to a generated sample

The discriminator is fed with samples from both the training data and the
generator and learns to distinguish real samples = from generated ones Z. The
generator and discriminator models are trained against each other. That is, the
discriminator learns to distinguish real samples from generated ones, while the
generator learns to produce samples that the discriminator cannot distinguish
from the training data.

The original GAN objective is formulated as the minimax problem

i max By, 108 Dy @) + Eanp log (1= Dy(Ga(2))). (46)
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Here, pqata denotes the distribution of the real data. The first expectation is
over the real data distribution. The second expectation is taken over latent
vectors that are sampled from p(z). Maximizing with respect to ¢ trains the
discriminator to assign high values to real samples and low values to generated
samples. On the other hand, minimizing with respect to # trains the genera-
tor in the opposite direction, and encourages it to generate samples that the
discriminator classifies as real [25].

After training, new samples are generated by drawing z from the latent
distribution and passing it to the generator. Despite their ability to generate
realistic samples, GANs can be difficult to train and their training may be
unstable due to the adversarial optimization of the generator and discriminator.
Another known problem is mode collapse, which happens when the generator
represents only a limited part of the training distribution and produces samples
with insufficient diversity [51]. This can be viewed as a form of overfitting,
where the generator learns to reproduce a subset of the training data but is
unable to generate sufficiently diverse novel samples.

Conditional GANs. A standard GAN generates samples without control
over class label or the subgroup they should belong to. Conditional GANs
(cGANS) are an extension to standard GANs that can provide additional in-
formation ¢, called the conditioning variable, to both the generator and dis-
criminator to guide the generation process [45]. The conditioning variable can,
for example, represent a class label, patient age, or imaging modality. The
generation process can therefore be written as

= Gy(z,0), (4.7)

where ¢ denotes the condition that should be reflected in the generated sam-
ple. The discriminator also receives this condition during training and learns
whether a sample is both realistic and matches the provided condition.

The condition can represent a class or subgroup label. This makes con-
ditional generation particularly relevant to data imbalance, since samples can
be generated specifically for an underrepresented class or subgroup. Paper II1
uses this idea by conditioning the generator on the cohort label, which allows
both adult and pediatric samples to be generated by the same model.

StyleGAN. StyleGAN changes the standard GAN generator architecture [34].
It maps the initial latent vector to an intermediate latent space, which is then
used by the synthesis network to generate the image. Let Z denote the original
latent space and z € Z a latent vector sampled from it. The vector z is first
passed through a mapping network f,

w= f(z), (4.8)

where w € W is the resulting latent representation, and W denotes the inter-
mediate latent space. Instead of using z directly, w is passed through a learned
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transformation at each synthesis layer to produce style parameters that control
the features generated at that layer.

StyleGAN2 builds on StyleGAN, but it changes how style information is
used in the synthesis network. For example, it changes the training procedure
to reduce common image artifacts. It also introduces regularization that en-
courages changes in the latent code to produce more consistent changes in the
generated image [35]. This architecture is used in Paper III. In addition to
generating new samples, the latent spaces of StyleGAN can also be used to
represent observed images through a process known as latent inversion.

Latent Inversion. A GAN directly maps a latent code to a generated sam-
ple. However, it does not provide a reverse mapping from an observed sample
to its latent code. Latent inversion is a process that finds a latent code that
can reproduce a given observed sample as closely as possible [1, 51].

For StyleGANZ2, let w denote a latent code in the intermediate latent space.
One common approach is to find the latent code through optimization [1]. This
can be written as

w* = argmin Lipy (2, Go(w)) , (4.9)

where w* is the latent code that gives the best reconstruction of the observed
sample x, and L;,, measures the difference between z and the reconstructed
samples from w.

For StyleGAN2, inversion can be performed in the intermediate W space
or in an extended space known as W+. The W space extends W by allowing
each synthesis layer to use its own latent vector, rather than using the same
w across all layers [1]. This gives the inversion process more flexibility when
trying to reconstruct a real image and can therefore improve reconstruction
quality.

Latent inversion is used in Paper III. The pediatric training samples are first
inverted into the W space of a cohort-conditioned StyleGAN2 model. New
latent vectors are then constructed by interpolation in this space and passed
through the synthesis network to generate paired MRI and segmentation-mask
samples [22].

4.2.3 Diffusion Models

Diffusion models are probabilistic generative models that learn to generate
data by reversing a gradual noise process [30, 51]. They consist of a fixed
forward process and a learned reverse process. In the forward process, small
amounts of Gaussian noise are added to a training sample over several steps
until most of the original information is removed and the sample becomes close
to random noise. The model is then trained to reverse this process by learning
how to remove the added noise step by step. The forward and reverse processes
are illustrated schematically in Figure 4.1. After training, new samples are
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Figure 4.1: Schematic illustration of the forward and reverse diffusion processes.
The forward process gradually adds Gaussian noise to a training image sample,
while the learned reverse process starts from Gaussian noise and progressively
denoises it to generate a new sample.

generated by starting from random Gaussian noise and repeatedly applying
the learned denoising process.

Forward and reverse diffusion. For a sample xy from the data distribu-
tion, the forward process is fixed and gradually adds Gaussian noise to xg over
T steps. The transition from z;_1 to x; at each step is defined as

Q(l't | l‘t—l) =N (xt; V1- Bt xt—1,5t1> ) (4~10)

where (; determines how much noise is added at step t. The values of 3; are
predefined according to a noise schedule [30].

If we define ap = 1— 5; and &y = Hi:l Qs, & noisy sample at any time step
can be obtained directly from z( as

th\/@_two—}—\/l—o_zte, GNN(O,I) (411)

Here, € is Gaussian noise and a; represents how much of the original signal
remains after ¢ steps. As ¢ increases, the contribution of zy decreases and x;
gradually approaches Gaussian noise.

The reverse process is learned and aims to move in the opposite direction,

po(Ti—1 | T1), (4.12)

by gradually transforming a noisy sample into a less noisy one and eventually
into a sample from the data distribution. In Denoising Diffusion Probabilistic
Models (DDPMs), this reverse process is commonly learned by training a neural
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network to predict the noise used to construct z; from the original sample
xo [30, 51]. Specifically, the network takes x; and the time step ¢ as input and
predicts the noise € in Equation (4.11). This prediction is denoted by eg(xs, t).

During training, the noise € is known because it is sampled when construct-
ing x; from zy. Therefore, the network can be trained to minimize the differ-
ence between the sampled noise and its prediction. A commonly used training
objective is

Lan = Eague [lle = calen,0)]3] (4.13)

For image data, the noise predictor is commonly implemented using a U-Net.
A single U-Net is used across all diffusion steps, and the current time step ¢
is also provided to the network so that it can account for the different noise
levels [51].

After training, generation begins with a random sample

wr ~ N(0,1). (4.14)

At each step, the trained network predicts the noise in the current sample x;.
This prediction is then used in the reverse diffusion step to obtain a less noisy
sample x; 1. The process is repeated until a new sample zq is obtained. This
iterative generation can be computationally expensive because the denoising
network must be evaluated over many sequential steps [51].

Conditional Diffusion. The reverse process can be conditioned on addi-
tional information to control the generated sample. If ¢ denotes the condition-
ing variable, the noise prediction model becomes

eo(xe,t,¢). (4.15)

The condition provides information about the sample that should be gener-
ated. For example, a class label can be used to generate samples from a se-
lected class [18]. The condition does not have to be a discrete label. It can
instead contain other information about the desired sample, such as a learned
representation, as discussed later in this subsection.

Latent Diffusion. In standard diffusion models both the forward noising
and reverse denoising processes happen directly in the input space. For high-
resolution images, this can be computationally expensive because the denoising
network must process this data many times during generation. Latent Diffusion
Models (LDMs) address this by performing diffusion in a lower-dimensional rep-
resentation of the image instead of performing it directly in the pixel space [55].

An LDM first uses a pretrained autoencoder to compress the image and get
a lower-dimensional representation of it. Let £ and D denote the encoder and
decoder of this autoencoder. An image x is encoded as

20 = E(x), (4.16)
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where zg is the latent representation of the image. The forward noise pro-
cess is then applied to zg to produce increasingly noisy latent representations
z1, ..., 2z7. During generation, the learned reverse process starts from noise in
the latent space and gradually produces a new latent sample. The resulting
latent representation is then passed through the decoder to obtain a generated
image

z = D(2). (4.17)

Rombach et al. [55] considered different ways of regularizing the latent space
of the autoencoder. One of these uses the same KL-divergence regularization
introduced for VAEs in Section 4.2.1, which encourages the encoded latent
distribution to remain close to a standard normal distribution. Paper IV uses
this approach for ImageNet-100. That is, the images are compressed using a
KL-regularized VAE before diffusion is performed in the resulting latent space.

Representation-Conditioned Diffusion. As mentioned above, diffusion
models can be conditioned on representations produced by a separate pre-
trained encoder. Let

r = F(z) (4.18)

denote this representation. A Representation-Conditioned Diffusion Model
(RCDM) uses r as additional information during denoising,

eo(xe, t,1), (4.19)
or, in a latent diffusion model,
€g(zt,t,1). (4.20)

The representation guides the content of the generated sample, while the ran-
dom diffusion noise allows different samples to be generated from the same
condition [10, 36].

In this setting, image representation and image generation are handled by
separate models. A pretrained encoder first maps an image to a representa-
tion, and this representation is then fed to the diffusion model as conditioning
information. As a result, the conditioning representation can be extracted
from an existing image or created separately before being fed to the diffusion
model. Recent work has also shown that self-supervised encoders can be used
to produce conditioning representations that guide image generation [39].

Paper IV exploits this setting to generate synthetic samples for minority
classes. A fixed DINOv2 encoder first extracts representations from the train-
ing images. The diffusion model is then trained with the image and its cor-
responding representation as condition. At generation time, representations
of the minority classes are either taken from the training data or constructed
synthetically and used as conditioning input to guide the generation of new
samples.
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Chapter 5

Summary of Papers

This chapter puts together the four papers that make up the main body of this
thesis. Together, these papers study different factors that affect generalization
in machine learning, with a particular focus on data imbalance and methods
for improving learning from underrepresented data. In Paper I, I examine com-
mon methodological pitfalls across the machine learning pipeline and how they
can affect both model performance and the reliability of its evaluation. The
remaining three papers focus on imbalanced learning, first by studying an ex-
isting latent-space oversampling method and then by developing generative ap-
proaches for producing additional samples for minority classes and subgroups.
The following sections summarize the problem addressed in each paper, the
approach taken, the main findings, and the contribution of each paper to the
thesis as a whole.

5.1 Paper I

Saeideh Ghanbari Azar, Lorenzo Tronchin, Attila Simko, Tufve Nyholm, and
Tommy Lofstedt. From Promise to Practice: A Study of Common Pitfalls
Behind the Generalization Gap in Machine Learning. Transactions on Machine
Learning Research, 2025.

Paper I studies methodological pitfalls that can affect generalization in ma-
chine learning models and the reliability of their performance evaluation. This
work is motivated by the gap that is often observed between the performance re-
ported during model development and the performance obtained when a model
is used in practice. The paper is not focused on a particular model or task; in-
stead, it considers the machine learning pipeline in general and examines where
factors that affect generalization can arise.

The paper consists of three main parts. In the first part, based on a review of
around 60 papers, the machine learning process is organized into four stages and
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14 common pitfalls across these stages are introduced. The aim was to bring
together issues that may be overlooked or considered separately and show how
choices made throughout model development can affect the conclusions we draw
from an experiment. In the second part, the BraT$S brain tumor dataset [6, 44]
is used to illustrate the effect of selected pitfalls in three experiments. These
experiments focus on dataset shift, spurious correlations and confounding, and
information leakage. Together, they show how different methodological choices
can change the observed performance and lead to misleading conclusions.

In the third and final part, the paper examines how clearly these issues are
reported in published research. For this, we reviewed 126 image-segmentation
papers from the MICCAT (2013-2022) and ICCV (2013-2021) conferences. The
goal was to assess whether the information needed to determine how the iden-
tified pitfalls were handled was available. The review showed that unclear
reporting was common, and in many cases there was not enough information
to decide whether particular pitfalls had been properly addressed.

Overall, the main contribution of this paper is a structured overview of
methodological pitfalls that can affect model generalization and the reliabil-
ity of performance evaluation across different stages of the machine learning
pipeline. In doing so, it addresses the first research question by identifying
where such pitfalls can arise and by bringing together issues that had previ-
ously been discussed separately across the literature. Moreover, by demonstrat-
ing the effects of selected pitfalls experimentally and examining their reporting
in published research, the paper shows their practical importance and identifies
limitations in current reporting practices.

Author contribution. I developed the paper from its initial focus on eval-
uation practices into a broader study of methodological pitfalls across the full
machine learning pipeline. I conducted the literature review, structured the
identified pitfalls, and designed and carried out the experiments with input
from the coauthors. The reporting review was conducted jointly by the au-
thors; I compiled and analyzed the results and integrated them into the paper.
I wrote the manuscript and led the revisions during submission and peer review,
with guidance and feedback from the coauthors.

5.2 Paper II

Saeideh Ghanbari Azar, Tufve Nyholm, and Tommy Lofstedt. Rethinking the
DeepSMOTE Penalty Term and Its Role in Imbalanced Learning. In: Proceed-
ings of the IEEE International Conference on Tools with Artificial Intelligence
(ICTAI), 2025.

Paper II focuses on data imbalance as one factor that can limit model
performance. As a first step toward studying representation-based approaches
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to imbalanced learning, this paper examines DeepSMOTE, an existing latent-
space oversampling method that combines an autoencoder with SMOTE to
address class imbalance. This method includes an additional penalty term
during the autoencoder training that was intended to increase diversity in the
learned latent space. However, the exact effect of this penalty was unclear, and
the formulation described in the original paper differed from the one used in
the publicly available implementation.

Paper II analyzes DeepSMOTE and the two available versions of the penalty
term both theoretically and experimentally. The analysis shows that the penalty
that is presented in the original DeepSMOTE paper does not increase diver-
sity as intended and claimed. Instead, it encourages reconstructions of samples
from the same class to become more similar, and therefore reduces within-class
variation. The paper also analyzes the implemented version and shows that it
behaves differently from both the formulation described in the paper and the
effect the penalty was intended to have. Our analysis shows that its real effect
is to add an additional reconstruction loss for samples from a randomly selected
class and it therefore changes how strongly different classes contribute to the
overall training loss. Because each class is selected with equal probability, this
has an effect similar to class-balanced sampling and implicitly reweights the
contribution of minority classes to the total loss.

Based on this understanding, the paper also proposes a modified version
of the penalty in which minority classes are selected more frequently accord-
ing to their inverse class frequency. In addition, during the experiments the
effect of the penalty term is further studied by applying it directly to the down-
stream classifier rather than only during autoencoder training. Experiments on
MNIST, Fashion-MNIST, CIFAR-10, and SVHN support the theoretical anal-
ysis. The penalty formulation presented in the original DeepSMOTE paper
generally reduces performance, while the implemented formulation can improve
performance. Applying the reweighting effect directly during classifier training
is also shown to be effective in several settings.

Overall, this paper addresses the second research question by providing a
theoretical and empirical explanation of the role of the DeepSMOTE penalty
term. It resolves the discrepancy between the penalty’s intended effect, math-
ematical formulation, and implementation. The analysis provides a new un-
derstanding of the penalty as a class-reweighting mechanism rather than a
mechanism for increasing latent-space diversity. This understanding also mo-
tivates alternative ways of applying the identified reweighting effect to address
class imbalance.

Author contribution. Iidentified the discrepancy between the DeepSMOTE
formulation and its implementation while studying and experimenting with the
method. I carried out the theoretical analysis explaining this discrepancy, de-
signed and conducted the experiments, and interpreted the results with feed-
back from the coauthors. I wrote the manuscript and led the revisions and
submission process.

35



5.3 Paper III

Saeideh Ghanbari Azar, Tufve Nyholm, and Tommy Lofstedt. Latent Space
Oversampling for Adult—Pediatric Imbalance in Brain Tumor Segmentation.
To appear in Proceedings of the MICCAI 2026 Workshop on Al and Imaging
for Childhood Diseases and Pediatric Cancers (PedAltrics).

Building on the study of latent-space oversampling in Paper II, Paper III
investigates whether this approach can be extended to address the central clin-
ical problem of this thesis: subgroup imbalance in brain tumor segmentation,
specifically the imbalance between adult and pediatric cases. Pediatric data
are less abundant and can be different from adult data in several clinically
important ways. The paper therefore investigates how this imbalance affects
segmentation performance and whether synthetic oversampling can improve
performance for the minority pediatric cohort. To study this problem, the
BraTs [6, 62] and BraTS-PEDs [37] datasets are combined and harmonized to
construct an adult—pediatric benchmark with a controlled imbalance between
the two cohorts.

The proposed method extends the idea of latent-space oversampling used in
DeepSMOTE, but replaces the autoencoder latent space with the latent space
of a cohort-conditioned StyleGAN2 model. Pediatric training slices are first
inverted into the W space of StyleGAN2. SMOTE is then applied between
pediatric latent codes to construct new synthetic latent vectors, which are
passed through the synthesis network to generate paired multimodal MRI and
mask samples. The generated pediatric samples are added to the training data
to balance the adult and pediatric cohorts.

The method is compared with several approaches to imbalance, including
weighted loss, stratified batch sampling, conventional augmentation, image-
space SMOTE, direct StyleGAN2 generation, and autoencoder-based latent-
space oversampling. The results show that the proposed StyleGAN2 latent-
space method gives the highest pediatric Dice score while maintaining good
adult performance.

Overall, this paper addresses the third research question by extending latent-
space oversampling to clinically relevant subgroup imbalance using a more ex-
pressive generative latent space. The results show that the latent space used
for oversampling affects the quality and usefulness of the generated samples,
and that oversampling in the StyleGAN2 latent space can improve performance
for the underrepresented pediatric cohort. In addition, the constructed adult—
pediatric benchmark provides a controlled setting for studying subgroup im-
balance in brain tumor segmentation.

Author contribution. The idea of exploring a more suitable latent space
for oversampling emerged from discussions following Paper II. I developed the
study around using the StyleGAN latent space, including constructing the
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adult—pediatric dataset, determining the experimental setup, implementing the
method, and designing and conducting the experiments. Throughout the study,
I worked with guidance and feedback from the coauthors. I analyzed the re-
sults, wrote the manuscript, and led the submission process.

5.4 Paper IV

Saeideh Ghanbari Azar, Nithesh Chandher Karthikeyan, Tufve Nyholm, Gabriel
Eilertsen, and Tommy Lofstedt. Representation-Conditioned Diffusion Models
for Imbalanced Image Recognition. Manuscript.

Paper IV investigates whether representation-conditioned diffusion models
can be used to generate additional samples for minority classes in image clas-
sification. In this framework, image representation is separated from image
generation. A pretrained DINOv2 encoder is used to represent the training
images, while a diffusion model is trained to generate images conditioned on
these representations. This makes it possible to construct new minority-class
representations first and then use them to guide image generation.

Several strategies for obtaining the conditioning representations are studied
in the paper. The basic RCDM reuses representations of existing minority
samples and only changes the diffusion noise to generate different images. Other
variants construct new conditioning representations using interpolation, kernel
density estimation, and SMOTE in the DINOv2 representation space. The
resulting synthetic images are added to the training set until the classes are
balanced. The methods are evaluated on CIFAR-10 and ImageNet-100 under
both step and long-tail imbalance with an imbalance ratio of 100.

In addition, the experiments study the interaction between offline balanc-
ing and the online augmentation used during classifier training. Without on-
line augmentation, the representation-conditioned diffusion methods generally
provide the strongest improvements, especially for the tail classes. The exper-
iments also show that constructing new conditioning representations improves
over simply reusing the representations of existing minority samples.

On the other hand, when online augmentation is added during classifier
training, the difference between the diffusion-based methods and simpler ap-
proaches becomes smaller. Random oversampling and image-space SMOTE,
for example, benefit largely from this additional augmentation, whereas the
gains for the RCDM variants are more limited. These results suggest that on-
line augmentation can partly compensate for the limited variation introduced
by simpler oversampling methods, while the RCDM-based methods already
provide greater variation through the generation process.

Overall, the main contribution of this paper is to investigate how RCDMs
can be used for synthetic oversampling in class-imbalanced image classification,
which addresses the fourth research question. Specifically, the paper develops
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and evaluates strategies for constructing new minority-class conditioning rep-
resentations, instead of relying only on representations of existing samples.

Author contribution. The direction toward diffusion-based generative mod-
els emerged from my work on the previous studies and subsequent discussions
with the coauthors. Building on the existing RCDM implementation developed
by Gabriel Eilertsen and Nithesh Chandher Karthikeyan, I adapted it for the
imbalanced-learning setting, designed and conducted the experiments, and an-
alyzed the results. I wrote the manuscript, apart from one subsection written
by a coauthor. Throughout the study, I worked with guidance, discussion, and
feedback from the coauthors.
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Chapter 6

Discussion

This chapter discusses the main findings of the thesis in relation to its overall
objectives and research questions. It first summarizes the main conclusions
drawn from the included papers, then discusses the limitations of the work and
directions for future research.

6.1 Conclusions

The results of this thesis show that reliable generalization depends not only on
the model itself, but also on methodological choices we make throughout the
machine learning pipeline. Paper I identified 14 pitfalls that can affect model
generalization or lead to misleading estimates of performance. The controlled
experiments showed that issues such as dataset shift, shortcut learning, and
information leakage can change the observed performance and thus the conclu-
sions we draw from an experiment. Moreover, the review of published studies
showed that there was often not enough information to determine clearly how
these issues had been handled. This makes reporting an important part of reli-
able evaluation, since even a well-designed experiment is difficult to interpret,
reproduce, or replicate if important methodological details are not reported,
which limits the ability of other researchers to verify and build on the findings.

Within this broader view of generalization, data imbalance is one important
challenge because models may perform well overall while performing poorly for
classes or subgroups that are underrepresented in the training data. This is
especially relevant to the adult—pediatric setting that motivated the clinical
part of this thesis, where fewer pediatric data are available than adult data.
The results of Paper III demonstrate that this imbalance can be associated with
lower performance for the pediatric population and that overall performance
alone may not adequately reflect this disparity. Therefore, addressing data
imbalance is important not only for overall model performance, but also for
achieving reliable performance for minority groups.
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The thesis investigated oversampling based on synthetic data generation as
a strategy for addressing this problem, with a particular focus on latent-space
approaches. The analysis of DeepSMOTE, an existing latent-space oversam-
pling method, in Paper II showed that its additional penalty term does not in-
crease latent-space diversity as originally intended. The formulation presented
in the paper instead reduces within-class variation, while the implemented for-
mulation mainly reweights the contribution of different classes to the recon-
struction loss; this reweighting effect can also be applied more directly during
classifier training. These findings also motivated a closer examination of the
representation space used for latent-space oversampling.

The results further show that balancing the number of samples is not suf-
ficient by itself. Different oversampling methods can produce the same class
or subgroup balance but introduce different information and variation into the
training data. For instance, repeating existing minority samples increases how
often they are observed but does not introduce new variation. Interpolation, on
the other hand, can construct new samples, but their usefulness depends on the
space in which the interpolation is performed. This makes the choice of latent
space an important part of latent-space oversampling, since the structure of the
learned space determines which samples are considered similar and what syn-
thetic representations lie along the line segments connecting them. Paper III
provides evidence for the importance of this choice in the adult—pediatric set-
ting. Latent-space oversampling in the W space of StyleGAN2 performed
better than the corresponding autoencoder-based latent-space approach and
improved segmentation performance for the underrepresented pediatric cohort
while maintaining adult performance.

Paper IV extends this idea by separating the representation space from the
generative model. Instead of requiring new samples to be constructed directly
in the latent space of the generator, pretrained visual representations are used
to condition a diffusion model. This makes it possible to construct or sample
new minority representations first and then use them to guide image genera-
tion. The experiments show that the way these conditioning representations
are obtained affects downstream classification performance. The methods that
construct new minority representations generally perform better than simply
reusing representations of existing minority samples. The experiments also
show that when strong online augmentation is used, the performance differ-
ence between diffusion-based generation and simpler oversampling methods
becomes smaller, suggesting that online augmentation can partly compensate
for the limited variation introduced by simpler oversampling methods.

Overall, the findings of this thesis show that addressing data imbalance in-
volves more than increasing the number of minority samples. The usefulness
of synthetic oversampling depends on how new samples are constructed, the
representation space in which they are created, the generative process used
to obtain them, and the training and evaluation procedures in which they are
used. More broadly, improving performance for minority classes and subgroups
requires considering data imbalance together with the methodological factors
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that affect reliable generalization. In the adult—pediatric setting, the results
demonstrate that latent-space oversampling can improve performance for the
underrepresented pediatric population without reducing adult performance.
These results suggest that the approaches developed in this thesis represent
a step toward better handling of underrepresented pediatric data in medical
imaging. In particular, they show that synthetic data generation based on
learned representations can improve pediatric performance when real pediatric
data are limited. While further validation in larger and more realistic clinical
settings is needed, the results suggest that these methods have the potential to
further improve performance for pediatric patients.

6.2 Limitations

The conclusions of this thesis should be considered within the scope of the
studies that were conducted. A central motivation is to improve model perfor-
mance for underrepresented pediatric patients. The work presented here moves
toward this goal, but does not fully resolve the problem. The pediatric experi-
ments are limited to a specific segmentation setting and available datasets, and
broader validation on independent real-world clinical data is still needed.

For Paper I, only a subset of the identified methodological pitfalls was stud-
ied experimentally, and the experiments were limited to the BraT§S brain tumor
dataset. The paper discusses possible ways of avoiding several pitfalls, but does
not provide a complete mitigation strategy for every issue that was identified.
The reporting review was also restricted to image-segmentation papers from the
MICCALI and ICCV conferences. Therefore, the observed effects and reporting
practices may differ in other tasks and domains.

Paper II provides a detailed analysis of DeepSMOTE as one existing latent-
space oversampling method, with particular emphasis on its penalty term. The
empirical evaluation is limited to a small set of image-classification datasets.

Paper III provides the most direct evaluation of the clinical motivation of the
thesis, but several limitations remain. The segmentation task was simplified to
binary tumor-core segmentation and applied to 2D slices rather than complete
3D volumes. The adult and pediatric cohorts also come from separate BraTS
collections. Although both datasets contain data from multiple institutions
and were harmonized before use, cohort-specific differences unrelated to the
adult—pediatric distinction may still contribute to the observed performance
gap. Further validation using real-world datasets is therefore needed.

For Paper IV, the evaluation is limited to CIFAR-10 and ImageNet-100
under controlled step and long-tail imbalance. The representation-conditioned
diffusion approach has not yet been evaluated in the adult—pediatric medical
imaging setting, and the diffusion-based methods are also substantially more
computationally expensive than simpler resampling approaches.

A broader limitation of the approaches considered in this thesis is that both
the learned representations and the generative models are themselves obtained
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from imbalanced data. This means that the minority classes or subgroups may
already be less well represented before oversampling or generation is applied.
As a result, the latent or conditioning spaces may provide a less complete
representation of the minority distribution, which can affect the samples that
are constructed from them. Therefore, addressing the imbalance already at
the stage where the representations or generative model are learned remains
unresolved in the present work.

6.3 Future Work

A central direction for future work is to continue developing methods that im-
prove performance for underrepresented pediatric patients. In this thesis, the
adult—pediatric problem was studied using oversampling based on synthetic
data generation in a 2D brain tumor segmentation setting. A natural next step
is to extend these methods to full 3D medical images, multi-class tumor seg-
mentation, and independent clinical datasets. In particular, the representation-
conditioned diffusion approach studied on benchmark datasets in Paper IV
should be evaluated in the adult—pediatric setting to determine whether it can
provide further improvements for pediatric patients.

Another important direction is to investigate how imbalance should be han-
dled earlier in the learning process. In the approaches studied here, the learned
representations and generative models are themselves trained on imbalanced
data. Therefore, future work could consider imbalance-aware representation
learning and generative-model training, so that minority classes and subgroups
are better represented before oversampling or generation is applied.

The results also raise the question of what makes a representation space
suitable for oversampling. The thesis shows that the choice of representation
space can affect downstream performance, but it does not fully identify which
properties of the space are most important. Future studies could examine how
different training objectives affect the local structure of the latent space and
the samples produced by interpolation, and whether representation spaces can
be learned specifically to support minority-sample generation.

Further work can also be conducted on the evaluation of generated mi-
nority data. Achieving numerical balance does not necessarily mean that the
minority distribution is represented more effectively. Therefore, future studies
can examine whether generated samples provide useful variation and improve
coverage of underrepresented regions.
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