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It has been proposed that technical systems that estimate patient choices and preferences should guide treatment when
patients are incapacitated. However, the ethical debate about such Patient Preference Predictors needs conceptual clarity.
We distinguish between choices and preferences, between types of preferences, and between preferences over treatments
and preferences over how treatment decisions are made. These distinctions show that respect for autonomy can take
several forms: respect for a person’s explicit choices, for her overall preferences, or for her most central and enduring
values. We argue that while Predictors may enhance beneficence, and reduce uncertainty and conflict, they raise nor-
mative questions about which preferences should be estimated and respected. In particular, we question the moral rel-
evance of hypothetical choices, as well as the legitimacy of idealizing preferences beyond restored competence. Preferences
over decision methods can be instrumental to treatment outcomes but can also be intrinsic. The latter may sometimes
conflict with preferences regarding outcomes.
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I.INTRODUCTION

A main topic in medical ethics is the tension between physician benevolence and patient autonomy.
Ethicists widely agree that, in clinical settings, treatment should only be given when consistent with a
patient’s values and preferences, ideally informed by correct and comprehensive medical information
(Edwards and Elwyn, 2009). Recent advances in computing bolster both clinician benevolence and
patient autonomy. Diagnosis and treatment recommendations can be improved by clinical decision
support systems (Lorenzini et al., 2023). Patient understanding can be informed by visual aids or
interactive tools (Sutton et al., 2020). And when patients are unconscious or otherwise incapacitated,
their preferences can, perhaps, be deduced by advanced algorithms based on sociodemographic char-
acteristics, previous decisions, behavior, and other preferences they have stated in related situations
(Rid and Wendler, 2014; Ferrario, Gloeckler, and Biller-Andorno, 2023).

In this article, we use the term “Predictor” for any technical system that predicts or estimates patient
choice or preference. Recent ethical discussion of Predictors lacks clarity in several respects. Clear
distinctions have not been sustained between choices and preferences; nor between different types of
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preference; nor between choices and preferences for treatments versus for decision procedures for
treatments—that is, how treatment decisions are made. By discussing these distinctions, we will expose
difficult, but important, normative considerations. While we take a stand on a number of issues that
touch upon what sort of choices and preferences are morally relevant in what situations, we do not
advance a fully specified position on what choice or preferences should be decisive in any particular
situation. Indeed, trade-offs will often be necessary.

‘We will start by looking, in one section, at the possibly substantial benefits of Predictors. We will
then, in two sections, dive into the distinctions between different types of choice and preference. In our
concluding remarks, we will consider how different ways of using Predictors bring about new normative
considerations.

II. THE BENEFITS OF PREDICTION

One obvious starting point for the debate on Predictors is two influential papers by Annette Rid and
David Wendler (2010, 2014) in which they propose that what they call a “Patient Preference Predictor”
should be introduced in medical care.' As a background to this proposal, Rid and Wendler propose six
ethical goals of clinical medicine (here in our re-formulation):

. Promote the patient’s clinical interests.

. Respect the patient’s control over her treatment.

. Provide treatment consistent with the patient’s considered preferences and values.
. Respect the patient’s preferences for how treatment decisions are made.

. Respect and help the patient’s family and loved ones.

. Promote timely decision-making.

NN bW

These goals may be subsumed under three more general goals.

1. General goal 1: promoting the patient’s best interests. In the first instance, this is her clinical
interest, as in Rid and Wendler’s goal 1, but in some circumstances it may also include broader
interests. This first general goal concerns the traditional bioethical principles of beneficence and
non-maleficence, codified into the so-called principlism approach by Beauchamp and
Childress (1979).

2. General goal 2: respecting the patient’s autonomy. This is another principle of medical ethics and
the main reason for Predictors proposed by Rid and Wendler and successive ethicists. Patient
autonomy can and should be respected, during both treatment and decision procedures for choos-
ing treatment. This second general goal covers Rid and Wendler’s goals 2, 3, and 4.

3. General goal 3: promote and respect the interests and autonomy of other parties, such as the
patient’s loved ones, as well as health care professionals, possibly other patients, and the general
public. This category relates to the principle of justice. Rid and Wendler include some of these
stakeholders in their goal S.

Timely decision-making, Rid and Wendler’s goal 6, may be instrumentally important to all three of
our general goals. Most importantly, goal 6 may promote patients’ clinical interests and their control
over treatment—not being subjected to unwanted delay. It may also save resources, and have other
positive effects for third parties.

Our three general goals are often mutually reinforcing. Patients and surrogates typically prefer the
treatment that best promotes the patient’s clinical interests, and so prefer a decision procedure that
leads to choosing that treatment. In some cases, however, goals are in tension or even outright conflict.
A patient may, for example, prefer a treatment that is not in her best clinical interest, or a decision pro-
cedure that will not lead to her preferred treatment option.

Good decision tools can, in principle, support all three goals. Decision aids for diagnosis and treat-
ment promote clinical interest, as well as other goals, by making all involved parties more informed, or
by allowing them to become informed more quickly. More and better information makes it more likely
that the best option will be realized, meanwhile reducing uncertainty, enabling more patient control.
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Thus, it becomes more reasonable to decide sooner, rather than postpone a decision while anticipating
more information.

Predictors not only support giving the treatment that the patient prefers, but may have other clinical
use. Clinicians are not inclined to give treatment unless they are reasonably sure that this is in line with
apatient’s preference. Uncertainty about preferences, therefore, can delay treatment, and lead to involv-
ing proxy decision-makers, who have been found not to be reliable about estimating patient preference
(Shalowitz, Garrett-Mayer, and Wendler, 2006; on some reasoning for why, see Rid and Wendler
[2010]). Conversely, better preference prediction reduces stakeholders’ stress and anxiety, and speeds
up decision-making (Rid and Wendler, 2014; Biller-Andorno and Biller, 2019).

Better estimates of patient preference should also reduce the risk of conflict between loved ones, or
between loved ones and physicians, when they try to make decisions consistent with patient autonomy.
Admittedly, good predictions could also introduce more conflict. If stakeholders agree on what should
be done with an incapacitated patient, but then learn that a Predictor estimates that she prefers (or
would prefer) some other option, this could introduce uncertainty that leads to a more difficult decision,
and so also to more conflict. Similarly, if stakeholders are leaning one way, a prediction can balance the
scales, complicating decisions and, again, leading to conflict. In general, however, a clearer picture of
what the patient prefers or would prefer, and more confidence in this estimate, should reduce conflict.

While a sufficiently good Predictor could in principle override a patient’s current competent choice
and so replace direct patient control in the shared decision-making model, the literature is almost
exclusively focused on cases in which a patient cannot make a competent choice and it is uncertain what
the patient prefers. This is, typically, because the patient is unconscious, or otherwise has a reduced
ability to make or communicate decisions for herself, and so counts as incapacitated. Predictors are not
yet used in any clinics of which we are aware, but advocacy for them has continued for over a decade.
We consider Predictors to be a form of clinical decision support system. We do not consider them to
be decision-makers.”

II1. CHOICE AND PREFERENCE FOR TREATMENT

Proponents intend Predictors to increase the likelihood that incapacitated patients are treated consistent
with their preferences. Meanwhile, the established practice for ensuring patient autonomy in the context
ofincapacitation is advance directives. This presents an entry point to the important distinction between
choices and preferences. To register an advance directive is an action, manifesting a choice. A preference,
in contrast, is a mental state. Predictors could estimate what a person would choose if they were con-
scious or unimpaired. However, the idea is more often to estimate what alternative would best align
with a patient’s preferences, whether or not the patient would be likely to act on those preferences in
any particular situation. Another important distinction is that choices can be made, and preferences
had, not only for treatments but also for how decisions about treatments are made. The two distinctions
are independent in that a person can both make choices, and have preferences, regarding both treatments
and decision procedures. In the rest of this section, we will discuss choices and preferences regarding
treatment. In the section after that, we will turn to choices and preferences regarding decision procedures.

Choices versus Preferences

Choices are explicit decisions manifest in action, communicated or recorded. They are social and per-
formative. Preferences, in contrast, are private mental states. Though sometimes the term is reserved
for comparative evaluations, it is often used more loosely for inclinations, desires, or evaluations—the
evaluative and motivating processes that ideally direct our choices and actions.® Respect for people, as
both autonomous agents and evaluators of clinical situations, requires respect for both their choices
and their preferences. On this point, Jardas, Wasserman, and Wendler helpfully distinguish between
respect that “allows individuals to determine the course of their lives for themselves” and respect that
“increases the chances that the course of an individual’s life is consistent with the preferences and values
they endorse” (2022, 307-308). The first is respect for choice, the other respect for preference (including
the long-term and global preferences that constitute values). By “respect for” or “respecting” a choice
or preference, we mean giving substantial moral weight to it, though not necessarily treating it as decisive.
As noted, respecting patient autonomy is only one of the three general goals of clinical medicine. A
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patient can prefer an alternative that should not be provided because it is too harmful to her, or too
expensive, or harmful to third parties.*

The concept of incapacitation is to some extent normative (Hass, 2022). It indicates a situation in
which a patient either cannot make a choice (e.g., because she is unconscious), or, more controversially,
is unable to make a sufficiently voluntary or competent choice, because of temporary or permanent
impairment to her decision-making facilities. For current purposes, it does not matter where the line is
drawn for what choices count as sufficiently voluntary or competent. The issue is how Predictors can
be used when patients are (correctly) found to be incapacitated.

Proponents of Predictors are not always clear on what exactly they hope would be predicted or
estimated in such situations. Earp et al. (2024), for example, speak interchangeably about what the
patient “would choose,” what she “would want,” and what her preferences and values are, as if these
were the same thing. Meier et al. propose that “Doctors must always act in accordance with the patient’s
choices and values,” as if these two always align (2022, 10). A standard approach is to simply speak of
what patients “would prefer” or “would want,” without further explanation or specification.

Before going into more detail on respect for choices and preferences, we should note that these two
are intimately and dynamically related. Our choices typically reflect our preferences, at least to some
extent, and our main (but not necessarily only) way of satisfying our preferences is to make choices.
Hence, respect for preference often implies respect for choice, and vice versa. In benign cases, choice
and preference align perfectly, so that respect for one is respect for the other. In some cases, however,
the two diverge, to a larger or smaller degree. In extreme cases, they come apart completely, either by
being completely opposed to one another, or by one appearing without the other.

In the liberal tradition of political philosophy, which underpins the commitment to patient autonomy
in modern medicine, thinkers have shown strong support for both respect for choice and respect for
preference. Oftentimes, however, the two are not clearly distinguished. Consider John Stuart Mill, who,
in On Liberty, proposes that for the sufficiently informed and rational, “[e]ach is the proper guardian
of his own health” (1991, 1.13). Mill mainly supports this claim with instrumental reasons, such as each
person’s greater interest in, and knowledge about, her own life. He also claims that, for the sufficiently
informed and rational, “his own mode of laying out his existence is the best, not because it is the best
in itself, but because it is his own mode,” seemingly ascribing final value to choosing the course of one’s
ownlife (Mill, 1991, I11.14). However, Mill (1991) also acknowledges that we sometimes choose paths
which lead to outcomes we do not desire. He assumes, arguably too hastily, that when we do not desire
the outcome of some path of action, it is no real interference with our will for another person to prevent
us physically from taking that path—even when that path is obviously what we choose, ignorant or
confused as we sometimes are.’ It is not clear, in other words, whether Mill recommends we give priority
to choice or preference, when these are in conflict.

Similarly, neither public nor professional opinion is very consistent on the topic of when freedom of
choice should prevail. It is widely accepted that treatments and drugs may be justifiably withheld from
patients for their own good—that is, paternalistically. However, it is also widely accepted that medical
treatment should not be given against a person’s choice, as long as that person is sufficiently capable of
making decisions for herself. This is partly out of sheer respect for patients and their autonomy. It is also
for systemic reasons, such as preserving trust in the health care system and the health professions (cf.
Tinnsjo, 1999). Both of these kinds of reasons are weaker when the choice is not a current one, but one
made previously. Advance directives are typically, but controversially, respected in clinics in the Western
world. In general, an important part of autonomy is to be able to direct our future lives, and so our
future-oriented decisions should typically be respected (Feinberg, 1986). Scholars have questioned,
however, to what extent we should respect advance directives rather than promote best interests, par-
ticularly when the patient is in a situation that she did not expect, which was difficult for her to under-
stand fully beforehand, or when the patient has been changed by her deteriorating condition such that
her current interests diverge substantially from those she had when issuing the directive (cf. Jaworska,
2017; Franklin-Hall, 2024).

Hypothetical Choices

Predictors could potentially estimate what an incapacitated patient would choose if she were not inca-
pacitated. This phrase is common in the literature. This counterfactual may be more or less difficult to
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evaluate, depending on the degree and kind of incapacity. If a patient is permanently and severely less
competent than she used to be, such as in cases of dementia, it is not so clear what it even means to ask
what the patient would have chosen, without this reduced competence. Do we extrapolate a likely
alternative personal history from the moment of onset, and estimate what the patient would have been
like and so would have chosen in that alternative reality, potentially covering decades? Or do we start
with the patient we have before us, and hypothesize what she would have been like and so would have
chosen, if suddenly infused with greater cognitive capacities?

However, we may put such ponderings to one side, since we should not be concerned with what a
patient would choose under non-actual circumstances. Choices should be respected, but only when
they are made. To treat a person against her explicit refusal is paternalistic, even if the refusal is unin-
formed or confused and her desires indicate treatment. As Wasserman and Wendler put it, “[r]espect
for autonomy implies that we treat others based on their decisions, whether the decision traces to a
whim or a lifelong commitment” (2023, $80). In contrast, we have no reason to respect what a person
would have chosen in some hypothetical situation, because hypothetical choices are not part of a person’s
control over her life, and so do not warrant immediate interpersonal respect. Hypothetical choices are
morally relevant only indirectly, to the extent that they indicate what a person would prefer or desire, or
what her values might be. However, these things are quite another matter than what she would have
chosen in the counterfactual situation in which she was competent to choose, at least as long as the
counterfactual is relatively modest and does not include too much idealization. If she is competent to
choose in some realistic, neighboring world or scenario, such as the closest possible world in which she
is awake, she may still be uninformed and confused and so her choices may run counter to her desires,
preferences, and values.

Predictors could be more useful in cases in which the authenticity of an advanced directive is ques-
tionable, or the document or file itselfis lost, but there is evidence that a directive has been issued. Since
Predictors are essentially universal guessing machines, there could be Predictors that estimate the like-
lihood that an advance directive was indeed issued, what its content was, or whether an existing directive
is authentic. There are also actual choices that may warrant respect even though they are less formal
than issuing an advance directive. It is possible, for example, that a patient has declared to her closest
relatives, perhaps repeatedly, how she wants to be treated in future scenarios if incapacitated. If there is
uncertainty around whether or not this kind of choice has been made, or what its exact content is, then
this too could be estimated by a Predictor. Morally speaking, it is not the format of the advance directive
that confers the status of to-be-respected, it is the making of a choice, properly informed and with the
relevant content.

Hypothetical Preferences

The main use of Predictors lies in estimating probabilities of preferences. There are different kinds of
preferences, and different senses in which one can prefer one thing over another. It should be useful to
distinguish at least three senses, in this context. In brief, to prefer one thing over another can mean that:
(1) one would be prepared to choose it in benign circumstances, (2) getting it will better satisfy one’s
desires and values overall; or (3) getting it will better satisfy one’s most central or fundamental desires
and values, in some sense. It is useful to elucidate these three senses in detail.

The first sense of preferring concerns the occurrent mental states that typically precede choice. We
may accept an offer of coffee or medical treatment because at the moment of choice, we would rather
have the coffee or the treatment than not have it (or have it rather than the alternative that we would
otherwise receive), based on our assessment of the situation, including our current and occurrent beliefs
and desires. Call these mental states situational preferences. If we assume benign contexts, in which
people’s preferences manifest in choice in a straightforward way, it is rather innocuous to assume that
situational preference and choice are equivalent in terms of their content. However, contexts are often
not so benign. Since choices are, we have assumed, performative in some sense, we may lack the will-
power or other agential capacities needed to take us from situational preference to choice. A person
may, we assume, have a clear preference for picking up the ringing phone, yet not do it because of a
phobia of answering phones (a growing, and puzzling, fear among young people; Rufo, 2024). In a
clinical context, patients may, for example, be ashamed that they are receiving so much attention and
so many resources, and so decline treatment that they would otherwise prefer to receive. In fact, doctors
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tend more than the general population to reject aggressive treatment at the end of their own lives, even
though they would prefer that same treatment for their own patients (Periyakoil et al., 2014). This need
not, we propose, indicate a preference against receiving the treatment, seen in isolation from the social
context. Instead, it may indicate unease with being the focus of attention, or receiving help and support.
Of course, a person may also have a preference against receiving warranted and needed treatment, in
order to promote the availability of treatment for others. This is an example of a moral or self-sacrificing
preference. Hence, not wanting needed treatment is irrational in some cases, and rational in others.
Therefore, situational preferences and choices need not, but sometimes do, come apart.

The second sense of preferring concerns what one would situationally prefer after methodically and
rationally considering the nature and consequences of the relevant alternatives, and how they would
align with all of one’s desires. Call this kind of preference overall preference. Overall preferring involves
hypothesizing. However, we do not need to introduce idealization of agents or preferences in the sense
that this hypothetical involves the agent being a better agent, more informed and rational. Instead, we
can define preference in this second sense as what a person does in fact prefer, here and now, given all
of her desires and evaluations, including those that are not salient to her at the moment.

There are many things we fail to consider at any particular moment. In high stress contexts, including
clinical situations, a person may even repress awareness of, or deny, possible consequences. More mun-
danely, we just do not have the time nor cognitive capacity to consider the likely impact of our choices
on all the things we value. How will reduced mobility from surgery affect all the various physical activities
that I'like doing? How will this in turn affect my social life, given that I do some of these activities with
others? How will the effects on my social life, in turn, affect my mood and general life-satisfaction? How
will my mood affect other people that I care about? These are things about which I can form beliefs, if
I take the time, and things that will differ in the degree to which they satisfy my desires, both short-term
and long-term. However, I do not have the time, nor peace of mind, to consider all these possibilities
in many real-life situations, such as when I must accept or reject an offer of surgery. By administering a
survey to people about what they believe they would want if they were to face certain medical situations
in the future, one may hope to elicit something approaching overall preferences (such as reported by,
e.g., Ridetal,, 2015). However, results could probably be improved by explicit appeal to long-term and
other non-obvious consequences, by interviewing the survey-takers, and perhaps by educating them
on the clinical topics investigated in the survey (as envisioned in Rid and Wendler, 2014; see also
Ferrario, Gloeckler, and Biller-Andorno, 2023).

One’s desires include the base and the refined, the temporary and the enduring, the second order
endorsed and the second order rejected. Some of one’s desires are, or are experienced to be, more central
to one’s identity and aspirations than other desires. For example, a patient’s desire to survive another
day or week may be very salient and strong, but her desire to die with dignity may be more central to
her value system and the sort of person she has been throughout her life. In the context of Predictors,
Schwan proposes that “[w]hat an agent would prefer were they capacitated is important primarily to
the extent that it tracks what that patient cares about in a deeper and more fundamental way” (2024, 39).
We may call this sense of caring, or preferring, having an authentic preference. Schwan does not explain
what this way of caring is exactly, but the notion that some desires are more fundamental is familiar and
can be specified in different ways, including with reference to higher order endorsement (Frankfurt,
1971), overlap with judgments about what is good (Watson, 1975), stability over time, or stability in
the face of counterfactual stress testing such as understanding the causal history of the desire, i.e., how
it came about (Christman, 1991).

This completes the survey of three senses of preferring and preference. These three different senses
will often point toward different choices. It is common to be prepared to choose one thing-that is, have
a situational preference—while thorough consideration of all of one’s beliefs and desires would lead
one to choose another thing—overall preference—and consideration of only one’s most central or
otherwise fundamental preferences would lead one to yet another choice—manifesting an authentic
preference. It is therefore crucial that Predictors estimate the sort of preferences that should guide us.

So what preferences can possibly guide us when a patient is incapacitated? Depending on the degree
of incapacity, a patient may or may not have situational preferences (the mental states that typically
precede a choice). If she does, these will not, by assumption, lead to a sufficiently competent choice.
This could be, for example, because of traumatic brain injury or temporary impairment of executive
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functions. In some cases, situational preferences may be adequate for competence without manifesting
in choice, leading to impaired decision-making. For example, the patient may be severely depressed. In
other cases, patients have no situational preferences, for example, when unconscious. In either type of
case, predictors could estimate what situational preferences the patient has or would have. However,
we propose that we have no, or only very weak, reason to make such predictions. This is because, like
the choices they typically cause, situational preferences may be heavily influenced by quite contingent
and insignificant details of the choice situation. For example, we should probably not withhold treatment
from a patient because she is or would have been ashamed to receive it, based on a tendency to feel
unworthy. The fact that a person is, or would have been, prevented from being prepared to act in her
bestinterest by some irrational tendency that she herself does not endorse as part of her character should
have little or no influence on what counts as all things considered respectful behavior toward her.

When it comes to overall and authentic preferences, it is a matter of perspective whether incapacitated
patients have them, in any given situation. On the one hand, it makes sense to say of a person that is
asleep or temporarily unconscious that she has a strong will to live, that she dislikes chocolate, or that
she prefers rock music to opera, even if she is not currently aware of these mental states. On the other
hand, it also makes sense to say of such a person that she currently has no preference, but that, if she
did, her preference would be for being treated in some ways rather than others. The longer the incapac-
itation endures, the less natural it becomes to talk of the person as having preferences. While perhaps
interesting in its own right, this matter does not need solving in the context of Predictors. Predictors
may estimate what a person does want or prefer, or what she would want or prefer if awake, etc. Either
way, the point is to establish what it is to respect this person’s autonomy, especially in situations in which
she currently cannot make a competent choice.

We propose that overall preferences should be respected whether or not the person having them
(actually or hypothetically) is incapacitated. These preferences capture what the person wants and
values in the everyday sense which is relatively stable over time and over contexts. If there is a sufficiently
clear and uncontroversial specification of authentic preferences, such preferences should be respected,
too, and conflicts between these two kinds of preference must be solved by considering their relative
strength, intensity, or importance. In other words, we believe that both Schwan’s (2024) and Rid and
Wendler (2014) positions are valid and that, ideally, some amalgam of these positions should be found.®

None of the three senses of preferring surveyed invoke idealization of preferences. To the extent
that they involve hypotheticals, these are very mundane, of the form that a person would prefer this
or that if she were currently conscious or otherwise capable to make decisions—that is, if she woke up
or similar. The risk with idealization beyond the mundane is familiar from Berlin’s (1969) concerns
about positive liberty; it is the risk that respect for a person, or her autonomy;, is directed at the hypo-
thetical person that she would be, if she were more informed or more rational, and not at who she
actually is.

This is worth noting since when hypothetical preferences are invoked in the paternalism debate, they
typically involve some further degree of idealization. One early example is John Hodson (1977), who
argued that a person may be treated in accordance with his “hypothetical unencumbered decisions.”
For Hodson, decisions are encumbered when they are affected by factors—including ignorance—which
typically lead people to later regret such decisions. Indeed, it is quite common to endorse idealization
in the dimension of information or understanding. Danny Scoccia (2013) proposes that “interference
does not violate one’s autonomy if one would consent to it, given one’s current preferences and values,
if one were instrumentally rational and well informed about relevant, empirically ascertainable causal
or means-ends matters” Scoccia’s ambition is to avoid idealization of preferences and values, while
employing idealization of instrumental rationality and practical information. This makes sense, for
example, when a person prefers to ingest some harmful substance over taking recommended medicine,
having been misled about that medicine’s effects. If such a person became well-informed about relevant,
empirically ascertainable causal matters, she would know the harmful substance is harmful, and the
medicine likely to be helpful, and so she would prefer the medicine. Sometimes, however, a person’s
very values are partly based on practical confusions and mistakes. Suppose a patient is devoutly skeptical
of science, believing medicine produced by “big pharma” to be a sham, designed to create addiction, or
worse. It may perhaps be possible to deduce what medicine she would want if she came to see that the
pharmaceutical industry, for all its faults, is not this sort of sham. However, her skepticism of this industry
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may have caused her to develop a preference for “natural” medicine and a dedication to self-sufficiency
and the ability of her own body to heal unaided. If so, it is not so clear how these values would be affected
by idealization to a state of being well-informed about relevant, empirically ascertainable matters. If the
values survive such idealization, they may still cause her to decline important medicine. This indicates
that it is difficult to define a degree of idealization that avoids Berlin's monstrous impersonation while
still giving desired results about paternalistic interference.

Asithappens, idealization is not necessary to explain why it may be respectful to prevent the ingestion
of the harmful substance rather than the medicine. With regard to situational preference, a patient may
indeed prefer the harmful substance, which she does not know to be harmful. However, taking into
consideration also her overall and authentic preferences—her desire to get well, to be there for her
children, etc.—will typically mean that she prefers, all things considered, the state of affairs in which
she does not ingest the harmful substance. This is all-the-more obvious if we differentiate between
preferences for means and for ends. If the preference for ingesting the harmful substance is entirely
dependent on a preference for getting well, then the former preference is quite thin or superficial.
Similarly, a preference for ingesting some liquid may be entirely dependent on a preference to quench
one’s thirst. If that liquid will not in fact quench one’s thirst, because, for example, one will immediately
throw up, then the only preference that points to drinking that liquid is very thin and superficial, a sort
of picking among the available means. Other times, of course, one may be quite invested in the means
taken, such as when a Jehovah’s Witness wants to survive surgery, but not by means of accepting blood
transfusions.”

Whatis the upshot of this discussion? Those who propose that Predictors be used to estimate patient
preference should clarify at least which of the three senses of preference is meant. Such proponents
should further say whether they recommend any degree of idealization (beyond the mundane). By
doing so, the interesting proposals in the literature would become easier to understand and evaluate.

In their early and influential proposal for Predictors, Rid and Wendler seem to have situational pref-
erences in mind when they say “[m]any patients have preferences regarding how treatment decisions
are made for them if they become incapacitated” (2014, 107). People presumably either walk around
with preferences for such situations, or form them when prodded, just as if they were offered a treatment
here and now. Earp et al. (2024) (in which Rid and Wendler are also co-authors) propose five types of
sources from which preferences can be abstracted by use of LLMs. First, earlier decisions and public
writings (cf. Lamanna and Byrne, 2018). These will display choices in particular situations and may be
affected by social considerations; what is abstracted may be the patient’s social persona rather than her
actual preferences. Second, questionnaires or interviews by healthcare providers. This source may
approach overall preferences, if performed well, though many existing questionnaires perform badly at
capturing patients’ commitments with regards to bigger-picture value systems such as spiritual beliefs
(de Jager Meezenbroek et al., 2012). Third, value-eliciting discrete choice experiments, in which par-
ticipants face a sequence of tradeoffs that pit various decision-relevant factors against one another to
elicit their relative subjective importance. This proposal has the potential of identifying overall or authen-
tic preferences. Fourth, statements from surrogate decision-makers and other persons close to the
patient. This information will be difficult to evaluate and could pertain to any of three senses of prefer-
ences. Fifth, population-level data on choices and preferences. This will pertain to different senses of
preferences depending on the sort of data used. Hence, the five sources for preference abstraction will
tend to estimate different senses of preferences, or different mixes of these senses. The estimates may
therefore have contradictory content.

IV. DECISION PROCEDURES

It is common and reasonable to make choices and have preferences not only regarding some outcome,
such as what treatment is given but also regarding the process by which that outcome is decided. For
an obvious example, it matters whether or not one has a say over how decisions are made that will affect
one’s life, not only what those decisions are. One of the goals of medical practice emphasized by Rid
and Wendler (2014) is respect for patient autonomy over how treatment decisions are made. This goal
is particularly pertinent when we anticipate that decisions will have to be made in the future, and that
we may not ourselves be able to decide at that time. Some advance directives may specify not which
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treatments should or should not be given in such situations, but rather who should make those decisions,
and how they should be made.

It should perhaps be recognized that these are not the only situations in which the decision process
isimportant. We may also want to bind our future selves in cases in which we do not anticipate becoming
incompetent. The extent to which we should be able to make such “Ulysses contracts” is a contested
topic among liberals (cf. Franklin-Hall, 2023).* Furthermore, we may in the current moment prefer
some other decision process than deciding ourselves with the support of our clinician; some people, for
example, want to defer to an authority, like clinicians, or elders or authorities in their community, not
just taking their advice but actually having them decide. (For an ethical discussion on this topic, see,
e.g., Brown, 2024).

It is clear, then, that we can make choices and have preferences regarding decision processes for
treatments, not just treatments themselves. Hence, Predictors can be used to estimate these choices
and preferences (as noted by, e.g., O’Neil, 2022; Earp et al., 2024). Just as for treatments, we see no
reason to try to estimate hypothetical choices. What should be estimated when it comes to decision
procedures, if anything, is preferences, and in particular overall and authentic preferences. And just as
for treatments, it is important to clarify what sense of preference is estimated.

Independently of the sense of preference estimated, the content of a preference for a decision pro-
cedure can be more or less instrumental. We may want to control how decisions are made for purely
instrumental reasons, typically in order to promote our interests but also to ensure that we are treated
in accordance with our preferences regarding treatments. For example, we may trust some relative to
be most able to determine, in an unanticipated future situation, what treatment we would most prefer.
However, we may also have preferences for how decisions are made which are not instrumental to
securing our preferred outcome in terms of the content of the decision.” For example, we may want our
partner to make future treatment decisions for us in a situation in which we are incapacitated, not
because we trust them to be the best judge of our own interests or preferences, but because we want
them to be the agent that sets out the direction for themselves, us, and our children, considering all the
preferences and values in the family. We may trust them to be the best judge of this more complex set
of preferences and values, or we may just want this existential decision to be taken by them, allowing
them to be the author of their own, and to some extent our own, life. Call this form of preference about
decision methods intrinsic, because it more concerns how the decision is made, rather than what its
outcome is. It is, in that sense, intrinsic to the decision (cf. Karlan, 2024).

Another form of intrinsic preferences is the preference, reported by Stephen John (2018), that deci-
sions about us be made based only on reasoning from categories and concepts which we endorse as
relevant to our preferences over treatments. For example, we may want estimates of our treatment
preferences to be made independently of demographic properties we have, but with which we do not
identify (such as gender or age)."

Intrinsic preferences can also concern the very use of Predictors (Mainz, 2023). Patients can prefer
that Predictors not be used to estimate their preference for treatment. This is a quite particular and
somewhat eccentric preference about the decision method for treatments. Note that this preference
does not concern how the patient is treated, but rather how physicians go about fulfilling their profes-
sional obligations. Therefore, the preference does not seem to warrant much respect. Compare a patient
who does not want that their preferences be estimated by a female or a Muslim doctor, or not on a
Wednesday. While treatments clearly concern the patients, and some aspects of the decision method
for treatment may concern them, it is unclear whether these particular details of the decision method do.

The difference between instrumental and intrinsic preferences is important because if the patient’s
reason for choosing or preferring some decision process is purely instrumental, and if that process will
not in fact promote the treatment goal that the patient believes it will, then her preference is quite thin
and superficial. So, respect for it does not provide very strong moral reasons. O’Neil argues that we have
reason to disregard information that is pertinent to what a patient values if it is the case that “if this
patient were to learn that a value of theirs had a certain origin, the patient would feel disconnected from
that value” (2022, 316; cf. Christman, 1991). For example, says O’Neil, a patient may have a preference
for aggressive treatment that is caused by his male gender role, which he resents. It is not clear whether
O’Neil’'s argument invokes instrumental or intrinsic preferences. If a treatment preference Predictor
cannot handle the nuanced information that a male patient resents his gender role, then it could be that
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removing the gender role from the data set will produce a better estimate of this patient’s overall or
authentic preference. To remove this data point for that reason would be instrumental to predicting the
patient’s treatment preference. It seems that this is what O’Neil has in mind, or at least there seems to
be this instrumental reason in this case. This is distinct, however, from removing the data point about
gender out of sheer respect for the patient’s preference regarding the decision procedure. It could well
be that a patient resents some of his or her social roles or identities, but that information about this role
or identity will nevertheless improve preference estimates, even for authentic preferences, in the sense
described above. Such a case is a proper test case for whether preferences regarding decision procedure
should be respected intrinsically.

Intrinsic preferences regarding choice procedures may be in conflict with preferences regarding treat-
ment, such that the preferred decision procedure is less likely than a dispreferred decision procedure
to produce the most preferred treatment. This makes it particularly important to clarify what preference
is estimated by any proposed Predictor.

V. CONCLUDING REMARKS: PREDICTIONS, PROBABILITIES,
AND STAKES

In this contribution, we have discussed various sources of reasons pertinent to how to treat patients,
and in particular incapacitated patients, in relation to Predictors—technical systems that predict or
estimate patient choice or preference. There are at least five distinct sources of such reasons. First, there
is promotion of her objective interest, including her clinical interest. Second, respect for her stated
choice of treatment, which in the case of an incapacitated patient will be an antecedent choice, some-
times recorded in an advance directive. Third, respect for her choice of decision procedure, whether a
current or previous choice. Fourth, respect for her preference regarding treatment, informed by her
preferences regarding outcomes and their likelihood. Fifth, respect for her preference regarding decision
procedures, especially when these are intrinsic and not only instrumental to preferred treatments.

In principle, all these five values can be predicted. The literature on algorithmic decision aids is
focused on predicting health outcomes on the one hand and preferences regarding treatments on the
other. However, we may use Predictors also to estimate preferences over decision procedures, and
potentially, especially if there is obvious uncertainty in this regard, we can use them to estimate anteced-
ent choices of treatments or decision procedures—whether such choices exist and, if so, what they are.

Given the many different things we can predict or estimate, and given that resources for such esti-
mation are limited, what decisions are sensible in the future will in part depend on which uncertainties
we make it our priority to reduce. As is well known in decision theory, it is sometimes rational to spend
resources on acquiring information prior to making a decision, since reducing the uncertainty of some
outcome materializing increases the expected value of promoting that outcome (Raiffa, 1968). This
dynamic plays out also in the case of physician benevolence and patient autonomy, even if the values
involved are not easily quantified. The more certain we are regarding what a person prefers, the more
reason we have to be guided by what she prefers, rather than by estimates of her best interests. The
opposite is also true; the more we know about what is in a person’s best interest, the more reason we
have to be guided by that knowledge, rather than what she prefers. In developing prediction technology
further, therefore, we face a strategic choice between prioritizing reducing uncertainty concerning what
people would want, versus what is in their best interest. We should recognize that how we allocate our
resources will affect which of these considerations will have more impact in future decisions. We may
opt to invest in reducing uncertainty around objective or clinical interest, thus causing such interest to
weigh more heavily on the scales in future decisions. Alternately, we may opt to invest in reducing
uncertainty around patient preferences and values, thus causing these considerations to weigh more
heavily. In a way, strategic choices around these investments mirror choices around how to treat people
in the clinic—whether with care or respect. Ideally, of course, these values should be aligned.

NOTES

1. Insome recent contributions, the term “autonomy algorithm” is used instead of “Patient Preference Predictor.”
2. For an argument for why Predictors should not be decision-makers, see Makins (2024).
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3. Wemake no strict distinction between desires, preferences, and values. We take desires to concern basic things that one wants, occurrently

or non-occurrently, that is, things or states of affairs an agent is drawn to or has a disposition to acquire or make happen. Preferences are

most obviously distinct from desires by being comparative, but they may also be more reflective than desires, based on at least minimal
deliberation (cf. Hausman, 2011). Values are desires and preferences that stand out by being particularly long-term and/or global, in the
sense of spanning over different contexts.

Patients can even prefer alternatives that are practically impossible to provide.

For thorough criticism of Mill's move here, see Day (1970).

Grill (2015) offers an example of a pluralist view of respecting preferences, including both what we call overall preferences and what we

call authentic preferences. Schwan (2024, 39) endorses such a pluralist view in the context of Predictors, without specifying any details

or discussing earlier proposals.

7. Liberals who favor respecting autonomy for intrinsic reasons typically favor respecting preferences even if they are based on unusual,
and seemingly unreasonable, metaphysical beliefs. This is one reason for why Scoccia, for example, limits his idealization to the empirically
ascertainable. See Grill (2015), however, for an argument for why blood transfusions can sometimes be justifiably administered to
Jehovah's Witnesses, based on respect for their own non-idealized preferences.

8. Itistypically assumed that the term “Ulysses contract” refers to contracts that bind one’s future self, regardless of the anticipated quality
of will of that future self. Ulysses, actually, in the story that inspires the concept, anticipated the sirens will “enchant” him and so was, in
fact, impaired in his decision making while under their spell (Homer, 1900, book XII).

9. However, existing data suggest most patients prioritize receiving the treatments they prefer and avoiding the treatments they do not
want, over satisfaction of their preferences for the decision process ( Jardas, Wasserman, and Wendler, 2022).

10. Jardas, Wasserman, and Wendler (2022) argue that respecting a patient’s wishes regarding the basis on which estimates of her preferences
for treatment are made is not an instance of respect for autonomy. At the same time, they endorse respecting preferences for who should
be involved in treatment decisions and whether or not estimates should be made at all. In a comment, O'Neil (2022) reiterates John’s
point that patients may not identify with some of their demographic properties, and adds that when a treatment preference is due to a
social role or identity from which the patient is alienated, the preference may not be authentic (this might be true, e.g., on the notion of
authenticity in Christman [1991]).

A
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